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SUMMARY

In recent years, pre-trained neural language models have exhibited exceptional perfor-
mance across various natural language understanding and generation tasks. However, the
trend of scaling these models to encompass billions of parameters, although giving rise to
emergent zero-shot and few-shot generalizability, has brought forth signi cant deployment
challenges due to their massive size. These challenges include constraints in model storage
and inference latency for real-world deployment, intensive time and computational costs
for task adaptation, and the presence of substantial redundant parameters that affect task
adaptability. Motivated by these challenges, our research aims to improve the parameter
ef ciency of these models, seeking to minimize storage requirements, accelerate inference
and adaptation, and enhance generalizability.

? Parameter Utilization in Neural Language Models Recent studies have identi ed
signi cant redundancy in pre-trained neural language models. However, the impact of
parameter redundancy on model generalizability remains largely underexplored.

In Chapter 3, we delve into the relationship between parameter redundancy and gener-
alizability of pre-trained neural language models. Our observations reveal that by removing
the most redundant set of parameters, we can enhance the model's generalizability, largely
attributed to a reduction in model variance [1]. Based on this insight, we introduce an adap-
tive learning rate schedule for model ne-tuning. In our approach, each parameter's learn-
ing rate is set inversely to its importance, promoting the training of redundant parameters to
boost model performance [2]. The method proved effective in enhancing generalizability
across multiple natural language understanding tasks.

? Model Compression for Neural Language ModelsModel compression methods, such
as weight pruning and knowledge distillation, have proven effective in reducing model size
and accelerating model inference. However, these techniques encounter challenges when

applied to larger models.
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In Chapter 4, we delve into iterative pruning, which sparsi es models by gradually re-
placing redundant parameters with zeros through training. We introduce a reliable scoring
metric that gauges parameter importance by considering uncertainties in the training dy-
namics, ensuring important parameters aren't mistakenly pruned [3]. The resultant pruned
model produce signi cantly better prediction accuracy especially in the highly sparse re-
gion.

In Chapter 5, we study knowledge distillation, which trains a small and compact stu-
dent model to emulate a larger teacher model's capabilities. Central to this is addressing
the large “knowledge gap” due to the capacity difference between the two, often hindering
the student's performance. To tackle this, we offer two solutions for producing students
for speci c tasks. The rst focuses on selecting only task-relevant knowledge to distill [4].
The second, tailored for multimodal tasks, selectively distill modalities that are useful to the
target task [5]. In scenarios demanding student adaptability across diverse tasks, we pro-
pose to reduce the knowledge gap by combining iterative pruning with distillation [6]. Our
approaches signi cantly surpass conventional distillation methods at similar compression
ratios.

? Ef cient Task Adaptation for Neural Language Models. Fine-tuning is an essential
adaptation method for attaining satisfactory performance on downstream tasks. This pro-
cess, however, is both computation-intensive and time-consuming.

In Chapter 6, we explore ef cient task adaptation methods, emphasizing the hypernet-
work approach. This method employs an auxiliary hypernetwork to generate task-speci c
weights based on few-shot demonstration examples within a single forward pass. We im-
prove the weight generation scheme by exploiting the intrinsic weight structure as an induc-
tive bias, enhancing sample ef ciency for hypernetwork training. Results show our method
offers better generalization on unseen tasks [7, 8], outperforming traditional hypernetwork

approaches.
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CHAPTER 1
INTRODUCTION

In recent years, pre-trained neural language models have showcased remarkable capabil-
ities across a myriad of real-world tasks. These encompass both natural language under-
standing (NLU) domains, such as textual entailment and sentiment analysis [9, 10, 11,
12], and natural language generation (NLG) domains, which include tasks like question
answering, language modeling, and neural machine translation [13, 14, 15, 16].

There has been a notable trend towards scaling up the pre-trained neural language mod-
els. Over recent years, we've withessed an escalation in model sizes, with parameter counts
rising from several millions to hundreds of billions. To highlight a few examples: the T5-
XL model [16] comes with 3 billion parameters, the LLaMA-2 model [17] encompasses 70
billion parameters, the GPT-3 and GPT-3.5 models [15, 18] boast several hundred billion
parameters, not to mention the even larger GPT-4 model [19]. These large language models,
often referred to as LLMs, are renowned not just for their adaptability across varied tasks,
but also for their emergent capabilities in zero-shot and few-shot scenarios, tackling tasks
they haven't been directly trained on. Beyond conventional NLU and NLG tasks, LLMs
show prowess in more complex challenges, such as reasoning, planning, and arithmetic.

While the capabilities of pre-trained neural language models are impressive, their vast
sizes present distinct challenges. Primary among these is the dif culty of deploying such
models in real-world applications. Their signi cant storage requirements and associated
inference latency hinder their use in contexts with stringent storage or speed constraints.
For instance, applications on mobile devices or high-throughput E-commerce services can

nd these models challenging to integrate effectively.

Another signi cant challenge is to adapt large pre-trained models to downstream appli-

cations. For tasks in speci ¢ domains, such as those in the medical or scienti c domains,



ne-tuning becomes paramount to attain a satisfactory performance. This process, how-
ever, is both computation-intensive and time-consuming. The challenge ampli es as the
size of the models increases, resulting in heightened energy consumption and heat genera-
tion, both of which have negative environmental rami cations. Notably, while the emergent
capabilities in zero-shot and few-shot inference offer some respite from the heavy demands
of ne-tuning, models that forgo this step often underperform. Essentially, without ne-
tuning, the static weights of pre-trained models struggle to adapt to the nuances of particular
downstream tasks.

Furthermore, recent research has highlighted the existence of substantial redundant pa-
rameters in pre-trained neural language models [20, 21, 22, 23, 24]. By properly identifying
the redundant parameters, as much as 90% can be pruned from the BERT-base model [9],
resulting in a mere 5% drop in test accuracy on downstream NLU tasks [3]. Additional
studies emphasize that the presence of such redundancy can have detrimental effects on the
model's adaptability to downstream tasks [25, 26, 1].

Prompted by these challenges, we are compelled to investigate strategies to enhance the
parameter ef ciency of neural language models. Our goal is to reduce storage demands,
speedup model inference and adaptation processes, and bolster model generalizability. The

primary contributions of our research can be summarized as follows:

1.1 Parameter Utilization in Neural Language Models

In Chapter 3, we delve into the relationship between parameter redundancy and model
generalizability of pre-trained neural language models. Our observations reveal that by re-
moving the most redundant set of parameters, we can enhance the model's generalizability,
largely attributed to a reduction in model variance [1]. Stemming from this insight, we
design an adaptive learning rate schedule for model ne-tuning. In this approach, each
parameter is assigned with a learning rate that is inversely proportional to its importance,

aiming to promote the training of the redundant parameters and elevate their contributions



to the model performance [2]. Empirical experiments con rm the ef cacy of our method,

showcasing an enhanced generalizability across various NLU tasks [27].

1.2 Model Compression for Neural Language Models

Model compression methods, such as weight pruning and knowledge distillation, have
proven effective in reducing model size and accelerating model inference. In Chapter 4,
we study iterative pruning, which transforms a dense model into a sparse subnetwork by
progressively replacing redundant parameters with zeros through training. We propose a
novel scoring metric that quanti es the importance of each parameter. Our metric accounts
for uncertainties inherent in training dynamics, thereby protecting against the inadvertent
pruning of important parameters [3]. The proposed metric demonstrates superior general-
ization performance across diverse NLU tasks compared to traditional metrics. This dis-
tinction is especially pronounced under the challenging high-sparsity regime, where the
pruned subnetwork retains merely 10%-20% of the original parameters [27, 28, 29].

In Chapter 5, we explore the realm of knowledge distillation, aiming to train a small
model (referred to as the student) to match the performance of a larger, well-trained model
(referred to as the teacher). A pivotal challenge we tackle is the "knowledge gap” issue.
Due to the large capacity difference between the teacher and student models, the latter often
struggles to mimic the predictions of the former across extensive training data. This notable
discrepancy often diminishes the ef cacy of distillation, resulting in an under- tted student
model [30, 31, 32, 33, 34].

We highlight two task-speci c distillation methods designed for enhancing student per-
formance on speci c tasks. In the rst method (Section 5.1), we select only task-relevant
knowledge from the teacher to distill to the student [4]. This approach alleviates the stu-
dent's burden of mimicking the massive, but task-irrelevant, pre-trained knowledge from
the teacher. The proposed method notably enhances student performance across a wide

spectrum of NLU and NLG tasks [27, 35], outperforming existing methods at similar com-



pression ratios (e.g., 50%).

The second method is developed for multimodality target tasks (Section 5.2). In this
case, we recognize having the student mimic knowledge across all modalities is not nec-
essary for the target task learning, as not all modalities are equally relevant. We propose
to track the contribution of individual modalities and adaptively distill the most important
module over time [5]. The proposed method shows notable improvements across a range of
multimodal understanding tasks and image captioning tasks [36, 37, 38, 39], demonstrating
its effectiveness at various compression ratios.

In Section 5.3, we consider a more challenging distillation setting, where the goal is to
produce a student model readily adaptable for a diverse range of downstream tasks. Given
that downstream tasks can be arbitrary, all knowledge from the teacher can be relevant,
intensifying the challenge of bridging the knowledge gap. To address this, we initialize the
student model from the teacher model. Then we progressively prune the student while con-
currently distilling knowledge to ensure the knowledge gap doesn't expand. The distilled
student consistently surpasses existing methods, especially at challenging compression ra-

tios of 10%-20% on a range of NLU tasks [27, 28, 29].

1.3 Ef cient Task Adaptation for Neural Language Models

In Chapter 6, we explore the ef cient task adaptation methods, with a particular focus on
the hypernetwork approach [40]. This approach introduces an auxiliary hypernetwork to
generate task-speci ¢ weights based on a few task-speci ¢ demonstration examples, at the
cost of only a single forward pass. We propose a novel weight generation scheme that
harnesses the intrinsic structural information of the weights. By using this information as
an inductive bias, we enhance the sample ef ciency during hypernetwork training. Em-
pirical results demonstrate that our scheme yields parameters with superior generalization

capabilities on a range of unseen tasks [7, 8], surpassing existing hypernetwork approaches.



CHAPTER 2
PRELIMINARY

This chapter divides into six parts: 1) an introduction to the Transformer-based neural lan-
guage models; 2) an introduction of model pruning; 3) an introduction of knowledge dis-
tillation; 4) an introduction of in-context learning; 5) an introduction of parameter-ef cient
ne-tuning, and 6) an introduction of hypernetworks. These preliminaries appear con-

stantly in later chapters.

2.1 Transformer-based Neural Language Models

In recent years, pre-trained neural language models have showcased remarkable capabili-
ties across a myriad of real-world NLU and NLG tasks. These capabilities are built upon a
powerful deep neural network architecture known as the Transformer [41].
Notations. We usef (; ) to denote a Transformer modelparameterized by, wheref
is a mapping from the input sample spacdo the output prediction spacé. We de ne
the loss objective ( ) = Eyy x:v)[ (f(X; );¥)], where'(; ) is the loss function of a
given task.
Transformer Model. The Transformer model comprises an encoder and a decoder. The
encoder acts as an extractor, learning to capture contextualized semantic information from
an input token sequence. Consequently, the encoder is important for NLU tasks such as
information retrieval, semantic understanding and sequence classi cation [9, 10, 12]. Tak-
ing a sequence classi cation task as an example, the loss functian take the form of
cross-entropy loss, i.eF.), ff:l yelogf(x; ), whereC is the number of classes.

In contrast, the decoder serves as a generator, producing an output token sequence in
an autoregressive fashion by predicting the next most probable token based on previously

generated tokens. As a result, all NLG tasks rely on a decoder for sequence generation [13,
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14, 15]. Taking a language modeling task as an example, the loss funéioegative log
likelihood, i.e., %P th1 logp(y:jy<t ; X; ), whereT is the output sequence length.

For NLG tasks requiring conditional generation, such as question answering and ma-
chine translation, an encoder-decoder architecture is often adopted to ensure output se-
guence generation is conditioned on the encoded input sequence [16].

In this thesis, we employ encoder-only models (BERT [9], RoBERTa [10], and De-
BERTa [12]) for NLU tasks, decoder-only models (GPT-2 [13]) for language modeling,
and encoder-decoder models (T5 [16]) for conditional generation tasks.

Transformer Architecture . The Transformer encoder and decoder are both composed of
a stack of identical layers. Each layer contairseH-attention moduléllowed by afeed-
forward module(FFN), with residual connections surrounding both. The self-attention

module adopts thenulti-head attention mechanis(viHA). Speci cally, the single-head

attention mechanism operates as follows:
K >
Att (Q;K;V) = Softmax % V; (2.1)
att

whereQ; K;V 2 R %t represent the query, key, and value matrices respectively. Here,
]X] denotes the input sequence length, dgddenotes the hidden dimension. The MHA

for a self-attention module is then calculated as follows:

MHAR) = x Att (ROWZE; RWX; RWY)W2; (2.2)
a=1
whereA denotes the number of attention heads. HR¥eR 2 RXI dm denote the query,
keyl/value representations, whetg is the model's hidden dimension. In the self-attention
module,R? andR are both the current layer's input representation. Foattie attention
head WR; WK ;WY 2 Rin da gndWQP 2 R%: dm gre learnable linear projections that

transformR to and from attention head spaces, respectively.

Following the self-attention module is the FFN module, a two-layer MLP, denoted as



FEN().

In the encoder-decoder architecture, every decoder layer incorporates an additional
cross-attention modujepositioned between the self-attention module and the FFN. The
MHA computation for this cross-attention module follows Eq. 2.2, vitth being the cur-
rent layer's input representation aRdbeing the encoder's output representation.
Transformer Training . Training a large Transformer model directly on a target task de-
mands a substantial amount of labeled data. Yet, acquiring these labels is labor-intensive
and costly. To mitigate these expenses, researchers have introdtweestage training
paradigm pre-training followed by ne-tuning.

During thepre-trainingstage, the model is trained from scratch on open-domain corpus
containing hundreds of millions of documents collected from web sources, e.g., wikipedia
and common crawl [16]. As this data is unlabeled, it's cost-ef cient to collect. The model
is trained based on self-supervised language modeling objectives, such as masked language
modeling [9] and causal language modeling [13]. After pre-training, the model possesses
extensive open-domain knowledge, which could be relevant and useful for diverse target
tasks.

During the ne-tuning stage, the pre-trained model is trained on a small set of carefully
labeled target task data in a fully supervised manner. The training objective is tailored to
the target task, such as using a cross-entropy loss for sequence classi cation. Because the
pre-trained model already has extensive open-domain knowledge, it can rapidly adapt to a
speci ¢ domain with just a few thousand training examples.

This two-stage training paradigm has been widely adopted and represents a founda-
tional technical advancement, enhancing both the generalizability and ef ciency of neural

language models.

https://dumps.wikimedia.org/enwiki/



2.2 Model Pruning

Pruning is a potent model compression technique that sparsi es a dense model by replac-
ing its redundant parameters with zeros. This results in a sparse subnetwork that can be
inferenced more ef ciently without substantially sacri cing its performance. This method
has been extensively studied across various deep learning applications [42, 43, 44, 45, 46,
47).

Importance Score To identify which parameters are redundant, researchers have proposed
various scoring metrics to estimate the contribution of individual parameters. A commonly
used scoring metric is the sensitivity score of parameters [48, 49, 50, 51, 52, 53]. It approx-
imates the change in the loss magnitude when this parameter is completely zeroed-out [54,
55]. Speci cally, we denote = [ o;::5; 3] 2 R?, where ; 2 Rforj = 1;::;J denotes

each parameter. We further de ng ; = [0;::5;0; ;;0;:::;0] 2 R?. Then we de ne the

sensitivity score aS 2 R, whereS; 2 R computes the score of as

Si=ijj;;r LO (2.3)

This de nition is derived from the rst-order Taylor expansionlof ) with respectto; at

. Speci cally, S; approximates the absolute change of the loss given the remowval of

SorLO L O L g (2.4)
The parameters with high sensitivity are of high importance and should be kept [56]. Pa-
rameters with low sensitivity are considered redundant, and can be safely pruned with only
marginal in uence on the model loss.

Other importance scoring metrics include the magnitude of parameters [42] and the
variants of sensitivity, e.g., movement score [24], and second-order expansion of Eq. 2.4

[54].



Pruning Structure. Pruning can be divided into two categories: unstructured and struc-
tured pruning. Unstructured pruningargets individual parameters, resulting in a highly
sparse subnetwork [42, 43, 44, 45, 48, 49]. In contrsistictured pruningeliminates
larger structural components, such as neurons, attention heads, or FFNs [22, 20, 57, 58].

Unstructured pruning typically outperforms structured pruning at similar compression
ratios due to their re ned architectures. However, since commonly used computational
hardware is not optimized for sparse matrix operations, sparse subnetworks from unstruc-
tured pruning can be less ef cient to deploy than their structurally pruned counterparts.
Pruning Schedule Pruning schedules are primarily categorized into one-shot pruning and
iterative pruning One-shot pruningemoves the most redundant parameters from a trained
model in a single step [51, 47]. In contragérative pruninggradually removes the most
redundant parameters during training, resulting in a trained subnetwork [42, 45, 44, 59,
24].

While one-shot pruning is simpler to implement, iterative pruning consistently yields
subnetworks with superior performance in practice. Speci cally, given a gradient updated
model M at thet-th training iteration, iterative pruning methods rst compute the impor-
tance scor&® following Eq. 2.3, then compute a binary magk? 2 R’ as

8
2 1 f s is in the topr ® of SO;

MO =
e

8 =1;::3: (2.5)

0 otherwise

wherer® 2 (0; 1) is the scheduled sparsity at th¢h iteration determined by a monotoni-

cally decreasing function af Then the model is pruned 8"  ® where denotes the
Hadamard product. Such a procedure is repeated throughout the whole training process,
until the target sparsity is reached.

Lottery Ticket Hypothesis (LTH) suggests that an over-parameterized network consists of
“lottery tickets”, and training a certain collection of them (i.e., a subnetwork) can 1) match

the performance of the full model; and 2) outperform randomly sampled subnetworks of



the same size (i.e., “random tickets”) [60]. The existence of such a collection of tickets,
which is usually referred to as “winning tickets”, indicates the potential of training a smaller
network to achieve the full model's performance. LTH has been widely explored in across
various elds of deep learning [61, 62, 63, 64, 65, 66].

Most of existing results focus on nding unstructured winning tickets via iterative mag-
nitude pruning in randomly initialized networks [61, 46], where each ticket is a single pa-
rameter. Besides training from scratch, researchers also explore the existence of winning
tickets under transfer learning regimes [67, 68, 69, 70]. For example, [71, 72] have shown

the existence of winning tickets during downstream ne-tuning.

2.3 Knowledge Distillation

Knowledge Distillation [73] is a technique used to transfer knowledge from a large, well-
trained model (known as the teacher model) to a smaller, compact model (referred to as the
student model). The goal is for the student model to achieve performance comparable to
the teacher at a signi cantly smaller size.

Knowledge Distillation (KD) trains the student model to match the output predictions

of the teacher model by penalizing their output prediction discrepancy [73]. Speci cally,
we denote the teacher modelfa¢ ;) and the student model &g( s), and consider the

following optimization problem:
minL( s)+ Dk ( s t); (2.6)

whereDg, ( s; t) is the KL-Divergence between the probability distributions of their out-
put predictions, i.e KL(fs( ¢)jjift( t)).

Layerwise Distillation (LWD) . In Transformer-based neural language models, distilling
knowledge from only the output predictions neglects the rich semantic and syntactic knowl-

edge in the intermediate layers. To leverage such knowledge, researchers have proposed
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to further match the embedding output representation, intermediate-layer hidden represen-
tations, and intermediate-layer attention maps between the teacher and the student models
[74, 75,76, 77,57, 78, 79].

Speci cally, we denote the hidden representation atltttelayer of alL -layer student
asH. 2 R 9% and at theQ(l)-th layer of the teacher ad>2") 2 RiXI . Herejxj is
the sequence lengthl; andd; are the hidden dimensions of the student and the teacher,
respectively. Q( ) is a layer mapping function that determines from which layer in the
teacher that a student layer should distill. For example, if w&Xt = 21, the student
would distill from every other layer in the teacher. The layer-wise distillation loss is de ned

as.

x Q). gyl
Dlayer( ts [ ) Ws]) = MSEHt ; HsWs): (2-7)
1=1
HereMSE ; ) is the mean-squared errdk! 2 R% & is a randomly initialized and learn-
able linear projection that projedts® into the same space &lsQ('), andWs = fw!gk, .

In practice, the student is often optimized using multiple distillation losses, e.g.,

T\'/\I;]s L(s)* 1Dx( 65 &)+ 2Diayer( ;[ s Ws)): (2.8)

where 1; , 0are hyper-parameters. Besides the intermediate layers, distilling knowl-
edge from the attention scores and the embedding layers can also improve the distillation
performance [76, 77, 78, 79]. The total distillation loss can be further extended by adding
such losses.

By enforcing consistency regularization across all layers, this approach alleviates the
student's over tting to the nal-layer output prediction, resulting in more generalizable
student representations.

Distillation Setting. Distillation can be divided into task-agnostic and task-speci c set-

tings, depending on whether it occurs during the pre-training or ne-tuning stage, respec-
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tively (as described in Section 2.Task-agnostic distillatiofocuses on producing a com-
pact pre-trained student model that can be easily adapted to various downstream tasks [80,
76, 78, 79]. In contrastask-speci c distillationis tailored to distill a student model for a
speci c target task [75, 57, 81].

In practice, a task-speci ¢ student distilled for a target task typically outperforms a task-
agnostic student that's ne-tuned for the same task. However, task-agnostic distillation is
often more practical and ef cient. With this method, for each new task, we can directly
ne-tune a compact student model without needing to ne-tune a new teacher and undergo
another round of distillation. Moreover, combining the two distillation methods has been

demonstrated to yield better performance than using either method alone [77].

2.4 In-Context Learning

While ne-tuning is an effective approach for adapting large pre-trained models to spe-
ci ¢ tasks, it still incurs signi cant computational costs, which further escalates with the
increasing model size.

To reduce the computational cost of ne-tuning, researchers have proposkd an
Context LearnindICL) approach. ICL quickly generalizes a pre-trained model to unseen
tasks by conditioning the model's inference f@w-shot demonstratioexamples [82, 83,

84, 85, 86, 87], thereby bypassing the costly ne-tuning. It can signi cantly outperforms
zero-shot inference as it leverages the distribution of few-shot demonstrations as a task-
speci ¢ prior for model prediction [87, 86]. Speci cally, the model takes a concatenated
input of the few-shot demonstrations and a query to generate the response. Each input is
written in a natural language template, such as a task-speci ¢ prompt or instruction, allow-
ing the model to better interpret and follow the task intention.

In-Context Multi-task Training . Due to the lack of weight adaptation, ICL signi cantly
underperforms ne-tuning. To mitigate this gap, researchers have proposed to in-context

ne-tune the pre-trained model on diverse training tasks before ICL [88, 8, 7, 89]. Formally,
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we consider a set of training tasks denotedlrasAt each training iteration, a taskis
sampled in proportion to the task size frdm Then,K > 0demonstration query-response
pairs denoted ab(xx; yk)dk., are sampled from the task distributian . The model is

optimized based on the following objective:

min E 2T ;F(xicayi) o, i(xy) D \(f ([d : X]; ); y)1 (29)

whered = [X; : y1 : i © Xk : Yk ] denotes a concatenation léf-shot demonstrations.
In prompted ne-tuning,x;y andd will be mapped to the prompted forms [8, 88]. In

instruction ne-tuning,d will be appended to a task de nition [7, 89].

2.5 Parameter-Ef cient Fine-tuning

Task-speci ¢ adaptation results in signi cant model storage costs. As the number of tasks
grows, the storage costs escalate because each task requires storing its own unique, task-
speci ¢ model.

To mitigate such storage costs, researchers have introdvaradheter-Ef cient Fine-
tuning (PEFT). PEFT introduces a minimal set of parameters, called "PEFT parameters”,
to each layer of the pre-trained model. During ne-tuning, only these PEFT parameters
are updated while the main pre-trained model remains frozen. This means that for each
task, only the minimal set of PEFT parameters need to be stored. Notable PEFT methods
include low-rank adaptation [90], pre x-tuning [91], and adapters [92].

While PEFT achieves adaptability similar to standard ne-tuning [93], it comes with
the substantial overhead of full-model gradient back-propagation. Thus, despite its storage
savings, PEFT maintains similar training and inference computational demands as standard

ne-tuning.
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2.6 Hypernetworks

A hypernetwork is an auxiliary model trained to generate weights for a main model [94, 95].
[40] have proposed to use a hypernetwork to generate PEFT parameters for a pre-trained
model. With a few demonstration examples from a new task, the hypernetwork can generate
task-speci ¢ parameters, enabling the main model to conduct zero-shot inference on task-
related queries. An advantage of this method is that, in contrast to PEFT, task adaptation
requires only one forward pass, thereby cutting the backpropagation costs. When weighted
against ICL, this method translates context into PEFT parameters, supporting zero-shot
inference and improving task adaptability through task-speci ¢ weight adjustments.

The hypernetwork is trained in the multi-task in-context ne-tuning setting. Speci -
cally, we denote a hypernetwork parameterized lagH ( ; ). At each training iteration,
the hypernetwork takes th€-shot demonstrationd as input and generates the PEFT pa-
rameters. The main model takes in the queand generates the respoyagsing the PEFT

parameters. The hypernetwork is then optimized based on the main model's prediction loss:

min E 2T 5 (i) gk, (xy) D \(f (X; H (d, ))’y) (210)

Parameter Generation in Hypernetworks. The hypernetwork employs a Transformer
encoder to encode the demonstrations and a Transformer decoder to conditionally generate
parameters based on the encoded demonstrations. Speci cally, we denote the decoder as
Haec( ; dec). At thet-th training iteration, the decoder takes in a learnable takgn2

R dm |t then generates a hidden sthté 2 R 9 through one decoding step:

v dec?

wheree® denotes the encoded demonstratforihe generated hidden state is then pro-

2We omite(®) for the rest of the thesis to simplify the notations.
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jected intoL sets of PEFT parameters throughearnable MLP layers:

= MLR(h®) 81 2 [L]; (2.12)

where l(t) 2 R% denotes the PEFT parameters generated fot-thdayer of the main

model, which consistk layers.
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CHAPTER 3
PARAMETER UTILIZATION OF NEURAL LANGUAGE MODELS

Recent research has highlighted the existence of substantial redundant parameters in pre-
trained neural language models [20, 21, 22, 23, 24]. However, the impact of parameter
redundancy on model generalizability remains largely underexplored. In this chapter, we
examine the relationship between parameter redundancy and the generalizability of pre-
trained neural language models. Based on this relationship, we develop a ne-tuning algo-
rithm to improve the generalizability of pre-trained neural language models.

The rest of this chapter is organized as follows: Section 3.1 reveals that by removing
the most redundant set of parameters, we can enhance the model's generalizability, largely
due to a reduction in model variance. Based on this insight, Section 3.2 introduces an
adaptive learning rate schedule for model ne-tuning. This schedule promotes the training

of redundant parameters to boost model generalizability.

3.1 From Model Compression to Improving Generalization

The Lottery Ticket Hypothesis (LTH, [60]) suggests that an over-parameterized network
consists of “lottery tickets”, and training a certain collection of them (i.e., a subnetwork)
can 1) match the performance of the full model; and 2) outperform randomly sampled
subnetworks of the same size (i.e., “random tickets”). The existence of such a collection of
tickets, which is usually referred to as “winning tickets”, indicates the potential of training
a smaller network to achieve the full model's performance. LTH has been widely explored
in across various elds of deep learning [61, 62, 63, 64, 65, 66].

Aside from training from scratch, such winning tickets have demonstrated their abilities
to transfer across tasks and datasets [67, 68, 69, 70]. [71, 72] have shown existence of the

winning tickets in pre-trained language models. While previous works mainly focus on
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Figure 3.1: lllustrations of the phase transition phenomeheft Generalization perfor-
mance of the ne-tuned subnetworkgiddle and Right An interpretation of bias-variance
trade-off.

searching for a highly compressed subnetwork that matches the performance of the full
model, the behavior of the winning tickets in lightly compressed subnetworks is largely

overlooked.

3.1.1 Phase€TransitionPhenomenoin SparseNetworks

We study the behavior of the winning tickets in pre-trained language models, with a partic-
ular focus on lightly compressed subnetworks. We observe that generalization performance
of the winning tickets selected at appropriate compression ratios can not only match, but
also exceed that of the full model. In particular, we obserphase transitiopphenomenon
(Figure 3.1): The test accuracy improves as the compression ratio grows until a certain
threshold (Phase I); Passing the threshold, the accuracy deteriorates, yet is still better than
that of the random tickets (Phase Il). In Phase lll, where the model is highly sparse, train-
ing collapses. We refer to the set of winning tickets selected on that threshold as “super
tickets”.

We interpret the phase transition in the context of trade-offs between model bias and
variance [96, Chapter 7]. It is well understood that an expressive model induces a small
bias, and a large model induces a large variance. We classify the tickets into three cat-
egories: non-expressive tickets, lightly expressive tickets, and highly expressive tickets.

The full model has a strong expressive power due to over-parameterization, so that its bias
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is small. Yet its variance is relatively large. In Phase I, by removing non-expressive tickets,
variance of the selected subnetwork reduces, while model bias remains unchanged and the
expressive power sustains. Accordingly, generalization performance improves. We enter
Phase Il by further increasing the compression ratio. Here lightly expressive tickets are
pruned. Consequently, model variance continues to decrease. However, model bias in-
creases and overturns the bene t of the reduced variance. Lastly for Phase lll, in the highly
sparse region, model bias becomes notoriously large and reduction of the variance pales.
As a result, training breaks down and generalization performance drops signi cantly.

In the following sections, we elaborate on the design of the methodology that led to this
observation and provide extensive results and analyses to understand the phase transition

phenomenon.

3.1.2 Finding SuperTickets

We identify winning tickets in Transformer models through structured pruning of attention
heads and feed-forward layers. Speci cally, in each Transformer layer, we associate mask

variables , to each attention head ando the FFN [72]:

X
MHAR) = At (ROWR; RWS RWY YWP;

a=1

FFN(R) = FFN(R):

Here, we set,; 2 fO0;1g, and a0 value indicates that the corresponding structure is
pruned. MHA ) andFFN( ) are multi-head attention module and feed-forward module as
de ned in Section 2.1R? andR are query and value/key input representations as de ned
in Section 2.1.

We adopt the structured importance score [20] as a gauge for pruning. In particular, the

importance score is de ned as the expected sensitivity of the model outputs with respect to
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the mask variables. Speci cally, in each Transformer layer,

@Q (R
SIHA:RDEX @(a);
_ Q) .
IFFN—RDEX @

wherelL is a loss function and, is the data distribution. In practice, we compute the
average over the training set. We apply a layer-wisaormalization on the importance
scores of the attention heads [48, 20].

The importance score is closely tied to expressive power. A low importance score
indicates that the corresponding structure only has a small contribution towards the output.
Such a structure has low expressive power. On the contrary, a large importance score
implies high expressive power.

We compute the importance scores for all the mask variables in a single backward pass
at the end of ne-tuning. We perform one-shot pruning of the same percent of heads and
feed-forward layers with the lowest importance scores. We conduct pruning multiple times
to obtain subnetworks, or winning tickets, at different compression ratios.

We adopt the weight rewinding technique in [46]: We reset the parameters of the win-
ning tickets to their values in the pre-trained weights, and subsequently ne-tune the sub-
network with the original learning rate schedule. The super tickets are selected as the

winning tickets with the best rewinding validation performance.

3.1.3 Multi-task Learningwith TicketsSharing

The existence of super tickets suggests potential bene ts to applications, such as Multi-task
Learning (MTL). In MTL, different tasks require different capacities to achieve a balance
between model bias and variance. Thus, the multi-task model inevitably exhibits task-
dependent redundancy when being adapted to individual tasks. Such redundancy can fur-

ther induce a large model variance. In fact, the ne-tuning performance on tasks with a
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small dataset is very sensitive to randomness.

To reduce such task-dependent redundancy, we propose to rst select task-speci ¢ su-
per tickets to accommodate each task's need, then adaptively share these tickets across
tasks. When viewing an individual task in isolation, the super tickets can tailor the multi-
task model to strike an appealing balance between the model bias and variance. Therefore,
we expect that deploying super tickets can effectively tame the model redundancy for indi-
vidual tasks.

Speci cally, we propose #ickets sharingalgorithm for MTL: Given the super tickets
identi ed by each task, if a certain network structure (e.g., an attention head) is identi ed
as super tickets by multiple tasks, then its weights are jointly updated by these tasks; if it is
only selected by one speci c task, then its weights are updated by that task only; otherwise,

its weights are completely pruned. See Figure 3.2 for an illustration.

Figure 3.2: lllustration of tickets sharing.

In more detail, we denote the weight parameters in the multi-task modelSagppose
there areT tasks. For each task2 f 1;:::;T g, we denote = f . g0, > o
as the collection of the mask variables, where the layer index and is the head index.
Then the parameters to be updated in tagke denotedas = M(; ),whereM(; )

masks the pruned parameters according to We use stochastic gradient descent-type
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algorithms to update . Note that the task-shared and task-speci c parameters are encoded
by the mask variable . The detailed algorithm is given in Algorithm 1.

Tickets sharing has two major difference comparedparse Sharing97]: 1) [97]
share winning tickets, while our strategy focuses on super tickets, which can better gener-
alize and strike a sensible balance between model bias and variance. 2) In tickets sharing,
tickets are structured and chosen from pre-trained weight parameters. It does not require
Multi-task Warmupwhich is indispensable in [97] to stabilize the sharing among unstruc-

tured tickets selected from randomly initialized weight parameters.

Algorithm 1 Tickets Sharing

1: Input Pre-trained base model parametersl}lbumber of tasksI . Mask variables
f g'.,.Loss functiondL g"_,.DataseD = "_, D . Number of epoch¥ .
for inT do
Initialize the super tickets fortask = M(; ).
end for
. for epochinl;:::; Thax do
Shufe dataseD.
for a minibatchb of task in D do
Compute Loss ().
Compute gradient L ( ).
Update using SGD-type algorithm.
end for
. end for

© NSO R ®®DN

e
N i

3.1.4 Experiments

Single-Task Experiments

Data. General Language Understanding Evaluation (GLUE, [27]) is a standard benchmark
for evaluating model generalization performance. It contains nine NLU tasks, including
guestion answering, sentiment analysis, text similarity and textual entailment. Details about
the benchmark are deferred to subsubsection A.1.1.

Models and Training. We ne-tune a pre-trained BERT model with task-speci c data to

obtain a single task model. We append a task-speci ¢ fully-connected layer to BERT as in
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[9].

ST-DNNgasenarce IS initialized with BERT-base/large followed by a task-speci c layer.

SuperTgeasearce IS initialized with the chosen set of super tickets in BERT-base/large
followed by a task-speci c layer. Speci cally, we prune BERT-base/large in unit@fo
heads and.0% feed-forward layers (FFN) & different sparsity levels10% heads and
10%FFN, 20% heads an@0%FFN, etc). Among them, the one with the best rewinding
validation result is chosen as the set of super tickets. We randomly sd®&LUE
development set for tickets selection.

Our implementation is based on the MT-DNN code Ba¥¢e use Adamax [98] as our

optimizer. We tune the learning ratefid 10 %1 10 4,2 10 “g and batch size in
f8; 16, 329. We train for a maximum o6 epochs with early-stopping. All training details
are summarized in subsubsection A.1.1.
Generalization of the Super Tickets We conduchb trails of pruning and rewinding exper-
iments using different random seeds. Table 3.1 and Table 3.2 show the averaged evaluation
results on the GLUE development and test sets, respectively. We remark that the gain of
SuperEasenarce over ST-DNNsase/arae iS Statistically signi cant. All the resulfshave
passed a paired student t-test with p-values less @@ More validation statistics are
summarized in subsubsection A.1.1.

Table 3.1: Single task ne-tuning evaluation results on the GLUE developmentS3et.
DNN andSuperTresults are the averaged score dvénails with different random seeds.

CoLA
Mcc

SST
Acc

Average
Score

Average

RTE
Compression

Acc

MRPC STS-B [ONLI| QQP |MNLI-m/mm
Acc/F1 P/S Corr| Acc | Acc/F1 Acc

ST-DNNesase | 69.2|86.2/90.4 57.8 |92.9/89.7/89.2 91.290.9/88.0 84.584.4 | 828 | 100%
Superkase | 72.5/87.5/91.1 58.8 |93.4/89.8/89.4 91.3 |91.3/88.3 84.5/84.5 | 83.7 | 86.8%
ST-DNNiarce | 72.1|85.2/89.5 62.1 |93.3/89.9/89.6 92.291.3/88.4 86.2/86.1 | 84.1 | 100%
SuperTarce | 74.1/88.0/91.4 64.3 |93.9/89.9/89.7 92.4 [91.4/88.5 86.5/86.2 | 85.1 | 81.7%

Our results can be summarized as follows.

https://github.com/namisan/mt-dnn
2Except for STS-B (Supeghse, Table 3.1), where the p-value@s37.
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Table 3.2: Single task ne-tuning test set results scored using the GLUE evaluation server
(https://gluebenchmark.com/leaderboard). ResulSTeDNNasgare from [9].

SST
Acc

ONLI
Acc

Average

RTE
Score

Acc

MRPC |CoLA STS-B QQP | MNLI-m/mm Average
F1 Mcc S Corr F1 Acc Compression

ST-DNNase| 66.4| 88.9 | 52.1|93.5) 85.8 | 90.5 | 71.2| 84.683.4 | 79.6 | 100%
Superfase |69.6| 89.4 | 54.394.1 86.2 | 90.5 | 71.3| 84.6/83.8 | 80.4 | 86.8%

1) In all the tasks, SuperT consistently achieves better generalization than ST-DNN. The
task-averaged improvement is arounél over ST-DNNsasg and1:0 over ST-DNN arce.

2) Performance gain of the super tickets is more signi cant in small tasks. For example,
in Table 3.1, we obtaif3:3 points gain on RTEZ:5k data), but only0:4=0:3 on QQP 864
data) in the Superghse experiments. Furthermore, from Figure 3.3, note that the super
tickets are more heavily compressed in small tasks, e.g., for SgieerB3%weights re-
maining for RTE, buB3%for QQP. These observations suggest that for small tasks, model
variance is large, and removing non-expressive tickets reduces variance and improves gen-
eralization. For large tasks, model variance is low, and all tickets are expressive to some

extent.

Figure 3.3: Single task ne-tuning validation results in different GLUE taskipper.
Performance GairLower. Percent of weight remaining.

3) Performance of the super tickets is related to model size. Switching from SperT
to SuperTarce, the percent of weights remaining shrinks uniformly across tasks, yet the

generalization gains persist (Figure 3.3). This suggests that in large models, more non-
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expressive tickets can be pruned without performance degradation.

Phase Transition Phase transitions are shown in Figure 3.4. We plot the evaluation results

of the winning, the random, and the losing tickets urlsparsity levels using BERT-base

and BERT-large. The winning tickets contain structures with the highest importance scores.
The losing tickets are selected reversely, i.e., the structures with the lowest importance
scores are selected, and high-importance structures are pruned. The random tickets are
sampled uniformly across the network. We plot the averaged scoresdxats using
different random seedsPhase transitions of all the GLUE tasks are in Subsection A.1.5.

We summarize our observations:

1) The winning tickets are indeed the “winners”. In Phase | and early Phase I, the win-
ning tickets perform better than the full model and the random tickets. This demonstrates
the existence of structured winning tickets in lightly compressed BERT models, which [72]
overlook.

2) Phase transition is pronounced over different tasks and models. Accuracy of the
winning tickets increases up till a certain compression ratio (Phase I); Passing the threshold,
the accuracy decreases (Phase Il), until its value intersects with that of the random tickets
(Phase lIl). Note that Phase Ill agrees with the observations in [72]. Accuracy of the
random tickets decreases in each phase. This suggests that model bias increases steadily,
since tickets with both low and high expressive power are discarded. Accuracy of the losing
tickets drops signi cantly even in Phase I, suggesting that model bias increases drastically
as highly expressive tickets are pruned.

3) Phase transition is more pronounced in large models and small tasks. For example,
in Figure 3.4, the phase transition is more noticeable in BERT-large than in BERT-base, and
is more pronounced in RT2:6K) and MRPC 8:7k) than in SST §7k) and MNLI (39%).

The phenomenon becomes more signi cant for the same task when we only use a part of

the data, e.g., Figure 3.5 vs. Figure 3.4 (bottom left).

3Except for MNLI, where we plo8 trails as the there are less variance among trails.
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Figure 3.4: Single task ne-tuning evaluation results of the winning (blue), the random (or-
ange), and the losing (green) tickets on the GLUE development set under various sparsity
levels.

Multi-Task Experiments

Model and Training. We adopt the MT-DNN architecture proposed in [99]. The MT-
DNN model consists of a set of task-shared layers followed by a set of task-speci c layers.

The task-shared layers take in the input sequence embedding, and generate shared semantic
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Figure 3.5: Phase transition under different randomly sampled training subsets. Note that
the settings are the same as Figure 3.4 (bottom left), except the data size.

representations by optimizing multi-task objectives. Our implementation is based on the
MT-DNN code base. We follow the same training settings in [99] for multi-task learning,
and in subsubsection 3.1.4 for downstream ne-tuning. More details are summarized in
Subsection A.1.2.

MT-DNN gasenarce - An MT-DNN model re ned through multi-task learning, with task-
shared layers initialized by pre-trained BERT-base/large.

MT-DNN gaserarce + ST Fine-tuning. A single task model obtained by further ne-
tuning MT-DNN on an individual downstream task.

Ticket-Sharegase/arce - AN MT-DNN model re ned through the ticket sharing strategy,
with task-shared layers initialized by the union of the super tickets in pre-trained BERT-
base/large.

Ticket-Sharegaseiarce + ST Fine-tuning. A ne-tuned single-tasKicket-Share model.
Experimental Results Table 3.3 summarizes experimental results. The ne-tuning results
are averaged ovértrails using different random seeds. We have several observations:

1) Ticket-Shargasg and Ticket-Shatgrce achieve0:9 and 1:0 gain in task-average
score over MT-DNMasg and MT-DNN arce, respectively. In some small tasks (RTE,
MRPC), Ticket-Share achieves better or on par results compared to MT-DNN+Fine-tuning.
This suggests that by balancing the bias and variance for different tasks, the multi-task

model's variance is reduced. In large tasks (QQP, QNLI and MNLI), Ticket-Share behaves
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equally well with the full model. This is because task-shared information is kept during
pruning and still bene ts multi-task learning.

2) Ticket-ShargasgtFine-tuning and Ticket-Shargge+Fine-tuning achievé.:0 and
0:7 gains in task-average score over MT-DjlsE+Fine-tuning and MT-DNNargetFine-
tuning, respectively. This suggests that reducing the variance in the multi-task model ben-

e ts ne-tuning downstream tasks.

Table 3.3: Multi-task Learning evaluation results on the GLUE development set. Results
of MT-DNNsase/ arcewith and without ST Fine-tuning are from [99].

RTE| MRPC
Acc | Acc/F1

MT-DNNpgase 79.0/80.6/86.
+ ST Fine-tuning | 79.1|86.8/89.

Ticket-Shargase | 81.2|87.0/90.5 52.0 |92.7/87.7/87.
+ ST Fine-tuning | 83.0(89.2/91.6 59.7 |93.5/91.1/91.

‘COLA SST| STS-B
MT-DNNarce | 83.0 85.2/893 56.2 |93.5 87.2/863 92.2191.2/88.

Mcc | Acc | P/S Corr,
54.0 192.2 86.2/86.1 90.5 |90.6/87.

QNLI QQP
Acc | Acc/F1

MNLI m/mm Average| Average
Score |Compression

84.6/84.2 82.4 100%
85.3/85.0 84.6 100%

91.0 |90.7/87. % 84.5/84.1 83.3 92.9%

59.5 |93.6/90.6/90.4 91.0 |91.688.6

91.9 |91.6/88.1 85.085.0 85.6 92.9%

86.5/86.0 84.4 100%
87.186.7 86.4 100%

86.7/86.0 85.4 83.3%
87.086.8 87.1 83.3%

+ ST Fine-tuning | 83.4|87.5/91.0 63.5 |94.3/90.7/90.6 92.9 |91.9/89.

Ticket-Sharearce | 80.5/88.4/91.5 61.8 |93.2/89.2/89.1 92.1 |91.3/88.
+ ST Fine-tuning | 84.5/90.292.9| 65.0 |194.1/91.391.1) 93.0 |91.989.1

Domain Adaptation Experiments

To demonstrate that super tickets can quickly generalize to new tasks/domains, we conduct
few-shot domain adaptation on out-of-domain NLI datasets.
Data and Training. We brie y introduce the target domain datasets. The data and training
details are summarized in subsubsection A.1.3 and subsubsection A.1.3, respectively.
SNLI (Stanford Natural Language Inference) dataset [100] is one of the most widely
used entailment dataset for NLI. It contaiigk sentence pairs, where the premises are
drawn from the captions of the Flickr30 corpus and hypotheses are manually annotated.
SciTall is a textual entailment dataset derived from a science question answering (SciQ)
dataset [101]. The hypotheses are created from science questions, rendering SciTail chal-
lenging.

Experimental Results We consider domain adaptation on both single task and multi-
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task super tickets. Speci cally, we adapt SupgisE and ST-DNNase from MNLI to
SNLI/SciTail, and adapt the shared embeddings generated by TickezRpaaed by
MT-DNNgase to SNLI/SciTail. We adapt these models@d %; 1%; 10%and100%SNLI

or SciTail training sets and evaluate the transferred models on SNLI or SciTail devel-
opment sets. Table 3.4 shows the domain adaptation evaluation results. As we can see,
SuperT and Ticket-Share can better adapt to SNLI/SciTail than ST-DNN and MT-DNN,
especially under the few shot setting.

Table 3.4: Domain adaptation evaluation results on SNLI and SciTail development set.
Results oMT-DNNsasgare from [99].

Model 0.1% 1% 10% 100%
SNLI (Dev Acc%)
# Training Data 549 5493 54k 549k

MNLI-ST-DNNgase
MNL"SUperTBASE

821 851 884 90.7
829 855 88.8 914

MT-DNNgase 82.1 852 884 911
Ticket-Shargase 83.3 858 88.9 915

SciTail (Dev Acc%)
# Training Data 23 235 23k 235k

MNLI-ST-DNNgase | 80.6 88.8 92.0 95.7
MNLI-SuperTgase | 82.9 89.8 92.8 96.2

MT-DNNgase 81.9 88.3 91.1 957
Ticket-Shargase 83.1 90.1 935 96.5

3.1.5 Analysis

Sensitivity to Random Seed

To better demonstrate that training with super tickets effectively reduces model variance,
we evaluate models' sensitivity to changes in random seeds during single task ne-tuning
and multi-task downstream ne-tuning. In particular, we investigate tting small tasks
with highly over-parametrized models. As shown in Table 3.5, SypggE and Ticket-
Sharearce induce much smaller standard deviation in validation results. Experimental

details and further analyses are deferred to Subsection A.1.4.

4We use the subsets released in MT-DNN code base.
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Table 3.5: Standard deviation of tasks in GLUE (dev) dvdifferent random seeds.

|RTE |[MRPC |COLA | STS-B|SST-2

ST-DNN_arcE 1.17) 061 | 1.32| 0.16 | 0.17
SUperTARGE 0.72| 0.20 0.97 0.07 | 0.16
MT-DNN _arcE 143, 0.78 | 1.14 | 0.15 | 0.18
Ticket Sharearee | 0.99| 0.67 | 0.81 | 0.08 | 0.16

Tickets Importance Across Tasks

We analyze the importance score of each ticket computed in different GLUE tasks. For each
ticket, we compute the importance score averaged over tasks @iskkélmportanceand
the proportion of the task-speci ¢c importance score out of the sum of all tasks' scores as

the Task Shargas illustrated in Figure 3.6.

Figure 3.6: lllustration of tickets importance across tasks. Each ticket is represented by a
pie chart. The size of a pie indicates theket Importancewhere a larger pie suggests the
ticket exhibits higher expressivity. Each task is represented by a color. The share of a color
indicates th&ask Shargwhere a even share suggests the ticket exhibits equal expressivity
in all tasks.

We observe that many tickets exhibit almost eqUask Share for over5 out of 8
tasks (Figure 3.6(a)(b)). While these tickets contribute to the knowledge sharing in the

majority of tasks, they are considered non-expressive for tasks such as SST-2 (see Figure
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Figure 3.6(a)(c)(d)). This explains why SST-2 bene ts little from tickets sharing. Further-
more, a small number of tickets are dominated by a single task, e.g., CoLA (Figure 3.6(c)),
or dominated jointly by two tasks, e.g., CoLA and STS-B (Figure 3.6(d)). This suggests
that some tickets only learn task-speci ¢ knowledge, and the two tasks may share certain

task-speci ¢ knowledge.

3.1.6 Discussion

Structured Lottery Tickets. LTH hypothesizes that a subset of unstructured parameters
can be trained to match the full model's performance. Instead, we question whether a subset
of structured weight matrices, e.g., FFN layers and attention heads, can also be trained to
match the full model's performance. This question is more practically important than the
unstructured one: training and inference on structured matrices are better optimized for
hardware acceleration. Our results give a positive answer to this question, while previous
works show that the structured tickets do not exist in highly compressed models [72].
Searching Better Generalized Super TicketsWe select winning tickets according to the
sensitivity of the model outputs with respect to the mask variables of each structure [20, 72],
as this measure is closely tied to the structure's expressive power. In addition, we conduct
an one-shot pruning for computational simplicity. We leave other importance measures and
pruning schedules, which may help identifying better generalized super tickets, for future
works [26, 102, 22, 21, 103, 104].

Searching Super Tickets Ef ciently. Determining the compression ratio of the super
tickets requires rewinding models at multiple sparsity levels. To leverage super tickets in
practice, a potential direction of research is to nd heuristics to determine this ratio prior

or early-on in training. We leave this for future works.
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3.2 SAGE: Sensitivity-guided Adaptive Learning Rate Schedule

Recent research has shown the existence of signi cant redundancy in the Transformer mod-
els [20, 21, 22, 23, 24]. For example, [24] removes ard@0ibof the parameters, and the
models exhibit only a marginal performance drop.

The existence of parameter redundancy could compromise the performance of pre-
trained neural language models on downstream tasks. Recent works have demonstrated
that the removal of the redundant parameters can lead to better generalization performance,
a phenomenon observed in both small-scale models [55, 105, 106] and large-scale Trans-
former models as shown in Section 3.1 and [25, 26, 57]. As illustrated in Figure 3.7, with

up to20%of the parameters pruned, the generalization performance boost4 %p to

Figure 3.7: Validation results of ne-tuning BERT-base at different sparsity levels on the
RTE dataset [27] in [1]. Solid black curve represents the full model performance.

3.2.1 Hypothesis/Are RedundanParameterdustinsuf ciently Trained?

Motivated by these observations, we hypothesize that we can improve model generalization
through redundancy elimination. However, the existence of redundancy has long been
regarded as inevitable. The common belief is that, in each network, there always exists
a set of parameters “born” to be useless [60, 107]. Following this belief, pruning, where

redundant parameters are directly zeroed out, becomes one of the most widely adopted

solutions to redundancy elimination. However, we ask a critical question here:
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Table 3.6: Percentage of overlapping between38% most redundant parameters5n
BERT-base models ne-tuned usifid; 5;8;10,20g 10 ° as learning rates on SST-2.

Overlap Among \ Avg % Overlap

2 Models 59.8%
3 Models 46.5%
5 Models 35.7%

Are these parameters really redundant, or just insuf ciently trained by commonly

used training strategies?

Our question is motivated by empirical observations, which show that training strate-
gies indeed play a role in causing redundancy. For example, different learning rates (Ta-
ble 3.6), random seeds and optimizers [67] can produce models with similar performance
but different sets of redundant parameters. This suggests that the redundancy of parameters
depends on the training strategy: A training strategy often prefers speci ¢ parameters and
provides them with suf cient training. In contrast, the other parameters receive insuf cient
training and become under- tted. As a result, these parameters become redundant, such
that they fail to contribute to the generalization and prevent the model from achieving its
ideal performance. Therefore, we hypothesize that with a desirable training strategy, these
redundant parameters can receive more suf cient training and become useful ultimately.

In the following sections, we verify the hypothesis by proposing a novel adaptive learn-
ing rate schedule that encourages all parameters to be trained suf ciently. Throughout
the training process, this algorithm simultaneously excites the under- tted parameters to
reduce redundancy and regularizes the well- tted parameters to prevent over tting. Our
experiments verify the proposed algorithm improves the model generalization performance

on various downstream tasks.
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3.2.2 SAGE: Sensitivity-guidedAdaptiveLearningRateSchedule

We propose an adaptive learning rate sched@AGE(Sensitivity-guided Alaptive learninG

ratE), where each parameter learns at its own pace guided by its sensitivity.

Sensitivity of Parameters

Sensitivity is originated in model pruning, where it is used to measure the redundancy of
the parameters [48, 49, 50, 51, 52]. In pruning literature, parameters with low sensitivity
are considered redundant. Since a redundant parameter could be insuf ciently trained and
under- tted, we promote its training by increasing its learning rate. In contrast, for a pa-
rameter with high sensitivity, i.e., it is considered suf ciently trained and well- tted, we
slow down its training by decreasing its learning rate to prevent over tting.

Speci cally, at thet-th iteration, following Eq. 2.3, we de ne the sensitivity q‘l’) as

1= 7 % ol O (3.1)

which re ects the in uence of removing-(t)

i in the model loss. In pruning Iiteraturq(,t)

is considered redundant Whejﬂ) is small. In contrast, we hypothesize th{;{f is just in-
suf ciently trained and under- tted, and can become less redundant when receiving further

training.

Local Temporal Variation

We introduce a local temporal variation of the sensitivity as a second factor to further
guide the learning rate. The local temporal variation essentially measures the uncertainty
of sensitivity, which mainly comes from two sources: (1) The sensitivity can have large
variance due to data sampling. This is because during training, the sensitivity is evaluated
using a randomly sampled mini-batch instead of all the training data. (2) The sensitivity of

a parameter may not be stable and can vary drastically among iterations, which introduces
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extra uncertainty.

We de ne the local temporal variation of a parameter as the absolute difference be-
tween its sensitivity and an exponential moving average of its sensitivity from all previous
iterations. One way to measure the uncertainty of sensitivity @ the absolute change

t 1)
l;

of sensitivity, i.e.,jl j(t) j- Such a quantity often has a large variance in practice.

Therefore, we propose to keep track of an exponential moving averaété a$

= B e@ (3.2)

whereB® = 0 and o 2 (0;1) is a hyper-parameter. Based §Y, we measure the

uncertainty of thg -th parameter’s sensitivity using the local temporal variation de ned as:
u® = B (3.3)

We remark that a Iargﬁj(t) implies that there exists high uncertaintyl QW, and therefore
it is not yet a reliable indicator of the redundancy {)‘P. Accordingly, we should avoid
signi cantly decreasing its learning rate even though its sensitivity at the current iteration

might be large.

Algorithm

We eventually require the overall learning rate schedule for each parameter to be propor-
tional to the ratio between the local temporal variation and the sensitivity. This can effec-
tively account for the uncertainty issue in sensitivity.

We denote the learning rate at théh iteration as () under the original schedule.
Then the sensitivity-guided learning rate for jhéh parameter at thieth iteration can be

computed as

(t) i (1) t);
- o Y o i Y+

j R(t) + hft) + ’
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where0 < 1 prevents zero learning rate and zero denominator. Algorithm 2 shows
the SAGE algorithm for SGD, and extensions to other algorithms, such as Adam [98], are
straightforward (subsubsection A.2.4).

In Eq. 3.4), we placé}“) in the denominator, as one of our goals is to encourage all pa-
rameters to be suf ciently trained. fft) is small, we promote its training by increasing its
learning rate. Hpj(t) Is large, we slow down its training to prevent over tting by decreasing
its learning rate.

We pIacer(t) in the numerator to measure the uncertainty in the sensitivity. A large
Uj(t) implies Ij(t) is not yet a reliable indicator of the redundancy fH. We thus avoid
signi cantly decreasing its learning rate.

SAGE adds a marginal cost to computation and memory usage. At each iteration, we
only perform an extra element-wise multiplication between the weight matrix and the cor-
responding gradient matrix obtained through back-propagation. The only memory cost is

to store the exponential moving average of sensitivity.

Algorithm 2 SGD-SAGE ( denotes Hadamard product anddenotes Hadamard divi-
sion)

1: Input: Model parameters 2 R?; DataD; Learning rate schedulg ); Total training
iterationT; Moving average coef cient .
Initialize: P9 = 02 R?.
fort=1;::;Tdo

Sample a minibatch¥ from D.

Compute gradient L (Y; ),

| (©) =j ® r (t)L(b(t); (t))j.

o= Pt D +(1 o)l .

Ul = jio  poj.

) = O OWUO+ ) PO+ ) G LEY; O).

end for

-
=4
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3.2.3 Experiments

Natural Language Understanding

Model and Data. We evaluate the ne-tuning performance of the pre-trained language
models, BERT-base [9] and RoBERTa-large [10], on the General Language Understanding
Evaluation (GLUE, [27]) benchmark. GLUE contains nine NLU tasks, including textual
entailment, question answering, sentiment analysis, and text similarity. Details about the
benchmark are deferred to subsubsection A.2.1.
Implementation Details. We implement our method using the MT-DNN code-ISaste
follow the suggested training and hyper-parameters settings from [99]. Speci cally, we
adopt Adam and Adamax [98] with corrected weight decay [108] as the baseline optimizer
and we set = (0:9;0:999). We use a linear-decay learning rate schedule, and we apply
SAGE to both Adam and Adamax.

We select learning rates in rangefdf 2; 3;5;8g f 10 °;10 “g. We select o in range
of [0:6; 0:9] with an increment 0D:05. Other training details are reported in subsubsec-
tion A.2.1.
Main Results. Table 3.7 and Table 3.8 show the evaluation results on the GLUE bench-
mark. The dev results are averaged dvelifferent random seeds, and all gains are statis-
tically signi cant®. We select the best single task model for test evaluation.

Our method gain&:4 on dev andL:1 on test of the task-average score on BERT-base. In
large datasets, i.e., MNLBOZ) and QNLI (L10&), SAGE improves aroun@5 points. In
small datasets, i.e., RTR:6k) and CoLA @:5k), we obtain more thaf points of improve-
ments. Such observations indicate that SAGE is very effective on the small datasets. Fur-
thermore, SAGE improves upon ROBERTa-largeltyaverage scores, suggesting SAGE

can still achieve signi cant improvements for larger and more adequately pre-trained mod-

Shttps://github.com/namisan/mt-dnn

5The dev results on RoOBERTa-large are averaged ®wifferent random seeds. All results have passed
a paired student t-test with p-values less tiliedb. The detailed statistics are summarized in subsubsec-
tion A.2.1.
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Table 3.7: Single task ne-tuning dev results on GLUE. All results are from our implemen-

tations. "-' denotes missing results.

Vodel Ootimizer RTE MRPC CoLA SST-2 STS-B QNLI QQP MNLI-m/mm Average
P Acc Acc/F1 Mcc Acc P/ISCorr Acc Acc/F1 Acc Score

| Adam [9] | - 867 - 927 - 884 - 84.4/- ;
BERT Adam 63.5 84.1/80.0 547 929 89.2/88.8 91.1 90.9/88.1 845844 815
BASE Adam-SAGE | 73.3 87.0/90.9 60.3 935 90.3/89.9 91.7 91.2/88.1 84.7/84.8  84.0
Adamax 69.2 86.2/90.4 57.8 92.9 89.7/89.2 91.2 90.9/88.0 84.5/84.4  82.8
Adamax-SAGE| 74.0 87.3/91.0 59.7 93.8 90.3/89.8 91.8 91.2/88.2 85.0/85.2  84.2

| Adam[10]  |86.6 -/90.9 680 964 924/~ 947 922/-  90.2/90.2 ;
ROBERTaarce | Adamax 86.6 90.4/93.1 67.5 96.4 92.4/92.2 947 92.1/89.3 90.4/90.3  88.7
Adamax-SAGE| 87.8 91.5/93.9 68.7 96.7 92.7/92.4 94.9 92.2/89.4 90.8/90.4  89.3

els than BERT-base.

Table 3.8: Single task ne-tuning test results from the GLUE evaluation server.

‘RTE MRPC CoLA SST-2 STS-B QNLI QQP MNLI-m/mm Average

Acc F1 Mcc Acc P/SCorr Acc F1 Acc Score
BERTgase [9] 66.4 889 521 935 85.8 905 71.2 84.6/83.4 79.6
BERTgasg, Adamax 66.8 886 540 934 86.6 906 71.1 84.7/83.6 79.9
BERTgasg, Adamax-SAGE| 69.8 89.7 545 94.1 87.1 90.8 71.3 84.9/83.8 80.7

Neural Machine Translation

Model and Data. We evaluate SAGE on the Transformer-base NMT models [41] using
two widely used NMT datasets, IWSLT'14 De-En [109nd WMT'16 En-De [110).
IWSLT'14 De-En is a low-resource dataset, which contdi6& sentence pairs. WMT'16
En-De is a rich-resource dataset, which contai®sn sentence pairs. Dataset and pre-
processing details are deferred to subsubsection A.2.2.

Implementation Details. We implement the algorithms using tferseqcode-base and
follow the training and hyper-parameters settings from [111, 112]. Speci cally, we adopt
the inverse square root learning rate schedule and we employ Adam [98] as the optimizer
with = (0:9;0:98). We apply SAGE to the same setting.

We select learning rates in rangefd;7g 10 °[f 1;2g 10 4 and select ¢ in

https://wit3.fok.eu/
8http://data.statmt.org/wmtl6/translation-task/
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range off 0:5; 0:6; 0:7; 0:8; 0:99. Comprehensive training details are reported in subsubsec-
tion A.2.2.

Main Results. Table 3.9 shows the BLEU scores on the IWSLT'14 De-En and the WMT'16
En-De test set, where SAGE improves aro@land0:4 points, respectively. This sug-
gests that other than ne-tuning, SAGE can also improve the generalization of trained-

from-scratch models in both low-resource and rich-resource settings.

Table 3.9: Neural machine translation BLEU scores on test set. All results are from our
implementation.

Model | Optimizer | IWSLT'14 De-En WMT'16 En-De
Transform Adam 34.5 27.3
®ASE | Adam-SAGE 35.1 27.7

Image Classi cation

Model and Data. We evaluate SAGE using Vision Transformer models (ViT) on the CI-
FAR100 [113] and ILSVRC-2012 ImageNet dataset [114]. Speci cally, we evaluate the
ne-tuning performance of the ViT-base and ViT-large pre-trained using ImageNet-21k, a
superset of ImageNet dataset witlk classes and4m images. Data and pre-processing
details are deferred to subsubsection A.2.3.
Implementation Details. All experiments follow the suggested training con guration of
[115] and a jax-implemented code bdsa&\Ve adopt SGD as the baseline optimizer with a
momentum factof:9. We ne-tune the models fot0k steps for CIFAR100, and0K
steps for ImageNet. We select learning rates in randeé@f2; 0:05; 0:08; 0:1g and select

o in range off 0:85,0:90; 0:95y. Comprehensive training details are reported in subsub-
section A.2.3.
Main Results. Table 3.10 shows the evaluation results on CIFAR100 and ImageNet. SAGE
outperforms baselines by a signi cant margin. This demonstrates that SAGE is quite gen-

eral, and can be applied to various tasks (e.g., NLP and computer vision) and optimizers

Shttps://github.com/google-research/visimansformer
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(e.g., Adam, Adamax and SGD).

Table 3.10: Image classi cation test accuracy. Results wahe from [115]. ViT-B/32 and
ViT-L/32 each denotes ViT-base and ViT-large model v8th 32 input patch size.

Model | Optimizer |CIFAR100 ImageNet

. SGD 91.97 8128
VITB32 ‘ SGD-SAGE‘ 9268 8172
. SGD 93.04  80.99
ViTL/s2 ‘ SGD-SAGE‘ 93.74  81.90

3.2.4 Analysis

SAGE Leads to More Suf cient Training

Recall that SAGE adjusts the learning rate for each parameter according to two factors: the
sensitivity of parameters and the local temporal variation of sensitivity. By inspecting these
factors, we verify that SAGE leads to more suf cient training.

The sensitivity distribution is more concentrated.Figure 3.8 shows the sensitivity distri-
bution of parameters in the SAGE optimized models and the baseline models. We select the
hyper-parameters that yield the best generalization performance on the BERT-base model,
and we evaluate the sensitivity of each parameter using the entire training set. See subsub-

section A.2.4 for implementation details.

Figure 3.8: The sensitivity distribution of the BERT-base models ne-tuned on GLUE
tasks. Note that we drop some outliers to ease visualization.

We observe that the sensitivity distribution exhibits a lower variance in the SAGE op-

timized models than the baseline models. This suggests that the sensitivity of parameters
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becomes more concentrated. In other words, the amount of each parameter's contribution
is more balanced, and the model is more suf ciently trained.

Even the most redundant parameters contribute to the model performanceRecall that
sensitivity is a type of importance score in pruning, which is a straightforward approach
to measure each parameter's contribution. Therefore, we conduct an unstructured, one-
shot pruning experiment on the ne-tuned BERT-base models. Speci cally, we remove
up to40%parameterd with the lowest sensitivity scores and evaluate the pruned models'
performance. We average the results dvenodels trained with different random seeds.
Figure 3.9Upper shows the generalization performance of the pruned models. To ease
the comparison, Figure 31%wer shows the change in generalization performance with

respect to the un-pruned models.

Figure 3.9:Upper. Model generalization performance at different pruning ratiasyer.
Change in generalization performance with respect to the full model. Pruning is conducted
on the ne-tuned BERT-base models.

We have the following observations:
1) The pruning performance of the SAGE optimized models remains higher than that

of the baseline models (Figure 3.per).

Embedding weights are excluded.
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2) Even the most redundant parameters in the SAGE optimized models makes contri-
butions (Figure 3.2 ower). When there are ove30% of weights remaining, the pruning
performance of the baseline models is comparable or even superior than their un-pruned
alternatives. In contrast, the performance of the SAGE optimized models consistently de-
teriorates. This suggests that the most redundant parameters in the baseline models fail to
contribute, while those in the SAGE optimized models are trained more suf ciently and are
able to make contributions.

Sensitivity is a reliable indicator of redundancy. We visualize the local temporal vari-

ation (Figure 3.10) to verify that sensitivity indeed becomes a more reliable indicator of
redundancy in SAGE than in the baselines. We track the variation for all parameters in
the BERT-base model at each iteration, and we evaluate the variation based on the current

mini-batch of training data. See subsubsection A.2.4 for implementation details.

Figure 3.10: The local temporal variation of sensitivity (with= 0:7) during training.

We observe that the local temporal variation in SAGE remains lower or decreases faster
than in the baselines for all tasks. For example, the variation in the baseline approach
remains large in QNLI. In contrast, the variation in SAGE decreases, suggesting the sensi-

tivity indeed stabilizes and becomes a reliable indicator of redundancy.
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SAGE Leads to Better Generalization Performance

We verify that SAGE leads to better generalization performance through inspecting the

learning curves, decision boundary and hyper-parameter search space.

Figure 3.11: Decision boundary predicted on the Spiral dataset. The white curve on Adam-
SAGE corresponds the decision boundary of Adam.

Learning Curves. Figure 3.12 shows the training loss, validation loss, learning rate, and
sensitivity score obtained by ne-tuning BERT-base on SST-2. All experiment details are
deferred to subsubsection A.2.4. We have two major observations: 1) SAGE's validation
loss descends faster and SAGE is less prone to over tting. This observation suggests that
SAGE has a regularization effect and reduces the model variance. 2) SAGE's variance of
the sensitivity score becomes lower through training, aligning with our observation in Fig-
ure 3.8. This suggests that SAGE gives rise to a more balanced and suf cient training. Both
observations agree with our initial motivation (Figure 3.7) that redundancy elimination can

lead to better generalization.

Figure 3.12: Learning curves obtained by ne-tuning BERT-base on SST-2 dataset.

Hyperparameter Study. Figure 3.13 shows the validation accuracy heatmap obtained by

ne-tuning BERT-base on the RTE dataset. We plot the accuracy obtained by training
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Figure 3.13: Validation accuracy obtained by ne-tuning BERT-base on RTE dataset with
a wide range of hyper-parameters.

with different learning rates, Adam'ss and SAGE's ¢s. We can observe that SAGE
consistently achieves a better generalization performance within a larger region of hyper-
parameter search space under differgyst We also provide a hyper-parameter study for
more datasets in subsubsection A.2.4.

Decision Boundary. Figure 3.11 shows the decision boundary predicted with Adam and
SAGE on the Spiral dataset. Speci cally, we train a multi-layer perceptron 3vtidden

layers, each with a hidden dimensionldf0 The decision boundary predicted with SAGE

is smoother and has a larger margin than with Adam, suggesting SAGE produces a better

generalized model.

Combine with State-Of-The-Art Methods

We further show that SAGE is complementary to existing state-of-the-art regularization
methods. Speci cally, we apply SAGE to SMART [116], a state-of-the-art smoothness-
inducing adversarial regularization method. As shown in Table 3.11, SAGE can further

improve upon SMART, suggesting the two techniques are complementary.

Table 3.11: Single task ne-tuning dev results on GLUE.

Model ‘ Optimizer ‘RTE MRPC CoLA SST-2 STS-B QNLI QQP MNLI-m/mm Average

Acc Acc/F1 Mcc Acc P/SCorr Acc Acc/F1 Acc Score

BERTease | Adamax |69.2 86.2/90.4 57.8 92.9 89.7/89.2 91.2 90.9/88.0 84.5/84.4 82.8
SMART Adamax 72.5 87.7/91.4 59.5 93.5 90.0/89.6 91.9 91.7/88.9 85.2/85.7 84.1
BASE | Adamax-SAGE| 75.1 89.0/92.8 60.8 94.3 90.1/89.7 92.2 91.9/89.1 85.9/86.0 85.0
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3.3 Conclusion

While recent studies have identi ed signi cant redundancy in pre-trained neural language
models, the impact of parameter redundancy on model generalizability remains largely un-
derexplored. In Section 3.1, we delve into the relationship between parameter redundancy
and generalizability of pre-trained neural language models. Our observations reveal that by
removing the most redundant set of parameters, we can enhance the model's generalizabil-
ity, largely attributed to a reduction in model variance. Based on this insight, we introduce
an adaptive learning rate schedule in Section 3.2, which encourages the suf cient train-
ing of all model parameters and thereby improving the model generalization performance

across wide range of NLU tasks.
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CHAPTER 4
WEIGHT PRUNING FOR NEURAL LANGUAGE MODELS

Large pre-trained neural language models excel in adapting to various NLU and NLG tasks.
However, their expansive size poses deployment challenges in real-world scenarios. Specif-
ically, their substantial storage needs and slower inference speeds limit their application in
environments with strict storage and performance demands.

Weight pruning, a commonly used model compression approach, has proven effec-
tive in reducing storage costs and accelerating inference speed for pre-trained neural lan-
guage models [20, 21, 22, 23, 24]. This approach transforms a dense model into a sparse
subnetwork by identifying and replacing redundant parameters with zeros [42, 117, 45].
Speci cally, the approach truncates weights deemed unimportant based on their impor-
tance scores, a redundancy indicator de ned in Eq. 2.3.

In this chapter, we rst examine the challenges associated with applying the weight
pruning approach to large models. We then develop a reliable pruning strategy capable of

producing a highly generalized subnetwork in an extremely sparse regime.

4.1 PLATON: Iterative Pruning with Uncertainty of Weight Importance

Existing weight pruning methods primarily belong to two categomes-shot pruningb1,

60, 23, 1, 47] andterative pruning42, 45, 44, 59, 24]. One-shot pruning sparsi es a fully-
trained model, whereas iterative pruning simultaneously conduct training and pruning. In
iterative pruning, redundant parameters are progressively removed, allowing the sparsity
pattern to adapt to the evolving parameter values throughout training. In practice, iterative
pruning often attains a better-generalizing subnetwork than one-shot pruning, and thus it is

the focus of this chapter.
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4.1.1 Challengesn IterativePruningof LargePre-trained\euralLanguageModels

When applied to large pre-trained neural language models, iterative pruning suffers from a
signi cant drawback: a weight's importance score cannot accurately re ect its contribution
to model performance. This is mainly due to two types of uncertainty during training as
discussed in Section 3.2: 1) As the amount of data is quite large, the importance scores at
each iteration are computed based on a randomly selected small batch of the training data,
and therefore are subject to large variance due to stochastic sampling; 2) The weights'
importance scores can drastically vary due to the complicated training dynamics and opti-
mization choices (e.g., dropout). Therefore, some weights can frequently alternate between
being pruned and being activated, which causes training instability or even divergence.

As an example, Figure 4.1 (top) illustrates variability of the weights' importance scores
(referred to as sensitivity in the gure). We see that during training, importance scores of
the sampled weights vary by order of magnitudes. This indicates that some weights indeed

alternate between being important (retained) and unimportant (pruned).

Figure 4.1: Variability of importance score when pruning BERT-base on RTE using iter-
ative pruning. We compare two importance metrics: sensitivity as de ned in Eq. 3.1 (top
sub gure) and our proposed importance score as de ned in Eq. 4.2 (bottom sub gure).
We calculate the importance scores evedysteps and randomly sampl@ weights (one

from each layer) for illustration purposes. Each violin plot corresponds to the importance
scores' distribution of one sampled weight. Note that the plot iegscale. We remark

the remaining weights behave similarly.

46



To resolve this issue, we propose a novel iterative pruning method that takes into ac-
count the uncertainty in the importance scores. For weights with low importance but high
uncertainty, the proposed method tends to retain them to avoid incorrectly pruning poten-
tially important weights. This method signi cantly reduces the variability of importance
scores as shown in Figure 4.1 at the bottom, and improves the generalizability of the result-

ing subnetwork.

4.1.2 Pruningwith UncertaintyQuanti cation

We propose PLATON_(Rining LArge TransfGmer with uNcertainty), which prunes the

weights by taking into account both of their importance and uncertainty: 1) A smoothed
importance score, which reduces the non-negligible variability due to training dynamics
and mini-batch sampling; 2) An uncertainty quanti cation of the importance score, which

re ects the upper con dence bound (UCB) of estimated importance.

Sensitivity Smoothing

The sensitivity de ned in Eq. 3.1 exhibits large variability because of two reasons. IFirst,

is computed batch-wise, i.e., in each iteration we randomly sample a mini-batch and com-
pute sensitivity of the weights using this batch. Second, the complicated training dynamics
and optimization settings (e.g., dropout) further amplify such variability.

To mitigate this issue, we propose to smohthby exponential moving average. Con-
cretely, at the-th iteration, we compute the smoothed sensitivity following Eq. 3.2, i.e.,
= o Ve o)1, wherel® =0 and 4 2 (0;1) is a hyper-parameter.

Since an abrupt drop in its sensitivity only causes limited impact oﬁ, training
using the smoothed sensitivity is stable. Furthermore, the exponential moving average
emphasizes recent sensitivity scores and drops the stale information, which further bene ts

training.
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Uncertainty Quanti cation

We further quantify the uncertainty of the importance scores using the local temporal vari-
ation as de ned in Eq. 3.3,i.ey" = jIV  BYj. Similarly, we apply exponential moving
averaging taJ{":

bV = 8" Y@ Hu; (4.1)

Wherelbj(o) =0.

Such an uncertainty quanti es the variability by considering the difference between
the current sensitivity and its historical average. A Ialﬁja indicates that the sensitivity
I j(t) computed using the current batch signi cantly deviates from the weight's historical
sensitivity". This implies that there exists high uncertainty, and hencell” is not
yet a reliable indicator of the importance gf In this sense@j(t) can be regarded as an

upper con dence bound of estimated importate

Algorithm

We nally design the new importance metric as the product between the smoothed sensi-

tivity and its uncertainty quanti cation:
st = pv  go; (4.2)

where is Hadamard product. As can be sebf¥, measures the sensitivity of weights
while B® guantities the uncertainty of sensitivity estimation. The product yields a trade-
off betweenf® andB® . Speci cally, when a weight; has a high uncertaint9®, even
though its sensitivit)P(‘) at the current iteration is low, it may still signi cantly increase

due to the high variability introduced by the mini-batch sampling and complicated training
dynamics. Therefore, we make a conservative choice and our proposed algorithm tends to

retain it and explore it for a longer time.
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We remark Eqg. 4.2 shares the same spirit with UCB methods for bandit problems [118,
119]. Each parameter is considered as an eﬁfﬂu’s regarded as estimated rewards and
@j(t) controls the level of uncertainty. Sinéﬁ) and@j(t) are highly skewed to zero as shown
by Figure 4.2, Eq. 4.2 applies a logarithmic transformation to make them distribute more

evenly:
s =exp log®")+ clog®") ;

where we letc = 1. The above equation aligns to the policy of UCB. The upper con-
dence boundlbj(t) guanti es the uncertainty of importance estimation and promotes the

exploration.

Figure 4.2: The cumulative distribution function (CDF)RY and8 overj att = 500
when pruning BERT-base on RTE.

With our de ned importance score, our algorithm prunes the model weights after each

gradient descent step, i.e.,
) = MO O Oy, (4.3)

whereM ® is de ned in Eq. 2.5. We summarize our proposed algorithm in Algorithm 3.
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Algorithm 3 PLATON

1: Input: DataseD; total training iterationd ; exponential moving average parameters

oand 1; learning rate .

2: Initialize: B© =0, PO =0;

3:fort=0;:::;T 1do
Sample a mini-batch frorD;
Compute the gradiemt. ( M);

1 _; = R

Computel [~ = j “7rL ( O)j;
Computel” = o Y+ @
ComputeU® = j1 & Hj;
ComputeB® = 8" Y+ Hu®;
10: ComputeS® = PO BO;
11:  ComputeM @ following Eq. 2.5 and update™™? = M® (O ¢ ( O));
12: end for
13: Output: Pruned model(T).

© © N o g

4.1.3 Experiments

We demonstrate the effectiveness of PLATON on a wide range of NLU tasks [27, 29] and
image classi cation tasks [113, 114].
Implementation Details. All implementations are based on the publicly availabl&-
DNN codebase [120, 129hndHuggingface Transformersodebasg[122]. In PLATON,
a weight can be zeroed-out (pruned) and reactivated in later iterations. In this case, the
weight restarts from zero instead of from the value before zeroing-out. This is because a
pruned weight is still included in the training dynamics as a zero value, so it is natural to
restart it from zero. We use a cubic schedule [45, 24, 47] to gradually increase the sparsity
level during pruning.
Baselines.We compare PLATON with the following baseline methods:

"o regularization [59] is an effective modeling pruning method. The method adds a
penalty to the proportion of remaining weights.

Magnitude pruning [45] propose an automated gradual pruning method, which is a

https://github.com/microsoft/MT-DNN
2https://github.com/huggingface/transformers
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magnitude-based pruning method. The method enables masked weights to be updated, and
has achieved state-of-the-art results among magnitude-based approaches.

Movement pruning [24] is a state-of-the-art method for model pruning. The method
applies an iterative pruning strategy, where sensitivity is used as the importance metric.
The approach considers the changes in weights during training, and has achieved superior
performance.

Soft movement pruning[24] is a soft version of movement pruning based on the binary
mask function in [123]. We use publicly available implementatimrun all the baselines.

Please refer to [24] and references therein for more details.

Natural Language Understanding

Model and Data. We iteratively prune the pre-trained BERT-base [9] and DeBERTaV3-
base [124] models during the ne-tuning stage. We ne-tune the models on the commonly
used General Language Understanding Evaluation (GLUE, [27]) benchmark. Dataset de-
tails are summarized in subsubsection B.1.1.

Implementation Details. We select the exponential moving average parametefeom
f0:75;0:80;0:85,0:90g and ; from f0:850 0:90Q 0:950 0:975. We select the learning

rate fromf3 10 %5 10°8 10°1 10 “gand the batch size from8; 16; 32g.

More details are presented in Subsection B.1.1.

Main Results. We compare PLATON with the baseline methods under different sparsity
levels: 90% 85%and80% Table 4.1 shows experimental results on the GLUE develop-
ment set. We can observe that PLATON achieves better or on par performance compared
with existing approaches on all the datasets under all the sparsity levels. For example, when
the sparsity level i80% PLATON achieves &83:1% accuracy on the MNLI-m dataset,
which is 1:5% higher than the best-performing baseline (soft movement pruning). The

performance gain of our method is even more signi cant on small datasets. For example,

3https://github.com/huggingface/transformers/tree/master/examples/repeajatts/
movement-pruning
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PLATON outperforms existing approaches by more tb&on RTE when the sparsity
level is80% We remark that while movement pruning and its soft version perform well on
large datasets (e.g., MNLI and QQP), it behaves poorly or even cannot converge on small

datasets (e.g., RTE, CoLA and STS-B).

Table 4.1: Results with BERT-base on GLUE development set. Ratieis the proportion

of remaining weights. Results with.A. indicate the model does not converge. The best
results on each dataset are showhaid. We report mean db runs using different random
seeds.

. MNLI RTE ONLI MRPC _ QQP  SST-2 ColA STS-B
Ratio | Method m/mm  Acc Acc Acc/F1  Acc/F1  Acc Mcc  P/S Corr
100% | BERTygee 84.6/83.4 693 913 86.4/903 915/885 927 583 902/89.7
*, Regularization 80.5/81.1 632 850 757/80.2 88.5/833 B850NA. 82.8/847
Magnitude 815/829 657 892 79.0/862 86.0/83.8 843 425 86.8/86.6
20% | Movement 80.6/80.8 N.A. 817 684/8L1 89.2/857 823 NA.  NA.
Soft-Movement | 81.6/82.1 62.8 883 80.9/86.7 90875 89.0 485 87.8/87.5
PLATON 83.1/834 686 0901 855/89.8 90.7/875 913 545 89.0/885
*, Regularization| 79.1/79.8 62.5 840 748/79.8 87.9/823 828NA. 81.8/842
Magnitude 80.1/80.7 646 880 69.6/79.4 83.6/79.2 82.8NA. 854/850
15% | Movement 80.1/80.3 N.A. 812 684/810 89.6/861 8.8 NA.  NA.
Soft-Movement | 81.2/81.7 602 872 81.1/87.0 90.4/87.1 884 40.8 86.9/86.6
PLATON 827/83.0 657 899 853/89.5 90.5/87.3 911 525 88.4/87.0
*, Regularization| 78.0/78.7 59.9 828 738/795 87.6/82.0 B825NA. 82.7/83.9
Magnitude 78.8/790 57.4 866 703/80.3 78.8/77.0 80.7NA. 83.4/83.3
10% | Movement 793/795 N.A. 792 68.4/812 891/854 802 NA.  NA.
Soft-Movement | 80.7/81.1 58.8 86.6 79.7/85902/86.7 874 NA. 86.5/863
PLATON 82.0/82.2 653 889 84.3/888 90.2/868 905 443 87.4/87.1

Table 4.2 summarizes experimental results on MNLI and SST-2 for pruning DeBERTaV3-
base. Similar to Table 4.1, PLATON signi cantly outperforms the baseline method on all
the datasets under all the sparsity levels. From the results, we see that for the DeBERTa
model, our method obtains more performance gain when the sparsity level is high. For
example, in ther0% sparse case, PLATON outperforms the baselind:896 (94:6 v.s.

927) on the SST-2 dataset; while in t/#9% sparse case, our method achieve& 6o

improvement90:.0 v.s. 834).

Question Answering
Model and Data. We evaluate PLATON on a question answering dataset (SQUAD v1.1,
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Table 4.2: Results with DeBERTaV3-base on SQUAD v1.1, MNLI and SST-2. Ratie
is the proportion of remaining weights. The best results on each dataset are stomiah in

MNLI SST-2 SQUuAD
m/mm Acc EM/F1

100% | DeBERTaV3ase| 89.9/90.1 956 84.6/92.0

Magnitude | 87.6/87.3 92.7 82.2/89.9
PLATON 88.9/88.8 94.6 83.1/90.9

Magnitude | 82.3/83.8 90.8 78.8/86.7
PLATON 87.2/87.0 931 81.9/89.8

Magnitude | 80.7/81.0 885 75.8/84.6
PLATON 85.8/85.9 923 81.2/89.0

Magnitude | 77.1/78.0 834 70.5/80.5
PLATON 83.4/835 90.0 79.0/87.1

Ratio Method

30%

20%

15%

10%

[29]), where we iiteratively prune the pre-trained BERT-base and DeBERTaV3-base mod-
els during the ne-tuning stage. Question answering is treated as a sequence labeling prob-
lem, where we predict the probability of each token being the start and end of the answer
span. The dataset contai®& training andl0k validation samples.

Implementation Details. We set the batch size 46, and the number of epochs for ne-
tuning asl0. We use AdamW [125] as the optimizer and we set the learning r&e &8 °.

Please refer to Subsection B.1.2 for more details.

Main Results. Table 4.3 summarizes experimental results, where we prune a pre-trained
BERT-base model undérdifferent sparsity settings. From the results, we see that PLA-
TON consistently outperforms existing approaches under all sparsity levels in terms of the
two evaluation metrics: exact match (EM) and F1. Notice that movement pruning and soft
movement pruning are more ef cient in the high-sparsity regime (8@%sparse); while

in the low-sparsity regime (e.gb0%sparse), these methods behave on par or worse than
magnitude pruning ang regularization. Our method, on the other hand, is effective under
all sparsity levels. Also note that PLATON is more effective in the high-sparsity regime.
For example, in th&0% sparse case, our method outperforms the best-performing base-
line (magnitude pruning) b9:2%in terms of F1; while in th&5%sparse case, PLATON
achieves 2:5%gain.

Table 4.2 summarizes results of pruning DeBERTaV3-base on the SQUAD v1.1 dataset.
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Table 4.3: Results with BERJsc0on SQUAD v1.1. We report EM/F1. HeRatiois the
proportion of remaining weights. The best results in each setting are shdwaidin

Ratio | 10% 15% 20% 30% 40% 50%
BERThase | 80.4/88.1

"o Regularization 68.9/80.0 70.7/80.9 72.0/81.9 73.1/828 74.3/839 75.1/84.6
Magnitude 67.7/78.2 73.4/82.9 759/84.8 77.4/86.5 77.9/8678.5/87.0
Movement 719/819 72.1/818 723/820 71.6/819 727/828 73.4/83.0
Soft-Movement | 71.0/81.0 72.2/82.2 - 75.3/84.6 - 77.0/85.8
PLATON | 74.2/838 75.9/85.4 76.8/86.1 77.5/86.7 78.0/86.9 78.5/87.2

Similar to the ndingsin Table 4.3, PLATON signi cantly outperforms the baseline method.
Additionally, our method is also more effective in the high-sparsity regime when pruning

DeBERTa models.

Image Classi cation

Model and Data. We apply PLATON to prune a ViT-B16 model [115] and evaluate model
performance on two image classi cation datasets: CIFAR100 [113] and ImageNet [114].
Implementation Details. We implement ViT using the following codebds#&Ve use SGD

with momentum [126] as the optimizer. For CIFAR100, we set the batch siz&2asnd

the learning rate a@03. For ImageNet, we set the batch sizel&®and the learning rate
as0:03. Detailed settings are deferred to Subsection B.1.3.

Main Results. Experimental results are summarized in Table 4.4. We see that our method
signi cantly outperforms existing methods on both the datasets (CIFAR100 and ImageNet)
under all the sparsity levels. For example, the accuracy of PLATOM: 86 0n ImageNet
when the sparsity level 80% whereas the accuracy of magnitude pruning and movement
pruning is only66:5% and66.6%, respectively. Note that performance gain of our method

IS more signi cant in the high sparsity regime.

*https://github.com/jeonsworld/ViT-pytorch
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Table 4.4: Results with ViT-B16 on CIFAR100 and ImageNet. Hea#iois the proportion
of remaining weights. The best results on each dataset are shdwidin

| Ratio | Magnitude Movement PLATONViT-B16

8| 30% | 889 785 901
T | 20% | 84.6 78.6 87.3 | 923
L | 10% | 643 77.5 81.2
2| 40% | 815 69.3 82.6
S| 30% | 789 68.6 80.5 | 835
E | 20% | 665 66.6 76.3

Figure 4.3: Results on MNLI-m under different exponential moving average parameters.
Left: o; Right: ;. By default, we sety = 0:85and ; = 0:85.

Table 4.5: Variants of the importance score. We prune a BERT-base model.

| SST-2 RTE ColA
PLATON | 905 653 443
S=Pb | 894 636 428
S=0 | 893 643 406
S=R0 | 809 567 NA

4.1.4 Analysis

Different Levels of Pruning Ratios

Figure 4.4 illustrates experimental results of pruning a BERT-base model during ne-tuning

under different sparsity levels. We see that on all the three datasets (QQP, MNLI-m and

SQUAD v1.1), PLATON achieves consistent performance improvement under all the spar-

sity levels compared with the baseline. Note that the performance gain is more signi cant

when the sparsity level is high (50%). For example, PLATON outperforms the baseline

by 0:4% on MNLI-m when the sparsity level i$0% while our method achieves a more

than3:0% gain in accuracy when the sparsity leveV3%
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(a) QQP (b) MNLI-m (c) SQUAD v1.1

Figure 4.4. Model performance under different pruning ratio. We prune a BERT-base
model during ne-tuning. Here thr-axis is the proportion of remaining weights.

Variants of the Importance Score

Recall that in PLATON, the importance score is the product of sensitivity and uncertainty
(S= p lQ). In Table 4.5, we examine variants of the importance score. From the results,
we see that using only the sensitivitg = b) or the uncertainty§ = @) deteriorates
model performance by ovar0%on all the three datasets. We also examine the case where
S = kb, ie., we prune the weights with large uncertainty. In this case, the model fails
to converge on CoLA, and the model performance drastically drops on the other datasets
(i.e.,8:6%on RTE and:6% on SST-2). This indicates that weights with high uncertainty

should be retained and further explored.

Sensitivity to Exponential Moving Average

Figure 4.3 summarizes experimental results when we change the exponential moving av-
erage parameters, and ;. In these experiments, we prune a pre-trained BERT-base
model on the MNLI-m dataset. From the results, we see that our method is robust to these
two hyper-parameters. In practice we % = ; = 0:85 Even when these selected
hyper-parameters are not optimal, performance of PLATON is still better than the baseline

methods.
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4.2 Conclusion

While large pre-trained neural language models excel in adapting to various NLU and NLG
tasks, their expansive size poses deployment challenges in real-world scenarios. Iterative
pruning, which sparsi es models by gradually replacing redundant parameters with zeros
through training, has shown to be an effective model compression approach. In this chap-
ter, we examine the challenges associated with using iterative pruning in large models,
and introduce a reliable scoring metric that gauges parameter importance by considering
uncertainties in the training dynamics, ensuring important parameters aren't mistakenly
pruned. The resultant pruned subnetwork produces signi cantly better prediction accuracy

especially in the highly sparse region than existing methods.
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CHAPTER 5
KNOWLEDGE DISTILLATION FOR NEURAL LANGUAGE MODELS

Knowledge Distillation (KD) is an effective model compression approach that transfers
knowledge from a large, well-trained teacher model to a compact student model [73]. This
method trains the student model to align its nal-layer output predictions with those of the
teacher model, as detailed in Eq. 2.6.

In the distillation of large neural language models, a distillation method that focuses
solely on the nal layer often misses the rich semantic and syntactic knowledge embedded
in the intermediate layers. To harness this knowledge, researchers introduced the Layer-
wise Distillation (LWD) method. LWD trains the student model to align with the hidden
representations of the teacher model across all intermediate layers, as de ned in Eq. 2.7
[75, 77,76, 57, 81].

Applying LWD to large neural language models presents a critical challenge known
as the’knowledge gap” issue Due to the substantial capacity difference between the
teacher and student models, the student often nds it challenging to mimick the hidden
representations of the teacher across extensive training data. This signi cant discrepancy
can reduce the effectiveness of distillation, leading to a student model that is under- tted
[30, 31, 32, 33, 34].

In this chapter, we try to address the knowledge gap issue to ensure effective knowledge
transfer between models. The content of this chapter unfolds as follows: Section 5.1 and
Section 5.2 delve deep into the knowledge gap issue within the context of task-specic
distillation. Speci cally, Section 5.1 introduces a language model distillation method that
focuses on distilling only task-relevant knowledge, while Section 5.2 unveils a multimodal
model distillation approach that selectively distills the most contributive modalities to the

target task. On the other hand, Section 5.3 tackles the knowledge gap issue in a more
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challenging task-agnostic distillation context, employing iterative pruning to minimize the

teacher-student discrepancy.

5.1 TED: Task-aware Distillation

5.1.1 Challengesn Task-speci cLayer-wiseDistillation

Task-speci c distillation consider producing a student for a speci c target task [75, 57, 81].
LWD faces two major challenges in task-speci c distillation. First, the student struggles to
mimic the hidden representations of the teacher due to their large capacity gap. This often
leads to large discrepancies between their hidden representations. Consequently, model
training/optimization often favors reducing such large discrepancies over the training loss
of the student (i.e., the target task’s loss introduced in Section 2.1), resulting in an under-
tted student model.

Second, mimicking the hidden representations may not be bene cial for the target task’s
learning. This is because the hidden representations of the teacher often contain redundant
information [127, 128]. Given the limited capacity of the student, such redundant informa-
tion may compete with the useful information for distillation, hindering the useful knowl-
edge from being distilled. Our empirical observations show that for some tasks, layer-wise
distillation only marginally outperforms standard KD, as shown in Table 5.2.

To address these challenges, we propose a task-speci ¢ distillation method that selec-
tively distills only task-relevant knowledge. By focusing on this relevant information, the
student model can more effectively assimilate useful knowledge, eliminating the need to

replicate all nuances and thereby facilitating the knowledge transfer process.
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5.1.2 Two-stagelask-awardistillation Framework

Task-aware Filter

We propose a novel task-speci ¢ LWD method, TEDagk-aware lair-wiseDistillation),
which distills task-relevant knowledge from the teacher to the student.

We design a pair of task-aware lters for each layer of the teacher and studgatth
lter is a neural network with a task-speci ¢ head (e.g., a linear soft-max layer for classi -
cation), and is trained to extract the knowledge that is useful for the target task prediction
from the hidden representation of the corresponding model.

The trained lters serve as a mechanism for selecting knowledge. Only the output
representations from these lters, which contain the task-relevant knowledge, need to be
matched by the student. This approach makes distillation less challenging for the student.

The following sections elaborate the two-stage TED framework as illustrated in Fig-

ure 5.1, where we rst train the task-aware lIters, and then distill the Itered knowledge.

Figure 5.1: An illustration of TED's two-stage training framework.Stage I(left), we x

the model parameters and only train the lters and task-speci ¢ heads based on the target
task loss. IrStage ll(right), we jointly train the student and its Iters by aligning the lter
outputs of each pair of the teacher and the student layers.

IFor simplicity, we assume that the student and teacher are of the same depth (number of layers) but
different widths. The case of different depths will be elaborated in subsubsection 5.1.2.
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Stage I: Learning Task-aware Filter

In Stage I, we train the task-aware lters for both the teacher and the student models, while
keeping the model parameters frozen. Speci cally, for a student that cortaliangers,

we seleclL corresponding layers from the teacher to match with the student using a layer
mapping functionQ( ), as de ned in Section 2.3. We then equip each layer with a task-
aware lter to extract the task-speci ¢ knowledge from the hidden representation of this
layer. It takes in the hidden representation generated by this layer and outputs a prediction
for the target task. For example, for a classi cation task, the Iter outputs a probability
distribution over the classes.

For simplicity, we only specify how to train task-aware lters for the teacher. The
student is treated similarly. To train the task-aware lters, we x the parameters of the
teacher, which is already pre-traifedn other words, we only update the parameters of
the Iters. We denote the task-aware lIter at tgl)-th layer agy}( ; W/), whereW,' is the
Iter's parameters. The lter takes in the hidden representaﬁq?](') at theQ(l)-th layer,

and outputs a task-speci c loss

L1 25w = Exx (@ (HEY wWih)l; (5.1)

where tQ(') is the teacher's parameters up to @@)-th layer. The loss functiondepends

on the task and the setting (See Section 2.1 for details). Given the loss in Eq. 5.1, we train

theL Iters jointly:
hS
min - Li( YW (5.2)
NP

whereW, = fW/gl, . By training the task-aware Iters, we can reduce the redundant in-

formation in the hidden representations, and keep the information that is useful for learning

2We discuss in detail how to initialize the teacher and the student models in subsubsection 5.1.3.
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the target task.

Remark 5.1. We can choose different neural network architectures to implement the task-
aware lters, such as a simple linear projection that maps the input to a lower-dimensional
space, a multi-layer perceptron that applies a sequence of nonlinear transformations, or a
stack of Transformer layers that encode the input with attention mechanism. We compare

the performances of these architectures in Subsection 5.1.4.

Stage II: Task-aware Distillation

In Stage I, we jointly train the student model and its task-aware lters, while keeping
the teacher and its Iters xed. At each layer, we feed the hidden representation of the
teacher and the student to their respective Iters (without the task-speci c heads). Then, we
adopt a regularizer that penalizes the discrepancy between the ltered representations. This
regularizer encourages the student to learn the task-speci ¢ knowledge from the teacher,
while ignoring the redundant information.

Formally, we denotel( ; W.) as the task-aware lIters at tHeth layer of the student.

Then the task-aware layer-wise distillation loss is de ned as

X
Drep ([ ; Wil [ ss Ws]) = MSE gi(HtQ(l);th)igls(Hé;Wsl) ; (5.3)

=1

which measures the discrepancy between the Itered representations of the teacher and the

student. Based on the distillation loss, the training objective for the student and its lters is

m\m L(s)+ 1Dk( s )+ 2Dven ([ o Wili[ ss Ws)); (5.4)

s,

whereDy, is the KD loss de ned in Eq. 2.6 and;; , 0Oare hyper-parameters.
Eqg. 5.4 imposes an easier requirement on the student than the conventional distillation
loss (Eq. 2.8). That is, Eq. 2.8 requires the student to match the teacher on the un ltered

hidden representations, regardless of their relevance to the target task.
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Remark 5.2. We can also keep the task-speci ¢ heads in the task-aware Iters and penalize
the KL-divergence instead of the mean-squared error. We compare the performances of

these two variants in Subsection 5.1.4.

5.1.3 Experiments

Language Modeling

Data. First, we evaluate TED in the continual pre-training setting by distilling genera-
tive models on language modeling tasks. We use Open Web[k24], an open-source
replication of the OpenAl WebText corpus [14] for open domain pre-training. It is a mas-
sive English corpus containir@m training documents and arouB8GB of texts extracted

from 45m links of Reddit post urls. Data pre-processing details are deferred to subsubsec-
tion C.1.1.

Second, we evaluate the distilled student model by conducting zero-shot and transfer
learning experiments on two downstream tasks: LAMBADA [35] and WikiText-103 [130].
LAMBADA evaluates the ability of language models in modeling long-range dependen-
cies. The dataset consists of full texts2f62novels extracted from BookCorpus [131].
WikiText-103 is a collection of ovet00n tokens extracted from the set of veri ed good
and featured articles on Wikipedia.

Teacher Model We use a pre-trained GPT-2 [14] as the teacher model. GPT-2 is a
Transformer-based model trained on Open WebText using a causal language modeling ob-
jective. We adopt the base version of GPT-2 (GRZ-225n parameters), which contains
12layers and has a hidden dimensiordpE 768.

Student Model. We initialize a6-layer (i.e.,L = 6) student model (GPTg 82m pa-
rameters) with a subset of layers from the teacher. We adopt the layer mapping function
Q=21 1forl L=2andQ(l)=2Iforl> L= 2 following [80]. We further discuss

how to initialize the student model when its architecture is not a shallow version of the

3https://huggingface.co/datasets/openwebtext

63



teacher in Subsection C.1.4.
Training: Stage |. For the teacher model, we design each lter as a linear projection,
i.e., W/ 2 R% % and randomly initialize a Iter for each layer that is selected to match
with a student layer. We x the parameters of the teacher model and train the Iters based
on Eg. 5.2 for one epoch. We use AdamW [125] as the optimizer andkusiens as the
batch size. We adopt a linear decay learning rate schedule with a learning2d&e 40 *
and a warmup ratio d®:05. Then, we directly take the trained Iter at thg(l)-th layer
of the teacher to be the lter at theth layer of the student without further training. It is
intuitive that the trained Iters of the teacher can serve as suf ciently good lters of the
student because the student is initialized with a subset of layers from the teacher. Full
implementation details are deferred to subsubsection C.1.1.
Training: Stage Il. We train the student and its lters based on Eq. 5.4 for four epochs. We
follow the same hyper-parameter con gurations as in Stage |, and;set2:5, , =0:1
and temperaturé = 2:0.
Baselines We consider two baseline methods:

KD optimizes the student model basedlofs) + 1Dk (¢; s) (EQ. 2.6), which is
adopted by DistilGPT-2[80].

LWD optimizes the student model baseddns)+ 1Dk ( t; s)+ 2Diayer( ;[ s; Ws))
(Eq. 2.8).
Main Results. Table 5.1 shows the zero-shot and transfer learning performance of the
GPT-2 models. For Open WebText, we st for testing. For the zero-shot setting, we
directly evaluate the student model on the test sets. For the transfer learning setting, we
ne-tune the student model on the downstream language modeling tasks.

We have the following observations: 1) LWD does not always lead to a better perfor-

mance than KD, suggesting that the student may have dif culty mimicking the teacher at
every layer. 2) TED can signi cantly improve model performance, especially on Open

WebText. This suggests that distilling the task-speci ¢ knowledge to the student yields a

64



better model.

Table 5.1: Zero-shot and transfer learning performance of GRietlels on test sets. We
report the results of DistilGPT-2 from [80], and the results of GRoIfom [14]. Other
results are from our own implementation.

Method Test Zero-Shot Transfer Learning
Open WebText WikiText-103 LAMBADA | WikiText-103 LAMBADA
ppk# ppk# ppl# Acc" ppk# ppk# Acc"
GPT-2 (Teacher) \ 23.1 \ 37.5 35.1 46.0\ 15.9 37.2 34.8
DistiIGPT-2; (KD) 31.9 - - - 211 - -
DistilGPT-2; (KD, Re-Imp) 29.1 49.0 87.9 229 19.3 50.1 31.7
GPT-2 (LWD) 29.7 51.9 91.9 220 19.3 50.6 31.5
GPT-2 (TED) \ 28.5 \ 48.1 87.2 23.0 19.0 48.6 32.1

Natural Language Understanding

Data. We further evaluate TED on natural language understanding (NLU) tasks. We con-
sider the widely used General Language Understanding Evaluation (GLUE, [27]) bench-
mark, which contains nine NLU tasks, including textual entailment, sentiment analysis and
text similarity. We also evaluate TED on SQUAD v1.1/2.0 [28, 29], which are widely used
guestion answering datasets. Details about the datasets are deferred to subsubsection C.1.2.
Teacher Model We use DeBERTaV3 models [132] as the teacher model. DeBERTaV3 is
pre-trained in an ELECTRA-style [11] at60GB open-domain corpus [129, 133, 134]. It
improves BERT [9] with disentangled attention and enhanced mask decoder, and achieves
the state-of-the-art downstream performance.

We initialize the teacher model for each task with a DeBERTaV3-base model that has
been ne-tuned on the target task. The model b&3n parametersl2layers and a hidden
dimension of768(i.e.,d; = 768). We ne-tune the model using AdamW as the optimizer.

We adopts a linear decay learning rate schedule with a warmup ratti@08; 0:19. We
choose the learning rate frofii; 1:5;2; 2:5;3g 10 °, the batch size fronfi16; 32 64g,
the number of training epochs froh3; 6; 8g and the dropout ratio frorh0:05; 0:1g. Full

implementations details are deferred to subsubsection C.1.2.
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Student Model. We initialize the student model for each task with a DeBERTaV3-xsmall
model that has been ne-tuned on the target task. The model contains Z@otglarame-

ters (including22m backbone parameters). It hB3layers and a hidden dimension384

(i.e.,ds = 384). We further discuss how to initialize the student model when there does not
exist a pre-trained or ne-tuned model with the desired architecture in Subsection C.1.4.
Training: Stage I. Since the teacher and student have different hidden dimensions, we set
W,/ 2 R% % andw/ 2 R% 9 We randomly initialize a Iter for each layer of the student
and the teacher (recall that they have the same number of layers). We freeze the model
parameters of the teacher and the student, and train their Iters on the target task following
the same hyper-parameter con gurations in ne-tuning. Full implementations details are
deferred to subsubsection C.1.2.

Training: Stage Il. We then train the student and its Iters based on Eq. 5.4 on the target
task. We follow the same hyper-parameter con gurations as in Stage |. We chedse

f 1.0; 2:5; 5:0; 10.0g, choose ;, 2 f 10; 20, 50; 100 20Q 500 100@), and set the temperature

T =2:0.

Main Results. Table 5.2 and Table 5.3 show the evaluation results of the student on the
GLUE benchmark and SQUAD v1.1/2.0 datasets, respectively. TED achieves consistent
and signi cant gains over nine out of ten tasks over the best distillation baseline. For
example, TED achieves a gain @b on some large datasets, e.g., QQP, and a gaimlof

on some small datasets, e.g., RTE. For certain small datasets (e.g., RTE, MRPC, STS-B),
LWD does not always produce a better performance than KD. In contrast, TED improves

upon KD in two out of three cases.

5.1.4 Analysis

We further verify that the task-aware Iters can capture the task-speci ¢ knowledge and

ease distillation. All implementation details are deferred to Subsection C.1.3.
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Table 5.2: Evaluation results on GLUE dev set. The teacher is a ne-tuned DeBERTaV3-
base modelX83n) and the student is a DeBERTaV3-xsmall modé&n(). Results of
“Fine-tune” are obtained by directly ne-tuning the DeBERTaV3-xsmall model on the tar-
get task without distillation.

Method MNLI-m/mm QQP ONLI SST-2 RTE CoLA MRPC STSB Avg.
Acc Acc/F1 Acc Acc Acc Mcc Acc/F1 P/S Score

Teachegase\ 90.5/90.6 92.3/89.7 942 96.0 86.1 68.8 90.8/93.5 92.4/92.2 88.9
Fine-tungs 88.3/88.1 91.7/88.8 925 935 79.7 683 90.2/93.0 90.9/90.5 86.9

KDys 88.5/88.1 91.7/88.8 929 939 805 66.31.293.7 91.0/90.8 87.0
LWDys 88.988.3 91.8/89.0 929 939 80.2 66.8 90.2/93.0 91.0/90.6 87.0
TEDxys ‘ 88.988.7 92.280.5 931 942 818 685 90.4/93.2 91.391.1 875

Table 5.3: Evaluation results on SQUAD v1.1 and SQUAD v2.0 validation sets. The teacher
is a ne-tuned DeBERTaV3-base model and the student is a DeBERTaV3-xsmall model.

Method SQUAD V1.1 SQuADV2.0 Avg.
EM/F1 EM/F1 Score

Teachey.se | 87.1/93.1 85.4/88.4 90.8
Fine-tungs | 83.5/90.4 82.0/84.8 87.6

KDys 84.8/91.4 82.6/85.5 88.5
LWDys 84.9/91.5 82.8/85.6 88.6
TEDxs ‘ 85.491.7 83.085.8 88.8

Filters Capture Task-Speci c Knowledge

Table 5.4 shows the evaluation results of a student model trained on the target task with
their task-aware lIters replaced by the lIters trained on a different task. If the lIters are
trained on the target task, TED shows consistent gains over LWD. In contrast, if the lters
are trained on a different task, the gains become smaller and vary signi cantly across tasks,

suggesting the task-aware lters can learn task-speci ¢ knowlédge

TED Alleviates Under- tting and Eases Distillation

Figure 5.2 [eft) shows the training loss of the student on the target task (i.e., language

modeling) during distillation. TED leads to a faster convergence and a lower training loss

4The cause of high variance could be that the Iters trained on tasks that are more similar to the target task
perform better. For example, on the RTE task, Iters trained on MNLI and QNLI perform better than those
trained on SST-2, likely because the task-relevant knowledge can be transferred across NLI tasks.
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Table 5.4: Evaluation results on GLUE dev set. The teacher is ne-tuned DeBERTaV3-
base model and the student is a DeBERTaV3-xsmall model.

Method \ RTE SST-2 MRPC STS-B
LWDys 80.2 93.9 90.2 91.0
TEDy (Filters Learned on MNLI) 80.5 934 90.0 91.2
TEDys (Filters Learned on QNLI) 81.6 935 89.1 91.4
TEDys (Filters Learned on SST-2) 79.7 94.2 90.2 90.8

TEDy (Filters Learned on the Target Taskg1.8 94.2 90.4 91.3

than LWD, which suggests that TED improves the tting of the student on the target task.
Figure 5.2 Middle andRigh{ shows the distillation loss averaged by the number of layers.
The distillation loss in TED has a smaller magnitude and a lower variance than LWD. This

suggests that TED effectively eases the distillation.

Figure 5.2: Left Training loss of the GPTgstudent on the target task (i.e., language
modeling) on Open WebTexMiddle and Right Distillation loss averaged by the number
of layers of the GPT-g2student on Open WebText and the DeBERTaV3-xsmall student on
MNLI, respectively.

Contribution of the Filters

To investigate the contribution of the lters, we initialize the Iters with trained weights
(3), randomly initialized weightsA), or no lters at all (NoW/Wy). Table 5.5 shows that:

1) Using trained lters for the teacher signi cantly improves the distillation performance,
as long as the student has a set of Iters that can learn to match the teacher's ltered output.
In other words, TED can be still bene cial even if the student lters are not trained in
Stage | but randomly initialized for Stage II. 2) If the student lIters are initialized from

trained weights instead of randomly initialized, the distillation performance can be further
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improved.

Table 5.5: Evaluation results of different types of Iter initialization. We evaluate the
DeBERTaV3-xsmall student on the GLUE dev set and the GP3u2dent on the Open
WebText test set. “N/A’ is because we initialiY®s of GPT-2 from W;,.

| W, Wy | Target Tasks

Method | Trained on Trained on MNLI-m/mm SST-2 RTE| Open WebText

target task? targettask? Acc" Acc' Acc" ppk#
Abl.1 3 No Wy 87.4/86.9 920 77. 31.82
Abl.2 No W, 7 88.7/88.5 935 79. 29.74
Abl.3 3 7 88.7/88.6 939 79 29.66
Abl.4 No W, 3 88.8/88.6 94.0 81. N/A
TED 3 3 88.8/88.7 94.2 81. 28.49

TED Alleviates the Capacity Gap Issue

Table 5.6 shows the performance of a DeBERTaV3-xsmall studént)(distilled from a6
times larger DeBERTaV3-large moddl3&am), which contain®4 layers and has a hidden
dimension 0fLl024 All implementation details are deferred to subsubsection C.1.3. When
using this large teacher, LWD performs worse, e.g., the student achieved3hig RTE
while achieving8(:2 when using the DeBERTaV3-base teacher (Table 5.2). In contrast,
TED maintains a comparable performance, e.g., the student achi@#gpaints of gain

on SST-2.

Table 5.6: Evaluation results on GLUE dev set. The teacher is DeBERTaV3-#48§a)(
and the student is DeBERTaV3-xsmaibn).

Method | MNLI-m/mm  SST-2 RTE
TED;s (Teachegas) | 88.888.7 942 818
Teachefge | 91.7/91.8 963 91.4
Fine-tungs (Teachepge) 88.3/88.1 935 79.7
KDys (Teachegge) 88.4/88.4 944 77.9
LWD,s (Teachegge) 88.5/885 936 79.4
TED;s (Teachefge) 88.8/88.8  94.6 81.4
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Filter Architectures

Table 5.7 shows the student performance when the lIters are initialized with different ar-
chitectures: 1) a linear projection; 2) a two-layer perceptron with GeLU as non-linearity
[135]; 3) layer(s) initialized from the weights of the subsequent layer(s), e.g., for the rst

layer of the model, we use the second (or from second to last) layer(s) as the lter. By in-
troducing non-linearity in the lters, the zero-shot performance slightly improves while the

transfer learning performance remains insensitive. Further increasing the Iter complexity
exhibits little bene ts.

Table 5.7: Evaluation results of the GPdstudent using different Iter architectures.

Filter Architectures Zero-Shot Transfer Learning
WikiText-103 LAMBADA | WikiText-103 LAMBADA
ppkt ppk#  Acc" ppk ppk  Acc"
Linear Projection 48.12 87.27 229 19.03 48.63 32.08
Two-layer MLP 47.78 86.88 23.0 19.03 48.61 32.08

One Subsequent Layer  48.05 87.01 23.0 19.02 48.50 32.08
All Subsequent Layer 48.13 87.79 22.8 19.17 48.48 32.04

Design of Distillation Loss

If we keep the task speci c head of each lter trained in Stage | and bring it to Stage II,
then the Itered output would be a prediction probability distribution instead of a hidden
representation. Then we can substitute M@Ebetween the two hidden representations

in Eg. 5.3 with the KL-divergence between the two probability distributions. Table 5.8
shows that such an approach also shows noticeable improvements over the baselines. This

suggests that the prediction probability can also preserve some task-speci ¢ knowledge.

Hyperparameter Study

We further investigate whether TED is sensitive tg the hyper-parameter that controls the

strength ofDtgp . Figure 5.3 shows the performance of the DeBERTaV3-xsmall student
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Table 5.8: Evaluation results under different designs of the task-aware distillation loss. The
teacher is DeBERTaV3-base and the student is DeBERTaV3-xsmall.

Method MNLI SQuUAD 2.0
m/mm EM/F1

KD 88.5/88.1 81.0/84.2

LWD 88.988.3 81.5/84.4

TED (KL) | 88.6/88.7 81.9/84.7
TED (MSB | 88.8/88.7  82.0/84.9

on MNLI-m and SQUAD v1.0 under different values of. TED shows consistent gains

over a wide range of values ot.

Figure 5.3: Evaluation performance of DeBERTaV3-xsmall under different values of

5.1.5 Discussion

Computational Costs of TED.In the training phase, TED incurs an additional computa-
tional overhead beyond what is required by layer-wise distillation (LWD). This is due to
the training of task-aware Iters in Stage |. However, this overhead is relatively moderate,
accounting for approximatel{0% of the computational cost of LWD. This is because the
number of Iter parameters is arourzb6o-4% of the model parameters, and the training

of the Iters does not require any back-propagation on the model parameters. Despite the
overhead during training, TED retains the same inference speed as LWD during the model
deployment phase. This is because all lters are discarded at this stage, with only model
parameters being utilized for inference.

Exploring Task-aware Distillation in Multi-task Setting. We design TED fortask-
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speci c distillation, where a task-speci ¢ student is trained by distilling knowledge from

a target task. However, task-speci c distillation exhibits several practical limitations: 1)
It lacks scalability as one needs to distill a new student for every new task. 2) Certain
tasks have zero or few training samples, making them unsuitable for distillation. To resolve
these limitations, one potential direction is to explore the idea of task-aware distillation in
the multi-task setting8, 136]. In this setting, one can leverage knowledge from hundreds
of tasks to distill a single multi-task student which generalizes well on various seen and
unseen tasks. One possible strategy, for example, is to design multiple lters, each serving
as an expert specialized in extracting knowledge from a group of relevant tasks. During the
distillation process, each input sample can be routed to its most task-relevant lter(s).
Filtering and Distilling Knowledge from Large Language Models. Pre-trained large
language models (LLMs), with up to hundreds of billions of parameters, have demon-
strated remarkable generalizability on a wide range of tasks. How to effectively transfer
the knowledge from these powerful LLMs into smaller models has therefore become an
area of research interest [137, 138, 139, 140]. However, it is challenging to directly apply
TED, an layer-wise distillation approach, to LLMs due to two primary reasons: 1) LWD
requires the access to the layer-wise hidden representations, making it incompatible with
models that are closed-source. 2) The computational cost of LWD scales with the model
depth and hidden dimension, which is prohibitively expensive in such models. Yet, the
underlying idea of selecting and transferring task-relevant knowledge could be useful for
LLM distillation, particularly given the signi cant teacher-student capacity gap. For exam-
ple, a possible strategy is to use a LLM teacher to generate task-relevant input and output

samples in a controllable manner, and then use these samples to distill the student model.
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5.2 OPTIMA: Module-wise Adaptive Distillation

5.2.1 Observationn Task-speci cMultimodality Distillation

Large pre-trained multimodality foundation models have demonstrated remarkable gener-
alizability on a wide range of tasks, e.g., image classi cation, image-text retrieval, and
visual question answering [141, 142, 143, 144, 145]. These models often contain several
architectural components (referred torasdule$, each acquiring knowledge of one or
more modalities through pre-training. For example, [141] introduce a dual-encoder archi-
tecture composed of an image encoder and a text encoder, which are jointly pre-trained to
align an image with the corresponding text. This process equips each encoder with both the
unimodal representation power and the crossmodal alignment capability. [145] further add
a multimodal decoder on top of the dual-encoder architecture. The decoder learns a joint
visual and textual representation and obtains the multimodal understanding knowledge.
However, the sizes of these models have reached billions of parameters, and the number
of modules will further scale to accommodate new modalities. This poses a signi cant
challenge for deployment in applications with latency and storage constraints.

In task-speci c distillation in multimodality models, however, matching the student's
representations with those of the teacher at every layer does not always bene t the student's
performance. Prior research has shown that improving the representations of a specic
modality (i.e., image, text, or multimodality) tends to yield better ne-tuning results than
others [146]. Therefore, we hypothesize that the representations of such a modality may
contain more relevant knowledge to the target task. If the student focuses on mimicking
these representations, it is more likely to achieve better performance on the target task. To
verify this hypothesis, we distill multiple students from a CoCa-Large teacher [145], each
only matching the teacher's layerwise representations in a single module (i.e., image en-
coder, text encoder, or multimodal decoder). As shown in Figure 5.4, distilling a speci c

module yields signi cantly better performance than distilling others. If all modules are dis-
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tilled with equal weighting, interference from other modules may affect the training of this

speci ¢ module, thereby compromising the student's tting on the target task (Figure 5.6).

Figure 5.4: Performances of CoCa-Tipytudents distilled from a CoCa-Large teacher
[145] on NLVR2 [38] and Microsoft COCO Caption [39]. Each bar represents the perfor-
mance obtained by matching only the layerwise representations in a single module. See
Details in Subsection 5.2.3.

To mitigate this issue, we propose a module-wise adaptive distillation method, which
tracks the individual modules' contributions to the distillation process on the target task
and choose a module to distill at each step based on their contributions. In this way, we
can more frequently distill the module with a greater contribution. The subsequent sections
detail the algorithm for tracking each module's contribution and the criteria for adaptively

selecting the module to distill.

5.2.2 Distillation w/ AdaptiveModule Selection

A Multi-Arm Bandit Approach in Non-stationary Environment

We propose to track the individual modules' contributions to the distillation process on
the target task and choose a module to distill at each step based on their contributions. To
evaluate the contribution of a module, we distill it for a speci ¢ number of steps and observe
the resulting ratio of decrement in the distillation loss. To track its contribution continually,
we repeat this procedure throughout training. Hence, we need to explore different modules
by repeatedly evaluating their contributions and, meanwhile, exploit the module with the
greatest contribution by distilling it more frequently. Given a limited budget for training

steps, we face a signi cant challenge in balancing exploration and exploitation.
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To balance the exploration and exploitation, we adopt a multi-armed bandit (MAB)
approach [147, 148]. MAB targets an online decision-making problem that chooses an
action (i.e., arm) and observes a reward in each round to maximize the cumulative reward
over rounds. MAB algorithms are designed for balancing the evaluation of all arms and
choosing the arm that maximizes the cumulative reward, hence can be leveraged to evaluate
and choose modules.

As illustrated in Figure 5.5, we consider each module as an arm and Bvatigps as
one round. In each round, we choose a module to distilPf@teps and evaluate its con-
tribution as the reward. As more rewards are observed, we obtain a more accurate estimate
of the underlying reward distribution for each module, which re ects the actual contribu-
tion of this module. Based on the reward distribution, we choose modules to maximize the

cumulative loss decrement.

Figure 5.5: An illustration of OPTIMA.

However, the actual contribution of a module may change with model updating. For
example, distilling the multimodal decoder may become more bene cial when its input,
i.e., the image and text representations, are suf ciently optimized [76]. To estimate such a
non-stationary underlying reward distribution, we need to count more on rewards observed

in recent history This makes it challenging for us to adopt classical MAB algorithms
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because most of them are designed for stationary underlying reward distributions [149,
150, 151]. Therefore, thegveragethe observed rewards over tivbole historyto estimate
the underlying reward distribution. In our case, since the model is unlikely to change
drastically within a few steps, and so is the underlying reward distribution, we tailor these
stationary algorithms by replacing the simple average witlekp®nential moving average
of the observed rewards. By discounting old rewards, the reward distribution can track
the changing contribution in recent history and provide stable and up-to-date guidance for
module selection [152, 153, 154].

By adapting MAB algorithms to the non-stationary environment of multimodality model
distillation, we propose OPTIMA (Mdule-wise Adapte Distillation with Multi-arm Bandit),

a novel task-speci c distillation method for multimodality foundation models.

Examplifying OPTIMA using the Thompson Sampling Algorithm

We exemplify OPTIMA using the Thompson Sampling (TS) algorithm for its strong em-
pirical and theoretical performance [155, 156, 157, 158, 159]. TS is a widely-used MAB
algorithm with Bayesian assumption [155, 151, 158, 157, 156]. It assuprés alistribu-

tion on the parameters of the underlying reward distribution for each arm. To estimate the
underlying reward distribution, TS updatepa@sterior reward distributior{often referred

to asreward distributior) for each arm based on the statistics of the observed rewards in
history. TS draws an arm from the posterior in each round to maximize the cumulative
rewards in the long term. A typical example of TS is to set both the prior distribution and
the reward distribution to be Gaussian distributions. In this case, the reward distribution of

an arm is speci ed as

; (5.5)
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where is often set as the average of the observed rewards in historg &ndet as the
number of rounds the arm has been chosen. We remark that OPTIMA can be generically

combined with other MAB algorithms.

Problem Formulation

We consider both the teacher and the student models to be multimodality Transformers
containingc > 1 modules. For example, they are CoCa models contamm@ modules
in this work: an image encoder, a text encoder, and a multimodal decoder.

We construcK = 2¢ 1 arms, each associated with a unique, non-empty subset of
modules selected from tremodules. Thek-th arm is formed as a set of model layers,
denoted a$, in its associated subset. We Jet TFO rounds, wherd Cis the total number
of training steps an®  1is the number of steps within each round. In this way, choosing
the k-th arm in thet-th round is equivalent to distillingy for P steps in the range of
((t 21)P;t PI.

For each arnk 2 [K ], we denote its reward distribution 8% and set it as a Gaussian
distribution speci ed aN ( ; nk+1) following Eq. 5.5. To set a proper prior, we rst
randomly choose each arm fdg 0 rounds, then initialize = 8 andn, = T,

where { is the average of the observed rewards dgrounds. We explain why setting

the reward distribution as a Gaussian distribution is feasible in Subsection C.2.1.

Remark 5.3. We consider all possible combinations of modules because, at a certain train-
ing stage, there might exist a combination such that distilling it leads to a higher reward

than distilling any single module.

Remark 5.4. Since the dependencies among modules are unclear, we should assume all
arms to be dependent and model the reward distribution as a multivariate Gaussian over

all arms. However, sampling from such a distribution requires decomposing the covariance

5T, is included inT.
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matrix, which is computationally costly. To improve ef ciency, we ignore the dependency

assumption. In practice, we observe no clear disadvantage in the model performance.

Algorithm

We initialize

k= & Nk=Ty and Dy =N o

forallarmk 2 [K].
At the t-th round, we sample a rewaly for the k-th arm from its reward distribution
Dy for allk 2 [K]. The arm with the highest sampled reward is then chosen for this round,
denoted as;. In this way, the arm is chosen according to the belief of it being the best arm.
We then play the-th arm by distillingS,, for P steps. Atany ste?2 ((t 1)P;tP],
we rst compute the distillation losses @&, . Speci cally, we denote the hidden represen-
tations at the-th layer of the teacher and the studentgs2 R* & andH. 2 R 9
whered; andds denote the hidden dimension apg denotes the sequence length. Then

the distillation loss on hidden representations is de ned as

1 X

oy MSEH,; H Whign); (5.6)

L, ( 8 ¢) =

i2Sa,

whereMSKE ; ) is the mean-squared error, awd,,, 2 R% % is a randomly initialized
and learnable linear projection that projekts into the same space & . Similarly, the
distillation loss on attention scores is de ned:as

1 X

L2 (9 )= 5 MSEAGAY; (5.7)
) i2s,,

®We omit the (t9” superscript orf HL; W/, izs,, to simplify the notations. We assume the teacher
and student have the same number of layers. The case of having different layers will be elaborated in Sub-
section 5.2.3.

"We omit the (t%” superscript orf ALg;» s, to simplify the notations.
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whereAl; AL 2 RXIJ X gre the attention score matrices averaged over the multiple attention
heads at the-th layer. The student model is then optimized based on a weighted sum of all

distillation losses o1%,, , i.€.,
Lt = Lvan + 1Dke + olfign + sl (5.8)

whereLyan andDyg, are de ned in Eq. 2.6 and; 2; 3 0 are hyper-parameters.
Speci cally, the student model is updated with an SGD-type algorithm [98]:
0y t . .
gt Y gtO) r sL?otaI ( gtO)1 t)!
where > 0is the learning rate. The same procedure is then repeat&dg$teps.
We then compute the rewar@& for playing thea;-th arm. Speci cally, we design the
reward as the averaged ratios of decrements over all types of distillation losses:
|
X L( g(t 1)P)) L ( gtP))'

Mo = — max O;
t ((t 1HP)
JUJ L()2uU L(s )

(5.9)

whereU = fD k. ();Lnign();Lawn ()g. Note thatL pign () andL s, () are de ned in

Eq. 5.6 and Eq. 5.7, respectively, but by replac#g with the set of all layers. They
measure the change in the distillation loss orftilenodel otherwise, the reward de nition
changes with the pulled arm and thus cannot provide an evaluation metric consistent across
all arms.

The numerator is the difference betwdep ' Yy andL ( {F)). This loss change is
accumulated foP steps to reduce the uncertainty caused by noises in the stochastic gradi-
ents. As aresult, it can reliably re ect the contributionSyf to the distillation performance
of the full model.

We consider both the changes in output prediction discrepdhgy(()) and the layer-

wise representation distances.f, () andL 4, (). This improves the robustness of the
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reward over different tasks because a speci c distance metric may not consistently well
re ect the distillation performance on all tasks (Figure C.1).

For all types of losses, we compute the ratio of the loss change to the loss in the previous
round. Normalizing the loss changes prevents the reward from being biased by the scales
of different losses. We further clip each ratio by zero to bound the reward bet@gEn
which is desirable for achieving a good performance guarantee in the Thompson Sampling
(TS) algorithm. Finally, we average the rewards over all types of losses.

After computing the reward,,, we update the reward distributidd,, . Speci cally,
we update the distribution mean,,, as the exponential moving average of the observed

rewards in the past:

a at(@  ra; (5.10)

where 2 (0; 1) is a hyper-parameter. We then increageby one and update ,, follow-

ing Eg. 5.5. Since the exponential moving average discounts the old rewgrdsnds to

re ect the average of the rewards within recent rounds. Recall that the actual contribution
of each module changes dynamically. By usingas the distribution meam,, can cap-

ture the changing contribution and provides up-to-date guidance for module selection. The

complete algorithm is shown in Liné 4

5.2.3 Experiments

We verify the effectiveness of OPTIMA on popular multimodal understanding and image
captioning benchmarks.

Data. We conduct task-speci c distillation on three multimodal understanding tasks: visual
guestion answering (VQA, [36]), visual entailment (SNLI-VE, [37]), and visual reasoning
(NLVR2, [38]).

VQA is to answer an input question with a sentence based on an input image. It is

8We assumdy = 0 for simplicity of demonstration.
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Algorithm 4 OPTIMA: Module Adaptive Distillation

1: Input: T: the number of total rounds$?: the number of steps in each rourd; =
2¢  1: the number of arms;: a discounted factor.: ,: the initialized student and
the teacher models.

2: Output: gTO)

3:t9=0,ny= «=08k=1;::K.

4: fort=1;::;Tdo

5. fork=1;::K do

6: Sample a reward for arikt b, N K nk+1 .
7. end for

8: Selectarma, argmax b.

9:

10. forp=1;::;Pdo

11: Computel 2, ( £?; 1) following Eg. 5.8.
12: gt0+1) éto) r SL%tal( gto); ).

13: 0 t9+1.

14: end for

15:

16:  Computer,, following Eq. 5.9.

17:  Update , following Eq. 5.10.

18: Nk ng+1.
19: end for

formulated as a classi cation problem wi8129classes where each class corresponds to
an answer.

SNLI-VE is a three-way classi cation problem to predict whether an input sentence
entails the input image, contradicts it, or is neutral to it.

NLVR2 is a binary classi cation problem to predict whether an input sentence is true
or false about an input image pair.

We further train and evaluate the model using the Microsoft COCO Caption dataset
[39] and the Karpathy-test split, respectively. The task is to describe an input image with a
sentence. See Subsection C.2.2 for details.

Models. We evaluate OPTIMA on CoCa [145]. It is a powerful Transformer-based mul-
timodality foundation model pre-trained on web-scale alt-texts [142] and image-text pairs

[160]. Since CoCa consists of an image encoder, a text encoder, and a multimodal de-
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coder, it provides a suf ciently large action space for OPTIMA. Furthermore, the decoder
produces multimodal representations, which allows it to be directly ne-tuned without any
extra step of multimodal pre-training, commonly needed for dual-encoder models [161,
143, 162].

For each target task, we ne-tune a pre-trained CoCa-Large as the te&dler, 43
layers @4=12=12 layers in image/text/multimodal modules), = 1024). We then distill
a task-speci c student from the ne-tuned teacher. Speci cally, we consider two architec-
tures: CoCa-Tiny (1018m, 12layers 6=3=3 layers),ds = 768) and CoCa-Tiny (54:5m,
6 layers @=1=2 layers),ds = 768). The layers in each module of the student are initial-
ized with the layers uniformly sampled from the corresponding module of a pre-trained
CoCa-Baseq93n, 36layers,d = 768).
Teacher Initialization. We ne-tune a pre-trained CoCa-Large as the teacher for each
target task. For multimodal understanding tasks, we attach a randomly initialized task-
speci c linear classi er on top of the multimodal decoder for answer prediction. We ne-
tune both the model and the classi er using the cross-entropy loss. For the image captioning
task, we directly ne-tune CoCa with the captioning loss [145]. We follow [145] for all
ne-tuning hyper-parameters (See Subsection C.2.3 for details).
Task-Speci ¢ Distillation. We x the ne-tuned teacher and distill a student using OP-
TIMA on each task. For all tasks, we train the studentT8r= 100k steps. We use
Adafactor with decoupled weight decay [163] as the optimizer with (0:9; 0:999) and
alearning rate o1 10 2 with a linear decay schedule. We match tkt layer of a stu-
dent's module with thelgie-th layer of the corresponding teacher's module, witgiethe
ratio of the number of layers of the two modules. We randomly initialigg, 2 R% .
Weset =0, ,=1and =1 10 ?for all tasks. For OPTIMA, we set = 0:98,
To=10,P =100 andT = TFO = 1k. Full details are deferred to Subsection C.2.4.
Pre-trained Vision-Language Models (VLMs) BaselinesTo compare with models with

similar scales, we present the ne-tuning performance of existing pre-trained VLMs: UNITER
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[164], OSCAR [165], VILT [166], VILLA [167], CLIP-ViL, [161] and ALBEF [168]. Dif-

ferent from foundation models, VLMs often contain a single backbone, e layer
Transformer. The backbone takes both image features and text embeddings as inputs and
learns the multimodal representations. They then use an auxiliary model to predict the in-
put image features, e.g., CLIP-\jluses a pre-trained CLIP encoder [141], ALBEF uses a
pre-trained ViT-B/16 [115], and the rest use a pre-trained Faster R-CNN [169]. We exclude
methods that outperform the CoCa-Large teacher.

Multimodality Distillation Baselines. We further compare OPTIMA with existing mul-
timodality distillation methods: MiniVLM [170], DistilVLM [171] and DIDE [172]. Dif-
ferent from OPTIMA: 1) All methods conduct distillation in the pre-training stage. Pre-
training distillation signi cantly improves the student's generalizability but requires much
more computational resources than task-speci c distillation. 2) All methods consider VLMs
as the teachers. VLMs are much smaller than CoCa models, and a small teacher-student ca-
pacity gap often improves the effectiveness of distillation [32, 4]. However, VLMs are less
generalizable and can only distill students on limited tasks. MiniVLM adopts knowledge
distillation on additional unlabeled data (Eq. 2.6). DistilVLM adopts layerwise distilla-
tion. DIDE distills a dual-encoders student from a VLM teacher by aligning cross-modal
attentions. We ignore concurrent methods with a teacher that signi cantly outperforms the
CoCa-Large teacher.

Main Result. Table 5.9 summarizes the evaluation results of layerwise distillation and
OPTIMA. We report the median over ve random se&d3n both CoCa-Tinyand CoCa-
Tiny;,, OPTIMA can achieve consistent and notable improvements upon layerwise distil-
lation over all tasks. The gains are most prominent in NLVR2 and COCO, e.g., the gains
on CoCa-Tiny, are0:9 and4:4, respectively. This may be explained by Figure 5.6, which
shows the contributions of modules in these tasks exhibit high variances and the training of

a speci ¢ module can impair the training of others. The gain is slightly smaller in CoCa-

9The standard deviations are reported in Subsection C.2.5.
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Tinys than CoCa-Tiny,. This might be because CoCa-Tggonverges slower, and that
speci ¢ module is less likely to over- t quickly and interfere with others.

Compared with pre-trained VLMs at the same scale, CoCaJif@PTIMA) can
achieve similar performance with a smaller size. Compared with CoCa-Base, OPTIMA
can achieve notable improvements on three out of four tasks withle@ljts number of
layers.

Compared with MiniVLM, DistilVLM and DIDE, OPTIMA can achieve signi cantly
better performance on CoCa-Tiayand similar performance on CoCa-Tgyver all tasks.

Recall that these baseline methods use web-scale pre-training data for distillation and use
single-backbone VLMs as teachers. In contrast, OPTIMA uses limited target task data and
faces a much larger capacity gap, efgtimes larger for CoCa-Tiny. Nevertheless, the
performance gaps between CoCa-TinfOPTIMA) and CoCa-Large are comparable to
those in the baseline methods. Furthermore, while baseline methods demonstrate gains on

limited tasks, OPTIMA shows well-rounded gains on all tasks.

5.2.4 Analysis

In this section, we verify that OPTIMA improves the student's performance, tracks the
actual contributions of all modules, and chooses arms based on their contributions. We
further investigate the design of the reward function in Subsection C.2.6 and study the

discounted factor of the non-stationary reward distribution in Subsection C.2.7.

OPTIMA Improves the Student's Performance

Figure 5.6 compares the performance of the students obtained hgdtarm distillation:
distilling a xed arm over rounds, 2)andom-arm distillation randomly choosing an arm

to distill in each round, and 3) OPTIMA. The performance of xed-arm distillation varies
largely across tasks. Distilling an arm that contains more modules than other arms does

not always improve the student performance, e.g., “Img+Txt+Multi” achi®aeswhile
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Table 5.9: The evaluation results of OPTIMA and baseline methods on VQA, SNLI-VE,
NLVR2 and COCO Caption. The results of all baselines are reported from the original
papers. The inference speedup is computed with respect to the batch-averaged inference
time of the corresponding teacher model averaged across all tasks. We present the sizes of
backbone parameters because the embedding sizes vary largely across methods depending
on the implementation details. All sizes are counted based on the released checkpoints
from the authors.

Method Teacher Params. Inference VQA SNLI-VE NLVR2 COCO
(million) Speedup| test-std test test-p  CIDEr
UNITER-Base [164] - 146.5 - 72.9 78.3 77.9 -
OSCAR-Base [165] - 146.5 - 73.4 - - 137.6
ViLT-Base [166] - 85.6 - - 76.4 76.1 -
VILLA-Base [167] - 146.5 - 73.7 79.0 79.3 -
CLIP-ViL, [161] - 187.7 - 74.1 79.0 - 127.9
ALBEF [168] - 241.0 - 74.7 80.3 80.5 -
CoCa-Base [145] - 293.1 - 69.2 83.6 80.2 126.7
CoCa-Large [145] - 672.1 - 75.3 85.6 82.6 132.3
MiniVLM 15 354 [170] OSCAR-Base 30.0 3.1 68.1 - - 115.0
DistilVLM 15 3g4[171] | OSCAR-Base 30.0 3.1 69.2 - - 117.1
DIDE;, [172] ViLT-Base 171.3 3.0 69.2 76.3 75.6 -
CoCa-Tiny CoCa-Large 545 6.2 68.7 82.0 76.5 112.2
CoCa-Tiny (OPTIMA) | CoCa-Large 54.5 6.2 69.0 82.3 77.0 113.5
CoCa-Tiny, CoCa-Large 101.8 34 71.2 83.9 80.4 116.8
CoCa-Tiny, (OPTIMA) | CoCa-Large 101.8 3.4 71.6 84.3 81.3 121.2

“Img+Multi” achieves81:1in NLVR2. In contrast, OPTIMA demonstrates superiority over
all xed-arm and random-arm distillation baselines. This suggests that OPTIMA can nd

a better weighting for arm selection for each task.

Figure 5.6: A comparison of the performance of the students by 1) distilling a xed arm
over rounds (shown in solid colors, where each arm is denoted by its associated subset of
modules); 2) randomly choosing an arm to distill in each round (denoted by “Random”);
and 3) OPTIMA.
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Figure 5.7 shows the prediction loss and the output layer prediction discrepancy (i.e.,
L vain @andDyg,. de ned Eg. 2.6) on the dev set are both lower in OPTIMA than in layerwise
distillation. This suggests that the student achieves better generalization performance on

both the distillation and the prediction of the target task.

Figure 5.7: The prediction loss and the output layer prediction discrepancylL(i&,
andDy, de ned Eq. 2.6, respectively) in OPTIMA and layerwise distillation (denoted by
“LWD").

Reward Distributions Re ect the Contributions of Arms

Figure 5.8 (Left) shows the means of the reward distributions of all arms through training.
In all tasks, “Img+Txt+Multi” quickly dominates the others, while “Multi” and “Txt+Multi”
remain incompetent. The reward distributions of all arms slowly evolve through training.
For example, in COCO, the arms containing the image encoder all show a non-increasing
trend in the later stage of training, while “Txt” shows an increasing trend.

Figure 5.8 (Right) veri es such evolving reward distributions can correctly re ect the
changing contributions of modules. We can observe a strong and positive correlation be-
tween the mean of the reward distribution of an arm and the accuracy obtained by distilling

this xed arm through training.

OPTIMA Choose Arms Based on Reward Distributions

Figure 5.9 visualizes the frequency of choosing each arm through training. In all tasks,
we can observe that “Img+Txt+Multi” is the most frequently chosen arm. In COCO, the

frequency distributions across arms are atter than in SNLI-VE and NLVR2, which is con-
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Figure 5.8:Left The means of the reward distributions of all arms (fegd., ) through
training. Right The correlation between the means of the reward distributions of individual
arms and the test accuracy obtained by distilling these arms through training.

sistent with Figure 5.8 that the means of the reward distributions are more concentrated

across arms. This suggests OPTIMA can choose arms based on the reward distributions.

Figure 5.9: A visualization of the frequency of each arm being chosen through training. A
deeper color represents a higher frequency.

5.2.5 Discussion

Application to Other Multi-module Multimodality Models. In this study, we primarily
demonstrate the ef cacy of OPTIMA when applied to models within the CoCa family.
This initial success signi es that OPTIMA could be applicable in scenarios where one or
more modules predominantly contribute to the target task, a phenomenon also observed in
other multi-module models [161]. The exploration of the application of OPTIMA to other
multi-module models is left for future research.

Furthermore, OPTIMA does not incur computational and memory costs exceeding
those of layerwise distillation, as it calculates only the necessary layerwise losses and

gradients for distilling a subset of modules. This ef ciency enables the exploration of
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OPTIMASs applicability to larger foundational models - those incorporating diverse mod-
ules to accommodate not only image and text modalities but also others such as audio and
video.
Design Fine-grained Action Spaceln this study, we divide the CoCa model coarsely into
three modules based on modalities, and design the action space to encompass all possi-
ble module combinations. However, different layers within a single module could exhibit
variable contributions to the target task. For example, lower layers tend to capture high-
frequency signals crucial for feature extraction, while upper layers typically learn low-
frequency signals, vital for semantic understanding. By further subdividing each module
into groups of layers, we can re ne the action space to encompass all possible combina-
tions of layer groups, potentially enabling the nding of better arms. Additionally, this
enhanced granularity enables the extension of our method to single-module VLMs and
single-modality models, such as large language models (LLMs) and vision models.
However, directly applying OPTIMA encounters challenges in this ne-grained sce-
nario. Firstly, the dependencies among layer groups can substantially exceed those among
modalities, con icting with the current sampling strategy which assumes minimal depen-
dencies between arms (SBemark 3.2 Secondly, expanding the action space prolongs
exploration time and, consequently, increases training costs. Given these challenges, adapt-
ing OPTIMA to such a ne-grained scenario necessitates modi cations in the sampling
strategy and explorations into more ef cient reinforcement learning algorithms, aspects we

designate for future research.

5.3 Homotopic Distillation

5.3.1 Challengesn Task-agnostid.ayer-wiseDistillation

In pre-trained neural language model distillation, many efforts have been devoted to task-
speci c setting [173, 174, 75, 175]. In this case, a large pre-trained model is rst ne-tuned

on a downstream task, and then serves as the teacher to distill a student during ne-tuning.
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However, task-speci c distillation is computational costly because switching to a new task
always requires the training of a task-speci c teacher. Therefore, recent research has started
to pay more attention to task-agnostic distillation [80, 76, 77, 78, 176, 177], where a student
is distilled from a teacher pre-trained on open-domain data and can be ef ciently ne-tuned
on various downstream tasks.

Despite the practical bene ts, task-agnostic distillation presents a much greater chal-
lenge compared to task-speci c distillation. This approach requires the student model to
easily adapt to any task, suggesting that all knowledge from the teacher is relevant and
must be learned. Consequently, the knowledge selection mechanism that has proven effec-
tive in task-speci c distillation is no longer applicable. Moreover, the knowledge gap issue
becomes exacerbated as it is more challenging for the student to mimic the teacher's per-
formance across the vast open-domain data compared to the limited task-speci ¢ data [30,
31, 32, 33, 34]. While recent work has suggested initializing the student model with a sub-
set of the teacher's layers to reduce the knowledge gap [80, 77, 78], this strategy requires
extensive tuning to identify the optimal subset.

To address this challenge, we propose a novel task-agnostic distillation approach equipped
with iterative pruning. The following sections elaborate on the method and explain how it

leads to a smaller discrepancy.

5.3.2 HomotopicDistillation: Combinelterative PruningandDistillation

We propose Homotopic Distillation (HomoDistil), a novel task-agnostic distillation ap-
proach equipped with iterative pruning. As illustrated in Figure 5.10, we initialize the stu-
dent model from the teacher model. This ensures a small prediction discrepancy in the early
stage of distillation. At each training iteration, we prune a set of least important neurons,
which leads to the least increment in loss due to its removal, from the remaining neurons.
This ensures the prediction discrepancy only increases by a small amount. Simultaneously,

we distill the pruned student, such that the small discrepancy can be further reduced. We
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Figure 5.10:Left: In HomoDistil, the student is initialized from the teacher and is itera-
tively pruned through the distillation process. The widths of rectangles represent the widths
of layers. The depth of color represents the suf ciency of trainiRgght: An illustrative
comparison of the student's optimization trajectory in HomoDistil and standard distillation.
We de ne the region where the prediction discrepancy is suf ciently small such that the dis-
tillation is effective as thé=ffective Distillation Region In HomoDistil, as the student is
initialized with the teacher and is able to maintain this small discrepancy, the trajectory
consistently lies in the region. In standard distillation, as the student is initialized with a
much smaller capacity than the teacher's, the distillation is ineffective at the early stage of
training.

then repeat such a procedure in each iteration to maintain the small discrepancy through

training, which encourages an effective knowledge transfer.

Task-Agnostic Distillation

We consider the following losses to optimize the student model: 1) The knowledge distil-
lation loss as de ned in Eqg. 2.6. In task-agnostic distillatibnis the loss for continual
pre-training of the student model on the open-domain data, e.g., the masked language mod-
eling loss for BERTL yim - 2) The layerwise distillation loss de ned in Eqg. 2.7. 3) The

distillation loss of the hidden representations at the embedding layer de ned as:

Lemb( Sy t) = MSEEt;EsWemb);

whereE,; 2 RX % andEs 2 R % are the hidden representations at the embedding layer

andWenmp 2 R% % js for dimension matching. 4) The attention distillation loss de ned as

S
Lawn (5 t) = MSEAliAIS)i

=1
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whereAl 2 R X andAL 2 R X gre the attention score matrices averaged by the
number of heads at tHeth layer. The student is optimized based on the weighted sum of

all losses, i.e.,
Liotat = Lmum + 1Dk + 2bhian + 3Lkemb*+  4latn; (5.11)

where 1; 2; 3; 4 0Oare hyper-parameters.

Iterative Neuron Pruning

We initialize the student model from a pre-trained teacher model as

O= ¢

At the t-th training iteration, we update the student model based gg de ned in

Eq. 5.11 using an SGD-type algorithm, e.g.,
Q) Q Y rg v L totar ( Q v, )

where isthe step size. Then we compute the importance score for all parameters following

Eq. 2.3:
SV =1 07 5 wlew (D5 0) 8 =150 (5.12)

For any weight matrixtV® 2 R% 9 in the student model, we denote its corresponding
importance score aS\(,\t,) 2 R% 9 \We then de ne the importance score for individual

columns adN{ 2 R%, where

NG = kS piky 8 =151 ds: (5.13)
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Notice that the score is computed basedL@iy, , which consists of both the distillation
and training losses. This is to ensure that we only prune the columns whose removal would
lead to the least increment in both the prediction discrepancy and the training loss.

We then compute the binary maMgEf,) 2 R% 9 associated with the weight matrix

following Eq. 2.5 as

8
2 PRI ).
1 if Ny/; is in the topr® of N,/
Mg = S v P Vi =1 dyg (5.14)

0 otherwise

wherer ® is the scheduled sparsity determined by a commonly used cubically decreasing

function [45, 24, 47].

1 0 t<t;

r(® ty
- I'f+(1 I'f) 1 tf_£| T <ty

VWA AW 00

s s t<T:

Herer; is the nal sparsity,T is the number of total training iterationsadd t; <t; T
are hyper-parameters. Such a schedule ensures that the sparsity is slowly increasing and
the columns are gradually pruned. This prevents a sudden drop in the student's prediction
performance, which effectively controls the expansion of prediction discrepancy.

Finally, we prune the weight matrix & M. We also prune the corresponding
rows of the next weight matrix in the forward computation, includikgX,,, g, andWepp.
The same pruning procedure is applied to all weight matrices in the model. The complete
algorithm is shown in Line 5.

Traditional pruning imposes requirements on the global sparsity of the model instead
of the local sparsity of the individual matrices. As a result, some matrices have much larger
widths than the others. These wide matrices can be the memory bottlenecks for commonly

used computational hardware. Furthermore, it requires re-con gurations of the pre-de ned
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Algorithm 5 HomoDistil: Homotopic Distillation

1: Input: : the teacher modeTl ;t;;t;;r¢; 1; 2; 3; 4 Hyper-parameters.

2: Output: M.

3: £°) =

t-

4: fort=1;::Tdo

5. Compute lost o following Eq. 5.11.
(1) (t 1)

6 S S r gl l)LtotaI-

7:  Compute importance sco&"Y following Eq. 5.12.

g: forall w®2 {do

9 Compute importance score for individual columNéf,), following Eq. 5.13.

10: Compute binary maski \s\t} following Eq. 5.14.
11: WO wo M9

12:  end for

13: end for

model architectures in deep learning software packages to achieve the desired inference
speedup. In contrast, controlling the local sparsity is more friendly to both hardware and

software.

5.3.3 Experiments

We evaluate HomoDistil on BERT-base [9] on natural language understanding (NLU) and
guestion answering tasks.

Continual Pre-training Data. We distill the student using the open-domain corpus for
BERT pre-training [9], i.e., Wikipedi4, an English Wikipedia corpus containi2p0an

words, and Toronto BookCorpus [178], contain®@dm words. We clean the corpus by
removing tables, lists and references following BERT. We then pre-process the cleaned cor-
pus by concatenating all sentences in a paragraph and truncating the concatenated passage
by length of128following TinyBERT [77]. We tokenize the corpus with the vocabulary of
BERT (30k).

Fine-tuning Data. We ne-tune the student model on both NLU and question answering

tasks. For NLU tasks, we adopt the commonly used General Language Understanding

Ohttps://dumps.wikimedia.org/enwiki/
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Evaluation (GLUE) benchmark [27], which contains nine tasks, e.g., textual entailment,
semantic similarity, etc. For question answering tasks, we adopt the SQUARN \2:0

[28, 29]. Details about the datasets are deferred to Subsection C.3.1.

Model. We evaluate HomoDistil on pre-trained BERT-base [9], which conth®iErans-
former layers with hidden dimensior68 BERT-base is pre-trained with masked lan-
guage modeling and next sentence prediction tasks on Wikipedia and Toronto BookCorpus
(16GB). We use BERT-base as the teacher model and as the initialization of the student
model. We produce multiple student models at several sparsity ratios. Table 5.10 lists the
architectures of the teacher and the student models.

Table 5.10: Architectures of the teacher and the student models.

Params (million)
Model Embedding Backbone TotJiIdhidn dn
BERT-base (Teacher) 23.4 85.5 109| 768 | 3072
HomoBERT-base 17.6 47.8 65 | 576 | 2304
HomoBERT-small 7.8 9.4 17.3] 256 | 1024
HomoBERT-xsmall 7.3 8.3 15.6] 240 | 960
HomoBERT-tiny 7.2 6.8 14.5| 224 | 896

Baselines We compare HomoDistil with the state-of-the-art task-agnostic distillation base-
lines!! These methods initialize the student directly as the target size and x its size during
distillation. For example, to obtain a shallow model, the student is often initialized from a
subset of teacher's layers.

DistiiBERT [80] considers the vanilla distillation by penalizing the nal layer prediction
discrepancy using Eq. 2.6.

TinyBERT-GD (General Distillation) [77] extends DistilBERT by exploiting the knowl-
edge in the intermediate Transformer layers using Eq. 5.11.

MiniLM [78] penalizes the discrepancy between the queries-keys scaled dot product and

values-values scaled dot product in the nal layer self-attention module.

We mainly compare with baselines that use BERT-base as the teacher model for a fair comparison. We
also present a comprehensive comparison with task-speci c distillation baselines in Subsection C.3.4.
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MiniLMv2 [79] extends MiniLM by encouraging the student to mimic the attention head
relations of the teacher.
Continual Pre-training Implementation Details. For all experiments, we use a max se-
guence length of28and a batch size afk. We train the student model far = 28k steps
(3 epochs). We use Adam [98] as the optimizer with= (0:9;0:999), =1 10 6.
We use a learning rate & 10 # for HomoBERT-base anf 10 # for HomoBERT-
small/xsmall/tiny. We adopt a linear decay learning rate schedule with a warmup ratio of
0:1. For distillation, we share all weights &Y, andf W, g,. We set 1; 2 3 4
to bel for all experiments. For importance score computation, we select neurons based on
the exponential moving average of the importance score for stability. For pruning schedule,
we set the initial iteration; asO and select the nal iteratioty fromf0:5;0:7;0.9g T.
Full implementation details are deferred to Subsection C.3.2.
Fine-tuning Implementation Details. We drop the masked language modeling predic-
tion head andNem, andf W, g, from the continual pre-training stage, and randomly
initialize a task-speci c classi cation head for the student model. For NLU tasks, we
select the training epochs frofi8; 6g, batch size fronf 16,329 and learning rate from
£2;3;4,5,6,79 10 °. For RTE, MRPC and STS-B, we initialize the student from a
MNLI- ne-tuned student to further improve the performance for all baselines. For ques-
tion answering tasks, we ne-tune the student 2oepochs with a batch size 4, and
adopt a learning rate df 10 “. For all tasks, we use Adam as the optimizer with with

= (0:9;0:999), =1 10 ° Full implementation details are deferred to Subsec-
tion C.3.3.
Main Results. Table 5.11 show the ne-tuning results of HomoDistil on the GLUE devel-
opment set. We report the median over ve random seeds for all experiments in this pa-
per'?, HomoBERT-base consistently outperforms existing state-of-the-art baselines over

six out of eight tasks, and achieves signi cant gains on MNLI, SST-2 and CoLA. The

12The standard deviations are reported in Subsection C.3.7.
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margins of gains become much more prominent for studentsMith 20m parameters:
HomoBERT-tiny (4:1m) signi cantly outperforms TinyBERT 31, (14:5m) by 3:3 points
in terms of task-average score, and outperforms BERT-small, which is twice of the scale,
by 1.0 point.

Table 5.12 show the ne-tuning results of HomoDistil on SQUAD v1.1/v2.0. All Ho-
MOBERT students outperform the best baseline, MinjL{#7:3m), by over3 points of
margin on SQUAD v2.0. Especially, HOmoBERT-xsmdlbem) obtains3:8 points of

gain.

Table 5.11: The accuracy of ne-tuning distilled BERT models on GLUE development set.
The results of MiniLM- are reported from [78]. The rest are ne-tuned from the of cially
released checkpoints [9, 80, 79, 77].

Params | MNLI QQP QNLI SST-2 CoLA RTE MRPC STS-B| Avg
Model (million) Acc Acc/F1 Acc Acc Acc Acc Acc/Fl P/S | Score
BERT-base (Teachef) 109 |84.5/84.6 91.1/88.1 91.2 929 587 79.8 89.5/92.4 89.3/8%B2.6
DistiBERT, 66 82.4/82.5 90.4/87.1 89.2 909 535 755 86.5/90.5 87.9/872.1
TinyBERTs-GD 66 83.5/- 90.6/- 905 916 42.8 77.3 88.5/91.6 89.0/8881.7
MiniLM ¢ 66 84.0/- 91.0/- 91.0 92.0 492 - -/- -/- -
MiniLMv2 g 66 84.0/- 91.1/- 90.8 924 525 78.0 88.7/92.0 89.3/89.23.4
HomoBERT-base | 65 |84.2/843 91.2/87.9 90.7 927 559 77.6 89.0/91.9 89.5/8%3.8
BERT-small 28.6 | 78.8/78.9 89.9/86.5 87.0 882 36.1 70.8 85.8/90.1 87.7/878.0
TinyBERT; 34-GD 17.0 77.4/- -/- - 88.4 - - -/- - -
MiniLM 3 17.0 78.8/- 88.8/85.0 84.7 89.3 158 66.4 81.9/88.2 85.4/857.9
TinyBERT, 312-GD 145 |80.4/80.9 88.7/85.3 85.7 89.7 186 71.1 84.6/89.1 87.0/8778.7
HomoBERT-tiny 141 |81.2/81.3 89.9/86.6 87.8 90.1 37.0 70.8 87.3/90.7 87.6/8775.0
HomoBERT-xsmall 15.6 |81.5/81.8 90.0/86.7 88.0 90.3 40.8 715 87.7/91.0 88.3/88/0.7
HomoBERT-small 17.3 |81.8/81.8 90.1/86.9 885 911 421 72.6 88.0/91.4 88.3/8380.3

5.3.4 Analysis

HomoDistil Maintains a Small Prediction Discrepancy

Figure 5.11 shows the prediction discrepariay, , under different schedules of sparsity
throughout the distillation process. When the student is directly initialized with a single-
shot pruned subnetwork at the target sparsity (ie=, 0), the initial prediction discrepancy

is large. In contrast, when the student is initialized with the full model and is iteratively

pruned through longer iterations (i.&.,= 0:5T;0:7T and0:9T), the initial discrepancy is
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Table 5.12: The accuracy of ne-tuning distilled models on SQUAD v1.1/2.0 validation
set. The results of TinyBERTGD and MiniLM; are reported from [78]. The rest are
ne-tuned from the of cially released checkpoints [9, 77].

Model Params | SQUAD v1.1 SQUuAD v2.0 Avg
(million) EM/F1 EM/F1 F1

BERT-base (Teachef) 109 | 81.7/88.9 73.4/76.7 | 82.8
BERT-small 28.6 72.5/81.5 61.3/64.8 | 73.2
TinyBERT;-GD 17.0 -/- -/63.6 -

MiniLM 3 17.0 -/- -/66.2 -

TinyBERT,-GD 14.5 60.8/72.3 58.9/63.3 | 67.8
HomoBERT-tiny 14.1 75.5/84.1 66.1/69.5 | 76.8
HomoBERT-xsmall 15.6 76.2/84.5 66.5/70.0 | 77.2
HomoBERT-small 17.3 76.5/84.8 66.6/69.8 | 77.3

small. The discrepancy then gradually increases due to pruning, but the increment remains

small due to distillation.

Figure 5.11: The prediction discrepancy during the distillation of HomoBERT models un-
der different schedules of sparsity.

Figure 5.12 shows the accuracy of task-speci ¢ ne-tuning of the student distilled with
different schedules of sparsity. The student that is initialized with the full model and is
pruned iteratively achieves a signi cantly better generalization performance on the down-

stream tasks than the one initialized to be the target-size subnetwork.
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Figure 5.12: The accuracy of ne-tuning HomoBERT-small distilled with different sched-
ules of sparsity on the development set of GLUE benchmark.

Distillation Bene ts Iterative Pruning

Table 5.13 compares the student trained with and without distillation lossesL(hg:,

dened in Eqg. 5.11 and_y.v only). The task-speci ¢ ne-tuning performance of the
student trained with distillation losses consistently outperforms the one without distillation
losses over multiple model scales. This suggests that teacher's knowledge is essential to
recover the performance degradation due to pruning, and minimizing distillation loss is an
important criteria to select important neurons.

Table 5.13: The accuracy of ne-tuning HomoBERT models trained with and without dis-
tillation losses (Lot ” @and “L v ) 0N the development set of GLUE benchmark.

Params MNLI  SST-2 RTE Avg
Importance Score | (million) | Loss Objectivel  Acc Acc Acc Score
BERT-base (Teachef) 109 | - | 84.5/84.6 929 79.8 857
L total 84.2/84.3 927 77.6 8458
HomoBERT-base 65 L nim 82.8/83.0 91.6 751 83.2
] L tota 81.8/81.8 911 726 81.8
HomoBERT-small 173 L naim 79.3/80.1 885 71.8 79.9
. L total 81.2/81.3 90.1 70.8 80.7
HomoBERT-tiny 145 L 78.7/795 87.7 697 78.7

Importance Metric Matters

Table 5.14 investigates the student performance under different importance metrics: 1)
Magnitude pruning [42], wher&; = j ;. ;j; 2) Movement pruning [24], wher§; =

7 ir L();3)PLATON [3]: §; = I; U, wherel; is the sensitivity score as de ned in
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Eqg. 2.3 andJ; is the uncertainty estimation ¢f. For all methods, we use the exponential
moving average of score for stability. Using sensitivity and PLATON as the importance
score signi cantly outperforms the baseline. In contrast, the weight magnitude, which
may not correctly quantify the neuron's contribution to the loss in the large and complex
models, achieves only comparable performance to the baseline. Movement pruning, which

is mainly designed for task-speci ¢ ne-tuning, diverges.

Table 5.14: The accuracy of ne-tuning HomoBERT-small pruned under different impor-
tance metrics on the development set of GLUE benchmark.

Params
(million)

MNLI SST-2 RTE Avg
Acc Acc Acc Score

BERTbase(TeaCheIT) 109 ‘84.5/84.6 929 798 857

Importance Score

TinyBERT, 3,-GD 17.0 ‘80.4/80.9 89.7 711 804

Magnitude[42] 17.3 | 79.7/80.4 90.3 704 801
Movement[24] 17.3 Does not converge

Sensitivity[54] 173 [81.8/81.8 911 726 818
PLATONIJ3] 17.3 |81.6/81.9 906 73.6 819

5.3.5 Discussion

Combining Pruning and Distillation. While we are the rst work to combine prun-

ing with distillation in task-agnostic setting, there have been similar explorations in task-
speci ¢ setting. One stream of explorations rst prune the model to the target size and
then distill the subnetwork [57, 58]. In this case, pruning solely serves as an architecture
selection strategy independent of distillation. Another stream simultaneously prunes and
distills the model [179, 180], which is more comparable to ours. The main differences are
that they do not initialize the student with the teacher and often prune at a large granularity,
e.g., a Transformer layer. In task-agnostic setting, however, an undesirable initialization
and a large granularity will induce a huge discrepancy, which is dif cult to minimize on
large amount of open-domain data. Furthermore, after each layer pruning, the remaining

layers need to match a different set of teacher layers to ensure the learning of comprehen-
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sive knowledge. However, suddenly switching the layer to learn from can be dif cult on
large amount of open-domain data. How to prune the student's height in task-agnostic set-
ting remains an interesting open problem. A comprehensive comparison of these methods
is deferred to Subsection C.3.5.

Resolving Prediction Discrepancy. Recent research has shown that distillation from a
large teacher to a small student has only marginal bene ts [30, 31], mainly due to the large
prediction discrepancy [33]. Traditional solutions have resorted to introducing auxiliary
teacher assistant models [32, 181, 34], but training and storing auxiliary models can be

memory and computational costly.

5.4 Conclusion

Knowledge distillation is an effective model compression approach that transfers knowl-
edge from a large, well-trained teacher model to a compact student model [73]. However,
applying knowledge distillation to large neural language models presents a critical chal-
lenge known as the "knowledge gap” issue — the substantial capacity difference between
the teacher and student models compromises the effectiveness of distillation and leads to
an under- tted student model. To address this issue, we propose two solutions for task-
speci ¢ setting (Section 5.1 and Section 5.2) and one solution for the more challenging
task-agnostic setting (Section 5.3). Speci cally, Section 5.1 introduces a language model
distillation method that focuses on distilling only task-relevant knowledge, Section 5.2 un-
veils a multimodal model distillation approach that selectively distills the most contributive
modalities to the target task, and Section 5.3 employs iterative pruning to minimize the

teacher-student discrepancy.
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CHAPTER 6
EFFICIENT ADAPTATION OF NEURAL LANGUAGE MODELS

Large pre-trained neural language models are renowned for their adaptability across varied
tasks. For tasks in speci c domains, such as those in the medical or scienti c domains, ne-
tuning becomes paramount to attain a satisfactory performance. This process, however, is
both computation-intensive and time-consuming. The challenge ampli es as the size of the
models increases, resulting in heightened energy consumption and heat generation, both of
which have negative environmental rami cations.

Notably, while the emergent capabilities of these models in zero-shot and few-shot
inference offer some respite from the heavy demands of ne-tuning, models that forgo this
step often underperform. Essentially, without ne-tuning, the static weights of pre-trained
models struggle to adapt to the nuances of particular downstream tasks, making ne-tuning
indispensable.

In this chapter, we examine existing methods for ef cient task adaptation, with a partic-
ular focus on the hypernetwork approach. This method employs an auxiliary hypernetwork
to generate task-speci ¢ weights from a few demonstration examples, requiring only a sin-
gle forward pass. We further enhance the current hypernetwork training scheme by utilizing
the intrinsic structural information of the weights, thereby improving the expressiveness of

the generated task-speci ¢ weights.

6.1 HART: Ef cient Task Adaptation with Regularized Autoregressive Parameter

Generation

Large pre-trained neural language models have demonstrated remarkable capabilities on
various tasks [182, 18, 19, 17, 183]. While ne-tuning is an effective approach for adapting

pre-trained models to speci c tasks, it incurs signi cant computational costs, which further
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escalates with the increasing model size. In contrast, in-context learning (ICL) can quickly
generalize a pre-trained model to unseen tasks by conditioning the model's inference on a
few demonstration examples [83, 84, 85, 86, 87]. However, without ne-tuning, the model
weights lack the adaptability to each task.

To achieve an extremely fast adaptation to unseen tasks, [40] have proposed a hyper-
network approach. A hypernetwork is a text-to-weight generator, which learns a univer-
sal mapping across a large collection of tasks from few-shot demonstration examples to
parameter-ef cient ne-tuning (PEFT) module weights of a pre-trained model, such as the
weights of pre xes [91], LORAs [90] and adaptors [92]. Consequently, when provided with
several few-shot demonstration examples from an unseen task, the hypernetwork can gen-
erate the PEFT parameters for that task. Compared to iteratively ne-tuning task-specic
parameters from scratch, generating these parameters requires only a single forward pass,

thereby facilitating an extremely fast adaptation to various unseen tasks.

6.1.1 Challengesn TrainingHypernetworks

The hypernetwork adopts an encoder-decoder Transformer architecture, in which the de-
coder generates parameters conditioned on the encoded demonstration examples. To train
such a hypernetwork, the decoder generates a hidden state at each training iteration, which
is then projected, by different MLPs, into the weight spaces of different layers in the pre-
trained model (referred to as “the main model”). Then the hypernetwork is optimized based
on the main model's prediction loss on a training example.

However, such a hypernetwork training scheme faces several limitations. One limita-
tion is its low sample ef ciency due to its heavy reliance on MLPs. Firstly, each MLP
is assigned to learn parameters for a speci c layer, based on a state that is shared among
all layers. This implies that the entire responsibility of modeling the speci cities of dif-
ferent layers fall upon the MLPs. However, the decoder, which has a greater capacity to

capture layer-speci ¢ information in high-dimensional spaces, is not utilized to its fullest
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potential. Secondly, each MLP operates independently, rendering this design incapable of
leveraging the potential structured dependencies between weights at different layers, which
could serve as useful inductive biases during weight generation. In multi-layer networks,

it is plausible to expect structured dependencies between weights across layers due to the
structured dependencies between each layer's inputs: each layer only takes inputs from its
preceding layer. To validate this hypothesis, we train the decoder to generate a sequence
of hidden states using bi-directional attention, with each state responsible for learning the
weights for an individual layer. Figure 6.1 presents the attention map across all states, re-
vealing that each layer primarily attends to its two preceding layers, emphasizing its imme-
diate predecessor. This observation con rms the existence of strong dependencies between
weights at adjacent layers, an unexploited inductive bias for weight generation. Both the
underutilization of the decoder's capabilities and underexploitation of the layerwise depen-
dency impair the sample ef ciency. As a result, the representation power of the generated

parameters is compromised, leading to the under tting of the main model.

Figure 6.1: The bi-directional self-

attention map averaged by attentiofigure 6.2: An illustrative comparison be-
heads in the last layer of the hypernetween non-autoregressive (left) and autoregressive
work decoder. The input key/query is dright) parameter generation schemesg..: the
sequence of hidden states, each respdiypernetwork decodeg;: a learnable input state;
sible for learning PEFT parameters at b;: the hidden state at tHeth decoding step; :
corresponding layer. Our experiment ithe PEFT parameters for tHeth layer. L: the
conducted using T5-Large model [16] omumber of layer in the pre-trained model.

P318].

Another challenge in hypernetwork training is its instability, which arises from the high

diversity of inputs. As each input is a randomly selected sequence of demonstrations, con-
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siderable variation can occur across iterations, leading to signi cant variance in generated
parameters. This variance destabilizes the main model's prediction loss and the hypernet-
work training process (Figure 6.4).

To address these limitations, we introduce a novel hypernetwork training scheme. It
exploits layerwise dependencies through autoregressive parameter generation and stabilizes
training through local consistency regularization. In the following sections, we elaborate
on the two critical components and verify that the new scheme generates better-generalized

weights.

6.1.2 TrainingHypernetworksvith RegularizedAutoregressivd’arameteGeneration

We propose HART, a novélypernetwork training scheme that incorporates both

AutoRegressive parameter generation and local consistency regiilianmza

Autoregressive Parameter Generation

To address the rst limitation, we propose an autoregressive parameter generation scheme
as illustrated in Figure 6.2. Speci cally, the decoder generates a sequence of hidden states
autoregressively, with each state responsible for learning PEFT parameters of a correspond-
ing layer. Speci cally, at the-th training iteration, the hypernetwork decoder generhtes
hidden states through decoding steps. Each state is generated conditioned on its preced-
ing state, and is responsible for learning the weight space of the corresponding layer. At
the rst decoding step, the decoder takes in a learnable taBnand generates the rst
hidden stateh!", following Eq. 2.11:

h(lt) - Hdec(Z(t)' (1) y.

' dec/*
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At the second decoding step, the decoder takdﬂéﬁnand generates the second hidden

state,h(zt). This procedure is repeated fordecoding steps:
hl(t) = Hdec(hl(t)l; ((,te)c) forl =2;:; Lt

Then we learr. MLP layers to project these hidden states inth sets of PEFT parame-

ters, respectively, following Eq. 2.12:
Y= MLR(h{") 81 2 [L];

where l(t) denotes the set of PEFT parameters generated fol-tihdéayer of the main

model. We can then compute the main model's prediction loss as:
Lprea( @)= (M (xV; 5 f (g, );y0): (6.1)

where’ is de ned in EqQ. 2.10.

The autoregressive generation scheme allows us to leverage a powerful decoder, instead
of relying on MLPs, to model layer-speci ¢ transformations. Furthermore, this scheme ex-
ploits the strong dependencies between weights at adjacent layers as observed in Figure 6.1,
thereby introducing a proper inductive bias into the generation process.

By exploiting the decoder's capabilities and the layerwise dependencies, the autore-
gressive generation scheme achieves a greater sample ef ciency than the original scheme.
As a result, the generated parameters are more expressive, leading to a better- tted main

model.

Local Consistency Regularization

To address the second limitation, we propose a local consistency regularization method.

This method discourages signi cant deviations in parameters generated between consecu-
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tive iterations, thereby stabilizing the gradient computation and the hypernetwork training

process. Speci cally, at theth iteration, we compute the local consistency loss as:
Les( @) = MSE[hY : UL Ihy ez bl P);

where (@) = 0, MSE ; ) denotes the mean squared error, {iﬂd D h(L)] 2
R- 9 is the concatenation of the sequence of generated hidden states. Finally, we optimize
the hypernetwork based on the sum of the prediction loss and the consistency loss using an

SGD-type algorithm:
(t1) ® r (U(Lpred( (t))"' I—cst( (t)));

whereL prea( ) is de ned in Eq. 6.1.

By encouraging consistency between states generated at consecutive iterations, we mit-
igate drastic changes in the generated parameters arising from highly diverse inputs. This
improves the smoothness of the main model, stabilizing both gradient computations and

hypernetwork training.

6.1.3 Experiments

Super-Naturallnstructions

Dataset Super-Naturallnstructions (S-Nl, [7]) consistsldfl6tasks spannin@6 diverse
categories, including translation, question answering and sentiment analysis, etc. Each task
is associated with an expert-written task de nition, a set of input-output pairs as positive
and negative demonstrations, and a set of input-output pairs as training queries and re-
sponses. For each task, we construct the input to the hypernetwork as the concatenation
of the task de nition and two xed positive demonstrations, denoted as “Def+2Pos”. This

input format has been observed to outperform other formats [7]. Following [40], we select
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the English tasks for training and evaluation. We evaluate the generation performance of
the main model on the held-out test set using the ROUGE-L metric.
Model initialization . All our experiments are conducted based on the LM-adapted T5
models (version 1.1, [184]). T5 models are encoder-decoder Transformer-based models
pre-trained using web-scale text-to-text corpus {16Ye consider two model scales: T5-
Large (/70M) and T5-XL (3B). For experiments on the T5-Large/XL, we initialize both
the hypernetwork and the main model with the T5-Large/XL unless otherwise stated. We
only keep the rst8 decoder layers (out &4) in the hypernetwork for training ef ciency.
We randomly initialize the MLP layers.
Training. We freeze the main model and multi-task ne-tune the hypernetwork. The
hypernetwork takes in input in the Def+2Pos format and generates the pre xes for the lay-
erwise key and value representations [91]. We further adopt a fusion-in-decoder strategy,
originally designed for question answering tasks [185, 186]. This strategy requires the de-
coder to attend to concatenated representations of multiple encoded input contexts. [187]
has validated its effectiveness for hypernetworks, where the main model's decoder attends
to the concatenated outputs from both the hypernetwork's encoder and the main model's
encoder.

We ne-tune the hypernetwork fot(k steps in T5-Large experiments a@tk steps
in T5-XL experiments. We use the Adam-8bit optimizer [98, 188] with a learning rate of
5 10 ®° and a batch size &f56 We select 2 f 1;10,20g. We set = 20 for T5-Large
experiments and = 1 for T5-XL experiments. We set the maximum input sequence
length for the hypernetwork d@24and the pre x length a82 For the main model, we
set the maximum input and target sequence leng884and128 Further implementation
details are deferred to Subsection D.1.1.
Inference. For each task in the held-out test set, the hypernetwork takes in input in the

Def+2Pos format and generates a set of pre xes. The main model then predicts all task

1LM-adapted T5 models further improve T5 models in activation function, dropout, parameter sharing
and data lItration. We will omit “LM-adapted” when referring to the T5 models for the rest of the paper.
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gueries using this single set of pre xes and the fused output from both encoders.
Full Fine-tuning Baselines We list as references the baselines for ne-tuning the full
model:

FT-Zero-Shot. We multi-task ne-tune a model, which predicts the response to a query.

FT-Few-Shot We multi-task in-context ne-tune a model, which takes the concatenation
of the task de nition, two xed positive demonstrations and a query as input, and predicts
the response.

Tk-Instruct [7] mainly differs fromFT-Few-Shotin that each positive demonstration is
further followed by an expert-written explanation.

HINT [187] is a hypernetwork approach where the hypernetwork and the main model
share weights and are jointly ne-tuned. It consists of two stages: 1) The hypernetwork
is pre-trained on the C4 corpus [16]. Each input string is split into three random-length
chunks. The hypernetwork takes the rst chunk as input to generate PEFT parameters. The
main model takes the second chunk as input to predict the third chunk. 2) The hypernetwork
and the main model share weights and are jointly in-context multi-task ne-tuned.
Parameter Ef cient Fine-tuning (PEFT) Baselines We compare with baselines for ne-
tuning the PEFT parameters:

LoRA. [90] propose to add a pair of rank-decomposition weight matrices to each atten-
tion weight matrix and only ne-tune these matrices. We apply LoRA&TeFew-Shot

Pre x-Tuning . [91] propose to prepend a pre x to each key and value representation in
attention modules and only train the pre xes. We apply Pre x-TuningieFew-Shot

HyperTuning-PT [40] is a hypernetwork approach where the hypernetwork is ne-tuned
while the main model is frozen. Similar to HINT, HyperTuning also consists of two stages:
1) The hypernetwork is pre-trained on the C4 corpus (“PT” stands for pre-training). Each
input string is split into four chunks of prede ned length. The hypernetwork takes the rst
and fourth chunk as input to generate PEFT parameters. The main model takes the second

chunk as input to predict the third chunk. 2) The hypernetwork is in-context multi-task
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ne-tuned (Eg. 2.10).

HyperTuning is our re-implementation of HyperTuning-PT where we remove the hyper-
network pre-training and adopt the fusion-in-decoder strategy.
Comparison of the Hypernetwork Approaches Table 6.1 summarizes the differences
between HART, HyperTuning-PT and HINT. Compared with HINT, HART unties the
weights between the hypernetwork and the main model. While weight-sharing ne-tunes
both models jointly and therefore achieves performance close to full ne-tuning, weight-
untying can search for better PEFT parameters through leveraging a stronger hypernetwork
(as we will see in Table 6.2). Furthermore, weight-freezing retains the bene ts of conven-
tional PEFT methods, e.g., it prevents catastrophic forgetting and saves the storage cost.

Compared with HINT and HyperTuning-PT, HART introduces autoregressive param-

eters generation and local consistency regularization. HART removes the hypernetwork
pre-training to accommodate the computational budget, and adds the fusion-in-decoder ap-
proach to alleviate the resulting performance degradation (Table 6.6). We remark that the

hypernetwork pre-training would be complimentary to HART.

Table 6.1: Comparison of HINT, HyperTuning-PT and HART.

Method Untie | Autoregressiv Pre-train | Adopt Fusion
weights| generation | hypernetwork| -in-decoder
HINT [187] No No Yes Yes
HyperTuning-PT [40]| Yes No Yes No
HART Yes Yes No Yes

Main Results. Table 6.2 and Table 6.3 show the evaluation results of the T5-Large and
T5-XL main models on the S-NI held-out test set, respectively. HART achieves an im-
provement ofL:6 points over HyperTuning in both the T5-Large and T5-XL experiments,
demonstrating the effectiveness of autoregressive decoding and consistency regularization
strategies. Compared with Pre x-Tuning and LoRA, HART achieves ar@®ipdints of

gain, suggesting that the PEFT parameters learned by HART are more generalizable than

those learned by conventional PEFT methods.
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We further use the Flan-T5-Large as the initialization to train the hypernetwork (the
main model is still initialized as a T5-Large model). Flan-T5-Large is a T5-Large model
instruction ne-tuned on the Flan collection [89], a more comprehensive and diverse task
collection than SN-I. By leveraging a stronger hypernetwork, the performance of the main
model increases bg:8 points, outperforming the best full ne-tuning baseline by
points. This suggests that we can leverage the capability of a stronger auxiliary model
to generate more expressive PEFT parameters than those could possibly be learned based
on the main model.

Table 6.2: Evaluation results of the T5-Large main model on the S-NI held-out test set. For
HART-FLAN-T5, we use the FLAN-T5-Large as the initial model to train the hypernet-
work. Otherwise, we use the T5-Large as the initial model.

Method \ Avg. ROUGE-L

Full Fine-tuning
FT-Zero-Shot 40.6
FT-Few-Shot 47.6
Tk-Instruct [7] 48.0

Parameter-Ef cient Fine-tuning (PEFT)
Pre x-Tuning [91] 42.6
LoRA [90] 42.9
HyperTuning-PT [40] 43.5
HyperTuning 45.2
HART 46.8
HART-FLAN-T5-Large 49.6

Public Pool of Prompts

Dataset Public Pool of Prompts (P3, [8]) is a collection of prompted English datasets
covering62 tasks. Each task consists of a set of input-output pairs formatted in manually-
written prompt templates. P3 was originally collected for the zero-shot setting, so it does
not contain a demonstration set. Therefore, at each iteration, we sagptempts from

the training set and concatenate them to form the hypernetwork input, denoted as "16-

Shots”. We evaluate the main model on the held-out validation set using the multiple-
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Table 6.3: Evaluation results of the T5-XL main model on the S-NI held-out test set. For all
hypernetwork approaches, we use the T5-XL as the initial model to train the hypernetwork.

Method \ Avg. ROUGE-L

Full Fine-tuning
FT-Zero-Shot 46.6
FT-Few-Shot 54.0
Tk-Instruct [7] 54.3
HINT [187] 53.2

Parameter-Ef cient Fine-tuning (PEFT)
Pre x-Tuning[91] 47.1
LoRA [90] 47.7
HyperTuning-PT [40] 48.6
HyperTuning 48.8
HART \ 50.4

choice scoring of accuracy. All model initialization, training and inference con gurations
follow subsubsection 6.1.3.

Full Fine-tuning Baselines FT-Zero-Shot, FT-Few-ShotandHINT . In FT-Zero-Shot,

the input to the main model is a single prompted queryTrA-ew-Shot the input is con-
structed as a concatenationl prompts and a prompted query. We also list the result of
theT0O-3B model as reported in [8], which was trained wiii-Zero-Shot on the complete

P3 data collection.

Parameter Ef cient Fine-tuning (PEFT) Baselines LoRA, Pre x-Tuning , HyperTuning-

PT andHyperTuning. All baselines adopt the 16-Shots input format.

Main Results. Table 6.4 and Table 6.5 show the evaluation results of T5-Large and T5-XL
main models on the P3 held-out validation set, respectively. HART ach0esd 3.6
points of improvement over HyperTuning in the T5-Large and T5-XL experiments, respec-
tively. However, as observed, HyperTuning underperforms HyperTuning-FTolpoints

in the T5-Large experiments arid6 points in the T5-XL experiments. We suspect that
this is because the P3 collection is dif cult to t. In this case, the fusion-in-decoder ap-

proach becomes less effective as the encoder is too weak to extract representations that are
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meaningful, and hypernetwork pre-training becomes critical to facilitate the model conver-
gence. Despite a lower baseline, HART still outperforms conventional PEFT methods and

achieves performance comparable to the full ne-tuning baselines.

Table 6.4: Evaluation results of T5-Large main model on the P3 held-out validation set.
For all hypernetwork approaches, we use the T5-Large as the initial model to train the
hypernetwork.

Method \ ANLI HSwag CB COPA RTE WIiC WSC WGD Avg.
Full Fine-tuning
FT-Zero-Shot 334 280 630 779 711 508 61.0 534 54.8
FT-Few-Shot 35.3 275 686 705 752 517 621 522 55.4
Parameter-Ef cient Fine-tuning (PEFT)
Pre x-Tuning [91] 33.1 261 539 678 605 498 547 514 49.7
LoRA [90] 318 26.3 486 614 713 515 63.0 511 50.6
HyperTuning-PT[40] 33.4 323 601 739 715 511 63.0 511 54.6
HyperTuning 33.4 285 594 686 679 506 628 529 53.0
HART \ 33.6 284 702 701 722 503 623 53.0 55.0

Table 6.5: Evaluation results of the T5-XL main model on the P3 held-out validation set.
For all hypernetwork approaches, we use the T5-XL as the initial model to train the hyper-
network.

Method \ ANLI HSwag CB COPA RTE WIC WSC WGD Avg.
Full Fine-tuning
TO-3B [8] 334 273 454 728 646 50.6 649 509 54.9
FT-Zero-Shot 39.9 294 645 88.0 808 517 60.7 579 59.1
FT-Few-Shot 37.9 309 67.6 905 76.6 51.2 633 611 59.9
HINT [187] 41.6 30.3 76.0 888 842 514 595 60.1 65.4
Parameter-Ef cient Fine-tuning (PEFT)
Pre x-Tuning [91] 38.3 31.2 614 824 786 526 57.0 543 57.0
LoRA [90] 37.3 277 542 775 746 539 583 516 54.4
HyperTuning-PT [40] 38.7 336 69.6 884 795 531 576 56.6 59.6
HyperTuning 36.8 26,6 546 794 768 523 548 50.8 54.0
HART \ 37.8 285 66.7 80.8 794 505 595 57.1 57.6
6.1.4 Analysis

In this section, we justify the design choices for HART. All experiments herein utilize a

T5-Large model for initializing both the hypernetwork and the main model.
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Ablation Study

Table 6.6 shows an ablation study of autoregressive parameter generation and local consis-
tency regularization on the S-NI held out test set and the P3 held-out validation set. Starting
with HyperTuning, we rst remove the hypernetwork pre-training stage, then incorporate
the fusion-in-decoder approach, and sequentially introduce the proposed strategies. We
observe that autoregressive parameter generation contributes over a one-point gain on both
benchmarks, with local consistency adding an additional gain of approxintafghpints.

Table 6.6: Ablation study of the proposed components on the S-NI held out test set and the
P3 held-out validation set.

Method S-NI P3
Avg. ROUGE-L | Avg. Score

HyperTuning-PT 43.5 54.6

- Hypernetwork Pre-training 25.3 50.9

+ Fusion-in-Decoder (HyperTuning) 45.2 53.0

+ Autoregressive Parameter Generation 46.4 54.3

+ Local Consistency Regularization (HART) 46.8 55.0

Autoregressively Generated Parameters Fit Better

Figure 6.3 shows the main model's prediction losses with and without autoregressive pa-
rameter generation on the S-NI and the P3 training sets. We present the loss curves corre-
sponding to the experiments at the third and the fourth rows in Table 6.6, without regulariz-
ing the local consistency. By using autoregressively generated parameters, the training loss
converges faster, suggesting that the parameters better t the training data. Further analysis

is deferred to Subsection D.1.2.

Local Consistency Regularization Reduces Loss Variance

Figure 6.4 shows the main model's prediction losses with and without local consistency
regularization the P3 training set. We present the loss curves corresponding to the ex-

periments at the fourth and the last rows in Table 6.6. Local consistency regularization
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