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Labor, on the other hand, is desire restrained and checked, evanescence delayed and

postponed; in other words, labor shapes and fashions the thing.

G. W. F. Hegel



For hope, thought, and labor, which sets us apart.
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SUMMARY

Our work investigates and addresses the critical scalability challenges that �exible Deep

Learning (DL) accelerators face in both interconnect and memory system design. As DL

models grow increasingly diverse in their shapes, operators, and data reuse patterns, rigid

architectures such as systolic arrays struggle to maintain high utilization, leading to in-

ef�cient execution on emerging workloads. Flexible accelerators, such as Self Adaptive

Recon�gurable Array (SARA) [1] and MAERI [2], overcome these utilization bottlenecks

through recon�gurable compute arrays and adaptable data�ows. However, this �exibility

introduces substantial physical design overhead, particularly in wirelength, area, power,

and critical path timing.

To address these bottlenecks, we propose architectural and physical design method-

ologies that leverage 3D integration to improve the scalability of �exible DL accelerators.

First, we tackle the scalability limitations of �exible interconnects by identifying key archi-

tectural bottlenecks—namely, topology complexity and switch logic depth and introducing

Logic-on-Logic (LoL) 3D partitioning techniques. Our methods yield up to3� improve-

ment in timing, over 75% throughput gains, and reduced energy costs compared to 2D

�exible designs.

Second, we analyze memory system and datapath scalability issues speci�c to hier-

archical accelerators like SARA [1]. These architectures suffer from excessive memory

port proliferation and datapath congestion as Processing Element (PE) count increases. To

address this, we apply 3D Memory-on-Logic (MoL) integration and improved macro place-

ment strategies. Our design demonstrates up to1:24� runtime speedup,1:4� improvement

in Energy-Delay Product (EDP), and1:3� reduction in area compared to traditional 2D de-

sign baselines.

These contributions validate our work's central argument: 3D integration is a powerful

enabler of scalable, high-performance, and energy-ef�cient �exible DL accelerators. By

xv



co-optimizing architecture and physical design and integrating realistic simulation data and

Power, Performance, Area (PPA) metrics, this work presents a practical and future-facing

blueprint for accelerator scaling in the post-systolic era.

xvi



CHAPTER 1

INTRODUCTION

Recently, DL models have become much more diverse in their internal structures, such

as different layer connectivities, types of operators, and layer dimensions. However, this

diversity decreases the compute ef�ciency for DL accelerators with rigid architectures (e.g.,

Tensor Processing Unit (TPU) [3], NVIDIA Deep Learning Accelerator (NVDLA) [4]), as

the dimension of model layers may not be an exact multiple of PE array dimensions, caus-

ing compute underutilization. As a result, even though traditional systolic arrays exhibit

good hardware scalability in terms of physical design, this advantage comes with a cost of

suboptimal throughput and energy ef�ciency.

Newer accelerator designs introduce support for �exible data�ow (e.g., [2], [5], [1]),

allowing differently sized layers to be mapped onto recon�gurable groups of PEs. This

leads to higher compute utilization and throughput over their rigid counterparts. Moreover,

�exible data�ow enables accelerators to leverage data reuse, reducing costly on-chip mem-

ory transactions. However, �exible data�ow accelerator designs exhibit poor hardware

scalability in area, wirelength, and power. This is for two reasons:

1. The �exible on-chip interconnects used in these accelerators are predominantly lim-

ited by the routability of their complex interconnects. When subjected to scaling,

the intricate integration of datapath and control logic within �exible interconnects

substantially increases energy consumption and area.

2. Flexible on-chip accelerators require more on-chip memory bandwidth to the PEs

than their rigid counterparts, either through high-bandwidth memory-to-register con-

nection at the interconnect endpoints (e.g., MAERI [2], SIGMA [5], and Flexible En-

gine for Acceleration of Tensors with Hardware Element for Reordering (FEATHER) [6]),
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or more PEs being directly connected to memory ports because they are grouped into

smaller granularity compute tiles (e.g., SARA [1]).

As a result, as �exible data�ow accelerators increase in the number of PEs, they struggle

to sustain the same level of energy ef�ciency observed in their downscaled counterparts.

Addressing the scalability challenges inherent in their �exible interconnects and memory

system design is imperative to enhance accelerator scalability.

3D integration has been proven useful for improving design scalability. We can mitigate

the scalability concerns by leveraging ef�cient logic-on-logic 3D topology partitioning and

physical design techniques for �exible interconnects with complex logic and lengthy paths.

Moreover, by integrating memory-on-logic with 3D on-chip memory stacks, �exible inter-

connects can substantially improve throughput and energy ef�ciency compared to systolic

arrays.

In this work, we identify and analyze two architectural causes (interconnect and mem-

ory) behind �exible DL accelerator scalability issues and propose two respective methods

to improve their design scalability (i.e., PPA). The detailed contributions are as follows:

1.1 Improving Interconnect Scalability

• We systematically identify the architectural factors that limit the scalability of 2D

�exible interconnects in DL accelerators.

• We propose and implement two architectural methods of partitioning �exible on-chip

interconnects: Topology and Switch partitioning.

• Our LoL 3D method improve design frequency by up to3� over the 2D baseline and

throughput over typical Convolutional Neural Network (CNN) workloads by up to

75%over traditional systolic arrays.

• Our method decreases energy consumption of �exible accelerators by up to 19.8%

over select DL workloads.
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1.2 Improving Memory Scalability

• Systematic analysis and targeted optimization of key architectural factors critical for

scalable, �exible 3D DL accelerators.

• Experimental validation demonstrating signi�cant enhancements, including up to

1:24� runtime speedup,1:4� improvement in EDP, and1:3� reduction in area com-

pared to traditional 2D designs and state-of-the-art MoL baselines.
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CHAPTER 2

BACKGROUND

2.1 The Need for Flexible DL Accelerators

Rigid accelerators such as systolic arrays excel at balanced General Matrix Multipli-

cation (GeMM) workloads but suffer severe underutilization forskewedmatrix shapes.

Traditional CNNs, such as ResNet-50 [7] and MobileNet-V2 [8], exhibit nearly square di-

mensions, masking this limitation. However, emerging attention-based models frequently

employ irregular matrix shapes—for instance, MobileViT-XS [9] performs attention com-

putations involving relatively skewed matrix dimensions such as1600� 24or 24� 1600,

signi�cantly reducing PE utilization on rigid arrays.

Flexible accelerators dynamically adapt compute topology and data�ow to workload ir-

regularities. Figure 2.2 demonstrates SARA [1]'s higher mapping ef�ciency, achieving up

to 35% and 30% improvement for MobileNet-V2 and MobileViT-XS, respectively, com-

pared to systolic arrays at 16K PEs.

The following sections will introduce two major architectural elements crucial for im-

plementing architectural functionalities in �exible DL accelerators.

2.1.1 FlexibleInterconnects

Flexible interconnects are crucial for implementing �exible mapping and data reuse,

which improves compute utilization and reduces off-chip memory I/O. This section uses

MAERI [2], SIGMA [5], and Eyeriss-V1 [10] to explain the microarchitectural details

further.

Distribution Network (DN) sends input activation and �lter weights to the PEs from the

global scratchpad. The role of DN is to support �exible mappings and data�ow of input
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and weight data. To implement this, DNs often feature non-blocking topologies that allow

data to move from the global scratchpad to any PE without contention. For example, as

shown in Figure 2.1(a), SIGMA [5] uses a Bene�s [11]-based network, which supports both

multicast and unicast traf�c to every PE.

Reduction Network (RN) receives output from multipliers, which needs to be added

to generate partial sums of the output data. To support �exible mapping and data�ow, RN

should support partial sum addition from arbitrary groups of PEs. For example, MAERI [2],

as shown in Figure 2.1(b), uses the Augmented Reduction Tree (ART) that consists of adder

switches for partial sum reduction.

PE Network serves both functionalities of DN and RN by connecting the PEs through

single or multiple copies of interconnects. Simpler topologies, such as mesh [3] or buses [10],

are often used to improve scalability. Moreover, additional switching logic is introduced

beside the network links and PEs to support �exible mapping, data�ow, and partial sum

reduction. For example, as shown in Figure 2.1(d), Eyeriss [10] uses Multicast Controller

(MC) to support both multicast and unicast traf�c to every PE.

Figure 2.1: Comparison of four types of interconnects, by topology and area complexity:
(a) Bene�s DN from SIGMA [5]; (b) ART from MAERI [2]; (c) Systolic Array; (d) Eye-
riss [10].
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Figure 2.2: Inference Cycle Count and Mapping Ef�ciency Improvement of SARA Com-
pared to Systolic Array Across Various Workloads

2.1.2 MemorySystemandDatapath

As shown in Figure 3.1(b) and (c), �exible DL accelerators partition previously rigid

arrays of PEs either into executable sub-arrays (i.e., SARA [1]) or individual PE that are

individually provided input and weight data from �exible interconnects (e.g., MAERI [2]).

Both modes enable concurrent execution, unlike monolithic systolic arrays.

As a result, �exible DL accelerators use memory systems that are different from rigid

architectures. This section uses SARA [1] as an example to further explain the microarchi-

tectural details.

• Dedicated SRAM Banks. Each systolic tile has local SRAM macros designed for

stall-free operation and con�gurable data�ow. While bene�cial for adaptability, these

macros considerably increase both the macro count and local routing density, thus

intensifying area demands.

• Datapath Logic. To support dynamic input selection from local SRAM or adjacent

6



tiles, each tile includes additional mux-based logic. This increases not only local

complexity but also leads to non-local routing paths that substantially extend wire-

length.

2.2 Existing 3D Accelerators

Until now, 3D accelerator designs have integrated memory-on-logic ([12, 13, 14]).

While addressing on-chip memory scaling and bandwidth in accelerators, these designs

lack improvement in wirelength and critical paths, especially in �exible architectures. 3D

EDA works like Compact-2D[15] and Pin-3D[16] demonstrate that logic-on-logic 3D in-

tegration signi�cantly enhances timing and power for net-intensive circuits compared to

gate-dominant circuits.
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CHAPTER 3

MOTIVATION

3.1 Why 2D Flexible DL Accelerators are not Scalable

Fully �exible accelerators like MAERI [2] achieve high utilization but suffer from sig-

ni�cant scalability issues in physical design. As depicted in Figure 3.1, their global fat-tree

interconnect networks rapidly increase wirelength, congestion, and power dissipation as

PE count grows, severely impacting timing closure and area ef�ciency. Each additional

PE exacerbates routing complexity, leading to fragmented placement, increased iterations

during placement/legalization, and degraded performance-per-watt.

Moreover, �exible 2D architectures require extensive distributed memory buffers, lead-

ing to memory macros dominating die area and complicating compact layouts. This causes

inef�cient �oorplans with substantial dead zones, further amplifying scalability challenges.

The following sections will dive into the details of those issues further.

Figure 3.1: Architectural Overview of (a) Rigid Systolic Array, (b) Hierarchical SARA [1],
and (c) Fully-Flexible MAERI [2] Architectures
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3.1.1 InteconnectScalabilityIssues

As discussed in subsection 2.1.1, �exible interconnects exhibit differences in topology

choice, datapath structure, and other design parameters. As a result, some �exible inter-

connect designs exhibit poor scalability in terms of wirelength, area, and power. Here are

two examples of interconnect scalability issues:

Wirelength issues in SIGMA [5] DN. For a SIGMA design usingN PEs, its Bene�s

DN containsO(n log 2N ) links and switches. This logarithmic scaling of components

leads to a rapid increase in wirelength as the accelerator design scales up. Moreover, to

achieve 1-cycle traversal from network top (Global buffer) to bottom (PEs), Bene�s DNs are

implemented purely in combinational logic, which results in an end-to-end critical path, as

shown in Figure 3.2. The length of SIGMA [5] Bene�s critical path scales inO(N ).

Area and Power issues in MAERI [2] RN. As shown in Figure 2.1(b), for an MAERI de-

sign usingN PEs, its RN also containsO(n log 2N ) links and switches. Since the switches

in MAERI ART feature local buffers, adders, and complex switching logic, the interconnect

area and power grow similarly as Bene�s DN.

3.1.2 MemoryScalabilityIssues

While �exible accelerator designs achieve superior compute utilization by dynamically

reshaping sets of PEs into a compute array that perfectly match layer dimensions, they also

introduce signi�cant scalability challenges in area and wirelength overhead. Here are the

issues in hierarchical accelerators such as SARA[1].

Increased on-chip memory port requirements. Hierarchical designs typically subdivide

an extensive array of PEs into smaller, independently controlled sub-arrays, each requir-

ing dedicated access to local memory resources to maintain �exible data�ow. Unlike rigid

architectures, where fewer edge-connected memory ports suf�ce, each sub-array in hierar-

chical designs demands its memory interface. This dramatically increases the total number

of required memory ports, which grows proportionally with the number of sub-arrays, ex-
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acerbating area and wirelength overheads.

Increased datapath logic complexity. Flexible hierarchical designs require sophisticated

datapath logic, including multiplexers and bypass networks, enabling each computational

tile to dynamically select data inputs from neighboring tiles or local memory banks. Such

logic dramatically increases design complexity and routing congestion. As the number of

computational tiles increases, the datapath logic complexity scales non-linearly, signi�-

cantly in�ating area, power, and wirelength overhead.

Both subsection 3.1.2 and subsection 3.1.1 highlight a fundamental issue in �exible DL

accelerators: Designs like MAERI [2] or SARA [1] provide robust logical �exibility but

suffer substantially in physical scalability. Without mitigating the rapid growth of macros

and interconnect complexity, their bene�ts in workload adaptability fail to translate into

practical scalability at larger implementations. Recognizing this critical bottleneck moti-

vates us to explore 3D integration options to address those scalability challenges for �exible

interconnects.

Figure 3.2: Critical Path of 28nm 256-PE 2D SIGMA[5] Bene�s DN. The yellow line high-
lights the signal path, the Blue line highlights the launch clock path, and the red line high-
lights the capture clock path.
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CHAPTER 4

METHODOLOGY: IMPROVING INTERCONNECT SCALABILITY

4.1 Identifying Complexity in Interconnect Architecture

Various interconnects in accelerators, as explained in subsection 2.1.1, exhibit differ-

ences in topology, data width, switch logic, and other design parameters. We de�ne two

metrics to assess design complexity and, consequently, scalability:

Topology complexity.The topology of an interconnect determines the mathematical re-

lationship between the number of links/nodes and the number of PEs. Therefore, topology

plays an essential role in determining scalability.

For example, as shown in Figure 4.1(a),(b), a Bene�s network connectingN PEs con-

tainsO(n log 2N ) links and switches. In comparison, a mesh network connectingN PEs

containsO(N ) links and switches. Therefore, mesh scales better than Bene�s in terms of

resources. Moreover, for 1-cycle traversal interconnects that contain only combinational

logic (e.g., SIGMA [5] Benes and MAERI [2] distribution network), the topology deter-

mines the scaling of end-to-end paths, which often become the critical paths. Therefore,

topology can also affect the design frequency. For example, as shown in Figure 4.1(b), the

end-to-end path length increases by 50% as the number of PE increases from 4 to 8.

Switch complexity.Switches are used for implementing different functionalities among

different types of interconnect. Therefore, the designs of different network switches vary

drastically, affecting the interconnect's scalability. More complex switches, such as adder

switches shown in Figure 4.2, scale worse than lighter switches due to higher energy and

area costs.

Table 4.1 summarizes potential scalability issues among interconnects. Unfortunately,

scaling topology-complex and switch-complex interconnects has been dif�cult for 2D in-
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tegration due to limited routing resources. Also, the exponential increase in logic usage

leads to larger die sizes, limiting the chip yield. Therefore, it is necessary to explore 3D

integration options to address those scalability challenges for �exible interconnects.

Table 4.1: Comparison of interconnects and their scalability issues.

Topology
Complexity

Switch
Complexity

Example Scalability Issues

Complex
(Fat-Tree, Bene�s,

etc.)

Complex
(Adders)

MAERI [2] ART Timing
(Intra/Inter-

switch), Area,
Power

Simple (Linear,
Mesh, etc.)

Complex
(Multiply-

Accumulate
(MAC) Units +
Datapath Logic)

Eyeriss[10] Timing
(Inter-switch),
Area, Power

Complex
(Fat-Tree, Bene�s,

etc.)

Simple (MUX) SIGMA [5]
Benes

Timing
(Inter-switch),
Wirelength,

Power
Simple (Mesh) Simple (MAC

Units)
TPU[3] Area

4.2 Interconnect Partitioning Methods

Based on our observation of interconnect scalability issues (Table 4.1), we propose a

systematic partitioning method for partitioning the interconnect into two LoL tiers.

Topology Partitioning. For interconnects that have complex topologies but simple

switch designs, their critical paths will likely be end-to-end paths. In this case, we con-

vert the longer network links between switches to 3D IC links by placing the partition line

between switches.

For example, Figure 4.3 (a),(b) shows the partitioning of a Bene�s network by cutting

through the network topology horizontally. This way, we convert the relatively high-latency

2D links in the topology (highlighted in blue) into low-latency 3D links. Therefore, we

could see a sizeable increase in design frequency.
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Figure 4.1: Scale-up of different interconnects (Purple switches/links denote the additional
resources resulting from the scale-up): (a),(b): Scale-up of SIGMA [5] Bene�s network.
Blue links highlight a potential critical path. (c),(d): Scale-up of MAERI [2] ART. (e),(f):
Scale-up of a systolic array.
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Figure 4.2: MAERI [2] ART. (a) An 8-PE ART. (b) Structure of an adder switch.

In the case of interconnects with complex topologies and switch designs, the design

requires considerable routing resources as it scales up. Partitioning along the bisection

bandwidth links and distributing the switches equally across two tiers makes the design

more routable, thereby allowing the design to scale up cost-ef�ciently with reduced metal

layers.

Switch Partitioning. This method improves the scalability of designs with complex

switches by separating each switch into two equal parts of the switch logic. For example,

Figure 4.4 shows the partitioning of an Eyeriss PE by separating the multicast controllers

from the MAC units. This method targets designs with complex switches, as they suffer

from area and power scalability issues due to high switch logic wirelength and routing

resource usage.

4.3 EDA Methodology

We design our benchmarks using TSMC 28nm Process Design Kit (PDK). We synthe-

size our netlists using Synopsys Design Compiler. Our 3D designs involve Face-to-Face

(F2F) integration employing hybrid bonding with a pitch of 1�m and a diameter of 0.5�m .
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Figure 4.3: 3D partitioning of (a), (b) SIGMA [5] Bene�s network and (c), (d) MAERI [2]
ART network along the bisection bandwidth of the topology. The dark blue interconnects
indicate the 3D connections.

Figure 4.4: 3D partitioning Eyeriss [10] along critical path inside the switches.
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The number of routing layers used in the Back-End-of-Line (BEOL) varies depending on

the speci�c benchmark under consideration.

We perform 2D designs using Cadence Innovus. For the implementation of logic-

on-logic 3D designs, we utilize a customized version of compact-2D[15], a pseudo-3D

Place-and-Route (PnR) EDA. The compact-2D �ow performs logic-on-logic 3D design

by initially performing a 2D design with RC values of the interconnects scaled by 0.707.

Subsequently, the design is partitioned into two tiers using the Fiduccia-Mattheyses (F-M)

min-cut partitioning technique [17].

To achieve the intended partitionings as described in Section section 4.2, we replace

the FM-based partitioning with manual partitioning. Post-partitioning, we use Pin-3D[16]

�ow to perform �nal PPA optimization and design signoff. Both compact-2D and Pin-3D

�ows use Cadence Innovus with modi�ed tech �les to perform 3D designs.

4.4 Architectural Simulation

When we have obtained the PPA results, including design frequency (Fmax ) and power,

we start to evaluate the performance of both 2D and 3D designs using two simulators:

SCALE-Sim [18] and STONNE [19]. SCALE-Sim is an analytical and cycle-accurate

simulator for systolic arrays, and STONNE is an open-source, cycle-level simulator for

MAERI [2] and SIGMA [5]. We use both tools to obtain the computation cycles, PE

utilization, and throughput of several Deep Neural Network (DNN) workloads.
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CHAPTER 5

RESULT: SCALING DL ACCELERATOR INTERCONNECTS

We perform architectural scaling of interconnect networks of two �exible DL accel-

erators: SIGMA's Bene�s network [5], and MAERI's ART network [2]. SIGMA's Bene�s

network is a net-intensive butter�y network, with pure combinational logic between the

source and the destination nodes.

The Bene�s network aims to provide 1-hop data routing between the source and the

destination. MAERI's ART network is a reduction tree with critical adder logic embedded

in each node. ART network facilitates non-blocking addition by decoupling accumulation

from multiplication.

5.1 2D Scaling

We design 28nm �exible interconnect networks (SIGMA Bene�s and MAERI ART) for

256 and 1024 PEs using 2D integration. Figure 5.1 shows the 2D physical design layouts

of 1024 PE SIGMA Bene�s and MAERI ART networks, respectively.

The increase in footprint in the Bene�s network as the network scales is not linear. As

the network scales from 256 PEs to 1024 PEs, which is a 4� increase, the 2D footprint

increases approximately by 10� from 0.32mm2 to 3.04mm2. The 10� footprint in the

Bene�s networks comes from the non-linear increase in the #cells and #nets in the design.

Furthermore, the maximum design frequency reduces from 1.8 GHz to 0.7 GHz, and

power consumption increases from 863 mW to 3.2 W as the network scales from 256 PEs

to 1024 PEs. Additionally, the 256-PE design uses six metal layers for routing. In contrast,

the 1024 PE design requires eight metal layers and a low placement density of 42% to route

all the nets in the design successfully.

Whereas, the MAERI ART network has a linear increase in #cells. However, the high
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Figure 5.1: Placement and routing of 28nm 2D 1024 PE (a) SIGMA Bene�s and (b) MAERI
ART networks.

Table 5.1: Critical Path: 2D vs 3D 1024 PE SIGMA Bene�s.

Metrics 2D 3D
Target clock period (GHz) 1 2

Required time (ns) 2.090 3.903
Slack (ns) -0.519 -0.001

Critical path delay (ns) 2.409 1.74

bandwidth nature of the ART network makes it dif�cult to scale through 2D integration.

As the network scales from 256 PEs to 1024 PEs, the effective frequency reduces from

1.95 GHz to 1.74 GHz. Thus, �exible interconnect networks do not scale well through 2D

integration.

5.2 3D Scaling: Topology Partitioning

To improve the scalability of �exible interconnect networks, we partition the topology

along the bisection bandwidth onto two tiers to reduce the signal delay between the source

and the destination nodes, as shown in Figure 4.3.

The 3D physical design layouts of 1024 PE Bene�s and ART networks are shown in Fig-
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Figure 5.2: Placement and routing of 28nm 3D 1024 PE (a) SIGMA Bene�s and (b) MAERI
ART networks.

ure 5.2. The Bene�s network is highly net-intensive, so the 3D integration helps reduce the

overall wire length of the design, reduce the critical path delay, improve design frequency,

and thereby, the power.

Table 5.1 summarizes this trend of better frequency and lower critical path delay be-

tween the 2D and 3D 1024 SIGMA Bene�s network designs. Both 256 and 1024 PE net-

works run at 2 GHz and consume a power of 0.79 and 5.7 W, respectively. In the case of

the 1024 PE network, the 3D design offers a 3.03� frequency improvement over the 2D

counterpart, while the power increases only by 1.98� .

Similarly, 3D ART network designs can be run at 2 GHz effective frequency. Further,

despite a 14.9% increased effective design frequency, our 1024 PE MAERI ART network

design achieves 15.5% less power than its 2D counterpart. Thus, topology partitioning 3D

integration improves the design frequency of �exible networks and signi�cantly controls

the power increase while scaling, unlike 2D integration.

5.3 Balancing Issues: Switch Partitioning

For more complex switch designs, we partition the switch datapath along the potential

critical paths after architectural analysis. However, one outstanding issue with partitioning
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Table 5.2: Placement density of two switch partitioning method on Eyeriss[10].

Partitioning Method Tag/PE SRAM/Logic
Tier 0 Placement density (%) 73 72
Tier 1 Placement density (%) 21 32

switches is the imbalance of placement density when we partition the switch logic by its

architectural blocks.

As shown in Table 5.2, when Eyeriss PEs are partitioned by PE and tag comparator or

by SRAM blocks and the rest of the PE and tag comparator logic, both methods result in

a signi�cant difference in placement density. This is because, in Eyeriss, on-chip SRAM

buffers are instantiated inside the PEs, dominating the area (i.e., the number of cells). As a

result, longer wires are needed between two logic tiers to connect the logic gates, worsening

wirelength and, thus, critical path lengths.

5.4 Evaluation

In this section, we compare the physical design metrics and architectural simulation

performance of 1024 PE networks of systolic arrays and the two �exible interconnect net-

works.

5.4.1 PhysicalDesignMetrics

The PPA metrics of the systolic array and �exible interconnect networks are summa-

rized in Table 5.3.

In this work, we have limited the maximum design frequency of the networks at 2

GHz, as any frequency beyond that does not depict the true design frequency of accelerator

systems involving on-chip memories.

2D �exible interconnect networks are unable to meet the target frequency of 2 GHz,

especially as we scale up the networks. This is because �exible interconnect networks

are either logic-intensive or net-intensive (to offer data-sharing and higher PE utilization
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Table 5.3: Physical design metrics comparison of systolic arrays and �exible interconnect
networks.

SIGMA Bene�s Network [5] MAERI ART Network [2]
Metrics 2D 3D 2D 3D
#PEs 256 1024 256 1024 256 1024 256 1024

Footprint (mm2) 0.32 3.04 0.17 1.54 0.64 2.56 0.32 1.26
Placement density (%) 65 42 74 56 70 71 69 72

#Cells 250k 1470k 244k 1598k 342k 1384k 341k 1376k
#Metal layers 6 8 6+6 8+6 6 6 6+6 6+6

Wirelength (m) 9.7 132.9 7.9 104.8 4.6 29.2 3.63 27.1
Design freq. (GHz) 1.8 0.66 2 2 1.95 1.74 2 2

Chip power (W) 0.86 2.88 0.79 5.7 1.12 4.84 1.06 4.09

capabilities).

As a result, �exible interconnects bene�t signi�cantly from 3D integration. The 3D

�exible networks achieve the targeted design frequency of 2 GHz and achieve up to 15.5%

power reduction on 1024 PE networks compared to their 2D counterparts.

Even though the �exible interconnects consume up to 3� more power than systolic

arrays, it is compensated by the improved workload performance, as explained in the fol-

lowing section.

5.4.2 SimulationMetrics

To compare these networks' true performance, we perform workload-based simulations

using the frequency and power metrics obtained from actual 2D and 3D physical designs.

Using the simulation methodology described in Section section 4.4, we map three dif-

ferent DL workloads, ResNet50 [7], MobileNetV2 [8], and AlexNet [20], onto 1024 PE

systolic arrays and �exible interconnect networks and obtain the throughput and energy

numbers corresponding to their execution. Figure 5.3 shows the workload-speci�c through-

put comparison among the systolic array and �exible interconnect networks.

Their throughputs remain the same as the design frequency for 2D and 3D systolic

array networks. However, the 3D �exible arrays demonstrate up to4:9� throughput im-
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Figure 5.3: Throughput comparison: 1024 PE systolic array vs �exible interconnect net-
works

provement over their 2D counterparts, due to the frequency improvements brought about

by the 3D integration. Further, for a1:59� increase in energy consumption, 3D �exible

interconnect networks offer up to1:75� throughput improvement over their systolic array

baselines. Thus, 3D integration helps address the scalability issues in �exible interconnect

arrays while offering multifold performance bene�ts over traditional systolic arrays.

5.5 Conclusion from the Results

For this method, we employ 3D integration to tackle scalability challenges in �exible

interconnect networks, using SIGMA Bene�s and MAERI ART networks as benchmarks.

Our architectural analysis identi�es two architectural factors that cause scalability issues:

interconnect topology and switch datapath design. Our method then tackles those two cate-

gories of scalability issues by converting 2D base designs into logic-on-logic 3D ones. We

can partition the interconnect by topology or switch datapath logic by employing different

partitioning methods. The results show that our topology partitioning methods signi�cantly

improve design frequency, decrease design area, and improve design scalability regarding

cell count and wirelength. This results in a sizable throughput increase across typical DL

workloads.
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CHAPTER 6

METHODOLOGY: IMPROVING MEMORY SCALABILITY

6.1 Identifying Complexity in Memory System and Datapath

We systematically performed an architectural bottleneck analysis on the SARA [1] mi-

croarchitecture. Our study involved pinpointing components that disproportionately impact

the overall physical design metrics, such as area, wirelength, and power overhead. Speci�-

cally, we analyzed the introduced SRAM logic and bypass datapath logic that distinguishes

SARA from conventional systolic array architectures.

As explained in subsection 2.1.2, �exible architectures introduce additional SARM

ports, banks, and datapath logic given the same number of PEs. For example, as shown

in Table 6.1, a 1024-PE SARA design uses7� more SRAM ports than a 1024-PE systolic

array. Moreover, a SARA design features additional bypass link datapath logic. Both ar-

chitectural factors worsen SARA's design scalability. This is proven after we implement

SARA designs in 2D: as shown in Table 6.1, a 1024-PE SARA design consumes 32% more

area, incurs3:8� longer wirelength, and uses1:18� more power compared to an equiv-

alently scaled rigid systolic array. Additionally, scaling from 512 to 1024 PEs causes a

signi�cant degradation in timing violations in terms of WNS and TNS.

As a result, SARA provides robust logical �exibility but suffers substantially in physi-

cal scalability. Without mitigating the rapid growth of macros and interconnect complexity,

SARA's bene�ts in workload adaptability fail to translate into practical scalability at larger

implementations. Recognizing this critical bottleneck motivates our subsequent develop-

ment of advanced 3D-aware macro placement and multi-tier partitioning methods to restore

scalability while preserving SARA's inherent �exibility advantages.
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Table 6.1: Comparison of Key Metrics Across Various Architectural Con�gurations for 2D
SARA [1] and 2D Systolic Array

Architecture SARA[1] Systolic Array
Total PEs 256 512 1024 256 512 1024
Cell Size 4 � 4 4 � 4 4 � 4 None None None

SRAM Ports 192 384 768 48 80 96
Bypass Links 192 384 768 N/A N/A N/A
Area(mm2) 0.38 0.74 1.4 0.29 0.53 0.95

Wirelength(m) 3.7 9.4 35.1 1.3 2.8 7.3
Pwr.(mW) 249 531 1400 154 231 641
WNS(ps) -40 -152 -1050 -13 -103 -164
TNS(ns) -0.94 -64 -712 -0.22 -8.0 -24

6.2 EDA Methodology

Our experiments leverage the advanced TSMC 7nm PDK, utilizing Cadence Innovus

Digital Design Implementation (DDI) environment, version 23.12.000, for 3D PnR. We

evaluate our macro placement algorithm on traditional 2-tier MoL con�gurations, using

the current State-of-the-Art (SOTA) pseudo-3D MoL �ows [21] for memory-intensive DL

accelerators.

Detailed interconnect layer modeling, including accurate geometrical de�nitions, resis-

tance, and capacitance characteristics, is achieved through customized Interconnect Tech-

nology (ICT) �les and TECHLEF de�nitions explicitly tailored for the TSMC 7nm process

node. This precise modeling ensures realistic parasitic extraction, critical for accurately

evaluating and optimizing our multi-tier 3D integration approach.

6.3 Architectural Simulation

For architectural simulation and PPA integration, we employed SCALE-sim[18], a de-

tailed architectural simulator, to simulate representative Machine Learning workloads. This

allowed us to capture accurate runtime behaviors, such as memory access patterns and com-

pute utilization across diverse workloads.

We evaluate SARA accelerators con�gured from 128 to 1024 Processing Elements
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(PEs), representing typical low-power DL edge inference systems. Workloads include

mobile-oriented neural networks: MobileBERT [22] (128-token input), MobileNetV2 [8],

MobileViT-XS [9], and ResNet-50 [7]. Based on our methodology, these compact models

can effectively highlight improvements in energy ef�ciency.

Subsequently, we integrated these simulation results with post-layout PPA metrics from

our physical design �ow, which included robust multi-tier 3D �oorplanning and optimized

Through-Silicon Via (TSV) planning. This integration thoroughly evaluated energy ef�-

ciency, latency, and EDP.
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CHAPTER 7

RESULT: SCALING DL ACCELERATOR MEMORY

7.1 Physical Design Metrics

As shown in Table 7.1, MoL designs consistently achieve lower footprint (FP) and

wirelength (WL) compared to their 2D counterparts. For instance, the 1024-PE MoL de-

sign occupies only 0.98mm2 versus 1.40mm2 for the 2D, representing a 30% area reduc-

tion. Wirelength, a critical factor affecting both routability and timing, improves even more

signi�cantly, dropping from 35.1 m in the 2D to 24.1 m in the MoL design (a 31% reduc-

tion). These reductions highlight the MoL stack's ability to reduce physical interconnect

complexity through vertical integration.

Moreover, MoL designs exhibit markedly better timing behavior. The worst negative

slack (WNS) and total negative slack (TNS) improve substantially in MoL across all con-

�gurations. For 1024-PE, WNS improves from -1050 ps (2D) to -736 ps (MoL), while

TNS improves from -712 ns to -396 ns. This translates to higher achievable frequencies.

For example, the effective frequency for 1024-PE jumps from 645 MHz in 2D SARA to

809 MHz in MoL, a 25% improvement. For smaller designs like 128-PE, MoL reaches

nearly 2 GHz.

Power consumption also trends favorably with MoL. For the 1024-PE con�guration,

MoL reduces total power from 1400 mW to 1105 mW—a 21% reduction—despite main-

taining comparable internal and switching activity. This power ef�ciency arises from re-

duced switching capacitance due to shorter wirelengths and more localized memory access

enabled by vertical memory stacking.

Finally, the number of timing-violating paths in MoL is signi�cantly lower. In the

1024-PE con�guration, MoL reduces violating paths from 6287 to 2125, demonstrating
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Figure 7.1: Layout Comparison of 1024-PE SARA Designs: 2D, 3D MoL [21]

Table 7.1: Benchmarking Results for SARA at 128, 256, 512, and 1024 PEs: Comparison
of 2D and MoL. Target Frequency is 2000 MHz for All Designs; Best Results per Metric
are Highlighted.

2D SARA MoL [21]
128PE 256PE 512PE 1024PE 128PE 256PE 512PE 1024PE

FP. (mm2) 0.22 0.38 0.74 1.40 0.15 0.27 0.53 0.98
WL. (m) 1.5 3.7 9.4 35.1 1.55 3.1 8.7 24.1
WNS (ps) -58 -40 -152 -1050 -9 -13 -128 -736
TNS (ns) -2.6 -0.94 -64.5 -712 -0.155 -0.042 -3.85 -79
#Vio. Paths 371 118 1672 6287 97 11 402 2125
Internal Pwr (mW) 84 157 321 667 83 153 310 611
Switch Pwr (mW) 38 91 208 727 34 76 189 488
Leakage Pwr (mW) 1 2 3 6 1 1 3 6
Total Pwr (mW) 122 249 531 1400 118 230 502 1105
Eff. Freq. (MHz) 1792 1851 1533 645 1964 1949 1592 809

better timing closure and fewer critical paths. This re�ects improved wire balancing and

fewer long-distance interconnects inherent in the 3D memory-over-logic topology.

7.2 Simulation Metrics

Figure 7.2 demonstrates the performance improvements enabled by adopting a 3D

Memory-on-Logic (MoL) design over a traditional 2D SARA baseline across a range of

representative workloads, including MobileBert-128[22], MobileNet-V2[8], MobileViT-

XS[9], and ResNet-50[7].

Regarding runtime, the MoL methodology achieves consistent improvements ranging

from 1:2� to 1:3� over the 2D baseline. For instance, the runtime for ResNet-50 de-

creases from 2.6 s (2D) to 2.1 s (MoL), corresponding to a1:24� speedup. Similar gains
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