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SUMMARY

This research develops hardware—software co-design recipes, each targeting a differ-
ent stage of the machine-learning system stack across three domain-speci ¢ settings: the
sensor-to-model interface, the neural-network architecture, and the hardware accelerator.
Because every workload must balance latency, energy, throughput, and accuracy, the design
space is highly multidimensional and no single con guration can satisfy all constraints. By
optimizing algorithms and hardware in tandem, the dissertation demonstrates how tailored
co-design delivers signi cant perforamance gains.

First, we address sensor-ML interface systems to achieve energy-ef cient digitization
and resolve data deluge. We introduce a mixed-signal compute-in-memory accelerator for
ef cient feature extraction and use Quantization Aware Training (QAT) to produce ML
models optimized with low-Hamming-weight binary representations, signi cantly reduc-
ing energy consumption of the ML model during inference.

Second, we develop sensor aware ef cient neural network architectures for Frequency
Modulated Continuous Wave (FMCW) radar systems. Our proposed ChirpNet architec-
tures sequentially process radar chirps, reducing memory and computation requirements.
Additionally, we introduce LUGA, an adaptive ML-sensor feedback framework that dy-
namically adjusts sensing resolution and model complexity based on real-time model con-
dence, enhancing energy ef ciency.

Finally, we propose hardware-algorithm co-design strategies for online-learning based
low-latency distributed SAT solving using stochastic neural networks (S-RNNSs). Utilizing
low-precision network weights and tensor-parallel strategies with Reduce-Scatter commu-
nication, we achieve signi cant speedups through algorithm-and-hardware co-design.

In conclusion, this thesis provides practical hardware-algorithm co-design approaches
for effectively navigating the accuracy-energy-latency trade-off at different stages of the

ML systems.

XVii



CHAPTER 1
INTRODUCTION

The design space for machine-learning systems has expanded rapidly with the arrival of
intelligent edge devices such as smart glasses, earbuds, watches, humanoid robots, and
multi-purpose drones, as well as server-class accelerators built for recommender engines
and large-language-model serving. These platforms differ widely in form factor and de-
ployment context, yet their users share a common expectation of highly responsive, reli-
able, and capable performance.

From an end-user perspective, three capabilities now appear non-negotiable. First, sys-
tems must deliver real-time or near-real-time responses so that interactions remain uid
and immersive. Second, edge devices must achieve long operating times or smaller bat-
tery envelopes without compromising functionality, while data-center deployments must
limit power and cooling demands to contain total cost of ownership. Third, models must
continue to improve in predictive/generation quality so that services stay competitive in an
evolving market.

Meeting all three expectations at once constraints the available design space. On the
edge, tight battery capacity and strict thermal limits cap both peak power and sustained
energy use. In server environments, power budgets and rack density constraints impose
similar ef ciency bottlenecks, magni ed by the scale of modern deployments.

System architects therefore confront a multidimensional trade-off. Compute engines
have to deliver high throughput within stringent energy and latency budgets. Power-delivery
networks, I/0O subsystems, and packaging must respect narrow thermal and mechanical en-
velopes. Most critically, the entire stack must sustain or increase model accuracy even as
hardware resources are optimized. No single con guration optimally satis es every work-

load, implying that careful hardware algorithm co-design. One way to navigate this design



space is to decompose the machine learning pipelines into different stages and examine the
co-design opportunities at each level.

Machine-learning systems can be viewed as a pipeline comprising three tightly linked
stages. The rst stage is the user- or sensor-to-model interface, which captures the raw
query or signal and converts it into a representation suitable for further processing. The
second stage is the neural-network architecture; it consumes the prepared input and pro-
duces task-speci c outputs such as classi cations, recommendations, generation, or control
signals. The third stage is the compute substrate, typically GPUs or domain-speci ¢ accel-
erators, that executes the network with low latency and high energy ef ciency.

The challenge admits no universal solution: every workload demands its own trade-
off among latency, energy, throughput, and accuracy. To address this diversity, the dis-
sertation investigates three distinct application domains and, in each case, applies hard-
ware—algorithm co-design to a different stage of the machine-learning pipeline. The work
is organized into three research thrusts. First, it examines sensor—ML interfaces, showing
how sensor front-ends can be tightly integrated with on-sensor processing. Second, it de-
velops lightweight neural-network architectures tailored to speci ¢ sensing con gurations
and data-acquisition pipelines. Third, it presents hardware—software co-design strategies
for low-latency, online-learning-based distributed combinatorial-optimization solvers.

Building on this perspective, the dissertation puts forward a trio of hardware—algorithm
co-design “recipes,” each optimized for one stage of the end-to-end ML system and demon-

strated in a distinct application domain:

» Sensor front-ends tightly integrated with on-sensor processing, reducing data move-

ment at the source and limiting digitization energy.

» Neural architectures that leverage sensor operating conditions and hardware con-

straints to remain accurate yet lightweight.

» Low-latency accelerators for combinatorial optimization, applying co-design prin-



ciples to online-learning algorithms and distributed hardware to dramatically speed

Boolean-satis ability solvers.

1.1 Sensor—ML Interface Co-Design

1.1.1 Mixed-Signalandin-/Near-SensoProcessing

Near-sensor or in-sensor computing tackles data dimensionality in the analog domain,
reducing both power consumption and latency [1]. Common strategies leverage charge-
domain multiply-and-accumulate (MAC) operations in switched-capacitor circuits [2], com-

putational ADCs [3], or other analog techniques [4, 5] to decrease digital overhead and
data transfers. However, existing analog feature extraction (AFE) schemes typically sup-
port only a few input channeld ( 8) at low bandwidth ( KHz ), making them unsuitable

for large sensor arrays that demand low-latency, high-throughput processing. Compute-In-
Memory (CIM) techniques, such as the proposed AFE-CIM in this thesis, address these
limitations by supporting higher input-channel counts and operating at greater frequencies
through current-domain computation, thereby overcoming bandwidth and scalability con-

straints.

1.1.2 Algorithmic Optimizationfor Compute-In-Memory{CIM) basedAccelerators:

Prior research has demonstrated the potential of hardware-aware quantization strategies
[6], focusing on CIM-aware methods [7][8][9][10][11][12]. These approaches fall into two

categories:

» Data Distribution Optimization: Methods that optimize weights and activations
by modifying data distribution [8][12] are tailored to speci ¢ crossbar architectures,

requiring redesigns for different CIMs.

* Quantization Con guration: Techniques that determine optimal quantization set-

tings post-training [9][7] [11][8][10] often use heuristics and depend on specic



hardware designs, lacking theoretical foundations.

HamQ the proposed algorithm in this thesis distinguishes itself by applying a global con-
straint on the number of ON bit-cells using an Hamming Weight (HM) based regularizer,
making it compatible with any Analog-CIM (ACIM) crossbar design without speci c pe-
ripheral component requirements. Additionally, HamQ integrates quantization-aware train-
ing with theoretical and empirical validation, enhancing generalizability and robustness. In
summary, HamQ leverages the unique features of ACIM architectures, re ning quantiza-
tion methods to enhance energy ef ciency during inference.

Few studies have explored regularizer-based pruning for energy reduction in ACIMs
[13, 14], focusing on word-level sparsity, which minimally impacts energy due to column-
wise bit-cell activations. Conversely, HamQ enforces bit-level sparsity through HM con-
straints, uniformly reducing ON bit-cells across the crossbar and achieving signi cant en-

ergy savings.

1.2 Sensor-Aware Neural Network Architecture

LightweightRadarPerceptiorwith ChirpNet

Modern Frequency Modulated Continuous Wave (FMCW) radars employ Multiple Input
Multiple Output (MIMO) antenna con gurations to enhance sensing capabilities. As de-
mands for higher resolution in range, Doppler, and angular metrics grow, the volume of data
generated increases signi cantly. This escalation necessitates larger ADC samples, more
chirps, and additional antennas, resulting in substantial raw data and preprocessing require-
ments. Feeding this expanded data into conventional Machine Learning (ML) models for
tasks such as object detection [15] and motion classi cation [16] ampli es complexity in
edge computing environments.

FMCW radar-based Object Detection (OD) typically utilizes raw or pre-processed radar

frames as input to ML models, which perform feature extraction (FE) followed by decoding



to identify and predict objects. Inputs to these ML models can be categorized into three
primary types: (a) a 3D ADC matrix representing antennas, chirps, and ADC samples; (b)
a 3D Fast Fourier Transform (FFT) cube with similar dimensions but transformed via FFT
operations; and (c) Point-Cloud (PC) representations derived from range-azimuth spectra
peaks. While PC-based representations are sparse and contain less information [17, 18],
ADC matrices and FFT cubes provide richer data but result in larger input dimensions and
more complex FE and decoding architectures [19, 20, 21, 22, 23, 18].

ChirpNetaddresses the complexity challenges by processing raw ADC data for each
chirp directly near the sensor, rather than handling the entire ADC matrix or FFT cube.
This near-sensor processing enables feature extraction to occur close to the data source,
reducing the overall model complexity and eliminating the need for extensive preprocessing

steps which reduces the overall latency and energy consumption of the sensing pipeline.

AdaptiveSensingn DynamicEnvironments

Sensors deployed in dynamic scenes often waste energy and bandwidth by capturing full-rate
frames even when little changes between successive observations. Classic feedback-based
power controls, well studied in wireless sensor networks [24, 25], have yet to translate
cleanly to embedded high-resolution cameras or large-MIMO radars, where data rates and
latency constraints are far stricter. Recent work in automotive perception, cognitive radar,
and event cameras [26, 27] shows that adaptive control can yield substantial gains, but cur-
rent approaches still leave room for tighter integration of machine learning, smarter power
management, and edge-aware processing pipelines.

This dissertation lls that gap with UGA, an uncertainty-driven, hysteretic controller
that treats a calibrated model-con dence score as a universal control signal. LUGA inherits
the determinism of rule-based methods while gaining the robustness of learning: it needs
no iterative convergence like statistical online optimization and avoids the exploration over-

head of deep reinforcement learning. Of ine effort is limited to calibrating con dence and



choosing thresholds; at run-time the controller adds only a handful of arithmetic operations
per frame. The result is a plug-and-play module that slashes sensor energy in proportion to

scene dif culty yet remains lightweight enough for embedded radar and camera stacks.

1.3 Distributed SAT Acceleration via Hardware—Algorithm Co-Design

Boolean satis ability lies at the core of many real-time optimization tasks—logistics schedul-
ing, autonomous navigation, cryptographic analysis, and hardware veri cation all depend
on rapid answers to ever-growing SAT instances [28, 29, 30, 31]. As these problems
scale and deadlines tighten, the latency of software-based stochastic-local-search solvers
becomes a critical bottleneck [32, 33, 34].

Previous efforts to speed SAT solving have explored re ned heuristics and domain-speci ¢
hardware, yet most accelerators still mirror single-core algorithms, handle only modest
problem sizes, or rely on analog techniques that limit scalability [35, 36, 37, 38, 39, 40].
Without effective workload partitioning or communication support, they deliver only incre-
mental gains when confronted with large, dynamic formulas.

This dissertation introducé&sATor| a fully digital, machine-learning-assisted SAT solver
that fuses a stochastic recurrent-neural-network search strategy with a distributed, multi-core
architecture. A lightweight partitioning scheme divides each SAT instance into smaller
sub-problems processed in parallel, while a hierarchical network-on-chip performs on-the- y
reductions to maintain global consistency. By co-designing algorithm and hardware as a

single system, SATori achieves the low-latency performance for challenging SAT instances.

1.4 Structure of the Dissertation

The dissertation begins with foundational background and then advances through three
domain-speci c research thrusts that map onto the key stages of a modern ML system:
(i) Sensor—ML Interface Co-Design, (ii) Sensor-Aware Neural Network Architecture, and

(i) Distributed SAT Acceleration via Hardware—Algorithm Co-Design. It concludes by

6



synthesizing these contributions and outlining future research avenues.

Chapter 2 establishes the technical groundwork. It surveys sensor feature extraction,
compute-in-memory (CIM) fundamentals, quantization-aware training, the principles of
frequency-modulated continuous-wave (FMCW) radar, radar-based object detection pipelines,

and the Boolean satis ability (SAT) problem along with prevalent solver strategies.

Chapter 3 introducesAFE-CIM, a mixed-signal CIM based feature extractor, &ainQ
a Hamming-weight—constrained quantization-aware training scheme that aligns neural-network

weights with CIM energy-ef ciency goals.

Chapter 4 presents theChirpNet family—lightweight, sequential neural architectures
tailored to FMCW radar data—arldJGA, an uncertainty-driven Al-to-sensor feedback

controller that trims both sensing and compute energy in dynamic environments.

Chapter 5 detailsSATor| a hardware—algorithm co-design framework for low-latency,
distributed SAT solving. The chapter covers the stochastic recurrent-neural-network search
algorithm, the partitioning strategy, and the hierarchical network-on-chip architecture that

ties the system together.

Chapter 6 summarizes the dissertation's contributions across the three research thrusts

and outlines promising directions for future work.



CHAPTER 2
BACKGROUND

2.1 Feature Extraction for Near/In-Sensor Processing

Modern sensors transduce physical phenomena into analog signals that must be digitized
for downstream processing. As the number of input channels grows and sampling fre-
guencies rise, the sheer volume of analog data to be converted can make ADC energy the
dominant cost, while the resulting data ood stresses on-chip and off-chip bandwidth. To
mitigate both the digitization bottleneck and the ensuing “analog data deluge,” it is natural
to move a feature-extraction (or pre-processing) engine directly adjacent to—or even in-
side—the sensing front end. By extracting salient spatial, temporal, or spatio-temporal fea-
tures in the analog domain, the system compresses information at the source and digitizes
only what matters most, thus reducing energy and transmission overhead simultaneously.
Near-/in-sensor computing embraces this idea by reducing data dimensionality before
full digitization, thereby lowering both power consumption and latency [1]. Common ana-
log implementations employ charge-domain multiply-and-accumulate (MAC) operations
in switched-capacitor circuits [2], computational ADCs that fuse quantization and feature
extraction [3], or beamforming and other analog front ends [4, 5]. However, these analog
feature-extraction (AFE) schemes typically handle only a limited number of input channels
(on the order o#-8) and modest bandwidths (kHz range), restricting their suitability for
large, high-throughput sensor arrays. Compute-in-Memory (CIM) techniques—such as the
AFE-CIM architecture proposed in this thesis—overcome these limitations by executing
current-domain computation within or near memory arrays, enabling more input channels,
higher operating frequencies, and scalable, energy-ef cient processing without resorting to

a costly digitize-then-process pipeline.



2.2 Compute-in-Memory (CIM)

Compute-in-Memory (CIM ) mitigates the von Neumann bottleneck by embedding arith-
metic operations directly within, or immediately adjacent to, the memory array, thereby
minimizing data movement between distinct compute and storage units. Unlike near-
memory computing—where compute blocks are merely co-located with memory—CIM
integrates the compute primitive into the memory fabric itself. Most CIM designs center
on the General Matrix—Vector Multiplication (GEMV) primitivg,= Wx , with the weight
matrix W physically stored across memory rows/columns and the vectbreamed into

the array. Because many rows (or columns) operate concurrently, multiply—accumulate
(MAC) operations are executed in parallel, providing high throughput and improved en-
ergy ef ciency via data reuse and reduced transfers.

The key advantages of CIM are highlighted as follows:

High parallelism: many MACs per cycle across rows/columns.

High data reuse: weights remain stationary; only vectors stream.

Reduced data movement: fewer round trips between memory and compute units.

Improved energy ef ciency: lower I/O and interconnect overheads.

CIM implementations are broadly categorizeddagital or analog depending on how
multiplication and accumulation are realized digital CIM , memory arrays (e.g., SRAM
or DRAM) perform bit-wise logical operations (AND, OR, XNOR) directly in the array,
while partial products are aggregated by digital adders at the periphery (after sense am-
pli ers). This approach exploits mature digital ows and robust noise margins but still
incurs multi-cycle accumulation for higher precision.dnalog CIM , the physics of the
array—Ohm's law and Kirchhoff's summation—are used to perform both multiplication
and reduction in the analog domain. Multiple rows/columns are activated simultaneously

so that currents (or voltages) naturally sum; the result is then quantized via an ADC. Two
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main analog variants exist: (1) fully analog (analog inputs and analog accumulation) and
(2) mixed-mode analog (digital inputs converted by DACs, analog accumulation), each
trading off precision, calibration effort, and interface overhead.

The key difference between the analog and digital CIMs are as follows:

 Digital CIM : Bit-wise ops in-array; digital add/accumulate outside; robust, but

multi-cycle MAC for high precision.

* Analog CIM : Multiply & accumulate in-array via current/voltage summation; mas-

sive parallelism, but sensitive to device variability and requires ADC/DAC overhead.

Overall, the choice between digital and analog CIM depends on precision requirements,
technology constraints, and system-level trade-offs, but both paradigms promise substan-
tial gains in compute density and energy ef ciency by collapsing the traditional boundary

between memory and computation.

2.3 Energy Consumption in Analog Compute-in-Memory (ACIM)

Analog CIM (ACIM) performs in-memory computation by summing currents on each bit-
line in proportion to the number &N bit-cells in a crossbar column [41]. The resulting
column current is digitized either (i) directly with current-domain ADCs or (ii) via a two-
step path: rst converting current to voltage using passive components, then quantizing
with voltage- or time-domain ADCs. Consequently, total ACIM energy is dominated by

two data-dependent components [42]:

» Crossbar dynamic energy: Proportional to the accumulated current, hence to the
number of ON bit-cells excited by the input. In CNN mappings, this depends on
both the input activations (from the previous layer) and the stored weights—often
characterized by the bit-level overlap (e.g., Hamming weight/distance) between their

encoded representations.
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» ADC conversion energy:Determined by the ADC architecture and its switching ac-
tivity, which varies with input amplitude or timing. Time-domain techniqgues—such
as delay-line ADCs [43] and time-to-digital converters (TDCs) [44]—as well as
current-domain ADCs [45] can exhibit data-dependent energy pro les because dif-

ferent input levels trigger different charging, discharging, or delay paths.

In short, both the crossbar accumulation energy and the ADC conversion energy are
inherently data-dependent in ACIM systems: the former re ects how many memory cells
conduct in a cycle, while the latter re ects how the chosen ADC architecture reacts to the

instantaneous analog signal level being digitized.

2.4 Quantization-Aware Training of Neural Networks

Quantization is a common model-optimization technique that reduces memory footprint
and improves inference latency and throughput by lowering numerical precision (e.g., from
32-bit oating point to 8-bit or fewer). This compression, however, introduces quantization
error that can degrade accuracy. Two primary strategies exist: Post-Training Quantization
(PTQ) and Quantization-Aware Training (QAT). PTQ applies quantization to a pretrained
model without (or with only minimal) retraining. A small calibration set may be used to es-
timate activation ranges, but aggressive precision reduction (such as sub-8-bit) often causes
noticeable accuracy loss. In contrast, QAT incorporates quantization into the training pro-
cess so that the model explicitly learns to compensate for quantization noise and therefore
can tolerate ultra-low precisions more effectively.

In QAT, quantize anddequantize operators are inserted into the forward path of
the computational graph to mimic low-precision behavior, while parameters and gradients
are still stored and updated in oating point for numerical stability. A typical uniform
symmetric quantizer can be written as

j m

R =clip 7 Qmax; Qmax =S X (2.1)

wn | X
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wherex is the original oating-point values is a scale factot) edenotes rounding to the
nearest integeQmax = 2° 1 1 for b-bit signed quantization, anclip( ) enforces the
representable range. Although the forward pass xse€mulate low-precision inference,
backpropagation must still pass gradients through non-differentiable functions like round-
ing. To handle this, QAT typically employs a straight-through estimator (STE), which
approximates the derivative of non-differentiable operations (exg),with an identity or
clipped identity function, enabling end-to-end gradient updates. Variants such as Learned
Step Size Quantization (LSQ) further re ne this by learning the ssaled applying cus-

tom gradient rules for it.

Overall, PTQ provides a fast and deployment-friendly path but struggles with extreme
precision reduction, whereas QAT, by explicitly modeling quantization during training, al-
lows models to adapt to the discrete representation and maintain higher accuracy at low bit-
widths—making it especially valuable for edge devices and accelerators with strict memory

and energy constraints.

2.5 Frequency-Modulated Continuous-Wave Radar (FMCW)

Frequency-Modulated Continuous-Wave (FMCW) radars are widely used in edge appli-
cations such as automotive and industrial sensing. Modern systems commonly adopt a
Multiple-Input Multiple-Output (MIMO) con guration withNtx transmit (TX) andNgx

receive (RX) antennas.

Inan FMCW radar, each TX emits a frequency-modulated signal—catikoi@—whose
instantaneous frequency increases (or decreases) linearly over time. Re ected signals
from targets are captured by RX antennas, down-converted to baseband, and digitized via
Analog-to-Digital Converters (ADCs). The digitized complex samples, consisting of in-
phase (I) and quadrature (Q) components, are referred fasasimesamples in radar

literature.
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TX Multiplexing Strategies. When multiple TX antennas are present, two primary mul-

tiplexing schemes are used:

» Time-Division Multiplexing (TDM): TX antennas transmit chirps sequentially. (Pre-

dominant in mmWave radars from Texas Instruments (TI).)

» Frequency-Division Multiplexing (FDM): TX antennas transmit simultaneously

using orthogonal chirps.

Slow-Time Dimension and the Radar Cube. The transmit—receive cycle is repeated
acrossN chirps Chirps. Stacking these fast-time samples over multiple chirps produces the
slow-timedimension, capturing target dynamics (e.g., Doppler shifts). The full data struc-

ture—often called theadar cube—is typically organized as:

N N N chi N
X 2 C RX X chirps samples’-

whereNsampledS the number of fast-time samples per chirp. Each elemettisa complex

value(l + jQ) corresponding to an ADC sample.

2.6 Radar-Based Object Detection

Object detection (OD) for autonomous systems is often approached using RGB cameras,
stereo vision, event cameras, or LIDAR. While these modalities have clear advantages,
radar sensors provide unique strengths: long-range detection, velocity estimation, and ro-
bustness to adverse weather (fog, rain, snow) and lighting conditions [46]. This makes

radar an attractive, complementary modality for reliable OD in challenging environments.

Classical CFAR-Based Methods. Traditional radar OD pipelines frequently rely on Con-
stant False Alarm Rate (CFAR) detectors to threshold range—Doppler maps. Although

effective, CFAR is sensitive to parameter tuning and threshold settings, especially in clut-
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tered, non-stationary scenes [47, 48, 49]. Moreover, integrating CFAR outputs with camera

or LIDAR detections introduces nontrivial calibration and synchronization challenges [50].

Learning-Based Approaches. Recent advances use machine learning (ML) to improve

radar-based OD [51, 52, 18, 53]. ML models can:

» Learn complex features directly from radar tensors (or their projections), reducing

manual heuristics.
* Facilitate sensor fusion with vision or LiDAR in uni ed deep networks.
» Deploy ef ciently on edge platforms with quantization and model pruning.

However, ML approaches face a critical bottleneck: acquiring large, diverse, and pre-
cisely labeled datasets. Generating ground-truth labels from cameras [51] or LiDAR [52]
demands accurate cross-sensor calibration and is labor-intensive. This data scarcity, along-
side label noise, remains a central challenge for robust, scalable radar OD.

In summary, while CFAR-based methods are lightweight and established, data-driven
radar OD methods offer enhanced robustness and adaptability—provided that challenges

in annotation and calibration are addressed.

2.7 Boolean Satis ability Problem

The Boolean Satis ability Problem (SAT) is the rst problem proven to be NP-complete
[54]. Given a Boolean formula i€onjunctive Normal Forr{CNF), SAT asks whether

there exists an assignment of truth values to variables that makes the entire formula evaluate
to true .

A CNF formula is a conjunction (logical AND}) of clauses, where each clause is a
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disjunction (logical OR, ) of literals. A literal is either a variable or its negation. Formally,

F= G
. 2.2)
Ci= Ti; Ni 2 X X O

If the maximum number of literals in any clausekisthe instance is termddSAT A
formula issatis ableif at least one assignment satis es all clauses; otherwiseuisatis-
able. For heuristic or approximate solvers, a commonly reported metric is the percentage

of clauses satis ed by a given assignment:

Number of Clauses Satis ed
i ility (%0) := 1 2.
Satis ability (%) Total Number of Clauses oa (2:3)

2.8 SAT Solvers

SAT solvers can be broadly classi ed into two historical categories:

Con ict-Driven Clause Learning (CDCL) [55]: These areompletesolvers designed to
either nd a satisfying assignment or prove unsatis ability. CDCL solvers excel on
structured, application-driven instances. They maintain complex decision heuristics,
backjumping, and clause-learning mechanisms, making them effective but also se-

guential and control-heavy.

Stochastic Local Search (SLS) [32]:These arencompletesolvers that iteratively improve
a candidate assignment, typically aiming to maximize the number of satis ed clauses.
They do not provide proofs of unsatis ability. SLS methods tend to perform well on
random or very hard SAT instances but can become trapped in local minima or ex-

hibit high variance in runtime.

Hardware Acceleration. There have been numerous attempts to accelerate SAT solving

on GPUs, FPGAs, and ASICs [56]. However:

15



» Parallel CDCL on GPUs often yields limited speedups due to inherent sequential

control ow and heavy branching heuristics [57].

* FPGA [58] and ASIC [59] implementations incorporate sophisticated heuristics but
still typically achieve only modests¢10 ) speedups due to resource and control

complexity.

» SLS-based solverare algorithmically simpler, but in distributed or massively par-
allel settings they can suffer from repeated, con icting ips of the same variables,

stalling progress toward satis ability [60].

Learning-Based Solvers.Recent work explores machine learning to guide or replace tra-
ditional heuristics [61]. Purely supervised approaches (e.g., NeuroSAT [62]) struggle to
scale to large, diverse instances and demand substantial labeled data. Purely unsupervised
neural solvers (e.g., S-RNN-based methods [63, 37]) can achieve modest speedups but of-
ten show high runtime variability and are sensitive to hyperparameters, reminiscent of SLS
behavior. Consequently, hybrid or guided-learning approaches remain an active area of

research.
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CHAPTER 3
SENSOR INTERFACE-ML MODEL CO-DESIGN: AFE-CIM AND HAMQ

In this chapter, we will get into details of the sensor-ML interface mixed signal hardware
accelerator and the algorithmic optimization we can perform to reduce the energy con-

sumption of this implementation during inference.

3.1 Analog-to-Feature Extraction using Compute-In-Memory (AFE-CIM) Hardware

Accelerator

AFE-CIM [64] is a mixed-signal compute-in-memory accelerator built with 8T-SRAM that
converts high-bandwidth, multi-channel analog sensor inputs directly into low-dimensional
digital features. The core engine perfor@salog-vector, digital-matrix multiplication
(A/D-VMM): incoming analog channels are linearly combined with digitally stored weights

to realize weighted sums that emphasize task-relevant structure and suppress redundancy.
By producing compact features rather than fully digitizing every raw channel, AFE-CIM
substantially reduces the digitization burden and downstream data movement.

Compared with prior analog front ends that target a small number of channels or nar-
rowband operation [4, 5], AFE-CIM scales to larger input-channel counts and higher signal
bandwidths, making it suitable for wideband array processing [65] and ML-driven sensing
pipelines [66]. The design operates in the current domain for both bit- and word-level
MAC as well as for analog-to-digital conversion, avoiding the large capacitors required
by charge-domain Analog-CIM approaches [67]. This topology enables low-impedance
summation for fast accumulation, while the integrated conversion of already-compressed
features replaces energy-expensive, per-channel high-resolution ADCs with a smaller num-
ber of lower-cost conversions. As a result, AFE-CIM reduces system power by shrinking

the volume of data that must be digitized and transported, while preserving task accuracy
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through learned, programmable weighting.

3.1.1 RelatedWork

Analog-CIM designs can be organized along two primary axes. First is the input modality:
some systems accept purely analog inputs, whereas others receive digitally encoded values
that are converted on-chip prior to accumulation. Second is the accumulation domain: re-
ductions along bitlines are performed either in the current domain or in the charge domain.
Within each choice, designers pair the array with a suitable digitization strategy—current-

, Voltage-, or time-domain ADCs—balancing latency, precision, and energy. A further
re nement is whether bit-weighted reduction is executed in the analog domain so that mul-
tiple bits of a word are combined prior to a single conversion, thereby avoiding per-column
ADCs and lowering conversion overhead.

Charge-domain Analog-CIM architectures that employ capacitive storage with bit-weighted
reduction have demonstrated precise accumulation but at the expense of area and speed:
large capacitors are needed for accurate charge retention, and charge settling/share opera-
tions impose word-wise timing penalties [67]. These properties complicate scaling to many
channels or high bandwidths. In contrast, current-domain designs exploit low-impedance
summation to accelerate accumulation and simplify routing, but they must ensure linearity
and robustness in the subsequent conversion stage.

Within this landscape, AFE-CIM [64] occupies the analog-input, current-domain cor-
ner of the design space. Its A/ID-VMM ow performs weighted linear combinations in
current, then digitizes only the resulting features, which (i) reduces the number of conver-
sions, (ii) relaxes per-conversion resolution requirements, and (iii) curtails data movement
by outputting reduced dimensions. Relative to prior analog front ends oriented toward
limited channel counts or narrowband beamforming [4, 5], AFE-CIM is architected for
wideband array processing [65] and learning-based sensing [66], leveraging SRAM-based

programmability to re-target weights across tasks while avoiding the capacitor area and
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Figure 3.1: Top-level microarchitecture and data ow, consisting of SRAM bit cell struc-
ture, S/H circuit, binary-weighted bit-current accumulator (BCA), current domain ADC,
and peripherals.

settling-time costs characteristic of charge-domain CIM [67].

3.1.2 Proposedirchitecture

Figure 3.1 illustrates the AFE-CIM architecture, featuring a 128-element analog input

corresponds to a feature. The analog input vector is multiplied by the SRAM-stored weight
matrix to generate output featurgsg(t) = W T vin(t)). This multiplication is performed

in the current domain within the memory using the 2T path of the 8T SRAM bitcell. Subse-

guently, the column-wise read current across the four bitlines (A-RBL) is binary weighted

and accumulated by the Bit Current Accumulator (BCA). Finally, the accumulated current

is digitized to8 bits using a current-domain ADC.
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Figure 3.2: Detailed Circuit (a) Proposed BCA circuit, (b) reference current generator
circuit, and (c) current domain ADC.

3.1.3 Circuit Implementations

SRAM based CIM

We design dKB 8T-SRAM array with128rows and64 columns to implement 428 16
weight matrix with4-bit weights (Figure 3.1). Th#a08MHz (measured) operation of the
digital bit-line (BL/BLB) and word-line (WL) peripherals enables the real-time update of
W to support adaptive feature extraction. During A/D-VMM operation, the analog vector
Vin is applied to the A-WL (analog word-line) of all rows and thEread path oBT-cell

is used for CIM operation. The analog voltage connected to the gate of the transistor
M1 in the read path, results in a linearly proportional cell read-curiggf (vhen the cell
stores a1" (gate of M2). Thi2T path is sized to ensure M1 remains in the linear region

for the voltage range of; .

Binary-weighted BCA

The read-currents from all cells in an SRAM column are accumulated at the correspond-
ing A-RBL. The column currents from A-RBLs are weighted by their bit-signi cance

and accumulated using Binary-weighted Bit-Current Accumulator (BCA) as depicted in
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Figure 3.1. In conventional analog-CIM, each bit-line current are digitized separately, and
shift-and-add operations are performed in the digital domain [68]. In contrast, the proposed
design performs the shift-and-add operations in the analog (current) domain, eliminating
the requirements for one ADC per bit-line, extra digital logic, and registers for digital shift-
and-add. The current mirroring ratios for each column are designed to reduce the column
currents for lower signi cant bits (current fok-th bit is reduced by a factor o2® ¥)

before accumulation (Figure 3.2a). The reduction in current helps in lowering the overall

power of the BCA and ADC, thus improving ef ciency (Figure 3.3b).

Current Domain ADC

The output current from the BCA represents one element of the feature vectok (te=

W TVin(1)), which is then digitized using a8-bit current domain ADC [69]. The ADC
comprises of eight stages as shown in Figure 3.2c, where each stage compares the input
current with the reference current. Based on the comparison result, if the outfdt is

the input current of the next stage is reduced, but if the outpt@"is the input current

of the current stage is maintained as the output for the subsequent stage. This reference
current is generated using a redundant column of the SRAM array64ittumber of on

cells programmed to replicate half of the maximum current generated in a CIM operation

scenario (Figure 3.2b).

Physical Design and Area Overhead

The physical design demonstrates compact pitch-matching of the BCA and ADC across
4 columns of the SRAM (Figure 3.3d). Hence, the peripheral circuits including BCA and
ADC occupy onlyl6%of the entire core area (Figure 3.3c). This is much smaller compared
to prior work [68] that uses voltage-domain ADC, individual digitization of each bit-line

current, and/or digital shift-and-add circuits.
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Figure 3.3: AFE-CIM Chip Details.(a) Die shot and breakdown of (b) power and (c) area
(d) AFE-CIM layout and the pitch-matching of the BCA and ADC across 4 columns of the
SRAM.

Circuit Simulation Results

We simulate current-domain MAC operation of AFE-CIM as shown in Figure 3.4a. A step-
wise increase iny ) shows a corresponding increase in the accumulated current and ADC
output. The intermediate ADC outputs are the result of the faster ADC clock. Further, we
study the impact scaling of AFE-CIM dimensions on power ef ciency, compute density,

and normalized error distribution (Figure 3.4b and Figure 3.4c). We de ne linearity error

()as:
X' jexpected ADC output actual ADC outputj

=100 .
0 jexpected ADC outpuj

n=1
The post-layout simulations were performed on an SRAM array 4tttolumns and
variable rows and considerir% bits in each column i&° The power ef ciency and
compute density are higher for AFE-CIMs with more rows, thanks to higher parallelism
in (analog) computation. However, the normalized error distribution also increases with
the scaling number of rows due to the non-linearity introduced in the 2T read path and
BCA block. This non-linearity arises due to the large change in the voltages of the bit-
line (A-RBL) mirror fets with an increase in current, as the number of rows increases.

The non-scaling of the mirror fets sizes with the rows could be the primary cause of this
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Figure 3.4: Simulation results: (a) the accumulated current from the BCA and the output of
the ADC for a xed matrix, (b) Power ef ciency vs. Compute density, and (c) Normalized
error distribution box plot for various AFE-CIM.

non-linearity.

3.1.4 TestChipandMeasuremenResults

Figure 3.3 shows the chip summary, die-photo, area and power breakdown of the AFE-
CIM in 28m CMOS along with the comparison with prior works in Table 3.1. The chip's
core area is dominated by the SRAM macro, which takes up al8i8stof the total core

area but consumes only a small fraction of the total power ard2%d In contrast, the
analog peripherals (ADC and BCA) have a smaller area footprint but consume a signi cant
amount of the chip's power 80% The read/write signals for the SRAM array and the
control signals for the A/D-VMM operations are generated by a DFT block (Figure 3.1).
The test chip includes a set of Analog Voltage Generators (AVG) to generate the analog test
vectors(Vmin =~V Vmax;r j = 0:::127)using 5-bit control words, consumirg2 mw

of maximum power.
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Figure 3.5: Characterization study (a) Linearity error (b) Power consumption heatmap by
sweeping VDQRpc and VDDsca. (€) Linearity error (b) Power consumption heatmap by
sweeping VDLuem and VDDsca With optimal VDDppc = 0:75V.

Characterization Study

We perform VMM computations by modifying the; in the SRAM and measuring ADC
output and the power consumption. We rst perfo660 VMM computations for each
pair of VDDppc and VDDsca. From the measurement, we then obtain linearity errors
(Figure 3.5a) and power consumption (Figure 3.5b), We observe thesydlues within

the range 00:75t0 0:8 V and VDDgca values within the range @8 to 0:9 V correspond

to the minimum errors. We then carry out an additic2@D0random VMM computations
within this window to determine the optimal VDIpc value. We obtain the VD¢ value

of 0:75V as the best result, as it minimizes both error and power consumption. Using
the optimal VDD\pc, we characterize the effects of VREy and VDDyew ( Figure 3.5¢
and Figure 3.5d). The minimum error is obtained when the range of Wbs between

0:8 to 0:9 V and the range of VDB, is betweer0:7 to 0:75 V. We then perform2000
independent iteration of VMM runs within this window and obtain the optimal \{2pas

0:8V and VDDgcp as0:7 V resulting in minimum linearity error and power consumption.
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Figure 3.6: Linearity measurement: (a)(b) Linearity of VMM witb0 randomw; with
varyingN Vin | rst by changing the vectors and second changing\Mhg , the spread cor-
responds to the randomness of the (c)(d) Linearity and computational error histogram
of VMM with randomW and varyingN Y (red line shows the expected ADC outputs).

MAC Accuracy

The featuregy . (t)] generated by the AFE-CIM (i.e., ADC outputs) are measured con-
sidering randonW and/or varyingvi, (t). The ADC output increases linearly witf,
whenvi, = V,3F (Figure 3.6a) and with the norm of the input vectqr (6 V,REF
(Figure 3.6b). Given a xedj, and randonW , the measured ADC output for the feature
Yk (t) increases linearly with an increasejjiV « jj (Figure 3.6¢). We achieved high linear-
ity with a mean computational error @f9% using the operating point obtained from our

characterization study discussed previously (Figure 3.6d).
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Figure 3.7: Throughput measurement of AFE-CIM.

Table 3.1: AFE-CIM Comparison with Prior Works

Metric AFE-CIM VLSI'22 [67] VLSI'22 [70] | ISSCC'21[71] TCASI'21 [72]
Technology 28nm 22nm 12nm 22nm 28nm
Core Area (mm) 0.028 0.165 (excl. DAC) 0.323 0.202 0.05

Cell Type 8T-SRAM w/ Accum.| 9T-SRAM w/ C-2C SRAM 6T-SRAM Dual-SRAM
On-Chip Memory 8Kb 128Kb 8Kb 64Kb 16Kb
Clock Frequency (MHz) 200-600 145-240 800 100 214
ADC Precision 8-bit 8-bit 18-bit 16/24-bit 2-5-bit
MAC Operation Analog Analog Digital Digital Analog
Input Precision Analog 8-hit 4-8-bit 1-8-hit 5-bit
Weight Precision 4-bit 8-bit 4/8-bit 4/8/12/16-bit 2/4/8-bit
Throughput (TOPS) 0.8-2.4 0.6-1 (8b/8b) 1.343 (4b/4b)| 3.3 (4b/4b) 0.125 (5b/8b)
Area Ef ciency (TOPS/mrf) 40-120 3.64—6.1 (8b/8b) | 41.58 (4b/4b)| 16.33 (4b/4b) | 2.455 (5b/8b)
Energy Ef ciency (TOPS/W) 14.6-43.7 15.5-32.3 (8b/8b)| 121 (4b/4b) 89 (4b/4b) 147.6 (5b/8b)

AFE-CIM Throughput Measurement

The maximum AFE-CIM throughput (i.e., the bandwidth of analog input vector) is es-

timated by switching the input betwedh™ [v; = Vpax;rj = 0::127 & V. REF

n
[Vi = Vmin;rj = 0::127 and computing the swing in the ADC output. The experi-
ments were performed with a weight matrix whé&@s of bits are’1®. A higher switching
frequency reduces the ADC output swing due to the nite response time of the sample-
and-hold circuits and ADC response time (Figure 3.7). The measured througlgf is
MSPS at VDOQuem = 0:4 V, where each sample represent$28element analog vector.

For multiple randomV andv;, , on average, the chip consumé&s25mW at VDDyewm

=0:8V (Figure 3.3b). The AFE-CIM shows higher density and maximum frequency than

26



Figure 3.8: Analog CIM Inference Observations: (a) Accumulation energy scales with the
number of "1's in a column; higher counts of "1's lead to ADC saturation.

prior CIM works as shown in (Table 3.1).

3.2 Algorithmic Optimization for Energy Ef cient Analog Compute-In-Memory In-

ference using HamQ

AFE-CIM-like hardware operates directly on raw analog sensed signals and implements the
initial layers of the neural network within the machine learning pipeline. By utilizing AFE-
CIM, we reduce system power consumption through a decreased number of ADCs required
for digitization and address the data deluge problem by lowering the sensor output data
dimension. We observe that in AFE-CIM accelerators, the number of bitcells activated per
column during MAC operations is proportional to the number of '1's in the input vector. A
higher count of '1's increases energy consumption during compute-in-memory dot products
and leads to ADC saturation, as illustrated in Figure 3.8. Therefore, there is an opportunity
to reduce the energy consumption of these accelerators by imposing a speci ¢ structure on
our learned feature extractor. To achieve this, we propose HamQ, a Hamming weight-
aware quantization algorithm that reduces the number of activated bitcells by decreasing
the Hamming weight of the learned weights while maintaining the accuracy of the end task.

In the following sections, we will explain HamQ in detail.

27



Figure 3.9: HamQ Motivation.

Table 3.2: Comparison with prior works

Optimization CIM Theoretical
Methed e P Goal Redesign Analysis Task
H. Sun et al.[8] QAT ADC precisions 3 7 Image Class.
M. Li etal.[73] QAT and PTQ| HD of input se- 3 7 Image Class.
qguence
D. Przewlocka-Rus et al.[74] QAT Overall MAC 3 7 Image Class.
area power
Y. Cai et al.[75] QAT ADC precisions 3 7 Image Class.
S. Huang et al.[9] PTQ ADC precisions 3 7 Image Class.
B. Kang et al.[7] PTQ No. of ADC ac- 3 7 Image Class.
cesses
F. Liu et al.[12] PTQ BL sparsity of 3 7 Image Class.
weights
Ours QAT No. of ON bit- 7 3 Image/Speech Class.
cells

QAT and PTQ stand for Quantization Aware Training and Post Training Quantization respectively.

HD stands for Hamming Distance, BL stands for Bit-level and MAC stands for Multiply and Accu-
mulate.

3.2.1 HamQOverview

HamQ[76] isHamming weight-baseuantization-aware training framework, for energy

ef cient acceleration of ML models in ACIM. Hamming weight (HM) here refers the num-
ber of ones in a binary sequence. In ACIM, the crossbar energy is proportional to the
bit-line current as illustrated in Figure 3.9, where number of ON bit-cells results in high
crossbar power[42]. Furthermore, it is worth noting that the bit-line current has a linear im-
pact on the energy consumption for some ADC architectures [64][44][45][43]. By taking
into account the number of ON bit-cells, which represent ones in a two's complement rep-
resentation of the mapped weights, we can effectively control the upper limit of the bit-line

current. This consideration allows us to mitigate the issue of high bit-line current, which
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may persist even after energy-aware quantization in prior works that do not explicitly ac-
count for the number of bit-cells storing "1” in the bit-line. Further the reduction in number

of "1"s in the columns facilitates the activation of a greater number of rows per cycle in

the ACIM. Consequently, it leads to a notable reduction in computation latency. The main
innovation of HamQ is in a novel regularization method coupled with quantization-aware
training to have lesser number of ones in the distribution of quantized weights, so that
the two's complement representation of quantized weights is implemented with fewer ON

bit-cells when mapped to crossbar.

3.2.2 Relatedwork

Prior works have demonstrated the potential of hardware-aware quantization strategies [6].
In this work, we focus on CIM-aware quantization methods in improving energy ef -
ciency for inference tasks. Table 3.2 compares our proposed HamQ framework against
prior works. These approaches can be broadly categorized into two distinct subcategories
based on the quantization approach.

The rst subcategory consists of methods that optimize weights and activations by mod-
ifying the data distribution [8, 12, 73, 74, 75]. These approaches focus on altering the data
distribution, such as the partial sum on bit-line currents, employing various quantization
ranges and schemes, to achieve speci ¢ energy ef ciency objectives. However, it's impor-
tant to note that, they are tailored for a particular crossbar architecture. For example, H. Sun
et al. [8] and Y. Caiet al. [75] assume that ADCs with a certain precision is available to
bene t from such quantization. This speci city renders them incompatible across different
ClIMs, often necessitating a complete redesign of the CIM architecture. In contrast, HamQ
focuses on the number of ON bit-cells as a global constraint through an HM regularizer. It
is applicable to any crossbar designs in ACIMs and not constrained to a certain design of
peripheral componentg. g, n-bit ADCs).

The second subcategory focuses on nding the best quantization con gurations given
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the trained weights [9, 7, 11, 8, 10]. These methods often use heuristics to identify the
optimal bit widths {.e., mixed-precision quantization) for ADCs and weights, which mini-
mize energy consumption, while maintaining satisfactory performance. Nevertheless, they
again require certain hardware designs to support varying bit con gurations across different
layers. Moreover, these methods do not provide a theoretical analysis of their algorithms,
rather heuristically employ genetic algorithm or reinforcement learning. HamQ is sup-
ported by theoretical analysis and empirical validation, underscoring the generalizability
and robustness of our approach. Also, they are post-training optimizations whereas HamQ
is integrated into a quantization-aware training framework.

Finally, few studies have investigated regularizer-based pruning techniques [13, 14, 77]
to decrease energy consumption in ACIMs further. These methods utilize regularization
techniques to selectively prune weights, promoting more energy-ef cient operations within
the ACIM framework. However, these approaches primarily focus on word-level structural
sparsity, which, when mapped to ACIM, may not reduce the energy signi cantly due to the
higher number of ON bit-cells in a column from the non-zero weights. In contrast, HamQ
addresses bit-level sparsity by enforcing HM constraints, which, on average, reduces the

ON bit-cell current uniformly throughout the crossbar.

3.2.3 Proposedethodology

Hamming Weight based Regularization Regularization on loss functions are commonly
used to impose additional constraints during training. One popular approach is td_apply
norm of the weights, which penalizes the weights to have lower absolute values and induces
sparsity in the weight matrices. However, when dealing with non-differentiable objective,
such as Hamming weight (HM), calculating gradients becomes challenging while perform-
ing back-propagation. To address this, the Straight Through Estimator (STE) [78] are used
to compute non-zero gradient in the backward pass. STE is used to replaces the deriva-

tive of round function with either identity of hard tanh function during Quantization Aware
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Training (QAT). We propose a novel gradient estimation of HM function using STE, which
ef ciently penalizes high HM.
HamQ consists of the HM-dependent regularizer, which forces model weights to settle

at low HM ranges during training. The total loss for a classi cation task is given by:

L =Lce+ L hvw (3.1)

where CE and HMW refers to cross entropy and Hamming weight, respectively, and
is a regularization parameter. Since HM is a non-differentiable function, we propose a

thresholding based STE to allow backpropagation during QAT, as follows:

@IHMW
@w

= signk  h(w))h(w) (3.2)

wherew is a model weighth(w) is HM of the model weight, an#l is a threshold iff0; n]
for n-bit quantization. Then, the weight update from the regularizatigrtlatbackpropa-

gation {.e, w; 1= Ww; W 1)isgiven by:
Wy 1= signk  h(w; 1))h(w; 1) (3.3)

An intuitive explanation on the regularization is that a model weight with high HM is
largely increased, while the one with low HM is slightly decreased. Such unbalanced
update speed potentially leads to the fast escape of model weights from high HM ranges
while making the other weights settle at low HM ranges. Note that the HM funb{anis
assumed to consider two's complement representation of quantized model weights, hence,

we internally have an uniform linear quantization function, as follows:

(A 1)) scale
scale 21 1

Q(w) = round( ¥ (3.4)
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Figure 3.10: Hamming weight based regularization and its mechanism. (a) Hamming
weight distribution in two's complement number of 8-bit signed integers. (b) Histogram of
model weights depending on different regularization schemes. (c) Hamming weight based
regularizer with mid-level threshold, (d) high-level threshold, and (e) low-level threshold.
The colored areas under the linear function indicate the effective model weights that con-
tribute to the change of the probability Ry, andR,. Note that the high Hamming weight
range has the wider effective model weight range as the amount of model weight update is
proportional to Hamming weight.
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