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SUMMARY

This thesis focuses on designing efficient and robust algorithms for learning high-
dimensional distributions, particularly in the presence of adversarial corruptions. We address
existing challenges in robust learning in high dimension and establish new connections
between robust statistics and algorithmic solutions. In particular, we give polynomial-time
algorithms for the following two open problems: robust learning of Gaussian Mixture
Models (GMMs) and robust learning of affine transformations of hypercubes.

For GMMs, we give a polynomial-time algorithm for robustly learning a mixture of
k arbitrary Gaussians in R?, for any fixed k, in the presence of a constant fraction of
arbitrary corruptions. This resolves the main open problem in several previous works on
algorithmic robust statistics, which addressed the special cases of robustly estimating (a)
a single Gaussian, (b) a mixture of TV-distance separated Gaussians, and (c) a uniform
mixture of two Gaussians. Our main tools are an efficient partial clustering algorithm
that relies on the sum-of-squares method (building on previous work), and a novel tensor
decomposition algorithm that allows errors in both Frobenius norm and low-rank terms.

The second contribution is a polynomial-time algorithm for robustly learning an unknown
affine transformation of the standard hypercube from samples, an important and well-studied
setting for independent component analysis (ICA). Our algorithm, based on a new method
that goes beyond the limitations of the method of moments, achieves asymptotically optimal
error in total variation distance.

Lastly, we introduce a faster algorithm for the isotropic transformation of convex bodies,
whose complexity is directly tied to the KLLS (Kannan-Lovasz-Simonovits) constant. This

serves as a useful tool to high-dimensional learning and volume computation.

Xii



CHAPTER 1
INTRODUCTION

Given a collection of observations and a class of models, the central goal of machine learning
is to design efficient algorithms for finding the model in the class that best fits the data.
While this task is simple in low dimension, real-world datasets often pose challenges due
to their high dimensionality, leading to computational intractability. Recent progress has
been made in tackling these challenges in various machine learning problems, including
learning mixture models [1, 2, 3, 4, 5], phylogenetic trees [6, 7], HMMs [8], topic models [9,
10], and independent component analysis [11, 12]. These algorithms rely on the classical
assumption of input data being independently and identically distributed (i.i.d.) samples
generated by a statistical model in the given class. However, this simplifying assumption
is only approximately valid, as real datasets are typically exposed to various sources of
systematic noise. Consequently, there is a growing need for the development of efficient
algorithms that can learn models from noisy datasets with provable error guarantees. In this

thesis, we address the following question for different classes of distributions:

Question 1.0.1. Let F be a family of distributions on R%. Suppose we are given samples
generated from the following process: First, n samples are drawn from some unknown
distribution X in F. Then, an adversary is allowed to arbitrarily corrupt an e-fraction of
the samples. Is there a poly-time robust learning algorithm that finds a distribution X’ in

that is f(¢€)-close, in total variation distance, to X ?

Here f(e)-close means that we would like to achieve a dimension-independent error
guarantee even in high dimension. Note that the information-theoretical bound on the total
variation distance error is &, 1.e., if the samples are ¢-corrupted by the adversary, then it is
impossible to learn the unknown distribution within a total variation distance better than ¢.

In the following section, we will discuss more about this adversarial robust setting.

1



1.1 Robust Statistics

Robust statistics are initiated in the pioneering works of [13, 14]. More general contam-
ination models, with respect to other metrics, were studied in [15, 16]. In Section 1.1.1,
we introduce some of the contamination models. Robust statistics focuses on designing of
outlier-robust estimators that can tolerate a constant fraction of corrupted samples, with
accuracy independent of the dimension. We have no control over this small fraction of
corrupted samples. These corruptions might include very extreme outliers, and they will not
necessarily come from any model that we could predict ahead of time. These contamination
models can catch not only any kinds of corruptions, as long as these corruptions do not
affect a large fraction of the input, but also slight departures from model assumption.

In low dimension, we can achieve robust mean estimation by using the empirical median
instead of the empirical mean, and using the median absolute deviation for robust estimates
of the variance. In high dimension, robust statistics has led to the definition of robust
statistical parameters such as the Tukey median [17], a high-dimensional analogue of the
median, and the geometric median. These classical parameters are statistically sound, but
either computationally intractable [18] in high dimension or have error factors that grow
polynomially with the dimension. Similar hardness results have been shown in [19, 20] for
essentially all known classical estimators in robust statistics. These limitations, which apply
to almost all classical estimators in robust statistics, highlight the need for more efficient
solutions in high-dimensional scenarios.

Despite significant effort over several decades starting with important early works
of Tukey and Huber in the 60s, even for the most basic high-dimensional estimation
tasks, all known computationally efficient estimators were until fairly recently highly
sensitive to outliers. This state of affairs changed with two independent works from the TCS
community [21, 22], which gave the first computationally efficient and outlier-robust learning

algorithms for a range of “simple” high-dimensional probabilistic models. In particular,



these works developed efficient robust estimators for a single high-dimensional Gaussian
distribution with unknown mean and covariance. Since these initial algorithmic works [21,
22], we have witnessed substantial research progress on algorithmic aspects of robust high-
dimensional estimation by several communities of researchers, including TCS, machine
learning, and mathematical statistics. The ensuing theory has led to deep connections
between efficient robust statistics and algorithmic certificates of well-studied concentration
and anti-concentration properties of probability distributions and has resulted in robust
estimation algorithms for a range of central problems including moment estimation [12],
linear regression [23, 24], clustering [25, 26, 27], and list-decodable learning [28, 29, 30, 31,
30, 32]. In all these cases, nearly optimal guarantees are known, asymptotically matching
the statistical lower bounds for the error of the estimated parameters.

In this thesis, we develop novel techniques that lead to computationally efficient and
robust algorithms for high-dimensional distribution learning, including learning mixtures
of k arbitrary Gaussians and learning affine transformations of hypercubes. We will define

both models and give more details in Section 1.2.

1.1.1 Contamination Models

Before getting into our results, there is a fundamental question to answer: how does the
adversary manipulate the data? In this section, we define the models of robustness that we
study.

We begin by introducing the contamination model originally proposed by Huber in [14].

Definition 1.1.1 (Additive Contamination Model (Huber Model)). Given a parameter 0 <
& < 1/2 and a distribution X on inliers, we say that one can sample from X with e-additive
contamination if one can obtain independent samples from a distribution F of the following
form: a sample from F returns a sample from X with probability 1 — ¢, and otherwise returns

a sample from some unconstrained and unknown error distributions E.

In the Huber’s model, the adversary is only allowed to add outliers to the datasets. All



the originally generated points from the unknown target distribution remain unchanged. The

following contamination model generalizes the Huber’s model.

Definition 1.1.2 (Total Variation Contamination Model). Given a parameter 0 < ¢ < 1/2
and a class of distributions # on ]Rd, the adversary operates as follows: The algorithm
specifies the number of samples n. The adversary knows the true target distribution X € F
and selects a distribution F such that d1y(F, X) < €. Then n i.i.d. samples are drawn from

F and are given as input to the algorithm.

Intuitively, the parameter ¢ in Definition 1.1.2 quantifies the power of the adversary. The

total variation contamination model is strictly stronger than Huber’s contamination model.

Definition 1.1.3 (Strong Comtamination Model, [21]). Given a parameter 0 < ¢ < 1/2 and
a distribution X on inliers, an algorithm receives samples from X with e-contamination
as follows: the algorithm specifies an integer number of samples 7, and n samples are
drawn independently from the distribution X. An adversary is then allowed to inspect these
samples, remove up to €n of them and replace them with arbitrary points. The modified set

of n points are then given to the algorithm.

The strong contamination model is a strengthening of the total variation contamination,
where an adversary can see the clean samples and then arbitrarily replace an e-fraction of

these points to obtain an e-corrupted set of samples.

1.2 Summary of Contributions

This thesis answers Question 1.0.1 for Gaussian mixtures models (Section 1.2.1) and affine
transformation of hypercubes (Section 1.2.2). We also establish a useful tool for high-
dimensional learning problems: a fast algorithm for rounding any given convex body into

isotropic, in Section 1.2.3.



1.2.1 Robustly Learning of Gaussian Mixtures

One of the main original motivations for the development of algorithmic robust statistics
within the TCS community was the problem of learning high-dimensional Gaussian mixture
models. A Gaussian mixture model (GMM) is a convex combination of Gaussian distribu-
tions, i.e., a distribution on R¥ of the form M = Zle wiN (i, Z;), where the weights w;,
mean vectors p;, and covariance matrices X; are unknown. GMMs are the most extensively
studied latent variable model in the statistics and machine learning literatures, starting with
the pioneering work of Karl Pearson in 1894 [33], which introduced the method of moments
in this context.

In the absence of outliers, a long line of work initiated by Dasgupta [34, 35, 36, 37, 38,
39] gave efficient clustering algorithms for GMMs under various separation assumptions.
Subsequently, efficient learning algorithms were obtained [2, 3, 4, 40] under minimal
information-theoretic conditions. Specifically, Moitra and Valiant [3] and Belkin and
Sinha [4] designed the first polynomial-time learning algorithms for arbitrary Gaussian
mixtures with any fixed number of components. These works qualitatively characterized
the complexity of this fundamental learning problem in the noiseless setting. Alas, all
aforementioned algorithms are very fragile in the presence of corrupted data. Specifically, a
single outlier can completely compromise their performance.

Developing efficient learning algorithms for high-dimensional GMMs in the more
realistic outlier-robust setting has turned out to be significantly more challenging. This
was both one of the original motivations and the main open problem in the initial robust
statistics works [21, 22]. We note that [21] developed a robust density estimation algorithm
for mixtures of spherical Gaussians — a very special case of our problem where the
covariance of each component is a multiple of the identity — and highlighted a number
of key technical obstacles that need to be overcome in order to handle the general case.
Since then, a number of works have made algorithmic progress on important special cases

of the general problem. These include faster robust clustering for the spherical case under



minimal separation conditions [41, 42, 27], robust clustering for separated (and potentially
non-spherical) Gaussian mixtures [43, 44], and robustly learning uniform mixtures of two
arbitrary Gaussian components [45].

This progress notwithstanding, the algorithmic task of robustly learning a mixture of a
constant number (or even two) arbitrary Gaussians (with arbitrary weights) has remained a
central open problem in this field, as highlighted recently [46].

Our main contribution is to solve the above open problem as following:

Theorem 1.2.1 (Robustly Learning k-Mixtures with poly(¢)-error, Informal, see Corollary
4.6.1). There is an algorithm with the following behavior: Given ¢ > 0 and a multiset
of n = d°W poly,(1/¢) samples from a distribution F on R such that dry(F, M) <
&, for an unknown target k-GMM M = Zi.‘zl wiN(ui, Z;), the algorithm runs in time
poly(n) poly,(1/&) and outputs a k-GMM hypothesis M = Zi;l wiN (Ui, il) such that

with high probability we have that dTV(M\, M) < O(&), where ci depends only on k.

Theorem 1.2.1 gives a polynomial-time robust proper learning algorithm, with
dimension-independent error guarantee, for arbitrary k-GMMs, for any fixed k. We make a

few important remarks about Theorem 1.2.1.

1. Sample Complexity: Our algorithm succeeds whenever the sample size n satisfies
n > ng = d°W /poly(e). Statistical query lower bounds [47] suggest that 42K) sam-
ples are necessary for efficiently learning GMMs, even for approximation to constant
accuracy in the simpler setting without outliers and under the more restrictive cluster-
ing setting (where components are pairwise well-separated in total variation distance).
This provides some evidence that the sample-time tradeoff achieved by Theorem 1.2.1

is qualitatively optimal (within absolute constant factors in the exponent).

2. Handling Arbitrary Weights and Arbitrary Covariances: The algorithm of Theo-
rem 1.2.1 succeeds without any assumptions on the weights of the mixture com-

ponents, nor on the variances of components, modulo basic limitations posed by

6



numerical computation issues. Prior work [43, 44, 45], as well as the concurrent
work [48], cannot handle the case of general weights — even for the case of k = 2

components.

3. Error Guarantee: The final error guarantee of our basic algorithm is €, for some
function cj that depends only on k and goes to O when k increases. Importantly,
for any fixed k, the final error guarantee of our algorithm is a fixed polynomial in &
and independent of the dimension d. This turns out to be quantitatively close to best

possible for any robust proper learning algorithm.

We also show that the same algorithm as in Theorems 1.2.1 and 4.6.1 actually achieve
parameter estimation, i.e., imply that the recovered mixture of Gaussians is close in parame-
ter distance to the unknown target mixture. Such parameter estimation results are usually
stated under the assumption that every pair of components of the unknown mixture are
separated in total variation distance. In this work, we provide a stronger version of this
parameter estimation guarantee.

More specifically, in the theorem below, we prove that whenever the components of
the input mixture can be clustered together into some groups such that all mixtures in a
group are close (and thus, indistinguishable), there exists a similar clustering of the output
mixture such that all parameters (weight, mean, and covariances) of each cluster are close
within poly,(¢) in total variation distance. In particular this means that for each significant
component of the input mixture, there is a component of the output mixture with very close

parameters.

Theorem 1.2.2 (Parameter Recovery, See Theorem 4.7.2). Given ¢ > 0 and a multiset
of n = dOW poly,(1/¢) samples from a distribution F on R? such that drv(F, M) <
&, for an unknown target k-GMM M = Z:-;l wiN(ui, Z;), the algorithm runs in time
poly(n) poly,(1/¢) and outputs a k'-GMM hypothesis M = Zf;l wiN (Ui, S with k' < k

such that with high probability we have that there exists a partition of [ k] into k’ + 1 sets



Ry, Ry, ..., Ry such that

1. Let Wi = Y jeg,wj, i €{0,1,...,k'}. Then, for all i € [k], we have that

|W; — w;| < poly,(¢), and

dTV(N(#j,Zj),N(ﬁi,ii)) < poly(¢) VjeR;.

2. The total weight of exceptional components in Ry is Wy < poly(¢).

Our main tools are an efficient partial clustering algorithm that relies on the sum-of-
squares method, and a novel tensor decomposition algorithm that allows errors in both

Frobenius norm and low-rank terms.

1.2.2 Affine Transformations

In this section, we revisit the classical problem of learning a parallelopiped from uniform
samples and focus on designing robust algorithms that tolerate a dimension-independent
constant fraction of arbitrary outliers. Equivalently, given a outlier-corrupted version of
points x € R? obtained by applying an unknown affine transformation x — As + b to
uniform samples s from the hypercube [—1, 1], our goal is to obtain estimates of b, A.

Learning parallelopipeds (and affine transforms, more generally) is a major topic of
interest in signal processing with a long history [49, 50, 51], and many influential algorithmic
methods (see e.g., [52, 53, 54]). It is also a canonical example of learning an intersection of
halfspaces (in our case, the number of halfspaces or facets of the convex set grow linearly
in the dimension d) in the distribution-free PAC model from positive examples. In general,
learning an intersection of even two halfspaces (even with positive and negative examples)
is already a notoriously hard problem [55, 56].

The study of learning parallelopipeds from uniform samples was begun in a classical
work of Frieze, Jerrum and Kannan [57]. In addition to applications in signal processing,

their main motivation was finding algorithms learning intersections of super-constantly
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many halfspaces in a canonical special case given the strong hardness results for the problem
in general. Simply estimating the empirical mean and covariance of the transformed samples
can be used to learn the parallelopiped up to a rotation. Their key (and consequential to
several later works on the topic) observation was the facet normals of the unknown rotations
are the local maximizers of natural quartic polynomial associated with the fourth moments
of the input samples. This observation, that opens up a natural route to designing algorithms
for the problem using the method of moments, was later extensively generalized to numerous
variants of the problem [58, 59, 60, 61, 62, 63].

What if the input sample contains a small fraction of outliers? Specifically, we would
like an algorithm that takes input an e-corruption (i.e., an arbitrary ¢ fraction of the original
independent sample is arbitrarily and adversarially corrupted) of an independent sample
from x = As + b for s ~ [—1, 1]%. Information-theoretically, we can naturally expected to
recover an affine transformation As + b so that the resulting distribution is ¢e-close in total
variation to the ground truth. Could an efficient algorithm obtain such a guarantee?

Despite the progress and understanding in robust statistics finding a robust algorithm for
learning an affine transformation has thus far evaded a resolution. As we will next explain, a
key reason for this is the failure of (robust) method of moments in our setting: a primitive
that has served as a workhorse of basic subroutines in almost all the works mentioned above.

Consider a unit hypercube whose center is shifted to an unknown point p. Now the
problem simply consists of estimating . Robust mean estimation algorithms will solve
this problem to within error O(¢), i.e., one can efficiently find i s.t. ||u — fi||» = O(¢) and
this is the best possible bound. However, suppose the center of the hypercube is the origin,
and the estimated center has all coordinates equal to €/ Vd. Then, the TV distance between

the two corresponding cubes is 1 — (1 — ~]—e¢ ‘/E, very far from the best possible

_ed
<)

TV distance of O(¢). On the other hand, if one could estimate the mean with O(¢) error
in £; norm, this would result in a TV distance bound of O(¢&). This is simply because one

can bound the TV distance as the sum over the distances along the marginals, and for each



marginal it is bounded by the distance between the means. However, estimating the mean
within £ error ¢ is impossible in general, e.g., for a Gaussian. Indeed, almost all the recently
developed methods in robust statistics naturally provide guarantees for mean estimation in
¢, norm and yield no useful guarantees in our setting. Furthermore, in this example with the
mean shift, we can see even if all higher moments of two hypercubes are identical, the TV

distance between them can be large.

1— 6(ed)

Sk
N

\/

Figure 1.1: Shifting a hypercube in Euclidean norm or rotating can create very large TV
distance.

The robust covariance and higher-moment estimation methods of [42] can be used to
robustly learn the columns of A in the unknown affine transformation each to within ¢ error
in Euclidean norm (after normalizing the covariance to be the identity). However, even if we
assume the mean shift is zero, e-closeness in columns of A does not give us the dimension
independent TV error guarantee. This failure of method of moments persists even when
restricted to the special case when the unknown affine transform is simply a rotation (in
particular, simply upgrading the mean estimation procedure above will not suffice to obtain
our target guarantees). In Theorem 5.8.1 (see Section 5.8), we give a simple example to

prove that given estimates of the first f moments of the (uncorrupted) distribution up to an
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relative error of 77, any algorithm must provably incur a TV error that grows polynomially
in the dimension d so long as 1 = Q(1/d°W) (recall that off-the-shelf robust moment
estimators cannot yield an 7 = o(1)) for any ¢t = o(logd/loglog d)).

The main contribution of our work is a new polynomial time algorithm, that goes
beyond the method of moments, and allows robustly learning affine transformations with an
information-theoretically optimal estimation error (up to an absolute constant factor loss).

Specifically, we prove the following.

Theorem 1.2.3. Given X = {x1), ..., x™} an e-corrupted sample of points from an
unknown parallelopiped H = A[—1,1] + b in R, there is a polynomial-time algorithm
that outputs a parallelopiped H= A\[—l, 114 + b s.t. dTV(ﬁ, H) = O(e).

Equivalently, our algorithm produces an estimate A\, b so that
bi — b;

2 e = dmapl, <&
+ Y —— =0(¢)
) PR AP Ik s

where a(;y are rows of A and d;y are rows of A and Tt is some global permutation 1t : [d] —

[d].

Our algorithm is based on a new approach to ICA, even without outliers, that does not
rely the fourth (or any constant order) moments as in prior works. As we discuss more
in Chapter 5, a key contribution of our work is the development of a new certificate of

correctness of the estimated affine transformation that does not rely on low order moments.

1.2.3  Isotropic Transformations for Convex Bodies

We give a new algorithm for the isotropic transformation of any given convex body. This
improved rounding algorithm directly implies a faster volume algorithm. The complexity
of the algorithm is O*(n317b2), directly determined by the best possible KLS constant 1 for

isotropic logconcave densities in R”. KLS constant is a crucial concept associated with KLS
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conjecture, as defined in Section 6.1.2. This is the first direct reduction of the complexity
of volume computation to the KLS constant. With the current bound of ¢ = 6(1) (see
Secion 6.1.2), the complexity is O*(n®) and implies volume computation in the same

complexity for any convex body. No further improvement is in sight for the general setting.

Theorem 1.2.4 (Rounding). There is a randomized algorithm that takes as input a convex

body K C R" given by a membership oracle with initial point xo € K, bounds v, R>0 s.t.,
xo+ 1B, € KCRB,

and with probability 1 — 0, computes an affine transformation T s.t., TK is in near-isotropic

position, i.e., for x sampled uniform from TK,
I < Ccov(xx") <2l

The algorithm takes O(n3?1og®(Rn /r)log(1/6)) oracle queries and O(n?) time per

oracle query.

The algorithm is based on the following ideas. First, if the covariance matrix is skewed
(1.e., some eigenvalues are much larger than others), this can be detected via a small random
sample. The roundness can then be improved by scaling up the subspace of small eigenvalues.
But how to sample a highly skewed convex body? To break this chicken-and-egg problem,
we use a sequence of convex bodies obtained by intersecting the original set with balls of
increasingly larger radii:

K: = KN B(0,1),

with t starting at ¥ and doubling till it reaches R. In each outer iteration, we compute a
transformation that makes the set K; (nearly) isotropic. When K; is isotropic, we show
that Ky; is well-rounded (Lemma 6.3.6). Hence, the trace of the covariance of Ky; is O(n).

However, its eigenvalues could be widely varying. To make Ky; isotropic, we will estimate
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the larger eigenvalues using a small random sample (Lemma 6.2.11). The second idea is
that scaling up the small eigenvalues nearly doubles the size of the ball contained inside
(Lemma 6.3.4), while having a mild effect on the higher norms of the covariance (Lemma
6.3.3). The latter concept is where KLS comes in. We show that if the KLS constant for
isotropic logconcave distributions in R” is bounded by 12 < nfl’ for all n, then for any
logconcave density g with covariance matrix A (not necessarily identity), the KLS constant
is bounded as yb% S llAll, log n (Theorem 6.2.8). As we outline below, this improves the
sampling time in each inner iteration.

In the beginning, when the ball contained inside K; is small, we will use a few samples
to get a coarse estimate of the larger eigenvalue directions and scale up the orthogonal
subspace. The sampling time is higher since the roundness parameter of K; is higher. The
time per sample is roughly HZH?—ZHP when 7 is the radius of the ball inside and A is the
covariance matrix for the uniform density g on K;. As we increase 7, by a constant factor in
each step, the norm of the covariance grows much more slowly, and so the sampling time
decreases. Meanwhile, we use more samples in each step, roughly 72, and this trade-off
keeps the overall time at n3+fl? ~ n3¢2. During the process we need a warm start for each
phase; we achieve this in o) (n3) steps using the Gaussian Cooling algorithm. It is known
that yb% < [|A]l, holds for p = 2 [64], giving the O(n*3) complexity for rounding. Our
general reduction establishes that any future improvement to higher p would imply faster

rounding and volume estimation.
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CHAPTER 2
PRELIMINARIES

2.1 Logconcave Functions

Definition 2.1.1. A function f : R" — R, is logconcave if its logarithm is concave along

every line, i.e., forany x, y € R" and any A € [0, 1],

FAx +(1=A)y) = fF) f(y)' . (2.1.1)

Many common probability distributions have logconcave densities, e.g., Gaussian,
exponential, logistic, and gamma distributions; indicator functions of convex sets are also
logconcave. Logconcavity is preserved by product, min and convolution (in particular

marginals of logconcave densities are logconcave).

Definition 2.1.2. A distribution D is said to be isotropic if
]E(x) =0 and Ep(xx")=1

We say a convex body is isotropic if the uniform distribution over it is isotropic. Any
distribution with bounded second moments can be brought to an isotropic position by an

affine transformation.

2.2 Robust Estimation

We will use the following robust mean estimation algorithm for bounded covariance distri-

butions [65]:

Theorem 2.2.1 (Robust Mean Estimation for Bounded Covariance Distributions). There

is a poly(n) time algorithm that takes input an e-corruption Y of a collection of n points
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X C RY, and outputs an estimate [i satisfying

E x-( .
x~uXx H

E - E - E T
x~ux(x XNMXx)(x x)

x~y X

< O(We)
2

2

We will use the following robust covariance estimation algorithm from [12]:

Theorem 2.2.2 (Robust Covariance Estimation, [12]). For every C > 0, & > 0 and even
k € N such that Cke'=2/k < ¢ for some small enough absolute constant c, there exists
a polynomial-time algorithm that given an (corrupted) sample S outputs an estimate of
the covariance 3. € R4 with the following guarantee: there exists ng > (C + d)°®) /¢
such that if S is an e-corrupted sample with size |S| > ng of a k-certifiably C-subgaussian
distribution D over R? with mean u € R? and covariance ¥. € R, then with high

probability:

1-0)Z > >(1+06)X
for 5 < O(Ck)e!'-2/k,

We will also require the following robust estimation algorithm with Frobenius distance
guarantees proven for certifiably hypercontractive distributions in [43]. Since we obtain
estimates to the true covariance in Lowner ordering, we can obtain the subspace spanned by

the inliers exactly, project on to this subspace and apply Theorem 7.1 in [43].

Theorem 2.2.3 (Robust Mean and Covariance Estimation for Certifiably Hypercontractive
Distributions, Theorem 7.1 in [43]). Given t € N, and ¢ > O sufficiently small so that
Ctel™t « 1 for some absolute constant C > 0. Then, there is an algorithm that
takes input Y, an e-corruption of a sample X of size n with mean L., covariance L., and
2t-certifiably C-hypercontractive degree-2 polynomials, runs in time n°® and outputs an

estimate (i and )3 satisfying:

1-2/t

I'This notation means that we needed Cte to be at most ¢y for some absolute constant ¢y > 0.
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1. |ZI/2(‘u*—ﬁ) < O(CH)2e1-1/)
2

2. (1-nZ. <L < (1+n)Z. forn < O(Ck)e' /", and,

3. ‘ i/ (z - 2*) ¥

)F < (C't)O(El_l/t),

where C' = max {C, B} for the smallest possible B > 0 such that for d X d-matrix-valued

2
2
F}

The following algorithm is useful to robustly find the independent components.

=2Qzl?

indeterminate Q, I% {]ED (x"Qx —Egp xTQx)2 <B )

Theorem 2.2.4 (Theorem 1.4 in [12], see also [22]). There exists a polynomial time algo-
rithm that given an e-corrupted sample X of n points in R? drawn from a rotated cube
AH where A € R™4 is a orthogonal matrix with rows acty, - - -, A(d), outputs component
estimates i), . .., d(q) € R? with the following guarantee: the components estimates satisfy

with high probability, there exists a permutation Tt : [d] — [d] such that for any i € [d],

Ay, aiy)® = 1 - O(Ve).

2The first two guarantees here hold for the larger class of certifiably subgaussian distributions and were
proven in [12] (see Theorem 1.2). Gaussian distribution (with arbitrary mean and covariance) are t-certifiably
1-subgaussian for all ¢ and their mixtures (similar to Lemma 4.2.19 and explicitly proven in Lemma 5.4 of [12])
are f-certifiably O(1/a)-subgaussian where « is the minimum mixing weight.
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CHAPTER 3
ALGORITHM DESIGN VIA SUM-OF-SQUARES PROOFS

Semidefinite programming (SDP), as a method of convex optimization, has applications in
wide range of fields including signal processing, machine learning and etc. It is also used
as a relaxation technique in combinatorial optimization. Sum-of-Squares (SoS) extends
semidefinite programming by providing a hierarchy of SDP relaxation for handling general
(non-convex) polynomial optimization problems. In this chapter, we give a brief introduction
on SoS proofs and algorithm design via SoS, especially robust algorithms.

We refer the reader to the monograph [66] and the lecture notes [67] for a detailed

exposition of the sum-of-squares method and its usage in average-case algorithm design.

3.1 Notation

Let x = (x1,x2,...,Xxy) be atuple of n indeterminates and let R[x] be the set of polynomi-
als with real coefficients and indeterminates x1, . .., x,,. We say that a polynomial p € R[x]

is a sum-of-squares (sos) if there exist polynomials g, ..., g, such that p = q% +--+ gl

3.2 Pseudo-distributions

Pseudo-distributions are generalizations of probability distributions. We can represent a
discrete (i.e., finitely supported) probability distribution over R" by its probability mass
function D: R" — R such that D > 0 and },cqppp) D(x) = 1. Similarly, we can
describe a pseudo-distribution by its mass function by relaxing the constraint D > 0 to
passing certain low-degree non-negativity tests.

Concretely, a level-{ pseudo-distribution is a finitely-supported function D : R” — R

such that 3, D(x) = 1 and Y, D(x)f(x)? > 0O for every polynomial f of degree at most
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{/2. (Here, the summations are over the support of D.) A straightforward polynomial-
interpolation argument shows that every level-co-pseudo distribution satisfies D > 0 and is
thus an actual probability distribution. We define the pseudo-expectation of a function f on

R"™ with respect to a pseudo-distribution D, denoted ]ED(x) f(x), as

Epwf(x) = ) D)f(x) . (3.2.1)

The degree-f moment tensor of a pseudo-distribution D is the tensor
]ED(X)(I, X1,X2, ..., xn)w. In particular, the moment tensor has an entry corre-
sponding to the pseudo-expectation of all monomials of degree at most £ in x. The set of
all degree-¢ moment tensors of probability distribution is a convex set. Similarly, the set
of all degree-f moment tensors of degree-d pseudo-distributions is also convex. Unlike
moments of distributions, there is an efficient separation oracle for moment tensors of

pseudo-distributions.

Fact 3.2.1 ([68, 69, 70, 71]). For any n,{ € N, the following set has an 1O _time weak

separation oracle (in the sense of [72]):
{]ED(X)(I, X1,X2, ..., xn)®d | degree-d pseudo-distribution D over ]R"} . (3.2.2)

This fact, together with the equivalence of weak separation and optimization [72], allows
us to efficiently optimize over pseudo-distributions (approximately) — this algorithm is
referred to as the sum-of-squares algorithm. The level-¢ sum-of-squares algorithm optimizes
over the space of all level-¢ pseudo-distributions that satisfy a given set of polynomial

constraints (defined below).

Definition 3.2.2 (Constrained pseudo-distributions). Let D be a level-{ pseudo-distribution
over R". Let A ={f1 >0,f>0,..., fm > 0} be a system of m polynomial inequality

constraints. We say that D satisfies the system of constraints A at degree r, denoted
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D )? A, if for every S C [m] and every sum-of-squares polynomial & with degh +
3 max{deg f;, 7}, we have that Eph - [],cs fi = 0.

We write D ): A (without specifying the degree) if D % A holds. Furthermore, we
say that D )f A holds approximately if the above inequalities are satisfied up to an error
of 271" . |kl - T1ies Il fill, where ||-|| denotes the Euclidean norm! of the coefficients of a

polynomial in the monomial basis.

We remark that if D is an actual (discrete) probability distribution, then we have that
D ): A if and only if D is supported on solutions to the constraints A. We say that a
system A of polynomial constraints is explicitly bounded if it contains a constraint of the

form {||x||> < M}. The following fact is a consequence of Fact 3.2.1 and [72]:

Fact 3.2.3 (Efficient Optimization over Pseudo-distributions). There exists an (n + m)C).
time algorithm that, given any explicitly bounded and satisfiable system> A of m polynomial
constraints in n variables, outputs a level-{ pseudo-distribution that satisfies A approxi-

mately.

Basic Facts about Pseudo-Distributions. We will use the following Cauchy-Schwarz

inequality for pseudo-distributions:

Fact 3.2.4 (Cauchy-Schwarz for Pseudo-distributions). Let f, g be polynomials of degree

at most d in indeterminate x € RY. Then, for any degree-d pseudo-distribution C, we have
that B[ fg] < \[Eclf21\Eclg?]

Fact 3.2.5 (Holder’s Inequality for Pseudo-Distributions). Let f, g be polynomials of degree

at most d in indeterminate x € RY. Fix t € N. Then, for any degree-dt pseudo-distribution

C, we have that ]Ez[ft_lg] < (]Eg[ft])%(]ﬁg[gt])l/t~

Corollary 3.2.6 (Comparison of Norms). Let C be a degree-t* pseudo-distribution over a

scalar indeterminate x. Then, we have that E[x!]'/t > E[x! 1YY for every t’ < t.

. . . l .
I'The choice of norm is not important here because the factor 2= swamps the effects of choosing another
norm.
2Here, we assume that the bit complexity of the constraints in A is (1 + m)°W).
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3.3 Sum-of-squares proofs

Let fi, f2,..., fr and g be multivariate polynomials in x. A sum-of-squares proof that the
constraints {f; > 0, ..., f,, > 0} imply the constraint {g > 0} consists of polynomials
(Ps)sc[m] such that

9= Z ps - Iies fi. (3.3.1)

SC[m]
We say that this proof has degree { if for every set S C [m] the polynomial psITics f; has
degree at most £. If there is a degree ¢ SoS proof that {f; > 0 | i < r} implies {g > 0}, we

write:

(fiz0li<rif{g>0}. (3.3.2)

For all polynomials f,g: R” — R and for all functions F: R* — R", G: R" — RK,
H: R?” — R” such that each of the coordinates of the outputs are polynomials of the inputs,
we have the following inference rules.

The first one derives new inequalities by addition or multiplication:

Al {f 20,920y ARF{f >0}, Al {g>0}

, (3.3.3)
ﬂ}?{f+g>0} ﬂ}ﬁf, {f-9>0}
The next one derives new inequalities by transitivity:
A7 8,85 C
n — (3.3.4)
A C
Finally, the last rule derives new inequalities via substitution:
F>0 G=20
{ } }7 { } (substitution)

{F(H) > 0} bgoy {G(H) > 0}

Low-degree sum-of-squares proofs are sound and complete if we take low-level pseudo-

distributions as models. Concretely, sum-of-squares proofs allow us to deduce properties of
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pseudo-distributions that satisfy some constraints.

Fact 3.3.1 (Soundness). If D If A for a level-l pseudo-distribution D and there exists a
sum-of-squares proof ‘A |7 B, then D Iﬁ B.

If the pseudo-distribution D satisfies A only approximately, soundness continues to
hold if we require an upper bound on the bit-complexity of the sum-of-squares A }7 B (i.e.,
the number of bits required to write down the proof). In our applications, the bit complexity
of all sum-of-squares proofs will be n0® (assuming that all numbers in the input have bit
complexity #°()). This bound suffices in order to argue about pseudo-distributions that
satisfy polynomial constraints approximately.

The following fact shows that every property of low-level pseudo-distributions can be

derived by low-degree sum-of-squares proofs.

Fact 3.3.2 (Completeness). Suppose thatd > r’ > r and A is a collection of polynomial
constraints with degree at most r, and A l— (XL, x? < B} for some finite B. Let {g > 0}
be a polynomial constraint. If every degree-d pseudo-distribution that satisfies D If A

also satisfies D |r=, {g > O}, then for every ¢ > 0, there is a sum-of-squares proof

ﬂl;{g > —c}.

Basic Sum-of-Squares Proofs. We will require the following basic SoS proofs.

Fact 3.3.3 (Operator norm Bound). Let A be a symmetric d X d matrix and v be a vector in

R?. Then, we have that

2 {07 Av < [|AlL o]} .

Fact 3.3.4 (SoS Holder’s Inequality). Let fi, gi, for 1 < i < s, be scalar-valued indetermi-

nates. Let p be an even positive integer. Then,

s p s s p-1
() <(f5) (E5e)
i=1 i=1 1

i:
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Observe that using p = 2 above yields the SoS Cauchy-Schwarz inequality.

Fact 3.3.5 (SoS Almost Triangle Inequality). Let fi, fa, ..., f; be indeterminates. Then, we

have that

fiiesf (Zf) <r2t—1(zr:fi2t)

i<r i=1
Fact 3.3.6 (SoS AM-GM Inequality, see Appendix A of [73]). Let fi, f2, ..., fm be indeter-

minates. Then, we have that

ot {( Zﬂ

Lemma 3.3.7 (Spectral SoS Proofs). Let A be a d X d matrix. Then for d-dimensional

Hi<mfi} .

vector-valued indeterminate v, we have:

5 {07 Av < ||All, 0113} -

Proof. Note that v is the only variable in the proof here (A is a matrix of constants). We note
that A < ||A||, I or ||A|l,I — A is PSD and thus ||A||,I —A = QQT for some d X d matrix
Q. Thus, [|Qull3 = 0T (||All, I = A)v = [|All, ||o]l; — 0T Av. Thus, ||All, [[v]l; — 0T Av is
a sum of squares polynomial (namely ||Qov ||%) in variable v. This completes the proof.

O

Fact 3.3.8 (Cancellation within SoS, Lemma 9.2 [43]). Let a, C be scalar-valued indetermi-

nates. Then,

,C
130y faf < Ca "} 55 (a2 < O}
Lemma 3.3.9 (Frobenius Norms of Products of Matrices). Let B be a d X d matrix valued
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indeterminate for some d € IN. Then, forany 0 < A < I,

1> {IIAB|I2 < IBII3} ,

and,

> {IBAIIZ < IBIZ}

Proof. The proof of the second claim is similar so we prove only the first. We have:
B
5 {IBIE = (A + 1= A)BIIZ = I1ABI; + |1 - A)BIIF + 2u(I - A)BB" A)|

Now, A — A% > 0, thus, A — A> = RRT for some d X d matrix R. Thus, tr((A — A%)BBT) =
tr(RRTBBT) = ||BR||% - a sum of squares polynomial of degree 2 in indeterminate B. Thus,

|2 {t((A - A)BBT) > 0}. O

3.4 Robust Algorithms using Sum-of-Squares

SoS can be used as a powerful framework of designing algorithms. In this section, we
describe the framework at a high-level and give some successful examples in algorithmic

robust statistics that use SoS.

3.4.1 SoS Certificates

The key of designing an SoS algorithm is to find certificates of correctness that can be
verified in the SoS proof system. The certificates should be a set of polynomial inequalities

such that

* (Completeness) every correct solution satisfies the inequalities.

* (Soundness) every solution that satisfies the inequalities is approximately correct.

* Soundness property should have a low-degree SoS proof.
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After we get an SoS certificate for the problem, we can design the algorithm as solving
the polynomial inequality system. In general, the polynomial system is NP-hard to solve. So
instead, we relax it as a hierarchy of SDP relaxation, which is guaranteed to converge to the
correct solution when the degree goes to infinity. Since we require there is a low-degree SoS
proof of soundness, we can round the low-degree SoS relaxation to get an almost correct

solution.

3.5 Robust Algorithms with SoS

Definition 3.5.1 (Certifiably SubGaussian Distributions). A distribution D on D7 is
said to be k-certifiably C-subGaussian, if there is a degree k SoS proof of the fol-
lowing unconstrained polynomial inequality in variables v, vs,...,v4 : Ep{x,v)k <

(Ck)K2(Ep{(x, v)?)*/2. In notation, we write: }% {]ED (x, )k < (Ck)*/*(Ep(x, U}z)k/z}.

Certifiable subgaussianity asserts that the empirical k-th moments of D are bounded and
that this bound has a SoS proof of degree k. There are a series of robust algorithms using

Certifiable subgaussianity as SoS certificate as in the following results.

Theorem 3.5.2 (Robust Mean and Covariance Estimation, [12]). For every C > 0 and even
k € N, there exists a polynomial-time algorithm that given a corrupted sample S C R?
outputs a mean-estimate [l € R? and a covariance-estimate 3. € R with the following
guarantee: there exists 1o < (C + d)°®) such that if S is an e-corrupted sample with size
IS| > ng of a k-certifiably C-subgaussian distribution D over R? with mean u € RY and

covariance T € R then with high probability

I = il < O(Ck)!/2 - &=k g /2
=2 -

(1=80)T <L <(1+8)X ford < O(Ck)'/?. ¢l-1/k

< O(Ck)1/2 . gl—l/k
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For the last two bounds, we assume in addition Ck - ¢'=1/% < Q(1).

Theorem 3.5.3 (Robust Moment Estimation, [12]). For every C > 0 and even k € N,
there exists a polynomial-time algorithm that given a corrupted sample S C R? outputs
a moment-estimates 1\712 € ]Rdz, el Mk e RY with the following guarantee: there exists
1o < (C+d)°® such that if S is an e-corrupted sample with size |S| = ng of a k-certifiably
C-subgaussian distribution D over R? with moment-tensors M, € ]Rdz, ..., My € R%

such that Ck - e'=1% < Q(1), then with high probability for every r < k/2,u € R,

(M = My, u®)> < 6, - (Mo, u®) for 6, < O(Ck)'/? - e'~7/k,
Furthermore, there exist degree-k sum-of-squares proofs of the above polynomial inequalities
inu.

For harder problems such as clustering non-spherical Gaussian mixtures, the certifiable
subgaussianity is inadequate to get the soundness property. Additionally, we need the

following two analytic conditions.

Definition 3.5.4 (Certifiable Hypercontractivity). An isotropic distribution D on R is said
to be h-certifiably C-hypercontractive if there is a degree i sum-of-squares proof of the

following unconstrained polynomial inequality in d X d matrix-valued indeterminate Q:
/2
E(x"Qx)" < (Ch)" (lg(xTQx)z) :

Certifiable hypercontractivity strictly generalizes the certifiable subgaussianity property

(Definition 3.5.1) that controls higher moments of linear polynomials.

Definition 3.5.5 (Certifiable Anti-concentration). A mean O distribution D with covariance
L is 2s-certifiably (6, c)-anti-concentrated if for g5 x(x, v) defined above, there exists a

degree 2s sum-of-squares proof of the following two unconstrained polynomial inequalities
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in indeterminate v:

(x,0)% + 6% q5,5(x,0)* > 6% (v Lv)*

]g 7s,5(x,0)* < Co(vTZ0)™.

Using the above two properties, more robust results can be shown.

Theorem 3.5.6 (Robustly Clustering Gaussian Mixtures,[43, 44]). Fixn, & > 0.Let D, =
N(u(r), X(r)) for r < k be k-Gaussians such that dry(Dy, D,/) > 1 — exp(—poly(k/n))
whenver r # 1’. Then, there exists an algorithm that takes input an e-corruption Y of
a sample X = C; U Cy U ---U Cg of size n, with equal sized clusters C; drawn i.i.d.
from D; for each v < k, and with probability > 0.99, outputs an approximate clustering

|é|i8(|:i| > 1 — O(k*)(e + ). The algorithm has

Y = él U éz U---u ék satisfying min;<

sample complexity n > dOPYKIN) and running time nO@YKk/m),
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CHAPTER 4
ROBUSTLY LEARNING MIXTURES OF GAUSSIANS

This chapter is joint work with Ainesh Bakshi, Ilias Diakonikolas, Daniel Kane, Pravesh

Kothari, and Santosh Vempala, and appears as [74].

4.1 Summary of Results and Techniques

4.1.1 Our Results

In this Chapter, we focus on the total variation contamination model as defined in Defini-

tion 1.1.2.

Remark 4.1.1. Our robust learning algorithm succeeds in the strong contamination model in
Definition 1.1.3 , with the additional requirement that we can obtain two sets of independent

e-corrupted samples from the unknown mixture.

In the context of robustly learning GMMs, we want to design an efficient algorithm with
the following performance: Given a sufficiently large set of samples from a distribution
that is e-close in total variation distance to an unknown GMM M on R?, the algorithm
outputs a hypothesis GMM M such that with high probability the total variation distance
dTv(/T/(\, M) is small. Specifically, we want dTv(/T/(\, M) to be only a function of ¢ and
independent of the underlying dimension d.

The main result of this chapter is the following:

Theorem 4.1.2 (Robustly Learning k-Mixtures with poly(¢)-error, Informal, see Theorem
4.6.1). There is an algorithm with the following behavior: Given ¢ > 0 and a multiset
of n = dOW poly,(1/¢) samples from a distribution F on R? such that drv(F, M) <

&, for an unknown target k-GMM M = Zle wiN(ui, Z;), the algorithm runs in time

27



poly(n) poly,(1/¢) and outputs a k-GMM hypothesis M = Zi'{:l wiN (i, %) such that

with high probability we have that dTV(M\, M) < O(&), where ci depends only on k.

Theorem 4.1.2 gives a polynomial-time robust proper learning algorithm, with

dimension-independent error guarantee, for arbitrary k-GMMs, for any fixed k.

Discussion Before proceeding, we make a few important remarks about Theorem 4.1.2.

1. Sample Complexity and Runtime: Our algorithm succeeds whenever the sample
size n satisfies n > ng = d°%) /poly(e). The running time of our algorithm is
poly(n) poly,(1/¢). Statistical query lower bounds [47] suggest that /%) samples are
necessary for efficiently learning GMMs, even for approximation to constant accuracy
in the simpler setting without outliers and under the more restrictive clustering setting
(where components are pairwise well-separated in total variation distance). This
provides some evidence that the sample-time tradeoff achieved by Theorem 4.1.2 is
qualitatively optimal (within absolute constant factors in the exponent). We note that
the algorithm establishing Theorem 4.1.2 works in the standard bit-complexity model
of computation and its running time is polynomial in the bit-complexity of the input
parameters. We discuss the numerical accuracy required to implement our algorithm

in Appendix 4.9.

In the noiseless case, the first polynomial-time learning algorithm for k-GMMs on
RY was given in [3, 4]. In particular, the sample complexity and running time of
the [3] algorithm is (d/&)1®), for some function g(k) = K@k We observe that our
algorithm also works for the noiseless case if we set the fraction of noise to be 0 and

letn = eko(kz)

be the accuracy parameter. The running time and sample complexity in
Theorem 4.1.2 are exponentially better than the guarantees in [3, 4] if ¢ = w(1/4d),
say ¢ is a constant. When ¢ = O(1/d), our running time and samples complexity

matches the results in [3, 4]. Moreover, as we explain in Section 4.1.4, the [3, 4]
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algorithms are very sensitive to outliers and an entirely new approach is required to

obtain an efficient robust learning algorithm.

2. Handling Arbitrary Weights: The algorithm of Theorem 4.1.2 succeeds without any
assumptions on the weights of the mixture components. We emphasize that this is
an important feature and not a technicality. Prior work [43, 44, 45], as well as the
concurrent work [48], cannot handle the case of general weights — even for the case
of k = 2 components. In fact, for the special case of uniform weights, we give a
simpler algorithm for robustly learning GMMs (presented in Theorem 4.4.12). This al-
gorithm naturally generalizes to give a sample complexity and running time that grows
exponentially in 1/win, where W, is the minimum weight of any component in the
mixture. Handling the general case (i.e., obtaining a fully polynomial-time algorithm,
not incurring an exponential cost in 1/wy;,) requires genuinely new algorithmic ideas

and is one of the key technical innovations in the proof of Theorem 4.1.2.

3. Handling Arbitrary Covariances: The algorithm of Theorem 4.1.2 does not require
assumptions on the variances of components, modulo basic limitations posed by
numerical computation issues. Specifically, our algorithm works even if some of the
component covariances are rank-deficient (i.e., have directions of 0 variance) with
running time scaling polynomially in the bit-complexity of the unknown component
means and covariances. Such a dependence on the bit complexity of the input parame-
ters is unavoidable — there exist' examples of rank-deficient covariances with irrational
entries such that the total variation distance between the corresponding Gaussian and
every Gaussian with covariance matrix of rational entries is the maximum possible

value of one.

4. Error Guarantee: The final error guarantee of our basic algorithm is £, for some

function cy that depends only on k and goes to O when k increases. Importantly,

'For e.g., for unit vector v = (1/ V3,1 / V3,1 / v3,0,0, ..., 0) and for every choice of rational covariance
Y., the total variation distance between N(0,I — v ™) and N(0, L) is the maximum possible 1.
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for any fixed k, the final error guarantee of our algorithm is a fixed polynomial in &
and independent of the dimension d. This turns out to be quantitatively close to best

possible for any robust proper learning algorithm.

Robust Parameter Recovery We also show that the same algorithm as in Theorems 4.1.2
and 4.6.1 actually achieve parameter estimation, i.e., imply that the recovered mixture of
Gaussians is close in parameter distance to the unknown target mixture. Such parameter
estimation results are usually stated under the assumption that every pair of components of
the unknown mixture are separated in total variation distance. In this work, we provide a
stronger version of this parameter estimation guarantee.

More specifically, in the theorem below, we prove that whenever the components of
the input mixture can be clustered together into some groups such that all mixtures in a
group are close (and thus, indistinguishable), there exists a similar clustering of the output
mixture such that all parameters (weight, mean, and covariances) of each cluster are close
within poly, (&) in total variation distance. In particular this means that for each significant
component of the input mixture, there is a component of the output mixture with very close

parameters.

Theorem 4.1.3 (Parameter Recovery, See Theorem 4.7.2). Given ¢ > 0 and a multiset
of n = d°W poly,(1/¢) samples from a distribution F on RY such that dry(F, M) <
&, for an unknown target k-GMM M = Zle wiN(ui, Li), the algorithm runs in time
poly(n) poly,(1/¢) and outputs a k'-GMM hypothesis M = Zi‘;l wiN (i, iz) with k' < k
such that with high probability we have that there exists a partition of | k] into k’ + 1 sets

Ry, Ry, ..., Ry such that
1. Let Wi = Yjcg, wj, i € {0,1,...,k"}. Then, for all i € [k’], we have that
|W; — w;| < poly,(¢), and
drv(N(wj, Zj), N (i, ) < polyy(e) Vj € R .
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2. The total weight of exceptional components in R is Wy < poly,(¢€).

If we assume additionally that any pair of components in the unknown mixture has
total variation distance at least poly, (&), then the following result follows directly from

Theorem 4.1.3.

Corollary 4.1.4. Let M = Zi;l wiN (i, Z;) be an unknown target k-GMM satisfying
the following conditions: (i) drv(N(ui, Li), N(uj, L)) > e® forall i # j, and (ii)
S = {i € [k] : w; > W} is a subset of [k], where fi(k), f(k) are sufficiently small
functions of k. Given ¢ > 0 and a multiset of n = d°%) poly,(1/¢) samples from a
distribution F on R? such that dry(F, M) < ¢, there exists an algorithm that runs in time
poly(n) poly,(1/¢) and outputs a k'-GMM hypothesis M = Ziil wiN (Ui, 21) with k" < k
such that with high probability there exists a bijection 7t : S — [k’] satisfying the following:

Foralli € S, it holds that

|w; — Wiyl < poly(e)

—

drv(N (ui, Zi), N(tin(iy, Zn())) < polyg(e).

We note that both the pairwise separation between the components and the lower bounds
on the weights in Corollary 4.1.4 scale as a fixed polynomial in ¢ (for fixed k), which is

qualitatively information-theoretically necessary.

4.1.2 Related Prior Work

The algorithmic question of designing efficient robust estimators in high dimensions has
been extensively studied in recent years. After the initial papers [21, 22], a number of works
developed robust estimators for a range of statistical problems. These include efficient
outlier-robust algorithms for sparse estimation [75, 76], learning graphical models [77],
linear regression [23, 78, 79, 80, 81], stochastic optimization [82, 83], and connections to

non-convex optimization [84, 80]. Notably, the robust estimators developed in some of these
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works [21, 22, 65] are scalable in practice and yield a number of applications in exploratory
data analysis [65] and adversarial machine learning [85, 83]. The reader is referred to [86]
for a recent survey.

The literature also contains a relevant lower bound: [47] gave a lower bound in the
Statistical Query model for learning (fully) clusterable Gaussian mixtures without outliers,
which provides evidence that a dk) dependence is necessary in both the sample complexity
and runtime of any algorithm that learns GMMs. In particular, there is no more efficient
method known for the family of instances used in their lower bound.

In terms of techniques, our partial clustering algorithm makes essential use of the Sum-of-
squares based proofs to algorithms framework (see [66] for an exposition). This framework,
beginning with [73], uses the Sum-of-squares method to design algorithms for statistical esti-
mation problems, and has led to some of the most general outlier-robust learning algorithms.
This includes computationally efficient outlier-robust estimators of the mean, covariance,
and low-degree moments of structured distributions, with applications to ICA [12], linear
regression [23, 79, 80], clustering spherical mixtures [41, 25], and clustering non-spherical
mixtures [43, 44]. The sum-of-squares method also gives a generally applicable scheme to
handle the list-decodable learning setting [87, 28], where a majority of the input points are
corrupted, yielding efficient list-decodable learners for mean estimation [25], regression [29,
30], and subspace clustering/recovery [88, 89].

Our work also has connections to the usage of tensor decomposition algorithms for learn-
ing statistical models. [5] used fourth-order tensor decomposition to obtain a polynomial-
time algorithm for mixtures of spherical Gaussians with linearly independent means (with
condition number guarantees). This result was extended via higher-order tensor decom-
position for non-spherical Gaussian mixtures in a smoothed analysis model [90]. Fourth
order tensor decomposition has earlier been used in [57] for the ICA problem [57], and
extended to general ICA with higher-order tensor decomposition by [62]. Such results rely

on additional and non-trivial assumptions on the parameters of the mixture components in
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order to succeed, and are incomparable to our tensor-decomposition result that does not
make any assumptions on the parameters of the mixture components. Indeed, this is the key
innovation in our tensor decomposition algorithm that relaxes the guarantees on the output
(a small list of candidate parameters) under a priori bounds on distance between components
that is ensured by our partial clustering subroutine. This relaxation of tensor decomposition,
and the new procedure that accomplishes it, is a principal contributions of our work.

Our algorithm builds on the ideas in the works [43, 44] that gave efficient clustering
algorithms for any fixed number k of components, under the crucial assumption that the
components have pairwise total variation distance close to 1. In this case, the above works
actually succeed in efficiently clustering the input sample into k groups, such that each group
contains the samples generated from one of the Gaussians, up to some small misclassification
error. In contrast, the main challenge in this work is the information-theoretic impossibility
of clustering in our setting where there are no separation assumptions. As we will explain in
the proceeding discussion, while we draw ideas from [43, 44, 45], a number of significant
conceptual and technical challenges need to be overcome in the non-clusterable setting.

Our work is most closely related to the paper by Kane [45], which gives a polynomial-
time robust learning algorithm for the uniform k = 2 case, i.e., the case of two equal weight
components, and to the polynomial time algorithms [43, 44] under the assumption that the
component Gaussians are pairwise well-separated in total variation distance.

In independent and concurrent work with an earlier version of this chapter [91], [48]
gave an efficient outlier-robust parameter learning algorithm for mixtures of Gaussians
under additional assumptions. The algorithm and guarantee in [48] require three crucial
assumptions: 1) all mixing weights are bounded below by 1/f(k), where f is a function
of k, and appears in the exponent of the running time and output error, 2) all components
have covariances with eigenvalues at least poly(&/d) and at most poly(d/¢) (in particular,
the components must be full rank), and 3) every pair of component Gaussians are separated

by g(k) in total variation distance (regardless of how small the fraction of corruptions ¢ is).
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(We note that removing each of these assumptions requires significant new ideas in both the
design and the analysis of the algorithm.)

The techniques adopted in the two concurrent works ([91] and [48]) are significantly
different. On one hand, both works make essential use of advances in clustering non-
spherical mixtures [43, 44]. While [48] relies on the clustering algorithm of [44], our work
leverages a key modification to the clustering algorithm of [43] that allows us to obtain a
fixed polynomial-time algorithm. Indeed, our novel variant of clustering combined with our
new spectral clustering subroutine is the key to not incurring an exponential cost in 1/w .
After clustering, where the input mixture can be assumed to be non-clusterable, [48] uses a
sum-of-squares based algorithm for parameter estimation. In contrast, our work relies on
a new list-decoding algorithm for tensor decomposition that makes no assumption on the

underlying components.

4.1.3 Organization

The structure of this chapter is as follows: In Section 4.2, we provide relevant background
and technical facts. In Section 4.3, we describe and analyze our new tensor decomposition
algorithm. In Section 4.4, we use a sum-of-squares based approach to partially cluster a
mixture and we present a refinement of our partial clustering procedure that improves the
probability of success to a constant independent of the minimum weight of any component
in the input mixture. In Section 4.5, we give a spectral separation algorithm to identify
“thin" components. In Section 4.6, we put all these pieces together to prove Theorem 4.1.2.
Finally, in Section 4.7, we show that our algorithm in fact achieves parameter estimation

guarantees and prove Theorem 4.1.3.

4.1.4 Technical Overview

In this section, we give a bird’s eye view of our algorithm and the main ideas that go

into it. Recall that our goal is to design an efficient algorithm that takes an e-corrupted
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sample Y from a mixture of k-Gaussians M = }; w;N(u;, L;) and outputs a mixture
M\ =i WiN (i, ii) such that the total variation distance between M and /T/(\ is bounded
above by a dimension-independent polynomial in ¢ for any fixed k. Specifically, we want
the running time of our algorithm to be bounded above by a polynomial in the dimension d
and 1/ ¢, for any fixed k.

In the non-robust setting (i.e., for ¢ = 0), the algorithm of Moitra and Valiant [3] (see
also [4]), extending their work with Kalai [2], solves this problem. However, natural
attempts to adapt their method to handle outliers run into immediate difficulties. The starting
point of [3] is to observe that if a mixture of k Gaussians has every pair of components
separated in total variation distance by at least 0, then a random univariate projection of the
mixture has a pair of components that are 6/ Vd -separated in total variation distance. Their
algorithm uses this observation to piece together estimates of the mixture when projected to
several carefully chosen directions to get an estimate of the high-dimensional mixture. This
strategy meets with a major roadblock in the presence of outliers: the fraction of outliers,
being a dimension-independent constant, completely overwhelms the total variation distance
between components in any one direction making them indistinguishable?.

To a reader familiar with algorithmic robust statistics, this may not come as a surprise
— to handle outliers, one typically needs to develop a completely new algorithm, that is
new even in the outlier-free setting. Our approach diverges from the non-robust method
and instead relies on a careful interleaving of two new algorithmic primitives: (1) a new
partial clustering algorithm based on the sum-of-squares (SoS) method, and (2) a new
tensor decomposition method for decomposing a symmetrized sum of tensor powers of
d X d matrices. Briefly, there are four high-level ingredients: partial clustering, approximate
isotropy, tensor decomposition and subspace enumeration. We discuss each of these, first in

the context of a simpler algorithm with an exponential dependence on the minimum mixing

Informally speaking, one could hope to show that outliers projected into a random direction cannot be too
adversarial, but it is unclear how to use this observation not in the least because the algorithm of [3] requires a
somewhat carefully tailored choice of projections.
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weight, and then in a truly polynomial algorithm.

Main ingredients

Partial Clustering. We call a mixture partially clusterable (or well-separated) if there
is a pair of components that have total variation distance larger than 1 — Q(1). We note
that even the setting when the mixture is fully clusterable (i.e., every pair of components is
well-separated), the learning problem captures many hard special cases (such as subspace
clustering) and is highly non-trivial. Two recent works [44, 43] gave a polynomial-time
algorithm for the fully clusterable case, using the sum-of-squares method. It turns out that
the clustering algorithm of [43] (specifically, their Lemma 6.4) can be generalized (see
Theorem 4.4.2) to the partial clustering setting, i.e., the setting where we are guaranteed
to have a pair of components that are well-separated rather than every pair. Suppose « is
the minimum mixing weight. This gives an algorithm with running time of d*/ )%
partition the input sample into components so that each piece of the partition is (effectively)

an (& + poly(a/k))-corrupted sample from disjoint sub-mixtures.

Approximate Isotropic Transformation. After applying our partial-clustering algorithm,
we would like to make the mixture isotropic — that is, we would like to assume that the
mean of the mixture is =~ 0 and the covariance of the mixture is = I. In the setting with
no outliers, this is done by computing the empirical mean and covariance and applying an
appropriate affine transformation to the input points. However, in the setting with outliers,
even this task is non-trivial; in particular because we need dimension-independent error
guarantee on the estimated covariance in Frobenius norm (instead of the weaker spectral
norm). Fortunately, [43] (Theorem 7.1 and Fact 2.2.3) gives precisely such an algorithm for
robust covariance estimation that relies on the property of certifiable hyper-contractivity
(we verify that this property in our setting in Lemma 4.2.19 of Section 4.2).

After the first two steps, we can effectively assume that we are working with an &-
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corrupted sample from a mixture that is approximately isotropic and every pair of compo-
nents is not too far in total variation distance. Why is this guarantee useful? As established
in the recent works [44, 43], such a bound translates into a guarantee (with respect to
natural norms) on the parameters of the component Gaussians. In particular, in our setting,
this implies that after partial clustering plus an approximate isotropic transformation: 1)
|Zi = I|lp < poly(a, k), 2) ||uill, < 2/+/a, and 3) &; > ml for every i (recall that
a is the minimum weight in the mixture). In this case, it turns out that in order to learn

the unknown mixture with error guarantees in total variation distance, it suffices to obtain

poly, (¢)-error estimates of the p;, X;’s in Frobenius norm.

List-decodable Symmetrized Tensor Decomposition. The key first step in addressing
such a mixture was taken in the work of Kane [45], who gave a polynomial-time algorithm
to robustly learn an equiweighted mixture of two Gaussians. For this special case, after
isotropic transformation, one can effectively assume that the two means are +u and the two
covariances are [ +2.. Kane’s idea is to look at a certain tensor (“Hermite tensor’”) that can be
built using the 4-th and 6-th raw moments of the mixture. Since we must use outlier-robust
algorithms to estimate these tensors, we can obtain estimates that are accurate only up to
constant error in Frobenius norm of the tensor. Kane’s key observation is that for the special
case of k = 2 components, one can build two different Hermite tensors, one of which is
rank-one with component ~ u (and thus one can immediately “read off” u); the other only
has a tensor power of X. This second tensor is of the form T} = Sym((Z —I)® (£ —I)) + E,
where ||E||; = Ox(v/€) and Sym refers to symmetrizing over all possible permutations of
the “4 modes of the tensor”. Unlike the case of the mean, one cannot simply “read-off’>3
Y from T, but Kane gives a simple method to accomplish this. As noted in [45], it is not
clear how to extend this to non-equiweighted mixtures of k = 2 Gaussians, and going to

even k = 3 components requires substantially new ideas. This is because of several issues:

31t is helpful to visualize a single entry of this tensor for, say, the case when i, j, k, ¢ are all distinct:
ﬁ(i,j, k,f) = %(Z(i,j)Z(k, 0) + X(i, k)X(j, ) + Z(i, £)L(j, k)) + error. Notice that obtaining entries of
from Tj is formally a task of solving noisy quadratic equations.
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1) as stated, Kane’s approach does not work as is even for k = 2 when the mixture is not
equiweighted, 2) it is not known whether one can build tensors that “separate” out the
means and covariances, as [45] managed to do for k = 2, 3) the relevant tensors will not
be (symmetrizations of) rank-1 tensors, up to noise. It is worth noting, in fact, that such a
gap is information-theoretically inherent, as shown in [3]; learning arbitrary mixtures of k
Gaussians provably requires at least 2k moments of the mixture. Another way of seeing this
is by considering the parallel pancakes construction of [47], where the authors produce an
example of a mixture of k Gaussians whose first k moments match the standard Gaussian
exactly despite not being close in total variational distance. It should be noted that, in this
example, the component Gaussians are all equal to the standard Gaussian except in one
hidden direction. Thus, we cannot hope to identify the components exactly with just O(1)
many moments. The somewhat surprising fact (that we establish in more detail below) is
that after partial clustering, by looking at only the first four moments of our mixture, we
can learn all of the components up to some errors taking place along a bounded number
of hidden directions. In particular, we can learn the covariance matrices of the component
Gaussians up to some low rank error terms. We elaborate on this new idea below.

For the sake of the intuition, it is helpful to focus on the simpler case where all the means
are zero. In this case, the estimated 4th Hermite tensor (built from estimated raw moments

of degree at most 4 of the mixture) has the following form:

k
= > wSym((Zi - D@ (L - 1) +E),
i=1
where E is a 4-tensor with ||E||z = Ox(+/¢). Given the form of this tensor, it is natural to
think of applying tensor decomposition algorithms, by thinking of £; —I as a d-dimensional
vector. However, we run into the issue of uniqueness of tensor decomposition, since we are
dealing with 2nd order tensors (once we view X; — I as a d>-dimensional vector). One might

imagine computing higher-order tensors of similar forms to overcome the uniqueness issues,
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but this runs into two major complications: first, the symmetrization operation introduces
spurious terms that do not have the sum of tensor-power structure required for such an
algorithm to succeed. Indeed, this is far from just being an annoying technicality — the
recent work of Garg, Kayal, and Saha [92] addresses precisely such a tensor decomposition
problem via algebraic techniques. Unfortunately, as is explicitly pointed out as one of
the main open question in their work (see page 14), because of their reliance on algebraic
techniques, their algorithm is highly brittle and in particular, may not even be able to
handle the benign noise that comes from estimating tensors from independent (uncorrupted)
samples. (Of course, our setting has to deal with the malicious noise introduced due to the
adversarial outliers.)

Second, even if one were to get hold of the tensor without the symmetrization operation,
the only applicable tensor decomposition algorithm (recall that we do not make any gener-
icity assumptions on the components that are typically required by tensor decomposition
algorithms) is the result of Barak, Kelner, and Steurer [73]. However, while being efficient
in its dependence on the number of components, this algorithm has exponential dependence
on the target error, which is prohibitive for our purpose.

Our idea is to give up on the goal of recovering the unique decomposition of the
tensor T4 above, and start by applying an operation that is a common trick in most tensor
decomposition algorithms. In our context, this trick amounts to taking a random matrix (say,
with independent standard Gaussian entries) P and “collapsing” the last two modes of Ty
with P (i.e., computing §(i, 1) = 2k T4(i, j, k, 0)P(k,?)) to obtain a matrix Q. In the usual
tensor decomposition procedures, we are interested in proving that one can recover all the
information about the components of the tensor from Q. We will not be able to prove such a
statement here. Instead, our key observation is that one can randomly choose a matrix P of

rank poly(k) and argue that the resulting S is O (¢)-close to one of the ¥; — I up to an error
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term of O(k?) rank with poly, () probability. To see this, note that in the symmetrization
A 1
i, j, k, 0 = g(Z(i,j) QX(k, ) +X(i, k) ®X(j, {) + X(i,{) ® X(j, k)) + error

applying a rank-one matrix P to the modes k, { will reduce the first term to the matrix Z,
while the latter two terms become rank-one terms! When the tensor is a sum of k such
symmetrized tensors, we will use k such rank-one matrices, and take a linear combination
of them to get a weighted sum of the X’s plus a term of rank O(k?). As we show, the
linear combination can be chosen such that only one of the component ¥’s survives (up to
small Frobenius norm). Moreover, such a low-rank P can be obtained efficiently by simply
choosing poly(k) random rank-1 matrices and exhaustively searching over an appropriate

cover of the O(k?)-dimensional subspace spanned by them.

Subspace Enumeration for Low-rank Terms. We then show that we can use the gener-
ated estimates S and the tensors T}, for m < 4k to find a poly, (€)-dimensional subspace
V. such that the low-rank error matrix in the estimated S have their range space essentially
contained inside V.. Our next step involves a subspace enumeration over V., to output a list
of a bounded number of parameters such that a mixture defined by some k of them must be
close in total variation distance to the input mixture.

Our final step involves a relatively standard hypothesis testing procedure, using a robust
tournament that goes over each of the candidate mixtures in our generated list and finds
one that is approximately the closest in total variation distance to a (fresh) set of corrupted

samples.

An Algorithm with Exponential Dependence in 1/ &

The above ingredients suffice to derive an algorithm whose running time grows exponentially
in the reciprocal of the minimum weight of the mixture. Almost every step is exponential

in the minimum mixing weight: the partial clustering algorithm, the tensor decomposition
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algorithm, and the enumeration of the candidate subspaces that contain the low-rank terms.
Nevertheless, this gives a polynomial-time algorithm (see Theorem 4.4.12 for details) for
robustly learning arbitrary equiweighted mixtures of k Gaussians. When the weights are
not all equal, notice that we can treat any component with weight < ¢ as outliers, which
effectively means that & > . Thus, this already yields a df*/¢)-time algorithm in the

general setting.

Polynomial-time Algorithm

In order to improve this running time to have a fixed polynomial dependence on d (inde-
pendent of 1/¢), we first develop a new partial clustering method that is more efficient,
but weakens the separation guarantee of total variation distance. Our final algorithm then
involves a recursive interleaving of the partial clustering and tensor decomposition steps

together with a Recursive Spectral Clustering subroutine. We discuss these steps next.

Faster Partial Clustering. The first bottleneck in the running time guarantee of the al-
gorithm described above is the partial clustering step, so it is important to examine the
cause for the exponential dependence on the minimum weight in the running time. The
algorithm relies on a characterization of a well-separated pair of Gaussians N'(u;, X1) and
N (U2, X») in terms of three geometric distances between their parameters: 1) Mean Sepa-

ration: Jo such that (i — 2, v)? > A(vT (L) + X,)v), 2) Relative Frobenius Separation:

211/2(22 - Zl)Z_I/ZHF > A, and 3) Spectral Separation: Jv such that v "Zv > Av " Xy0
orv'Xyv > Av X v. In other words, two Gaussians are well-separated in TV distance iff
they are separated in one of the above geometric distances. The main idea of the partial
clustering algorithm is to give efficient (low-degree) sum-of-squares certificates of simulta-
neous intersection bounds that show that any cluster a natural SoS relaxation finds cannot
significantly overlap with two well-separated clusters simultaneously. This step requires

sum-of-squares certificates for two natural analytic properties: certifiable hypercontractivity
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and certifiable anti-concentration (introduced in the recent works [29, 30], and also used
in [88, 89]). The bottleneck in the running time for us is the degree of the sum-of-squares
certificate needed for certifiable anti-concentration (which grows polynomially in 1/a).
It is not known whether there is a sum-of-squares certificate of much smaller degree for
certifiable anti-concentration. To make progress here, we observe that the only usage of this
certificate occurs in dealing with spectrally separated pairs of Gaussians in the mixture. So
we give a new partial clustering algorithm that works in fixed polynomial time, whenever
there is a pair of Gaussian components separated either via their means or an appropriate
variant of the relative Frobenius distance, but it might not detect spectral separation. This

places an additional burden on subsequent steps.

Spectral Separation of Thin Components. The faster partial clustering algorithm does
not guarantee a lower bound on the minimum eigenvalues of component covariances. It
turns out that the above is the only way the algorithm can fail — one or more covariance
matrices might have a very small eigenvalue (if not, the Frobenius norm error would imply
TV-distance error). Since we have estimates of the covariances, we can find an eigenvector
along such a small eigenvalue direction. We then observe that since the mixture is nearly
isotropic (i.e., the overall variance in each direction is ~ 1), if some component has very
small variance along a direction, then the components must be separable along this direction.
We show that it is possible to efficiently cluster the mixture after projecting it to this direction,
so that each cluster has strictly fewer components. We then recursively apply the entire

algorithm on the clusters obtained, which will each have strictly fewer components.

Polynomial Complexity in the minimum weight. Our tensor decomposition also has
a dependence on the minimum mixing weight. To avoid this exponential dependence on
the minimum weight, a natural approach would be to ignore components lighter than some
threshold (that depends on the target error) and treat them as corruptions. However, this

intuitive approach runs into a difficulty. In order to get nontrivial error guarantees on the
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tensor decomposition, we need that the minimum mixing weight is significantly larger
than the fraction of outliers (since the decomposition involves generating a list of candidate
hypotheses, one of which must be accurate). To solve this problem, we show that we can
set a minimum weight threshold that depends on the number of remaining components of
the mixture, and “remove” some (but not all) components, so that the remaining mixture
has minimum weights above this threshold; and the threshold is also sufficiently larger
than the total weight of small components treated as corruptions. This makes the overall
computational complexity dependence on d truly polynomial for any fixed k, and avoids

any dependence on the true minimum mixing weight.

Robust Proper Learning with poly, (&) Error. To achieve a polynomial error and poly-
nomial time in ¢ at the same time, we need to address the two remaining bottlenecks: (1)
the exhaustive subspace enumeration within the space V., of significant eigenvalues, and
(2) the success probability in the partial clustering algorithm is exponentially small in the
mixing weight and hence necessitates super-polynomial enumeration. We use additional
techniques to reduce both dependencies (and hence the overall running time) to poly,(1/¢€).

Subspace enumeration over V. outputs a list of size with exponential dependence on the
dimension of V.. To reduce the list size of tensor decomposition, first we observe that we
can use an elementary filtering technique to denoise the data, since the number of samples
needed is small. Specifically, if the sample complexity of the algorithm is polynomial
in the dimension and error parameter, we can set both the dimension of V, and the error
parameter to be polynomials in 1/¢ (for fixed k), so that the number of samples needed
is O(1/¢). Then, with probability (1 — £)°/9) = (1), a sample of size O(1/¢) drawn
from the total variation contamination model has no noise. For such a clean sample, we can
apply a non-robust algorithm to the subspace V.. If the time complexity of the algorithm
is polynomial in the dimension and error parameter, then the running time to apply it on

V. will be poly; (&), as desired. The next step is to prove that such an algorithm exists. We
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will use the algorithm in Theorem 8 of [3]. A small technical issue is that the latter assumes
that any pair of components in the mixture has TV distance at least 6, where 6 is the error
parameter. We show that with an appropriately chosen parameter 6’ = poly(0), any pair of
components with TV distance less than 6 are close enough so that the algorithm cannot
distinguish the pair from a single Gaussian, since the algorithm only requires a polynomial
number of samples. If we merge all such pairs, any pair in the mixture is separated by ¢&’,
and then we can apply Theorem 8 in [3]. For each estimate S of the main algorithm, we
can recover the low-rank error of S by learning the mixture in the subspace V.. Combining
the estimates S and the estimates in the subspace V., we get a list of parameters of size
polyy(¢).

To improve the success probability in the partial clustering, we upgrade the clustering
algorithm further in Theorem 4.4.13. The key bottleneck in the earlier partial clustering
step is the rounding algorithm that obtains a list of candidate clusters each of size roughly
an. The rounding guarantees that any such candidate cluster cannot simultaneously contain
a significant fraction of points from two components whose covariances are separated in
Frobenius distance. However, the candidate cluster could be indiscriminate in collecting an
arbitrary subset of points from “nearby” clusters. The rounding algorithm simply guesses a
“good" partition of them, and this has an exp(—1/a) success probability.

We improve on this random guessing step in the rounding by observing that points that
come from nearby clusters must have covariances that are close in Frobenius norm. Thus,
our rounding applies a robust covariance estimation algorithm (with error guarantees in
Frobenius norm) to each candidate cluster of size roughly an and then collects candidate
clusters whenever their estimated covariances are close. We show that this procedure
coalesces the O(1/a) clusters into a collection of at most k. The random guessing step now

succeeds with exp(—k) probability resolving this bottleneck.
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Parameter Recovery.

We show that for any two Gaussian mixtures, if they are close in TV distance, their compo-
nents are also close in TV distance, which implies that we can recover the components or
the parameters of the mixture. This result generalizes Theorem 8.1 in [48], which has three
additional assumptions: (i) each component has variance at least poly(e/d) and at most
poly(d/e), (ii) each pair of components has TV distance at least poly; (&), and (iii) the mini-
mal weights of both mixtures are at least poly,(¢). [48] also proved the conclusion under
the assumption that any parameters (means and covariances) are identical or separated. We
reduce the general case to this simplification. The first step is to deal with the components
with small weights. We use a threshold &’ = poly,(¢) of weights such that if we treat com-
ponents with weights smaller than the threshold as noise, other components have weights
at least poly,(¢). The second step is a partial clustering on the union of the components
of the two mixtures, after which the components within each cluster are pairwise not too
close, i.e., have TV distance bounded by 1 — poly(¢”). Then we can modify the parameters
in each cluster slightly, so that the resulting parameters for different components are either
identical or have a minimum separation. Thus, we reduce the general case of two arbitrary
mixtures to this special case. Overall, this is a purely information-theoretic statement — for
each significant weight component of one mixture, there will be a component in the second
mixture with very close mean and covariance. We note that this is not necessarily a 1-1

mapping between components, which is impossible in general without further assumptions.

4.2 Preliminaries

Basic Notation. For a vector v, we use ||v||, to denote its Euclidean norm. For an nn X m
matrix M, we use |[M||,, = max)y|,=1 [|Mx||, to denote the operator norm of M and
IM||r =, /Zi,j Mizj to denote the Frobenius norm of M. We sometimes use the notation

M(i, j) to index the corresponding entries in M. For an n X n symmetric matrix M, we use
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> to denote the PSD/Loewner ordering over eigenvalues of M and tr (M) = Xc[,1 Mi,i to
denote the trace of M. We use UAU T to denote the eigenvalue decomposition, where U
is an n X n matrix with orthonormal columns and A is the n X n diagonal matrix of the
eigenvalues. We use M™ = UATUT to denote the Moore-Penrose pseudoinverse, where
AY inverts the non-zero eigenvalues of M. If M > 0, we use M2 = UAY2UT to denote
taking the square-root of the inverted non-zero eigenvalues.

For d X d matrices A, B, the Kronecker product of A, B, denoted by A ® B, is indexed
by (i,}),(k,¢) € [d] x [d] and has entries (A ® B)((7,]), (k,€)) = A(i, k)B(j,{). We
will equip every tensor T with the norm ||| that simply corresponds to the ¢,-norm of
any flattening of T to a vector. The notation T(:, -, x, y) is used to denote collapsing two
modes of the tensor by plugging in x, y. For a positive integer ¢ and vector v, we also use

@ =v®v...®0.
—_————

{times
We use the notation M = ;e wilN (pi, L) to represent a k-mixture of Gaussians.

The total variation distance between two probability distributions on R? with densities p, g
is defined as d1v(p, q) = %fw |p(x) — g(x)|dx. We also use E [-], Var[-] and Cov(-) to
denote the expectation, variance and covariance of a random variable.

For a finite dataset X, we will use Z €,, X to denote that Z is the uniform distribution
on X. We will sometimes use the term mean (resp. covariance) of X to refer to Eze, x [Z]

(resp. Covze,x(2)).

4.2.1 Gaussian Background

The first few facts in this subsection can be found in Kane [45].

Fact 4.2.1. The total variation distance between two Gaussians N (i1, X1) and N (u2, X2)

can be bounded above as follows:

drv (N, Z1), Nz, o)) = O((IJI — )" ] (1 — ) + HZJ{/z (X2 —X1) Z;r/an) ,
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Fact 4.2.2 (Theorem 2.4 in [45]). Let D be a distribution on R™4 where D is sup-
ported on the subset of R™4 corresponding to the set of symmetric PSD matrices. Sup-
pose that E[D] = X and that for any symmetric matrix A we have that Var[tr(AX)] =
0(62”21/21421/2”%) . Then, for ¢ < 672, there exists a polynomial-time algorithm that
given sample access to an e-corrupted set of samples from D returns a matrix 3. such that

with high probability || =~ V2(Z — £)Z-V2||r = O(av/e).

Fact 4.2.3 (Proposition 2.5 in [45]). Let G ~ N(u, L) be a Gaussian in R9. Then, we have

that

E[G®™] (i1, ..., im) = > X) T (ia,in) X) 1 (ic) -

Partitions P of [m] {a,b}eP {c}eP
into sets of size 1 and 2

We will work with the coefficient tensors of d-dimensional Hermite polynomials:

Definition 4.2.4 (Hermite Tensors). Define the degree-m Hermite polynomial tensor as

)= ) () i) () x (i) -

Partitions P of [m] {a,b}€P {c}eP
into sets of size 1 and 2

We will use the following fact that relates Hermite moments to the raw moments of any

distribution.

Fact 4.2.5 (Hermite vs Raw Moments, see, e.g., [93]). For any real-valued random vari-
able u, and m € N, max;<, | Eu’ — E. -~ 21| < 290" max; <, | E hyy(u)|. Similarly,

maxi<y | E hm(u)| < 20(m) max;<m | Eu' - E. n,1) Zil-

Fact 4.2.6 (Lemma 2.7 in [45]). If G ~ N(u, I + L), then we have that

El(Gl= ) X Eia i) ) (i) -

Partitions P of [m] {a,b}€P {c}epP
into sets of size 1 and 2
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Fact 4.2.7 (Lemma 2.8 in [45]). If G ~ N(u,I + £), then E[h,,(G) ® h,,(G)] is equal to

D & Tl X (I4) (ia, i) (X) p ) -

Partitions P of [2m] {a,b}eP {a,b}eP {c}eP
into sets of size 1 and 2 a,b in same half of [2m] a,b in different halves of [2m]

Lemma 4.2.8 (Slight Strengthening of Lemma 5.2 in [45] ). For G ~ N(u, L), the covari-

ance matrix of hy,(G) satisfies:
lcov(m(G)lop < IE [1n(G) ® hu(G)]ll,, = O (m(1 + |12l + llll,) ™" -

This follows from the proof of Lemma 5.2 in [45] by noting that the number of terms in
the sum is at most 2" times the number of partitions of [2m] into sets of size 1 and 2, which
is at most O(m)>™.

Next, we use upper and lower bounds on low-degree polynomials of Gaussian random

variables. We defer the proof of the subsequent Lemma to Appendix 4.8.

Lemma 4.2.9 (Concentration of low-degree polynomials). Let T be a d-dimensional, degree-
4 tensor such that ||T ||y < A for some A > 0 and let x,y ~ N(0,I). Then, with probability
at least 1 — 1/poly(d), the following holds:

IT ¢, 2%, y)lI7 < O(log(d)A?) .

Note that for any matrix M, (M, x ® y), where x, y ~ N(0, I), is a degree-2 polynomial
in Gaussian random variables. As a result, we have the following anti-concentration

inequality.

Lemma 4.2.10 (Anti-concentration of bi-linear forms, [94]). Let M be a d X d matrix and

let x,y ~ N(0,I). Then, for any C € (0, 1), the following holds:

P|(M,x®y) < C]E[(M,x@y)z]l < O(\/Z) .

48



4.2.2 Analytic Properties of Gaussian Distributions

The following definitions and results describe the analytic properties of Gaussian distribu-
toins that we will use. We also state the guarantees of known robust estimation algorithms

for estimating the mean, covariance and moment tensors of Gaussian mixtures here.

Certifiable Subgaussianity. We will make essential use of the following definition.

Definition 4.2.11 (Certifiable Subgaussianity (Definition 5.1 in [12])). For t € IN and an
absolute constant C > 0, a distribution 9 on R is said to be ¢-certifiably C-subgaussian if

for every even t’ < t, we have that

v/2
}% {%{x,v)t' < (Cr)!'1? (%(x,v)z) } .

Fact 4.2.12 (Mixtures of Certifiably Subgaussian Distributions, Analogous to Lemma 5.4
in [12]). Let D1, D, ..., Dy be t-certifiably C-subgaussian distributions on R, Let
P1,P2,---,Pq be non-negative weights such that 2ipvi=landp = min;<, pi. Then, the

mixture ; p; D is t-certifiably C [ p-subgaussian.

Certifiable Anti-Concentration. The first is certifiable anti-concentration — an SoS

formulation of classical anti-concentration inequalities — that was introduced in [29, 30].
In order to formulate certifiable anti-concentration, we start with a univariate even

polynomial p that serves as a uniform approximation to the delta function at 0 in an interval

around 0. Such polynomials are constructed in [29, 30] (see also [95]). Let g5,x(x, v) be a

(x,0)

multivariate (in v) polynomial defined by g5 x(x,v) = (0T Z0)* ps x ( \/ﬁ) Since ps x.
v

is an even polynomial, g5 » is a polynomial in .

Definition 4.2.13 (Certifiable Anti-Concentration). A mean-0 distribution D with covariance
L is 2s-certifiably (0, Cd)-anti-concentrated if for g5 x(x, v) defined above, there exists a

degree-2s sum-of-squares proof of the following two unconstrained polynomial inequalities
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in indeterminate v:
{(x,v)zs +06%qs,5(x,0)* > 6% (UTZU)ZS} , { ]ED 7s,5(x,v)* < Co (UTZU)ZS} .
X~

An isotropic subset X C R? is 2s-certifiably (8, C5)-anti-concentrated if the uniform

distribution on X is 2s-certifiably (6, C)-anti-concentrated.

Remark 4.2.14. The function s(0) can be taken to be O(é) for standard Gaussian distribu-

tion and the uniform distribution on the unit sphere (see [29] and [89]).

Certifiable Hypercontractivity. Next, we define certifiable hypercontractivity of degree-
2 polynomials that formulates (within SoS) the fact that higher moments of degree-2
polynomials of distributions (such as Gaussians) can be bounded in terms of appropriate

powers of their 2nd moment.

Definition 4.2.15 (Certifiable Hypercontractivity). An isotropic distribution 9 on R is
said to be h-certifiably C-hypercontractive if there is a degree-h sum-of-squares proof of

the following unconstrained polynomial inequality in d X d matrix-valued indeterminate Q:
/2
E (xTQx)" < (Ch)h( E (xTQx)Z) .
x~D x~D

A set of points X C R¥ is said to be C-certifiably hypercontractive if the uniform distribution

on X is h-certifiably C-hypercontractive.

Hypercontractivity is an important notion in high-dimensional probability and analysis
on product spaces [96]. Kauers, O’Donnell, Tan and Zhou [97] showed certifiable hypercon-
tractivity of Gaussians and more generally product distributions with subgaussian marginals.
Certifiable hypercontractivity strictly generalizes the better known certifiable subgaussianity
property (studied first in [12]) that controls higher moments of linear polynomials.

Observe that the definition above is affine invariant. In particular, we immediately obtain:
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Fact4.2.16. Given t € N, if a random variable x on R? has t-certifiable C-hypercontractive

degree-2 polynomials, then so does Ax for any A € R4,

As observed in [12], the Gaussian distribution is f-certifiably 1-subgaussian and -
certifiable 1-hypercontractive for every t. Next, we establish certifiable hypercontractivity

for mixtures of Gaussians. We defer the proofs to Appendix 4.8.

Lemma 4.2.17 (Shifts Cannot Decrease Variance). Let D be a distribution on R, Qbea

d x d matrix-valued indeterminate, and C be a scalar-valued indeterminate. Then, we have

that

2
2 {xiE@ [0t~ & fow)

Lemma 4.2.18 (Shifts of Certifiably Hypercontractive Distributions). Let x be a mean-0

< E |- C)Z]} .

random variable with distribution D on RY with t-certifiably C-hypercontractive degree-2
polynomials. Then, for any fixed constant vector ¢ € R, the random variable x + ¢ also

has t-certifiable 4C-hypercontractive degree-2 polynomials.

Lemma 4.2.19 (Mixtures of Certifiably Hypercontractive Distributions). Let
D1, Ds,...,Dr have t-certifiable C-hypercontractive degree-2 polynomials on
R, for some fixed constant C. Then, any mixture D = 2. wiDj also has t-certifiably

(C/a)-hypercontractive degree-2 polynomials for & = min;<k ;>0 W;.

Corollary 4.2.20 (Certifiable Hypercontractivity of Mixtures of k Gaussians). Let M be a
k-mixture of Gaussians Y,; wiN(u;, L;) with weights w; > «a for every i € [k]. Then, for

allt € N, D has t-certifiably 4/ a-hypercontractive degree-2 polynomials.

The last line in Fact 2.2.3 asserts a bound (along with a degree 2 SoS proof) on the
variance of degree 2 polynomials in terms of the Frobenius norm of its coefficient matrix. In
the next few claims, we verify this property via elementary arguments for the two classes
of distributions relevant to this chapter. We note that whenever a distribution satisfies the

bounded variance property (without an SoS proof), it also satisfies the property via a degree

51



2 SoS proof using Lemma 3.3.7. Thus, asking for an SoS proof of degree 2 in this context
poses no additional restrictions on the distribution. Nevertheless, we provide explicit and
direct SoS proofs in the following.

We first note that this property of having certifiable bounded variance is closed under

linear transformations.

Lemma 4.2.21 (Linear Transformations of Certifiably Bounded-Variance Distributions).
For d € N, let x be a random variable with distribution D on R such that for d x d
matrix-valued indeterminate Q, l% {]EXND(XTQX —-EpxTQx)* < ”Zl/zQZI/Z”i}. Let
A be an arbitrary d X d matrix and let X’ = Ax be the random variable with covariance

Y = AAT. Then, we have that

Q T ’ T "2 ‘ 71/2 /I/ZH2
E (X' Ox-Ex" Qx)*<||Z r )
IT{X,ND,( Qx' -~ Ex'TQx') Qx|

Lemma 4.2.22 (Variance of Degree-2 Polynomials of Standard Gaussians). We have that

2
I%{ E (xTQx— E xTQx) <3||Q||§}.

N(0,I) N(0,I)

Remark 4.2.23. As is easy to verify, the same proof more generally holds for any distribution

that has the same first four moments as the zero-mean Gaussian distribution.

As an immediate corollary of the previous two lemmas, we have:

Corollary 4.2.24 (Variance of Degree-2 Polynomials of Zero-Mean, Arbitrary Covariance

Gaussians). For any 0 < ¥, we have that

2 2
l%{ E (xTQx— E )xTQx) < 3“21/2Q21/2“F} .

N(0,Z) N(©O,Z

We next prove that the same property holds for mixtures of Gaussians satisfying certain

conditions.
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Lemma 4.2.25 (Variance of Degree-2 Polynomials of Mixtures). Let M = ), w;D;
be a k-mixture of distributions Dy, D», ..., Dy with means |; and covariances L;. Let
p = > wiu; be the mean of M. Suppose that each of D1, D, ..., Dy have certifiably

C-bounded-variance i.e. for Q: a symmetric d X d matrix-valued indeterminate.

Q T ’ a "2 11/2 71/2 2
IT{x/]PDi(x Q¥ - E¥'TQx) <c(2 or “P .

Further, suppose that for some H > 1, ||u; — ‘u||§, |1Zi = I|lp < H forevery 1 <i < k.

Then, we have that

s

(xTQx - E [xTQx])2

x~M

< 100CH? ||Q||1%} .

As an immediate corollary of Lemma 4.2.21 and Lemma 4.2.25, we obtain:

Lemma 4.2.26 (Variance of Degree-2 Polynomials of Mixtures of Gaussians). Let
M = Y, wiN(ui, i) be a k-mixture of Gaussians with w; > o, mean 4 = ); Wil
and covariance ©. = Y, wi((ui — p)(pi — )7 + Zi). Suppose that for some H > 1,
||Z+/2(Zi — Z)Z+/2”F < H forevery 1 < i < k. Let Q be a symmetric d X d matrix-valued

indeterminate. Then for H = max{H, 1/a},

< 100H"?

Q
lT {XFM

(xTQx - E [xTQx])2

x~M

2
w12 21/2H -
=eet,

Analytic Properties are Inherited by Samples. The following lemma can be proven via

similar, standard techniques as in several prior works [12, 29, 89, 43].

Fact 4.2.27. Let D be a distribution on R? with mean u and covariance L. Let t € IN.

7 Zrex(1, D% = Evop(1, D)% < d=O". Here,

Let X be a sample from D such that,
F

X =X2(x — w;). Then,
1. If D is 2t-certifiably C-subgaussian, then the uniform distribution on X is t-certifiably

53



2C-subgaussian.

2. If D has 2t-certifiably C-hypercontractive degree 2 polynomials, then the uniform

distribution on X has t-certifiably 2C-hypercontractive degree 2 polynomials.

3. If D is 2t-certifiably Cd-anti-concentrated, then the uniform distribution on X is

t-certifiably 2C 6-anti-concentrated.

4. Ifl% {]EXNZ)(XTQx ~EyepxTQx)?>< C ||Q||12C}, then, for the uniform distribution
Q
Dx on X, |5 {Brepy (xTQx — Ervy x7Qx)* < 2C | QIIF} -

4.2.3 Deterministic Conditions on the Uncorrupted Samples

In this section, we describe the set of deterministic conditions on the set of uncorrupted

samples, under which our algorithms succeed. We will require the following definition.

Definition 4.2.28. Fix 0 < ¢ < 1/2. We say that a multiset Y of points in R? is an

e-corrupted version (or an e-corruption) of a multiset X of points in R? if [ X N Y| >

max{(1 — &)|X], (1 - ¢)|Y]|}.

Throughout this chapter and unless otherwise specified, we will use X to denote a
multiset of i.i.d. samples from the target k-mixture M = Zf: , wiGj, where G; = N (i, Zi).
We will use X; for the subset of points in X drawn from G;, i.e., X = Ule X;.

We will use Y to denote an ¢-corrupted version of X, as per Definition 4.2.28. In this
strong contamination model, the adversary can see the clean samples from X before they
decide on the e-corruption Y. The strong contamination model is known to subsume the
total variation contamination of Definition 1.1.2 (see, e.g., Section 2 of [21]). We note
that our robust learning algorithm succeeds in this stronger contamination model, with the
additional requirement that we can obtain two sets of independent e-corrupted samples from
M. (The second set is needed to run a hypothesis testing routine after we obtain a small list

of candidate hypotheses.)
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Our algorithm works for any finite set of points in R that satisfies a natural set of
deterministic conditions. As we will show later in this section, these deterministic conditions
are satisfied with high probability by a sufficiently large set of i.i.d. samples from any

k-mixture of Gaussians.

Condition 4.2.29 (Good Sample).
Let M = Zi;l wiN (i, L;) be a k-mixture of Gaussians in RY. Let X be a set of n points
in RY. We say that X is a good sample (satisfies Condition 4.2.29) with respect to M with

parameters (), t) if there is a partition of X as X, U Xp U ... U Xj such that:

1. Forall i € [k] withw; > v, any positive integer m < t, and any v € R,

1
- Z (,x—u)"—w; B [(©x-u)"]| <wiym! (@ o).
n x~N(ui, L)
xeX;
2. For all i € [k] and any halfspace H < R?  we have that

[1Xi OV HI/n = wi Proy z[x € HI[ <y

We will also need the following consequences of Condition 4.2.29. The first one is

immediate.

Lemma 4.2.30. Condition 4.2.29 is invariant under affine transformations. In particular,
if A(x) : R* — RY is an affine transformation, and if X is a good sample (satisfies
Condition 4.2.29) with respect to M with parameters (v, t), then A(X) is a good sample

(satisfies Condition 4.2.29) with respect to A(M) with parameters (), t).

We note that the first part of Condition 4.2.29 implies that higher moment tensors are

close in Frobenius distance.

Lemma 4.2.31. If Xis a good sample (satisfies Condition 4.2.29) with respect to M =
2 wiN(ui, L;) with parameters (v, t), then if w; > y forall i € [k], and if for some B > 0
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we have that ||y1||§ NZillop < Bforalli € [k], then for all m < t, we have that:

2
< 7/2mO(m)Bmdm )
F

E ®my _ E ®m
xeuX[x ] x~M[x ]

We note that Condition 4.2.29 also behaves well with respect to taking submixtures.

Lemma 4.2.32. Let M = Y, wiN(u;, L;). Let S C [k] with };cqsw; = w, and let
M = Yics(wi/wIN(ui, Zi). Then if X is a good sample (satisfies Condition 4.2.29)
with respect to M with parameters (y,t) for some y < 1/(2k) with the corresponding
partition being X = X1 U Xy U ... U X, then X' = |J;cq Xi is a good sample (satisfies

Condition 4.2.29) with respect to M’ with parameters (O(ky [w), t).

Finally, we show that given sufficiently many i.i.d. samples from a k-mixture of Gaus-

sians, Condition 4.2.29 holds with high probability.

Lemma 4.2.33. Let M = Zi;l wiN (ui, L;) and let n be an integer at least kt“'d' />, for
a sufficiently large universal constant C > 0, some y > 0, and some t € N. If X consists of
n i.i.d. samples from M, then X is a good sample (satisfies Condition 4.2.29) with respect

to M with parameters (y, t) with high probability.

The proofs of the preceding lemmas can be found in Appendix 4.8.

4.2.4 Hypothesis Selection

Our algorithm will require a procedure to select a hypothesis from a list of candidates that
contains an accurate hypothesis. A number of such procedures are known in the literature
(see, e.g., [98, 99, 100, 101, 102, 21]). Here we will use the following variant from [45],
showing that we can efficiently perform a hypothesis selection (tournament) step with access

to e-corrupted samples.

Fact 4.2.34 (Robust Tournament, [45]). Let X be an unknown distribution, 1 € (0, 1), and

let Hy, ..., H, be distributions with explicitly computable probability density functions that
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can be efficiently sampled from. Assume furthermore than min; <;<,(drv(X, H;)) < 1. Then
there exists an efficient algorithm that given access to O(log(n)/n?) e-corrupted samples
from X, where € < 1, along with Hy, . .., Hy,, computes an m € [n] such that with high

probability we have that dtv(X, Hy,) = O(n) .

4.3 List-Recovery of Parameters via Tensor Decomposition

In this section, we give an algorithm that takes samples from a k-mixture of Gaussians, whose
component means and covariances are not too far from each other in natural norms, and
outputs a dimension-independent polynomial size list of candidate k-tuples of parameters
(i.e., means and covariances) one of which is guaranteed to be close to the true target k-tuple
of parameters. Our approach involves a new tensor decomposition procedure that works in
the absence of any non-degeneracy conditions on the components.

The goal of this section is to prove the following theorem:

Theorem 4.3.1 (Recovering a small list of candidate parameters). Fix any a > ¢ >
0,A > 0. Let X, a good sample from a k-mixture of Gaussians M = 3 ; wiN(u;, X;)
satisfying Condition 4.2.29 with parameters y = ed 8kk=Ck for C a sufficiently large
universal constant, and t = 8k, and let Y be an e-corruption of X. Let X' be a set
of n’ = O (en/ (k> (A*+ 1/0(4)))_4Ck fresh samples from M and Z be an &e-corruption
of X!. Ifwi > a, [|uill, < % and ||Z; = I||p < A for every i € [k], then, given
k,Y,Z and ¢, the algorithm outputs a list L of at most ¢’ = O ((k5 (A4 + 1/044))4k /1]4k)
candidate hypotheses (component means and covariances), such that with probability at
least 99/100 there exist {ﬁi,ﬁi}ie[k] C L satisfying ||pi — f1ill, < O(%ﬂ) nG(k) and
=i = £il|. < O(K*) A206W), for all i € [K]. Here, n = (2k)*O(1/a + A)* g 1/(KOE)

and G(k) = m The running time of the algorithm is poly(|L|, Y|, d¥) - poly.(1/¢).

In the body of this section, we establish Theorem 4.3.1. The structure of this section

is as follows: In Section 4.3.1, we describe our first list-decodable algorithm to output a
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hypotheses list with size exponential in ¢, which is then analyzed in Sections 4.3.2-4.3.6.
In Sections 4.3.7, we then improve the above algorithm to generate a polynomial size of

hypotheses and achieve Theorem 4.3.1.

4.3.1 List-Decodable Tensor Decomposition Algorithm

In this section, we describe our tensor decomposition algorithm, which is given in pseu-

docode below (Algorithm 4.3.2).

Algorithm 4.3.2 (List-Recovery of Candidate Parameters via Tensor Decomposition).

Input: An e-corruption Y of a sample X from a k-mixture of Gaussians M =

i wiN (i, Ei).
Requirements: The guarantees of the algorithm hold if the mixture parameters and
the sample X satisfy:
1. w; > aforalli € [k],
2. luilly, < 2/Na foralli € [k],
3. NEi = Il|lp < Aforalli € [k].

4. X is a good sample (satisfies Condition 4.2.29) with parameters (y,t),
where y = ed™8kk=Ck for C a sufficiently large universal constant, and

t = 8k.

Parameters: 1 = (2k)*(Ck(1/a+A))* e, D = C(k*/(aM)), 6 = on!/(CE DY)
¢ = 100logk (T]/(k5 (A4 + 1/a4)))_4k, for some sufficiently large absolute

constant C > 0, A = 41, ¢ = 10(1 + A?)/(y/a°).
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Output: A list L of hypotheses such that there exists at least one, {[1;, ﬁi}ig x € L, sat-
isfying: ||ui — fill, < O(M) n¢%) and ||Zi - ﬁ,-”F < O(k*) Mnc(k), where

4 o
G(k) = m

Operation:

1. Robust Estimation of Hermite Tensors: For m € [4k], compute Ty, such
that Max, e[ak] ”Tm -E [hm(M)]” ¢ < 1] using the robust mean estimation

algorithm in Fact 2.2.1.

2. Random Collapsing of Two Modes of Ta: Let L' be an empty
list. ~ Repeat U’ times: For j € [4k], choose independent stan-
dard Gaussians in R, denoted by x9,yY) ~ N(0,I), and uni-
form draws ay,ay,...,a; from [-D,D]. Let S be a d x d matrix
such that for all r,s € [d], S(r,s) = 2 jefak] a;Ty(r,s,x0,y0)) =
2 jelak] 4j 2ig,held] Tu(r, s, g, )xD(g)yV(h). Add S 1o the list L.

3. Construct Low-Dimensional Subspace for Exhaustive Search: Let V be
the span of all singular vectors of the natural d X d™~" flattening Ome with
singular values > A for m < 4k. For each S € L', let Vsﬁ be the span of V

plus all the singular vectors of S with singular value larger than 5'/*.

4. Enumerating Candidates in VS’ Initialize L to be the empty list. For each
S el let Vsi/a be a 514 cover of vectors in VSI with ,-norm at most
2/\a. Enumerate over vectors [i in Viia. Let k' = Ck? and let Cyia be
a 6Y%-cover of the interval [-¢, ¢1¥. For {ti}jetx € Csis and for all

{U]'}je[k/] S V6]/4’ let Q = Zje[k’] T]'U]‘U]T. Add {[/\l,I + SA + Q} to L.
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4.3.2 Analysis of Algorithm

We analyze the three main steps of Algorithm 4.3.2 in the following lemmas. We will
prove the following three propositions in the subsequent subsections that analyze Steps 1,
2 and 3 of Algorithm 4.3.2. For Step 1, we show that when X is a good sample (satisfies
Condition 4.2.29), the empirical estimates of the moment tensors obtained by applying the
robust mean estimation algorithm to X are sufficiently close to the moment tensors of the

input mixture M.

Proposition 4.3.3 (Robustly Estimating Hermite Polynomial Tensors). For any integer
m < 4k, and A € Ry, there exists an algorithm with running time poly,,(d/€) that takes
an e-corruption Y of X, a good sample (satisfying Condition 4.2.29) with respect to M =
Zle wiN (ui, ;) with parameters y = ed™"m=C", for C a sufficiently large constant, and
t=2m. Ifw; > a, ||uill, < 2/Ve, and ||Z; = I||p < A for each i € [k], then the algorithm
outputs a tensor Ty, such that ||fm —E [hn (M)]”F < forn=0m(+1/a+A)" e

The proof of Proposition 4.3.3 is deferred to Section 4.3.3.
Next, we analyze Step 2 of the algorithm and prove that, with non-negligible probability,
randomly collapsing two modes of Ty yields a matrix S such that § — (X;—=1)=P; +Q;,

where P; has small Frobenius norm and Q; is a rank-O(k?) matrix.

Proposition 4.3.4 (Tensor Decomposition up to Low-Rank Error). Let M =
Zlew,-N(yi,Zi) be a k-mixture of Gaussians satisfying w; > a, |uill, < 2/Va,
and |Z; =I|lp < A for each i € [k]. For 0 < n < 1, let T) be a tensor such
that ||]E[h4(M)] - T4||F < 1, and let D be a sufficiently large constant multiple of
k*/(aym). For all j € [4k], let xW,yW) ~ N(0,I) be independent and aj ~
U[-D, D], where U[-D, D] is the uniform distribution over the interval [-D, D], and
let § = 2 jef4k] a]'ﬁ (-,-,x(j),y(j)). Then, for each i € [k], with probability at least
(n/ (k> (A* + 1/a4)))4k, over the choice of x'V), y') and aj, we have that S—(xi—-1I)=
Pi +Qi, where |Pilly = O(vn/a). [1Qilly = O(L%) and rank(Q:) = O(K?)
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The proof of Proposition 4.3.4 is given in Section 4.3 .4.

Finally, in Step 3, for any S such that S — (£; — I) = P; + Q;, where P; has small
Frobenius norm and Q; is a rank O(k?) matrix, we find a low-dimensional subspace V' such
that the range space of Q; is approximately contained in V’. We will use V' to exhaustively

search for O(k?) rank matrices to find candidates for Q;.

Proposition 4.3.5 (Low-Dimensional Subspace V’ for Exhaustive Search). Let M =
Zle wiN(ui, Li) be a k-mixture of Gaussians satisfying w; > a, ||uill, < 2/va, and
|1Z; —I|lp < Aforeachi € [k]. Let ||Tm -E [hm(M)]”F < 1, for each 1 < m < 4k, and
some 11 > 0. Let V be the span of all the left singular vectors of the d X d"™~! matrix obtained

by the natural flattening of T with singular values at least 21. For each 1 < i < k, let

S; =%, —1andS; be a d x d matrix such that S; — S; = P; + Qi, where ||Pi||p < 0(\/1]/04),

Q; has rank O(k?), and ||Qi|lr < O(i/%ﬁi) Let V' be the span of V plus all singular
vectors of §i of singular values at least 6 for all i. Then, for 6 = 2n1/(ck+l(k+l)!) with a

sufficiently large constant C > 0, we have that:
1. dim(V") < (0 (k(1+1/a + A))4k+5) I
2. There is a vector y; € V'’ such that ||y1- - y:”i < %\/EA.

3. There are q = O(k?) unit vectors vy,v, . .. ,0q € V' and scalars 1, 72,...,T, €

[-10(1 + A%)/(ya®), 10(1 + A?)/(yia®)| such that ||Qi— X1 twiv] |, <
o(£salr),

The proof of Proposition 4.3.5 is given in Section 4.3.5.

We can now use these propositions to complete the proof of Theorem 4.3.1.

Proof of Theorem 4.3.1. Using Proposition 4.3.3, Step 1 of the algorithm outputs esti-
mates T; for i € [4k] such that MaX,c[4k] ||fm -E hm(M)” ¢ < 11. Next, by the standard
coupon collector analysis, using Proposition 4.3.4 and repeating Step 2 of the algorithm

¢ = 100logk (n/ (k> (A*+ 1/ a4)))_4k times, guarantees that with probability at least
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1 —1/(100k)!% for every 1 < i < k, there are S; € L such that $; — (£; — I) = P; + Q; for
Pj, Qi satisfying ||Pi||p < y/n/a. [|Qillp < ifﬁﬁi and Q; has rank O(k?).

Next, Proposition 4.3.5 implies that for every such S € L', we can construct a subspace

V' = Vé,- of dimension O((k(1 + 1/ + A))4k+5/n2) such that V contains ’ that satisfies

||pi - ‘u;”; < % - V6, and there is a rank O(k?) matrix Qi with range space contained in
’ A 2

V’ such that ||Qi - Qi”F < O(%61/4A1/2).

Now, let V; C V' beart = 514 _cover, in {>-norm, of vectors with £ norm at most
2/+a in V’. Then, since |||, < %, there is a vector fi; € V; such that ||u; — {]5 <
T+ VoA < 8VBA.

Further, there exist Ty, T2, ... Toge) in a T-cover of [—10(1 + A%)/(ya’), 10(1 +

2
Ok )TiviviT - Qi“F <

Az)/(\/ﬁas)] and vectors v1,02,...,0o2) € V¢ such that |37

O(k*5'AY2/q). In particular, £; = I + § — Z?:(fz) 7;0;v; satisfies

|Zi - Zi|, =o(ym + O 4.3.1)

k461/4A1/2 k451/4A1/2
() o)

The size of this search space for every fixed S € L’ can be bounded above by

( LA )O(deim(V’))

S . Thus, the size of L can be bounded from above by

4 4k 5\ O(K>dim(V"))
ks(A 1 ) -(1+A ) <exp(log(l/e)(k+1/0¢+A)O(k)/172) .

—_ + —_
n  a*n oyMa’

This completes the proof. O

4.3.3 Robust Estimation of Hermite Tensors

In this section, we will prove Proposition 4.3.3.

Proof of Proposition 4.3.3. Consider the uniform distribution on the uncorrupted sample X.
We want to analyze the effect of applying the robust mean estimation algorithm (Fact 2.2.1)

to the points /i, (x), for x € X. In order for us to apply Fact 2.2.1, we need to ensure that
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the uniform distribution on {/,,(x)}xex has bounded covariance. This step gives us a good
approximation to [Ey x /1, (x). In order for us to obtain an approximation to E /,,(M), we
need to bound the difference between E h,, (M) and E,. x h,,(x). We will do both these
steps below.

The second part is immediate. By the definition of /,,(X), we have that

< Z m2d

F j<m/2

% Z £@m-2)) _ | Aq®0m-2))
| | xeX

o O i) = El (M)

xeX

F

By Lemma 4.2.31, this is at most O(1 + A + l/a)mmo(’”)d’”/z)/ < /2. We note that a

similar argument bounds

1
= (1)@ (x) = By (M)®In(M)|| < 1.
X
xeX F
Let us now verify the first part. We proceed via bounding the opera-

tor norm of the covariance of h,;(M). We can then use the bound on the
‘ﬁ Yvex hm(x)®hy(X) — E hyy(M)®h (M)
HW” erX hm(x)hm(x)T op

the 2m-th empirical Hermite moment tensor of X). This will complete the proof.

Frobenius norm

to get a bound on
F

(the operator norm of the canonical square flattening of the of

Let G; = N(ui, X;) be the components of M. We have that

cov(hm(M)) = Z w;Cov(hu(G;))
i€[k]

+3>" wiw; (Bl (Gi)] = Elhn(G)) (Elhn(G)l ~ ELhn(Gp) "
i,jelk]

(4.3.2)

By Lemma 4.2.8, we have that for all i € [k], it holds
m 2m
ICov(in(G)llop = O (m(1 + il + I1Z: = 1) = O (m(1 +2/Va +8)) ",
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where for any matrix M, ||M||,, = maxy,=1 [|[Mu]|, is the operator norm of the matrix.

Further, for any i, j € [k],

| L (ol = L (G)1) (L (Gl = L G)]) | = L Go)] ~ B (G

=0 (m(1+1/a+A)*" .

(4.3.3)

This claim follows from the triangle inequality of the operator norm. |

4.3.4 List-Recovery of Covariances up to Low-Rank Error

In this section, we prove Proposition 4.3.4. We first set some useful notation. We will write
S; &ef Y; — I throughout this section. We will also use S; to denote S; + 1; ® u;.
We first show that for every i, there exists a matrix P such that (Zie[k] w;S; ® S| ) (,-, P)

is close to S;.

Lemma 4.3.6 (Existence of a 2-Tensor). Under the hypothesis of Proposition 4.3.4, for each
i € [k, there exists a matrix P such that ||P||y = O(1/(yna)) and ||T4’ (,,P)— S;”F =
O(\/T]/_Oz), where T] = (Zie[k] wiS' ® S;)

Note that throughout this section it will be useful to think of T, as a d? x d? matrix rather
than as a tensor. In this case, we can think of T, as Zle wi(S/)(S ;)T. From standard facts
about positive semidefinite matrices it follows that S’ is in the image of T,, and Lemma
4.3.6 is just a slightly robustified version of this (saying that we can find an approximate
preimage that it not itself too large).

The proof of this Lemma 4.3.6 will involve linear programming duality with an infinite
system of constraints. As the application of duality with infinitely many constraints has

some technical issues, we state below an appropriate version of duality.

Fact 4.3.7 (Linear Programming Duality for Compact, Convex Constraint Sets). Let K C

R"™*! be a compact convex set. There exists an x € R" so that (x,1) -z > 0 for all z € K if
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and only if there is no element (0,0, ...,0,a) € K for any a < 0.

This fact can be proved by noting that if no such a exists, there must be a hyperplane
separating K from the set of such points (0, ). This separating hyperplane will be of the
form (z,y) € H if and only if y = x - z for some x and this x will provide the solution to

the linear system.

Proof of Lemma 4.3.6. To show that such a P exists for each i, we apply linear programming
duality. In particular, the conditions imposed on P define a linear program, which has a
feasible solution unless there is a solution to the dual linear program. For sufficiently large

constants ¢ and ¢, consider the following primal in the variable P:

v,P)y < — ||lv YV v e R™ (4.3.4)
F

x/ﬁ
(u,T;(-,-,P) = S) < cofiy llullp V u e R™, (4.3.5)

It is not hard to see that ||Pl|y < ﬁ if and only if (4.3.4) holds for all v and

||T4’ (,-,P)- S;”F < c24/n/a if and only if (4.3.5) holds for all u. Throughout the proof,
we suggest that the reader think of u and v as vectors in d>-dimensional vector space.
Our goal is to show that there exists a feasible solution P such that (4.3.4) and (4.3.5)

hold simultaneously for all 1, v € R, We first note that this is equivalent to saying that

(@, P+ {1, T{ (-, P)) = {u,S) < —||v||F+c2f||u||F . 436)

for all u,v € R, This is not quite in the form necessary to apply Fact 4.3.7, so we note

that this is in turn equivalent to saying that
(0, Py +(u, T, (-,-,P)) = (u,Siy <1, (4.3.7)
for all u,v € R 5o that — [[v]lp + coyM llullp < 1, and u € span{S’}. As this is a
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convex set of linear equations, we have by Fact 4.3.7 that there exists such a P unless there
exists such a pair of u and v so that the coefficient of P in Equation (4.3.7) is 0 and so that
the resulting inequality of constants is either false or holds with equality. In particular, the
coefficient of P vanishes if and only if v = =T, (u, -, -). We then get a contradiction only if

for some u € span{S’}

—(u, ) > 1> % T2 G-, )|, + cor el (4.3.8)

We claim that this is impossible.

In particular, squaring Equation (4.3.8) would give

2

u,S’ 22 S u,-, ). +c u
(.51 > (< Tl + eyl o

> =11 G, g - Dl

for some large enough constant ¢ > 1, where the last inequality follows from the AM-GM

inequality. However, using the dual characterization of the Frobenius norm, we have

(0, Ty ()

Il ””“F

Ty ) > (u,8)" (4.3.10)

where the last inequality follows from T4’ containing a w;S; ® S; term, and the other terms

contributing non-negatively. Rearranging Equation (4.3.10), we have

’ 2 1 ’ 1 ’
<T/l, Sl> < w_z ||T4 (u/ ‘r )||F ||u||F < E ||T4 (M, 'y )||F ||u||F :
This contradicts Equation (4.3.9) unless T, (u, -, -) = 0. This therefore suffices to prove the
feasibility of the primal. O

We have thus shown that there is some matrix P so that T, (P, -, -) suffices for our

purposes. We need to show that our appropriate random linear combination of x'/) ® y(j )
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suffices. In fact, we will show that with reasonably high probability over our choice of
x1), y\) that there is some linear combination of the x\/) ® /) (with coefficients that are
not too large) so that their projection onto the space spanned by the S7 (which is all that
matters when applying T}) equal to P.

For the sake of intuition, we note that if we removed the bound on the coefficients, we
would need that the projections of the x @ y(j ) spanned span{S; }. Since there are at least k
of them, this will hold unless there is some v € span{S;} so that v is orthogonal to all of the
x0 @ y(f ). This shouldn’t happen because each x/) ® y(f ) is very unlikely to be orthogonal
to 0.

To deal with the constraint that the coefficients are not too large, we use linear pro-
gramming duality to show that there will be a solution unless there is some v that is nearly
orthogonal to all of the 0 @ y(j ), Again, this is unlikely to happen for any individual term,
and thus, by independence, highly unlikely to happen for all j simultaneously. Combining

this with a cover argument will give our proof.

Lemma 4.3.8 (Existence of a Bi-Linear Form). Given the preconditions in Proposition
4.3.4, with probability at least 99/100 over the choice of xV), y\), there exist bj € [-D, D]
for j € [4k], where D = O(k4/(\/ﬁa)), such that the projection 0fZ§.:1 b]'x(j) ® y(j) onto

the space spanned by the S; is P, where P satisfies the conclusion of Proposition 4.3.6.

Proof. To prove this lemma, we again use a linear programming based argument. Consider

the following (primal) linear program in the variables b;, for j € [4k]:

22 bi(s;, xV @ yVy = (s, P) V i€ [k] 4.3.11)
jelak]

-D<bj<D V j e [4k] (4.3.12)

We note that a set of b; satisfying Equation (4.3.11) will have the projection of

> jel4k] b ]'x(j )® y(j ) onto the span of the S’ be the same as the projection of P, and that if the
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b;’s satisfy Equation (4.3.12) then we will have |b;| < D for all j. Thus, it suffices to show
that with high probability over our choice of /) and y(j ) that the above system is feasible.

We will show this by linear programming duality (since this is now a finite system of
equations, we can use standard results rather than Fact 4.3.7). In particular, we have that
Equations (4.3.11) and (4.3.12) are simultaneously satisfiable unless there are real numbers

¢; and non-negative real numbers z;, z; so that

=

ZCZZZ?<S D @ yDy + Z(z]—z)b ch« ,P) + Z(z]+z)D

i=1  je[4k] jel[4k] i=1 jel4k]

yields a contradiction. Setting v = Zle ¢S}, the above simplifies to

Z ((v xU) ®y(])) +2zj— 2 ) (v, P) + Z (zj + 2 )D (4.3.13)

jel4k] jel4k]

We note that in order for Equation (4.3.13) to be a contradiction, it must be the case that the

coefficients of b j are all 0. In particular, we must have
z; ~z; = (v, Pt ]/(j)>
for all j. In particular, this means that
zj + z;. > ‘(v, V@ y(j))‘ )
In such a case, the right hand side of Equation (4.3.13) will be at least

(v,P) + Z |<v,x(j)®y(j))‘D

jel4k]

Therefore, Equation (4.3.13) can only yield a contradiction if there exists a v € span{S;} SO
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that

(v,P) < — Z ‘(v xV ey D (4.3.14)
jel4k]

We want to show that with high probability over our choice of x'/), y(j ) that there is no

v € span{S’} satisfying Equation (4.3.14). In fact, we will show that for every such v that

P O R 2

JE[4k]

We can scale v so that ||v]| = 1, and it suffices to show that

> K x(7)®y(7)>‘ (‘/_aD) (4.3.15)

jel4k]

. . IV et 1o .
holds for all unit vectors v in span{S Z.} with high probability.

Since we need to show that infinitely many equations all hold with high probability, we
will use a cover argument. In particular, we can construct C, a t-cover for all unit vectors v
W). Since this is a cover of a unit sphere in

a k-dimensional subspace, we can construct such a cover so that |C| = O(1/ T)k. Replacing

in the span of the S; , where we take T = (

v with the closest point in C, denoted by v’, it suffices to show that with high probability for

all v that
Z )<U,x(]’>®yu>>‘ S Z ‘<0/,x(]’) ®y(]’)>‘_ Z |<v NG ®y(j)>‘ S ( ZCID)'
jel4k] jel4k] jelak] Via

(4.3.16)

We begin by bounding the terms
jEl4k]

For this we notice by Cauchy-Schwartz that each term is at most ||v — v’||p times the

Frobenius norm of the projection of x @ y(j ) onto the span of the S’. We note that for any
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k-dimensional subspace W with orthonormal basis w1, . .., wx we have that

t|

k
; A 112 . A\ 2

=1

k.

Therefore, with high probability over the choice of x), y(j) each of the projections of
x7 @ y(j ) onto the span of the S : has Frobenius norm CN)(\/E) Therefore, if this condition

holds over our choice of x/) and y(j ), we can show Equation (4.3.16) if we can show that

1) g 1) c1 201\ _ A2
‘ v, 2V ey ‘ > ( ) > ( ) tO(k”?) (4.3.17)
j;{] < > JiaD JiaD

forall v’ € C.
Each term in Zje[4k] (U’, x() ®y(j)> is a random bi-linear form given by z; =

2t peld) Vp p* 2])3/;] ', Then, we have that E |zj] =0and

2
2| — MO0 N - 0G0, . G
]E[z].]—]E Z Uep ¢ Yp = Z ]E[vl,pvg,p,xf Xo'Yp yp]
{peld] LUpp
2 2
’ () ()
= 3% (o) | ()| 2| ()]
tpeld]
=1,
where the last equality follows from 77’F =1.
Using Lemma 4.2.10 with C = \/%‘;ID,
1/2
261
. 4.3.18
Pl < ] < (525 R

However, we note that Equation (4.3.17) will hold unless |z ]'l forall j € [4k]. Since

\/_aD
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the z j’s are independent, we conclude that

Z ‘<v x(7)®y1)>‘ \/_aD <o(\/ﬁC;D)2k. (4.3.19)

jel4k]

Since the above argument holds for any v” € C, we can union bound over all elements

in the cover C, and the probability that there exists a 7’ in the cover that does not satisfy
2k

Equation (4.3.17) is at most O (kz\/ﬁaD)k ) (%) . Setting D to be a sufficiently

large multiple of (k*/(y/7a)) suffices to conclude that with probability at least 1 — 1 /poly(k),

the primal is feasible. O

Proof of Proposition 4.3.4. We begin by bounding the Frobenius norm of Ta. Let Th =

E[h4(X)]. It then follows from Lemma 4.2.6 that

Ty =Sym | > w; (35 ® Si +65; ® uf2 + ) | . (4.3.20)
i=1

Further, ||S; ® Si||z < ||S; ||p

22| < ISill lill; < 4A/a, and [|u®Y||, <
||[Ji||2 < 16/a?. Since T, is an average of terms of the form 5?2, Si ® y?z and ‘u‘f"‘,
and each such term is upper bounded, we can conclude that ||T4||, = O(A? + 1/a?), and
by the triangle inequality that ||7A“4||F < O(A?+1/a’?+1). Let S! = S; + u® and let
T, := Zle Wi (S: ® S’ ). We can then rewrite Equation (4.3.20) as follows:

4

T, = Sym| > w; (35]® §] —2u%*) | . 4.3.21)
i=1

For j € [4k], let x), y) ~ N(0, I). Collapsing two modes of T4, it follows from Equation
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(4.3.21) that for any fixed j,
7, ( L xl), ym) - (ﬁ - T4)(-, Xl y@) LT, ( ) ym)
= (T4 - T4)(., x) ym) + Sym (Z w; (35/® S/ — 2#?4)) ( xl) y(n)

i=1

_ (ﬁ ST+ T4)(-, ,,xu),y(]’)) £ w; (ng@) ® (5;y<j>)

ielk]
> W, (5;y<f)) ® (ngu')) + > w (_QH?z <#i,x(j>> <#i,y<]’>>) ,
ie[k] i€[k]
(4.322)

where we use that Sym(-) is a linear operator satisfying Sym ( y?“) = y?“, and
S S'®S! —1S’ S’ 1S' S’ 1S’ S’
ym (S} ® i)—g i®9i T30 ®0;+ 35,009,

where for indices (i1, iz, 13,14), (S} ®S’)(i1,12,i3,i4) = (S} ®S))(i1,13,12,14) and
(S!©S!) (i1, 12, i3,14) = (S' ® S!) (i1, ia, 12, 13).

Next, it follows from Lemma 4.3.6 that there exists a matrix 151~ such that ||15l||1C =
O(1/(yMna)) and ||T4’ (-,-,131-) —S;”F = O(\/n/_oc). Furthermore, with probability
at least 0.99, there exists a sequence of b; € [-D,D], for j € [4k], such that
T ( S iepai bix) ® ym) =T/ (- Py).

Consider a cover, C, of the interval [-D, D] with points spaced at intervals of length

ak(A4+1/a4)
for all j € [4k],

T= O(L) Since we uniformly sample a;’s, with probability at least (7/ D)9,

b]- — aj| < 7, and we condition on this event. Thus,

Tl Y apy® |-sil <[ Y vp ey | -5l + - S - apxt @y

je[4k] r jel4k] r jel4k]
< O(w/n/oz) +O0(TA?) < O(w/n/a) :
(4.3.23)

72



Taking the linear combinations with coefficients a; in Equation (4.3.22), we have

il > api ey = (ﬁ - Ty +T4) v Y ap @y | -5 - i@
j€l4k] j€l4k]

+ Z aj Z w; (ng(j)) ® (S;y(f)) + Z aj Z w; (S;y(j)) ® (S;:

jeldak]  ielk] jel4k]  ielk]

L3 0% () )

jeldk]  ie[k]
(4.3.24)

Setting P; = (ﬁ - Ty + T4') (-, . Zje[4k] ajx(j)y(j)) - S;, it follows from Lemma 4.2.9
that with probability at least 0.99, (ﬁ — T4) (-, Y jel4k] a]-x(j)y(j)) has Frobenius norm
O(kDn) and it follows from Equation (4.3.23) that with probability at least 0.99,
T, (~, ., Z] c[4k] a]x(])y(])) S’ has Frobenius norm O(\/n/a). Setting the remaining terms

to Q;, with probability at least 0.99 we can bound their Frobenius norm as follows:

1Qillp < llui ® pillg + || D, wiS; ® S} + wiS;© S = 2w [, ) ajxPy
i€[k] jel4k] F

2 32 -
 (pmax sl + 2 + k) 121,

-ofgale-dl)

)

where the first inequality follows from the triangle inequality, the second follows from

Ql-b QI

N
S

(4.3.25)

our assumptions that ||, < 2/+a, Dielak] bixDyW) = P; in the span of the S, and
|aj — bj| < 7 forall j € [4k], and the third inequality follows from the definition of S/, the

bound on ||15||F and the bound on ||S; — I||. O
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4.3.5 Finding a Low-dimensional Subspace for Exhaustive Search

In this subsection, we will prove Proposition 4.3.5.

We start by extending Theorem 4 of [3], which shows that large parameter distance
between pairs of univariate Gaussian mixtures implies large distance between their low-
degree moments. In the following, we use M;(F) = E [Fj ] to denote the j-th moment of a

distribution F. We show:

Lemma 4.3.9. There exists a constant C > 0 such that the following holds: Fix any D > 0
and 0 < B < 1/(2(2k — 1)!D?*73). Suppose that F = Z;{:l wiN (Ui, 01.2) is a univariate
k-mixture of Gaussians with w; > B, and |u;|, o; < D, forall i € [k]. If |u;i| + |‘7i2 -1 >p
for some i < k, then

max |Mj(F) - M; (N(0, 1))| > ﬁck+1(k+l)!—1 .
jEl2k]

We give the proof of Lemma 4.3.9 in Section 4.3.6.

Lemma 4.3.10 (Bounding y;’s and S;’s in non-influential directions for [E [}, (M)]). Let
M = ZL wiN (i, Zi) be a k-mixture of Gaussians on RY satisfying w; > a, will, <
2/\a, and ||Z; — I||p < Aforevery i € [k]. For some B € R, let u € R? be a unit vector
such that |E [hy, (M, u))]| < B for all m € [2k]. Then, for 6 = 20K B(CE A (k+1)) g

S; =X — I, we have that:

1. foralli <k,

Gat, 1), (1 = Sl <5,
2. |ISiull5 < 200A/a® + B/a,
where C > 0 is a fixed universal constant.

Proof. The 1-D random variable (u, M) is a mixture of Gaussians described by
Zi-;l wiN({ui,u)y,u"L;u). Towards a contradiction, assume that there is an i € [k]

such that |(u, yi)| + |uT(I — Li)u| > 6. Then, applying Lemma 4.3.9, yields that there
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is a j € [2k] such that [M;((u, M)) — M;(N(0,1))| > 8¢ &+D'=1 Applying Fact 4.2.5

implies that there exists an m € [2k] such that

‘]E (B ({u, M))]| > 2_O(k)5ck“(k+1)2_1 > B,

yielding a contradiction.

We can now prove the second part. Recall that for S; = £; — I for every i, we have that

k
E[ha(M)] = Z w;Sym (3 (Si®Si)+6 (Si X y?z) + y?4) .
i=1
We consider the d X d matrix obtained by the natural flattening of the d X d tensor u®? -

E [h4(M)]. Then, we can write:

k
W E (M) = Y wi((uTSiu)S,' +2(Su)(Siu)T + (u, ui)2S;
i=1

+ 2Qu, uiypi(Siu) T+ 2u, pi)(Siu)u] + (u' Sl +u, w)zuiy,-T) . (4.3.26)

Now, from the first part, we know that for all i € [k], [u"S;u| < 0 and the hypothesis of
the lemma gives us that ||S;||p = ||X; = I||p < A. Thus, for each i, the first term in the
summation above has Frobenius norm at most Ad. Using that (u, yi>§ < 62 from the first
part of the lemma, yields that, for each 7, the Frobenius norm of the third term is at most
A&,

Next, using in addition that ||p;||, < 2/+/a yields that, for each i, the Frobenius norm
of the 4th and 5th terms are at most 26A/+/a and the Frobenius norm of the 6th and 7th
terms are at most 0/«. Thus, for each i and all but the 2nd term in the summation above,
we have an upper bound on the Frobenius norm of 40A/ a.

Now, since |E[hs({M,u))]| < B, and u is a unit vector, we have that

||u‘2>2 E [h4(M)]|| ¢ < B. Thus, combining the aforementioned argument with the triangle
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inequality, we have for each i,

1
ISial = [|Siu (Siw) T < — - B [ra(M)]

F

+ Z wi((uTS,-u + (U,[Ji>2) ”Si”F)
iclk]

+ Z 4wi((<u,}li>) Nl will, ||Siu||2) + Z 4wi(((u, i) + uTSiu) ||[Ji||§)

ie[k] ie[k]

< B/a+ 150A/a,
and the claim follows. O

Lemma 4.3.11 (Subspace covering all the means and large singular vectors of S; = Z; — I).
Let M = ZL wiN(ui, Li) be a k-mixture of Gaussians on R? satisfying w; > a,
will, < 2/vea, and ||Z; —1||p < A foralli € [k]. Given 0 < 11 < 1, let T, satisfy
||fm -E [hm(M)]”F < 1 for every m € [4k] and let A > 21). Let V be the span of all the
left singular vectors of the d X d"~' matrix obtained by the natural flattening of Ty, with

singular values at least A. Then, for 6 = AN @CHU R+ o have that:
1. dim(V) < (41«72 i kO(k)) O +1/a+ A% /12,

2. Let

Vint = {[Ji}ie[k]u{v | 3i € [k], s.t. ||v]l, = 1 and v is an eigenvector of S; and ||S;v||, > \/5} .
[AS

Then, for every unit vector v € Viys, || — va||§ < 2004 A/ a?, where ITyv is the

projection of v onto V.

Proof. From Fact 4.2.6, we have that [E [l1,(M)] = Xcpr @i E [ (Gi)], where G; =
N(ui, Zi), and since |||, < 2/va and ||Z; — I||p < A, it follows that ||E [hm(M)]lllzc <

Om(l+1/a+ A))4m. From Proposition 4.3.3, we know that

2

+2
F

2
<P +0m(1+1/a+A)"™ .
F

A

m

2 < 2|[f — E[n(M)]

‘IE [ (M)]
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Thus, the number of singular vectors of the d X d”"~! flattening of T;, with a singular value
> Ais at most (2 + O(m(1 + 1/a + A))*™)/A%. Summing up this bound for all m € [4k],
yields the claimed upper bound on dim(V).

For the second part, we will first bound (u, v) for any unit vector u orthogonal to the

subspace V. Towards this, observe that since u is orthogonal to V and ||u||, = 1, we have

u-E [hm(M)]‘

<|[uTuly + |Tn —EhuM)||, <A+n<24,
F

where u - E [h,;(M)] is a matrix-vector product of u with a d x d"™~! flattening of

E [f1m(M)]. For 8 = 241/ (€' &+1D) applying Lemma 4.3.10 yields that
(i, u)? + ||Siu||3 < 0% +206A/a < 206A/a’ . (4.3.27)

Now, if v is one of the y;’s, then we immediately get from Equation 4.3.27 that (v, u)? <

200A/a?. Similarly, note that if v is a unit length eigenvector of S; satisfying ||S;v ||% > Vo,

then,
1 Siul|3
(00 = 50y = L (5,092 < 1220
1Sivll3 1Sivll3 1Sivll3
In both cases, setting u = (v — I1yv)/||v — ITyv||, completes the proof. O

We can now complete the proof of Proposition 4.3.5:

Proof of Proposition 4.3.5. We know that S, —P;—S;isa symmetric, rank-k” matrix such
that k’ = O(kz), described by the eigenvalue decomposition Zf; | Tivivl.T, where v;’s are

the eigenvectors and 7;’s are the corresponding eigenvalues. Since ||S;||r < A and

A 1 + A2 1 + A2
”Si”F < |IPillp + [|Qillp + 1ISillp < 0(\/’7/0‘) + 0( NGEE ) +A= 0( NS ) ’

. A . 2
we have that the number of singular values of S; that exceed 5'/* is at most O ( 14 )

Recall that from Lemma 4.3.11 it follows that the dimension of the subspace V' is at most
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k9O O(1 + 1/a + A)* /A2, Thus, the dimension of V” is at most

omp[ (L ar Ay} - of 1+a2 ) (KO (1414 0)%
A2 \/ﬁa:“\/g e

Since V'’ contains V constructed in Lemma 4.3.11, we immediately obtain that for every i,
I = Ty pill; < B3VBA.

Next, let u be a unit vector orthogonal to V’. Then, since V'’ contains the V' described in
Lemma 4.3.11, we know that ||S;u ||% < %\/EA. Similarly, since V' contains all eigenvec-
tors of 5; with singular values exceeding 6!/, we know that ||§lu||§ < 6'/2. Thus, we can
conclude that ||(§l - Si)u”i < %\/EA. Let Q; = Z;‘;l ijjv].T with orthonormal v; € R4,
We know such 7;’s and v;’s exist because of the upper bound on rank(Q);). Therefore, for

any j, |U]T(SAZ - S)ul| < %61/4A1/2. On the other hand, for any j, we have that
U]T(gi = Siu > (vj,u)tj = ||Pillp = (v, u)t; — O(Y1) .
Combining the two bounds above, yields that whenever Tj 2> 51/ 4.
10 10
L u) <O )+ ——OAAYZ < SN2
(03101 < OWI/5) + \
Thus, the matrix Qi = Z;{’: | T]'HV/Z)]'(HV/Z)]')T has its range space in V'’ and satisfies
A k2 k2
1Qi = Qi| < 0(k261/4) + 0( 51/2A1/2) = 0( 51/2A1/2) .

(04 (44

4.3.6 Parameter vs Moment Distance for Gaussian Mixtures

In this subsection, we prove Lemma 4.3.9. To that end, we will use the following two results;

the second one is from [3].
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Lemma 4.3.12. Suppose N (‘Ln,a%) and N(‘uz,ag) are univariate Gaussians with
\uil, loil < D, for some D € Ry. If |u; — po| + |a% - 0§| < B, then the distance be-

tween raw moments of two Gaussians is
[M(N (w1, 01) = Mj(N (2, 09))| < (j + 1)ID7'B.

Proof. By Proposition 4.2.3, the j-th raw moment of a Gaussian N(u, 02) is a sum of
monomials in y and o2 of degree j. There are at most (j + 1)! terms in the polynomial.
Thus, changing the mean or the variance by at most  will change the j-th moment by at
most (j + 1)!D/7!B. O
Theorem 4.3.13. ([3]) Let F,F’ be two univariate mixtures of Gaussians: F =

Zle ZUI'N([JZ',GZ.Z) and F' = z'(=1 w;N(p;,al’.z). There is a constant ¢ > 0 such that,

forany B < c, if F, F’ satisfy:
1. wi,w; € B, 1]

2. il il < 1/B
3. i = pel + 107 = 07| > Band |y, - i, | + 107" = 0} > B forall i # i

. 2 e .
4. B < ming ), (|wZ — w;(i)| + |ui — “;(i)l +|o? - 07’1(1,) |) where the minimization is

taken over all mappings 7 : {1,...,k} = {1,...,k'},

then

M;(F) = M;(F")| > g°0 .
je[z(rl?flf’—l)” j(F) = Mj(F))| > B

We are now ready to complete the proof of Lemma 4.3.9.

Proof of Lemma 4.3.9. We proceed via induction on k. Consider the base case, i.e., k = 1.
Then, either || > p/2 or |01 — 1| > B/2, and thus the first or second moment differ
by at least f%/4. Let the inductive hypothesis be that Lemma 4.3.9 holds for at most k

components.
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. k .
Consider the case where |u; — | + |ai2 — 01.2, > BC°K for all pairs of components

i,i’ € [k]. Then, by Theorem 4.3.13, we have that
max [M;(F) = Mi(N (0, )] > F > gt
jel2

and the lemma follows.

Otherwise, we know that there exists a pair of components with parameter distance
less than Bckk ' In this case, we merge these two components and get a (k — 1)-mixture
F’. By Lemma 4.3.12, the distance between the j-th moments of F” and F is at most
(j + 1)!D/~1BE,! Since we still have Wil + 10> =1 > B - 3BC*K! for all components i in

F’, the inductive hypothesis implies that

IM (F’) M(N(0,1))] > ( 3 Ckk!)Ck(k)!—l
jer[gil)_(z] / / ’ -~ ‘B ﬁ )

By the triangle inequality, we can write

M;(F) — Mj(N(0, 1)| > M;(F") - Mj(N(0,1))| - M;(F) — M;(F’
]-renéﬁ]' j(F) = M;(N(0, 1))] ],er[rzlgfz]l i(F) = Mj(N(0, 1)) ],er[rzlgfz]l i(F) = M;(F")|
Ckk1-1

2 (5 _ 3‘8Ckk') _ (2k _ 1)!D2k_35Ckk!

S ﬁck+'(k+1)!—1
= .

The last inequality follows from the assumption that f < 1/(2(2k — 1)!D?~3). This

completes the proof of Lemma 4.3.9. O

437 Proof of Theorem 4.3.1

We use the following notation and background from Moitra-Valiant [3]:

Definition 4.3.14 (Statistically Learnable). Given ¢ > 0, we call a mixture of

Gaussians M = > w;N(ui, X;) e-statistically learnable if min;w; > ¢ and
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min;; dry (N (ui, Zi), N(uj, Zj)) > e.

Definition 4.3.15 (Correct Subdivision). Given a Gaussian mixture of k Gaussians, M =
2. wiN(ui, X;) and a mixture of k” < k Gaussians M = 2 WiN(fi;, ﬁi), we call M an

e-correct subdivision of M if there is a function 7 : [k] — [k’] that is onto and

1. Vj e[K],

Diin(i)=j Wi ~ @j‘ S €

2. Vi€ [k],

i = fril| + |2 = Zroll < e

Theorem 4.3.16 (Theorem 8 in [3]). Given an ¢-statistically learnable Gaussian mixture M
in isotropic position, for some € > 0, there exists an algorithm that requires n = poly(d/¢)
samples and runs in time O(poly,(n)) and with probability at least 99/100 recovers an
e-correct sub-division M. Let the corresponding algorithm be referred to as PARTITION
PURSUIT.

The algorithm has two steps: first run the first three steps of Algorithm 3.2 to get the list
L’ of § and Vsi; then apply the following proposition to learn the mixture in the subspace
VSI. This proposition is a generalization of Theorem 4.3.16 without the assumption that the
total variation distance between each pair of components is at least ¢. The sample and time
complexities has a worse, but still polynomial dependence on €. Note that although the
algorithm in the proposition is non-robust, we can take a sample without noise with constant

probability because the algorithm only requires a polynomial number of samples in €.

Algorithm 4.3.17 (Efficient List-Recovery of Candidate Parameters).

Input: An e-corruption Y of a sample X from a k-mixture of Gaussians M =
2 wiN(ui, L;). Let Z be an additional &-corrupted sample of size n’ from
M.

Requirements: The guarantees of the algorithm hold if the mixture parameters and
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the sample X satisfy:
1. w; > aforalli € [k],

2. |luill, € 2/Na foralli € [k],
3. NEi = Il < Aforalli € [k].

4. X is a good sample (satisfies Condition 4.2.29) with parameters (y,t),
where y = ed™8kk=Ck for C a sufficiently large universal constant, and

t = 8k.

5. The number of fresh samples n’ = O (en/ (k> (A* + 1/0(4)))_461(, for a

fixed constant c.

Parameters: 1 = 2K)*O0(1/a + A 51/(1‘0“{2)), D = C(k*/(aym), 6 =
2771/(Ck+](k+1)!), ¢’ = 100log k (r]/(k5 (A4 + 1/0:4)))_4k, for some sufficiently
large absolute constant C > 0, A = 41, ¢ = 10(1 + A?)/(yna’), & =

0 (\/Kél/“/a).

Output: A list L of hypotheses such that there exists at least one, {[i;, ii}igk € L, sat-
isfying: ||ui — fill, < O(M) n¢%) and ||Zi - ii”F < O(k%) %/zr]c(k), where

G(k) = m

Operation:

1. Robust Estimation of Hermite Tensors: For m € [4k], compute Ty, such

that max,, ek ||"fm -E [hm(M)]” r S 1] using the robust mean estimation

algorithm in Fact 2.2.1.

2. Random Collapsing of Two Modes of Ta: Let L' be an empty
list. ~ Repeat U’ times: For j € [4k], choose independent stan-
dard Gaussians in R, denoted by xV,y") ~ N(0,I), and uni-

form draws ay,a»,...,a; from [-D,D]. Let S be a d X d matrix
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such that for all r,s € [d], S(r,s) = Zje[4k] ajﬁ(T,S,x(j),y(j)) -
Yjelak] 4j X held] Tu(r,s, g, )xV(g)y(h). Add S to the list L.

. Construct Low-Dimensional Subspace: Let V be the span of all singular
vectors of the natural d x A"~ flattening of T}, with singular values > A
for m < 4k. Foreach S € L, let VSI be the span of V plus all the singular

vectors of S with singular value larger than 5'1*.

. Moitra-Valiant for Low-Dimensional Subspace: Initialize L to be the empty
list. Foreach S € L', let P = UUT be the orthogonal projection matrix
onto the span of Vsﬁ, where U € R4 has orthonormal columns. Let m =
dim(VSf) andlet Z C Z be a randomly chosen subset of size poly(m ] €1). Let
U,, denote the first m columns of U and for all z € Z, compute U} z. Run
PARTITION PURSUIT on the resulting set of points and let {ﬁf, ﬁf}ie[k]
be the parameters corresponding to the e-correct subdivision output by
PARTITION PURSUIT. Let ‘a;'— = [(ﬁf)T,O] be a d dimensional vector
padded with Os and 3; be a d x d matrix with ﬁ? in the top left m X m sub-
matrix and 0’s elsewhere. Add {U [i;, us,u™+S+0H-PI+9) ﬁ}ie[k]
to L.

Proposition 4.3.18. Given ¢ > 0 and a sample X of size poly(d, 1/ ¢) from a k-mixture of

Gaussians M with mixture covariance L such that 0.991 < L. < 1.011 and satisfies w; > &,

the PARTITION PURSUIT algorithm runs in time poly(d, 1/ ¢) and with probability at least

9/10 returns an O(¢)-correct sub-division, denoted by M.

Recall, the PARTITION PURSUIT algorithm satisfies Theorem 4.3.16 and we will

prove that with an appropriately chosen parameter &, PARTITION PURSUIT also satisfies

Proposition 4.3.18. The main idea is that if any two components are actually close enough

in total variation distance, then any algorithm with access to only a polynomial number of

samples could never distinguish these two components from a single Gaussian. So if all

pairwise distances are either sufficiently large or sufficiently small, the algorithm will behave
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as if it were given sample access to a mixture that meets the requirements of Theorem 4.3.16.

Lemma 4.3.19. Given 0 < y, 6 < 1 and two distributions, Dy and D, over R? such that
dry(Dy, Ds) < y, let X; be set of n i.i.d. samples from Dy and X, be n i.i.d. samples from
D». Let A be any algorithm that takes as input X, and outputs a list of m real numbers,
Y1 = {Vi}ie[m) such that y; € [—1, 1] with probability at least 1 — 6. Then, for any T > 0,
A on input X, outputs a list of m real numbers Y, = {y;}ie[m] such that with probability at

least 1 — 6 — (4mny[7), forall i € [m], |yi — y1’| < T.

Proof. Let U, be the uniform distribution over X; and U, be the uniform distribution over

X>5. Then,

dry (Uy, Us) < V2H (U, Us) = V2nH? (D1, D))
< V2ndry (D1, Ds) (4.3.28)

< \/Eyn

Consider the family of functions ¥ that take as input n samples and output a single bit in
{0, 1}. We know that for any function f € ¥, the probability that f(X;) # f(X2) is at most
\/Eyn. Recall, the algorithm outputs m real numbers in the range [—1, 1], which we can
discretize into a grid A of length 7. There are at most 2/t distinct grid points and for any
yi € [—1, 1], there exists a point z; € A such that |y; — z;| < 7. Further, observe we can
represent each y; using 2/7 functions f € . Then, union bounding over the events that
each of the 2/7 functions output different bits, for each of the m parameters, we have that
with probabiltiy at least 1 — (2\5)/11111 / T), any algorithm outputs a list {y/};¢[,;] such that
|yi - yl’| < 7. Finally, union bounding over the event that algorithm A fails with probability

0 yields the claim. O

We then prove there is a gap [f(d, €1), 1) between pairwise distances of components so
that if we merge components within distance f(d, €1), the resulting mixture is ;-statistically

learnable.
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Lemma 4.3.20. Let f(d)(¢) = f(d, €). There exists { € [k?*] such that for every pair of com-
ponents, either dry(N(ui, Zi), N(uj, Zj)) < (f(d)(e) or dry (N (ui, Zi), N(uj, Zj)) >
(f ()= (). Moreover, the set of Gaussians with total variation distance at most (f(d))!(¢)

is an equivalence class.

Proof. We can see that intervals {[(f(d))f(e), (f(d))‘}_l(e)) }l’e[k2] are disjoint. There are
at most k? — 1 distinct values of dv (N (ui, Zi), N(uj, Lj)). So there exists an interval
[(f(d)¥(¢), (f(d))"'(¢)) such that for every pair of components N (ui, L), N(uj, £)),
either dry(N(ui, Z), N(uj, £) < (f@)(e) or dry(N(ui, Zi), N(uj, L)) >
(f(@)'(e).

Next, we show for any ¢, Gaussians with pair wise TV distance (f(d)*)(¢) form an
equivalence class. Consider component Gaussians G, G, and G3 such that G| and G,
are at total variation distance at most (f(d))!(¢) and G, and Gj3 are also at total variation

distance at most (f(d))’(¢).

drv(Gi, G3) < drv(Gy, Ga) + drv(Ga, G3)
< 2(f(d))(e)
< (f(d)(e)

and since there is no pair of Gaussians with total variation distance inside the interval

[(F(@) (&), (f(d)'~'(e)), this implies dv(G1, G3) < (f(d)) (e). O
We can now complete the proof of Proposition 4.3.18 :

Proof of Proposition 4.3.18. By Lemma  4.3.20, there exists an interval
[(f(d))e(e), (f(d))g'l(e)) such that there is no pair of Gaussians with total varia-
tion distance inside the interval and (f(d))!(¢), (f(d))!!(¢) are polynomials in d and e.
Let 1 = (f(d))*"'(¢) and f(d, e1) = (f(d))"(¢). Let X be a set of n = (d/e)° samples
from M, where ¢ is fixed universal constant. Let M be the mixture obtained by merging

all components in an equivalence class with total variation distance at most f(d, 1) to a
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single Gaussian and observe dry (M, M) < kf(d, €1). Next, observe that PARTITION
PURSUIT outputs at most k means and covariances, which can be represented as a list
of at most 2kd? real numbers. Further, since ¥ < 1.01] and w; > ¢, the means of each
component ||yi||§ < 2/¢e and ||Zi||12C < O(d?/e).

Then, rescaling the instance by O(e/d?) and applying Lemma 4.3.19 with D; = M,
Dy =M, input samples X and accuracy parameter T = (&/d)“2, for a large enough constant
c2, it follows that with probability at least 1 — 0.99 — O(f(d, ;) - (¢/d)%), for a fixed
constant c3, the resulting list of numbers is 7-close to that obtained by running PARTITION
PURSUIT on a set of n samples from M. Since M is e1-statistically learnable, it follows
from Theorem 4.3.16 that with probability at least 9/10, PARTITION PURSUIT will output
an O(é&1)-correct sub-division M.

O

Proof of Theorem 4.3.1. Recall, by part (1) of Proposition 4.3.5, the dimension of the
subspace Vsﬁ ism = dim(VSﬁ) =0 (M) and let £; = VAS'/*/a. Let ¢,y be a
fixed constant such that (12/&1)“ samples suffice for applying Theorem 4.3.16. Further,
obseve in the fresh sample Y, the probability that any given sample is corrupted is ¢.
Let C be the event that a random subset of (m/¢&1)™ samples from Z does not contain
any corrupted points. Then, the event C holds with probability at least (1 — e)(m/ ™
Conditioning on C and running step 4 of Algorithm 4.3.17, it follows from Proposition 4.3.18
that we recover O(¢q)-accurate estimates to the parameters of M in the subspace, i.e.
WU u; — f1ill, < O(er) and ||UTZiU — ii”P < O(é1). Since we repeat the above for £’
candidate subspaces in L’, the probability over all probability of success is (1 — e)(m/ )™l

By part (2) in Proposition 4.3.5, there is a vector u; € VSZ such that ||yi - ‘u;” <
%61/‘%1/2 where 6 = 2n1/(ck+](k+1)!) and 1 = O(4k(1 + 1/a + A)**+[e7). Let P=uur

be a projection matrix where the columns of Q span Vsﬁ and let Q " y1; be the projection of
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the true means to the corresponding subspace. Then,

I = pilly < Ui = il + [lef = il

) ) A61/4
<l =g w0 2
- VAS!
<[l -uTpill, + 0| —
<o(‘/&51/4).
o

where the third inequality follows from observing that U " yi; is the true mean in the low
dimensional subspace and applying Proposition 4.3.18.

By Proposition 4.3.4, there exists S e L’ such that § — (X; = I) = P; + Q; where
|1Pillp = O(\/n/_a). Again by part (3) in Proposition 4.3.5, there exists a symmetric
matrix Q’ € Vé X VSZ such that ||Qi - Q;”F < O(%zél/“Al/z). We also know that in the
subspace spanned by Vé, ||ﬁl - UTZiU||12: < poly(ez). Recall, Algorithm 4.3.17 outputs
the following estimate: M=USUT + (I + §) —-p (I + §) P. Observe, for any matrix M
and projection matrix P, M = PMP + (I - P)M(I — P)+ PM(I — P) + (I - P)MP. Then,

A

=i - M

p <[P (zi-m1)p

=) (=) (=)

(1) 2)
o =) (=), +r =) ()

®) 4)

(4.3.29)
p

F

We bound each of the terms above. Since P (I+S—-P(I+S)P) P =0, we can bound term
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(1) as follows

VAS/4
a

= |pxib - PUSUTE], = |

(4.3.30)
Similarly, since (I — 13) (UﬁiUT) (I — 13) =0and X; =1+ S — P; — Q;, we can bound

term (2) as follows:

(1= 2) (=i a) (1= 2| = (1= 2) (== (r+8)) (1= )]
<[(r-8) (zi-(1+5-0)) (-2

-7

P
F
<Pz + (1= P) (@i= Qi) (1= 2)| +|[(r-2) s (1),
<o g+ kzél/OjAl/z)

(4.3.31)

Next, we bound term (3). Observe, P (UﬁiUT) (I - 13) = 0and P(I + S)P(I - P) = 0.
Thus,

) o9

. ﬁ(zi—(1+§))(1—ﬁ)
- I3(Pi+Qi)(I—15)

< ISPi (I —IS)H
F

‘F

F
(4.3.32)

Obseve, term (4) follows from a similar argument. Combining equations (4.3.30),

(4.3.31),(4.3.32) and substituting back into (4.3.29) we can conclude

n o k251/4A12
+—

- Al < 0 [/ 2 20
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The size of L’ is ¢/ = O (log k(n/ (k> (A* + 1/a4)))_4k) and since we add a single
tuple of k means and covariances for each subspace in L’, the list L has the same size. The

running time is poly (||, |L|, d, m, 1/&;) concluding the proof. O

4.4 Robust Partial Cluster Recovery

In this section, we give two robust partial clustering algorithms. A partial clustering
algorithm takes a set of points X = U;¢; X; with true clusters X, X5, ..., Xx and outputs a
partition of the sample X = X{ U X7 such that X| = UjesX; and X] = UjgsX;, for some
subset S C [k] of size 1 < |S| < k. That is, a partial clustering algorithm partitions the
sample into two non-empty parts so that each part is a sample from a “sub-mixture”. This is
a weaker guarantee than clustering the entire mixture, which must find each of the original
X;’s. We show that the relaxed guarantee is feasible even when the mixture as a whole is not
clusterable. In our setting, we will get an approximate (that is, a small fraction of points are
misclassified) partial clustering that works for e-corruptions Y of any i.i.d. sample X from a
mixture of k Gaussians, as long as there is a pair of components in the original mixture that
have large total variation distance between them.

A partial clustering algorithm such as above was one of the innovations in [43] that al-
lowed for a polynomial-time algorithm for clustering all fully clusterable Gaussian mixtures.

In this section, we build on the ideas in [43] to derive two new partial clustering
algorithms that work even when the original mixture is not fully clusterable. Both upgrade
the results of [43] by handling mixtures with arbitrary weights w;s instead of uniform
weights and handling mixtures where not all pairs of components are well-separated in
TV distance. The first algorithm succeeds under the information-theoretically minimal
separation assumption (i.e. separation in total variation distance) but runs in time exponential
in the inverse mixing weight. The second algorithm is a key innovation of this paper — it
gives an algorithm that runs in polynomial time in the inverse mixing weight at the cost

of handling separation only in relative Frobenius distance. This improved running time
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guarantee (at the cost of strong separation requirement that we mitigate through a novel
standalone spectral separation step in Section 4.5) is crucial to obtaining the fully polynomial
running time in our algorithm.

In order to state the guarantees of our algorithms, we first formulate a notion of parameter

separation (same as the one employed in [43, 44]) as the next definition.

Definition 4.4.1 (A-Parameter Separation). We say that two Gaussian distributions
N(u1,21) and N(uz, Xp) are A-parameter separated if at least one of the following three

conditions hold:
1. Mean-Separation: 3o € R? such that (u; — pp, v)> > A>0T (I + I3),
2. Spectral-Separation: 3v € R? such that v X0 > Av T 2,0,

3. Relative-Frobenius Separation: >; and X, have the same range space and
2
/2 t/2 2
|22 - zoslf “P SN 5

As shown in [44, 43], if a pair of Gaussians is (1 — exp(—O(A log A))-separated in total
variation distance, then, they are A-parameter separated.

Our first algorithm succeeds in robust partial clustering whenever there is a pair of
component Gaussians that are A-parameter separated. The running time of this algorithm

grows exponentially in the reciprocal of the minimum weight in the mixture.

Theorem 4.4.2 (Robust Partial Clustering in TV Distance). Let 0 < ¢ < a < 1, and
n > 0. There is an algorithm with the following guarantees: Let {1;, X;}i<x be means and
covariances of k unknown Gaussians. Let Y be an e-corruption of a good sample X of size
n > (dk)“ /e for a large enough constant C > 0, from M = Y,; w;N(u;, ;) satisfying
Condition 4.2.29 with parameters t = (k/n)°® and y < ed=3t k=, for a sufficiently large
constant C > 0. Suppose further that w; > o > 2¢ for every i and that there are i, j such

that N(ui, Z;) and N(uj, L) are A-parameter separated for A = (k/n)o(k).
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Then, the algorithm on input Y, runs in time n'*/ ”)O(k), and with probability at least
—O(L10ef £
2 (“ Og( e )) over the draw of X and the algorithm’s random choices, the algorithm outputs

a partition of Y into Y1, Y, satisfying:

1. Partition respects clustering: for each i, max{w%nwl NXi|, == YN X} > 1-n-

/win

O(e/a*), and,
2. Partition is non-trivial: max; w%ani NY;|, max; w%,ani NYs| > 1-1n-0(e/a*).

Our proof of the above theorem is based on a relatively straightforward extension of
the ideas of [43], albeit with two key upgrades 1) allowing the input mixtures to have
arbitrary mixing weights (at an exponential cost in the inverse of the minimum weight) and
2) handling mixtures where some pair of components may not be well-separated in TV
distance.

In order to get our main result that gives a fully polynomial algorithm (including
in the inverse mixing weights), we will use a incomparable variant of the above partial
clustering method that only handles a weaker notion of parameter separation, but runs in

fixed polynomial time.

Theorem 4.4.3 (Robust Partial Clustering in Relative Frobenius Distance). Let 0 < ¢ <
a/k < 1andt € N. There is an algorithm with the following guarantees: Let {1;, Z;}i<k
be means and covariances of k unknown Gaussians. Let Y be an e-corruption of a sample
X of size n > (dk)“t/e for a large enough constant C > 0, from M = Y,; wiN (u;, ;)
that is a good sample (satisfies Condition 4.2.29) with parameters 2t and y < ed8tk=Ck,
for a large enough constant C > 0. Suppose further that w; > a > 2¢ for each i € [k],
and that for some t € N, f > O there exist i,j < k such that ||Z+/2(Z,' - Zj)ZJr/z”i =

Q ((k2t4)/(ﬁz/ta4)), where L is the covariance of the mixture M. Then, the algorithm

L ioe(k

—0ofL
runs in time Vlo(t), and with probablllty at least 2 (“ log(”)) over the random choices of

the algorithm, outputs a partition Y = Y| U Y, satisfying:
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1. Partition respects clustering: for each i, max {LlYl NXil, ==|¥2 N Xil} >1-

win /win

B — O(e/a*), and,
2. Partition is non-trivial: max; w+n|X1 N Y|, max; leanz NYsl > 1-p-0(e/a).

The starting point for the proof of the above theorem is the observation that the running
time of our first algorithm above is exponential in the inverse mixing weight almost entirely
because of dealing with spectral separation (which requires the use of “certifiable anti-
concentration” that we define in the next subsection). We formulate a variant of relative
Frobenius separation (that is directly useful to us) and prove that whenever the original
mixture has a pair of components separated in this notion, we can in fact obtain a fully

polynomial partial clustering algorithm building on the ideas in [43].

4.4.1 Algorithm

Our algorithm will solve SoS relaxations of a polynomial inequality system. The constraints
here use the input Y to encode finding a sample X’ (the intended setting being X’ = X,
the original uncorrupted sample) and a cluster C in X’ of size = an, indicated by z;s (the
intended setting is simply the indicator for any of the k true clusters) satisfying properties of
Gaussian distribution (certifiable hypercontractivity and anti-concentration).

Covariance constraints introduce a matrix valued indeterminate I1 intended to be the

square root of 3, the sos variable for the covariance of a single component.

II=uur’
Covariance Constraints: A; = 4.4.1)

A

=%

The intersection constraints force that X’ be ¢-close to Y (and thus, 2&e-close to unknown
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sample X).

Vi € [n], mf‘ = m;
Intersection Constraints: A, = Y e[n] Mi = (1-¢)n 4.4.2)

Vie[n], mi(yi—x;)=0

The subset constraints introduce z, which indicates the subset C intended to be the true

clusters of X’.

Vi € [n]. 22 =z
Subset Constraints: A3z = 4.4.3)

Die[n] Zi = an

Parameter constraints create indeterminates to stand for the covariance X and mean ﬁ of

C (indicated by z).

Parameter Constraints: Ay = < : > 4.4.4)

Certifiable Hypercontractivity : Ay=

Vt < 2s azln Z zizj(Q(x} - x7) - ]EQ)Zt z-Zj(Q(x; - X)) - ]I;:Q)Z
P, z]<n 1]<n
1 2 6
—— > 27 (QE — ) ~EQ) < — QI
i,j<n

(4.4.5)
Here, we used the shorthand [E, Q = ﬁ Dij<n 2i2jQx] — x}).
In the constraint system for our first algorithm, we will use the following certifiable

anti-concentration constraints on C for 6 = a~P¥®) and = a/poly(k) and s(u) = 1/u?
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for every u.

1
—— Z zizqu . ((x; - x;) ,U) < 250)cg (UTZU)S((S)
an ’
Certifiable Anti-Concentration : As = 1

—— g ziz]'q% 5 ((x: - x;) ,U) <20y (UTZv)S(n)
a’n? £ ’
1,7=1

(4.4.6)

We note that the constraint system for our second algorithm (running in fixed polynomial
time), we will not use As. Towards proving Theorems 4.4.3 and 4.4.2 we use the following
algorithm that differs only in the degree of the pseudo-distribution computed and the

constraint system that the pseudo-distribution satisfies.

Algorithm 4.4.4 (Partial Clustering).

Given: A sample Y of size n. An outlier parameter € > 0 and an accuracy parameter

n > 0.
Output: A partition of Y into partial clustering Y| U Y.
Operation:

. . . . . . = . . 5 . 4 .
1. SDP Solving: Find a pseudo-distribution C satisfying U7_|A; (U;_| A,
for Theorem 4.4.3) such that ]Ezzi < a + 04(1) for every i. If no such
pseudo-distribution exists, output fail.
2. Rounding: Let M = ]EZNC[ZZT].
(a) Choose ¥ = O(% log(k/n)) rows of M uniformly at random and inde-
pendently.

(b) Foreachi < ¥, let C; be the indices of the columns j such that M(i, j) >

n?ad k.
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(¢) Choose a uniformly random S C [€] and output Y; = UiesCi and

Y, =Y\ Y.

4.4.2 Analysis

Simultaneous Intersection Bounds. The key observation for proving the first theorem
is the following lemma that gives a sum-of-squares proof that no z that satisfies the con-
straints Uleﬂi can have simultaneously large intersections with the A-parameter separated

component Gaussians.

Lemma 4.4.5 (Simultaneous Intersection Bounds for TV-separated case). Let Y be an
e-corruption of a good sample X of size n > (dk)“* /¢ for a large enough constant C > 0,
from M = ¥, wiN(ui, Z;) satisfying Condition 4.2.29 with parameters t = (k/n)°®) and
Y < ed 8 k=Ct for a sufficiently large constant C > 0. Suppose further that w; > a > 2¢
for every i and that there are i, ] such that N(u;, ;) and N(uj,L;) are A-parameter
separated for A = (k/n)°®). Then, there exists a partition of [k] into S U L such that,

|S|, |L| < k and for z(X,) = ﬁ Yiex, Zi

5 z 2
(U A} IW Z 2(X1)z2(X) < O(k*e/a) +n/a
i€S,jel
The proof of Lemma 4.4.5 is given in Section 4.4.3.
For the second theorem, we use the following version that strengthens the separation
assumption and lowers the degree of the sum-of-squares proof (and consequently the running

time of the algorithm) as a result.

Lemma 4.4.6 (Simultaneous Intersection Bounds for Frobenius Separated Case). Let
X be a sample of size n > (dk)“*/e for a large enough constant C > 0, from
M = Y wiN(ui, i) that is a good sample (satisfies Condition 4.2.29) with parame-

ters 2t and y < ed™3tk=Ck for a large enough constant C > 0. Suppose further that
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w; > a > 2¢ for each i € [k], and that for some t € N, B > O there exist i, ] < k such that
||Z+/2(Zi - Z’,]')ZJF/ZHIZT =Q ((k2t4)/(52/ta2)), where L is the covariance of the mixture M.

Then, for any e-corruption Y of X, there exists a partition of [k] = S U T such that

(UL A} B $ DD 2(X02(X)) < 0GB + O(K)e

ieS jeT
Here, z(X,) = w+n Yiex, Ziforeveryr.

The proof of Lemma 4.4.6 is given in Section 4.4.4.

Notice that the main difference between the above two lemmas is the constraint systems
they use. Specifically, the second lemma does not enforce certifiable anti-concentration
constraints. As a result, there is a difference in the degree of the sum-of-squares proofs they
claim; the degree of the SoS proof in the second lemma does not depend on the inverse
minimum mixture weight.

First, we complete the proof of the Theorem 4.4.2. The proof of Theorem 4.4.3 is exactly
the same except for the use of Lemma 4.4.6 (and thus has the exponent in the running time

independent of 1/«) instead of Lemma 4.4.5.

Proof of Theorem 4.4.2. Let 1’ = O(n*a’/k). We will prove that whenever A >
k

poly(k/ r]’)k = poly (77%) , Algorithm 4.4.4, when run with input Y, with probability at least

0.99, recovers a collection ¢ 1, éz, el ég of { = O(% logk/ 17) subsets of indices satisfying

|Uice Ci| > (1 - 1’ /k*)n such that there is a partition S U L = [£], 0 < |S| < ¢ satisfying

that for all i € [{]:
. 1 A 1 A 7.3 4
min ElCi N U]'esX]'|, EK:,' N UjeLle < 100n"/a’ + O(e/a”). 4.4.7)

We first argue that this suffices to complete the proof. Split [¢] into two groups Gg, Gr. as
follows. For each i, let j = argmax, ¢ ﬁmi NX,|. If j € S, add it to Gg, else add it to

Gr. Observe that this process is well-defined - i.e, there cannot be j € S and j” € L that
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both maximize aLn |C; N X,| as r varies over [k]. To see this, WLOG, assume j € S. Note
that $|éi N Xj| > 1/k. Then, we immediately obtain: ﬁ| Ujes X; N Ci| > 1/k. Now, if
we ensure that 7’ < &’ /k? and ¢ < O(a*/k), then, aLnl(fi N UjreL Xj7| is at most the RHS

of (4.4.7) which is < 1/k. This completes the proof of well-definedness. Next, adding up
(4.4.7) for each i € S yields that

| él | (Ure6:Ci) 1 UjerX;1 < Ollog(k/m) /) ( + Ole/ ),

where we used that |Gs| < £. Combined with | Uj<; C;| > (1 — 17/ /k*)n, we obtain that
| Uiegs Xil = 1—=1//k* = O(log(k/n')/a) (' + O(e/a)) = n + O(log(k/na)e /o)

forn’ < O(n*a?/k).

We now go ahead and establish (4.4.7). Let C be a pseudo-distribution satisfying A of
degree (k/n)PY k) satisfying ]Ezzi = a for every i. Such a pseudo-distribution exists. To see
why, let C be the actual distribution that always sets X’ = X, chooses an i with probability
w; and outputs a uniformly subset C of size an of X; conditioned on C satisfying A.
Then, notice that since X is a good sample (satisfies Condition 4.2.29), by Fact 4.2.27, the
uniform distribution on each X; has f-certifiably C-hypercontractive degree 2 polynomials
and is t-certifiably Co6-anti-concentrated. By an concentration argument using high-order
Chebyshev inequality, similar to the proof of Lemma 4.2.33 (applied to uniform distribution
on X; of size n > (dk)°P®), € chosen above satisfies the constraints A with probability at
least 1 — 0,4(1). Observe that the probabililty that z; is set to 1 under this distribution is then
at most & + 04(1). Thus, such a distribution satisfies all the constraints in ‘A.

Next, let M = ]l::z[zzT]. Then, we claim that:
1. 04(1)+a > M(i,j) > Oforall i, 7,

2. M(i,i) € a £ 04(1) for all i,
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3. Bjp MG, j) 2 a? —04(1) for every i.

The proofs of these basic observations are similar to those presented in Chapter 4.3
of [66] (see also the proof of Theorem 5.1 in [43]): Observe that A }j {Zl‘Z]' = 21.22]2 = O}
for every i. Thus, by Fact 3.3.2, ]E[zizj] > 0 for every i,j. Next, observe that
A }7 {(1 —z))=(1-2z))?*> 0} for every i and thus, A }7 {zi(l —-zj) > O}. Thus,
by Fact 3.3.2 again, we must have ]E[ZiZ]'] < E[zi] < a + 04(1). Finally, A }7
{Zj ZiZj = Zi ),j Zj = anzi}. Thus, by Fact 3.3.2 again, we must have ZjM(i,j) =

2 Elzizj] = an Z]']E[Zz‘] € (a? + 04(1))n. Let B; be the entries in the i-th row M;
that are larger than a?/2. Then, by (1) and (2), we immediately derive that B; must
have at least an/2 elements. Call an entry of M large if it exceeds a’n’. For each
i, let B; be the set of large entries in row i of M. Then, using (3) and (1) above
gives that |B;| > a(l — an’)n for each 1 < i < n. Next, call a row i “good” if
ﬁminﬂUreLXr N Bi|, |UpresXy NBil} < 100 /a® + O(e/a*). Let us estimate the
fraction of rows of M that are good.

Towards that goal, let us apply Lemma 4.4.5 with 1 set to " and use Fact 3.3.2
(SoS Completeness), to obtain ’.cs ey Eiex, Ejex, M(i,j) < 1" + O(e/a). Using
Markov’s inequality, with probability 1 — a*/100 over the uniformly random choice of i,
Ejex, M(i,j) < 100%7}’ + O(e/a*). Thus, 1 — @*/100 fraction of the rows of M are
good.

Next, let R be the set of % log (%) rows sampled in the run of the algorithm and
set C; = B; for every i € R. The probability that all of them are good is then at least

100 (k50

(1—0(3/100)710g W) > 1—a. Let us estimate the probability that |U;crC;| > (1-1"/k*)n.
For a uniformly random i, the chance that a given point { € B; is at least a(1 — an’). Thus,
the chance that t ¢ U;cgB; is at most (1 — a/Z)IOO/“IOg(kSO/(“”’)) < n'/k>°. Thus, the
expected number of ¢ that are not covered by U;er éi is at most nn’/ k0. Thus, by Markov’s

k40

inequality, with probability at least 1 —1/k', 1 —n’/k* fraction of ¢ are covered in U;cr Ci.

By the above computations and a union bound, with probability at least 1 — 1’/ k'? both the
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o : . 100 50 /7
conditions below hold simultaneously: 1) each of the =~ log (k /n ) rows R sampled are

good and 2) | Uier Ci| > (1 — 17/ /k*)n. This completes the proof. m

4.4.3 Proof of Lemma 4.4.5

Our proof is based on the following simultaneous intersection bounds from [43]. We will
use the following lemma that forms the crux of the analysis of the clustering algorithm

in [43]:

Lemma 4.4.7 (Simultaneous Intersection Bounds, Lemma 5.4 in [43]). Fix 6 > 0,k € IN.
Let X = X; U Xy U... Xk be a good sample of size n from a k-mixture 3,; w;N(u;, Z;) of
Gaussians. Let Y be any e-corruption of X. Suppose there are v, v’ < k such that one of the

following three conditions hold for some A > (k/5)°C®):

v X(i)v

1. there exists a v such that v " X(r")o > AvT (") and B = max;<j T

or
2. there exists av € R? such that {u(r) — u(r’), v)% > A%0T (Z(r) + (1)) v, or;
3. ||2(1”)‘1/22(1‘)2(1/)‘1/2 - I||i > A2 (||Z(r’)‘1/22(r)1/2||ip).

Then, for the linear polynomial z(X,) = ﬁ Yiex, Zi in indeterminates z;s satisfies:

(UiesAi} oty {2X02(X) < O(VB) + O(e/a)}

Proof of Lemma 4.4.5. Without loss of generality, assume that the pair of separated compo-
nents are N'(u;, Z;) and N(uz, Zy). Let us start with the case when the pair is spectrally
separated. Then, thereisa v € R? such that Av ™20 < v7 2,0.

Consider an ordering of the true clusters along the direction v, renaming cluster indices
if needed, such that v "X;v < v X0 < ...v" Lxv. Let j < k’ be the largest integer such
that poly(k/n)v"L;jv < v X, v. Further, observe that since j is defined to be the largest

index which incurs separation poly(k/n), all indices in [}, k] have spectral bound at most

poly(k/n) and thus Z%I;Z < poly(k/n)k.
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Applying Lemma 4.4.7 with the above direction v to every r < j and " > j and

observing that the parameter B in each case is at most z:?j;’ < AF yields:
| z
A LO(k2s2 poly log(A)) {Z(XV)Z(X,,/) < O(e/a) + \/3} .

Adding up the above inequalities over all ¥ < j—1 and ¥’ > j+ 1 and taking S = [j — 1],
T = [k] \ [j — 1] completes the proof in this case.

Next, let us take the case when N(uj, X;) and N(u2, X) are mean-separated. WLOG,
suppose (u1,v) < (U2,0)... < (Uk,v). Then, we know that (ux — ui,v) > Av'Z;v.
Thus, there must exist an i such that (u; — i1, v) > Av'Z;v/k. Let S = [i]and L = [k]\S.
Applying Lemma 4.4.7 and arguing as in the previous case (and noting that k¥ = poly(k))
completes the proof.

Finally, let us work with the case of relative Frobenius separation. Since ||X; Y 22,1(/ 2|| <
poly(k), the hypothesis implies that ||Z; — Xa||p > A/poly(k). Let B = ; — £, and let
A = B/||B||z- WLOG, suppose (L1, A) < ...(Zg, A). Then, since (X, A) — (X1, A) >
A/poly(k), there must exist an i such that (¥;.;, A) — (X;, A) > A/poly(k). Let us now
set S =[i]and L = [k]\ S.

Then, for every i € S and j € L, we must have: (I A) — (L;,A) >

A/poly(k). Thus,

|Z; - Zill; > A/poly(k). And thus, A/poly(k) < |[Zj—Zi; <

2 2
”21_—1/221_/2“ ’21—1/22].2'—1/2 — IH . Rearranging and using the bound on ’271/221./2”
] 2 1 1 )a 1 ] 2
yields that Hz;l/zzjz;”z - IHP > A/poly(k).
A similar argument as in the two cases above now completes the proof.
O

4.4.4 Proof of Lemma 4.4.6

We use E, as a shorthand for ﬁ © 1 zi. We will write w+n Yjex, zj = z(X;). Note that
2(X;) € [0,1]. And finally, we will write 2'(X;) = 5= Yjex, 2j1(xj = y;) — the version of

z(X,) that only sums over non-outliers.
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We will use the following technical facts in the proof:

Fact 4.4.8 (Lower Bounding Sums, Fact 4.19 [43]). Let A, B, C, D be scalar-valued inde-

terminates. Then, for any T > 0,
{0<AB<A+B<1}U{0<C,D}U{C+D > 1} 2252 {AC + BD > TAB} .

Fact 4.4.9 (Cancellation within SoS, Lemma 9.2 in [43]). For indeterminate a and any

t e,

21l {a<1)
2t

Lemma 4.4.10 (Lower-Bound on Variance of Degree 2 Polynomials). Let Q € R4, Then,

Joranyi,j <k andz'(X;) = 5 ZzeXr zi1(x; = yi), we have:

2t 4
AL {z (X, )22 (X)) < Ex Szcﬂ’;)x o7 (wfwz (IZE(Q —IZEQ)Z)t
0(2 2 ! 2 2 t
w—g(ﬂ(Q IEQ)) w? (;%(Q—;%Q)))}-

Proof. Let z; = z;{1(x; = y;) for every i. Using the substitution rule and non-negativity

constraints of the z;’s, we have

. 3 o) -E0)”

i,j<n

s T fow-n-g))

i,j€X; ori,jeX,

ﬂE{HZE(Q—ﬂ;Q)Zt =

Using the SoS almost triangle inequality, we have
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Al % o -x-Eq)”

i,jeXy ori,jeX,

N 2t
1 1 ’r ! 'z’ j ]
> (ﬁ) —— g z;z (;](37 Q- ]l;:Q) T 202 E ZiZj (Q(xz - Xj) = % Q)

i,jeXy i,jeXy

2t 2t
1 1 , 1 ot , ,
()| 2 = (BB - 3 wp(em-x-E ol

ijeX, i,jeX,

2t 2t
=27 | (w/a)*z(X,)? (EQ—TZEQ) - azlnz > (Q(xi—xﬂ—;ng)

i,jeXy

" 1 2t
+ 272 (wy Ja)?z(X,)? (}15 Q- ]]ZEQ) - Z (Q(xi —Xj) - }](Er/ Q) }

Using Fact 4.4.8, we can further simplify the above as follows:

2.2
wiw

Ak {JZE(Q SEQ > 2 (X, P (X (B Q - E Q)
- 2_6t(wr/a)2 E(Q - y?; Q)zt - 2_6t(wr'/0‘)2 )](EV/(Q - )]E, Q)Zt

> 260V, P (X, PEQ  E Q) — (wfaf(Ct? (E@-EQP)
P Py Z r) 2 r’ X, X Wrlax X, Xy

t
- e faP(CrP (EQ- E Q7] }
X, X,
where the last inequality follows from the Certifiable Hypercontractivity constraint ((Ay).

Rearranging completes the proof.

O

We can use the lemma above to obtain a simultaneous intersection bound guarantee

when there are relative Frobenius separated components in the mixture.
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Lemma 4.4.11. Suppose |Z2(Z, - £,)= 22 > 10855

ﬁ2/ta2'

Then, for z'(X,) =

= Viex, zi - Wyi = x;) for every r,
Al {2/ ()2 (X)) < B} -

Proof. We work with the transformation x; — X '/2x; Let X, = X~1/2x,x-1/2,
X = 2_1/2272_1/2 and Z;, = 2_1/227/2_1/2 be the transformed covariances. Note that
transformation is only for the purpose of the argument - our constraint system does not

depend on X.

1
Wy *

Notice that ||Z ||2

w, <

We now apply Lemma 4.4.10 with Q = X; — X7,. Then, notice that Ex, Q — Ex,, Q =

2 .
||Z; — Z’w| = ||Q||12:. Then, we obtain:

A zzt {Z,(Xr)zzl(xr’)z

t
( 32Ct
< .
]EXr Q - ]EX,I Q

(4.4.

oot N a? )\, @ 2
) Lﬁﬁjgg—gm)+;g@y9—gg>)+aﬂg@—g9>)

Since X, and X, have certifiably C-bounded variance polynomials for C = 4 (as a con-
sequence of Condition 4.2.29 and Fact 4.2.27 followed by an application of Lemma 3.3.9),

we have:

ﬂ%{g@—gQﬁ<d

and

ﬂ@{g@—g@f<d
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Finally, using the bounded-variance constraints in A, we have:
Q,z 6
AF-EQ-EQ) < 5 [IQlF -

Plugging these estimates back in (4.4.8) yields:

AL {z’(Xr)zz’(X,/f < w} .

2t
! [|QIl

Plugging in the lower bound on ||Q ||%t and applying Fact 4.4.9 completes the proof. 0O
We can use the above lemma to complete the proof of Lemma 4.4.6:

Proof of Lemma 4.4.6. WLOG, assume that L = [. Let Q = X, —X,» and let Q = Q/|| Q||
Consider the numbers v; = tr(Z, - Q). Then, we know that max; ; |v; — vj| > ||Q||f. Thus,
there must exist a partition of [k] = S U T such that |[v; — vj| > [|Q||r /k wheneveri € S
andjeT.

Thus, for every i € S and j € T, ||Zi — Zf||12F > ||Q||127 /k? = 108(ﬁ§f+;2).
We can now apply Lemma above to every i € S,j € T, observe that A }T
{z(Xy)z(Xy) < 2/(X;)z'(X;) + 2¢/a}, and add up the resulting inequalities to finish the

proof.

4.4.5 Special Case: Algorithm for Uniform and Bounded Mixing Weights

In this subsection, we obtain a polynomial time algorithm when the input mixture has
weights that are bounded from below. This includes the case of uniform weights and when
the minimum mixing weight is at least some function of k. At a high level, our algorithm
partitions the sample into clusters as long as there is a pair of components separated in TV

distance and given samples that are not clusterable, runs the tensor decomposition algorithm
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to list decode. We then use standard robust tournament results to pick a hypothesis from the

list.

Theorem 4.4.12 (Robustly Learning Mixtures of Gaussians with Bounded Weights). Given
0 <e<Ol), letY ={y1,y2,...,Yn} be a multiset of n > ny = poly, (d,1/¢) e-
corrupted samples from a k-mixture of Gaussians M = ;. wiN (ui, L;), such that w; >
a. Then, there exists an algorithm with running time poly,(n'/®) - exp (poly,(1/a, 1/¢))
such that with probability at least 9/10 it outputs a hypothesis k-mixture of Gaussians

M= 3, DN (gi,ii) such that dry (M,/W) = Oy(e).
Briefly, our algorithm simply does the following:

1. Clustering via SoS: Guess a partition of the mixture such that each component in
the partition is not clusterable. Let the resulting partition have f < k components. In
parallel, try all possible ways to run Algorithm 4.4.4 repeatedly to obtain a partition
of the samples, {Yj} je[t] Into exactly  components. For each such partition repeat the

following.

2. Robust Isotropic Transformation: Run the algorithm corresponding to Lemma 4.6.6
on each set 17] to make the sample approximately isotropic. Grid search for weights

over [a, 1/k]* with precision a.

3. List-Decoding via Tensor Decomposition: Run Algorithm 4.3.2 on each Y] Con-

catenate the lists to obtain L.

4. Robust Tournament: Run the tournament from Fact 4.2.34 over all the hypotheses

in £, and output the winning hypothesis.

Proof Sketch. Setting A = (kko(k)), it follows from Theorem 4.4.2 that we obtain a par-
tition of Y into {17]'}]'6[,;], for some t € [k] such that Y] has at most O(ke/a) outliers,
(1 — O(ke/a))-fraction of samples from at least one component of the input mixture and the

resulting samples are not A-separated (see Definition 4.4.1). It then follows from Lemma
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4.6.6 that the mean u; and covariance X; of f/] satisfy : a) ||[Jj||2 < O(Vek!3[al?), b)

(1-+ek'3/al®)I < E; < (1 -+ek!'/a'") I, and c) ||Zj - I||F < O(Vek!3/al?).
Each component, Y of the partition can have at most k components. Assuming

these correspond to {wz(]),yl])z(j)}ie ], observe, ek wz(.j)ZE.]) + w(])[,lfj) (‘ufj)) <

(1 ++/ek'3/a'5) I. Thus, we have that (])‘ (1 + vek'?) /a*5 and combined with

not being A-separated, it follows that for all i’ € [k],

”251) _ IHF _ ”251) SXi+ (T - I)”p < Z(]) Z w(J)Z(J) + Z w(]) (J) ( (]))T =1

F

N

Z wl(f) (zfl) _ ZE!’)) + O(k5/a?)

iclk]

F
<OA/a) .

There are at most O(kk) ways in which we can partition the set of input points such that
each resulting component is not partially clusterable. We run the algorithm in parallel
for each one. Then, for the correct iteration, we apply Theorem 4.3.1 to get a list £ of
size exp(poly(1/a, 1/¢)) such that it contains a hypothesis {w(] ), ﬁf] ), ij)}ie[k] such that
(ﬁy) “i])Hz < Oy(¢) and |Z§]) _ ZE])‘ i

Zgj ), it then follows from Lemma 4.6.4 that the hypothesis is Ox(¢)-close to the input in

uA)E]) - wf])‘ < a,

< O(€). Since (1 = 1/A)T <

total variation distance.
Algorithm 4.4.4 is called at most O(kk) times, and along with the robust isotropic
transformation, this requires poly (nl/ a1/ 8). The grid search contributes a multiplica-

tive factor of (1/a)¥. The tensor decomposition algorithm and robust hypothesis section

poly;(n!/%) - exp (poly,(1/a, 1/¢)). O

4.4.6 More Efficient Robust Partial Cluster Recovery

In this section, we prove the following upgraded partial clustering theorem. In contrast

to Theorem 4.4.3, here we obtain a probability of success that is inverse exponential in k
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instead of 1/a.

Theorem 4.4.13 (Robust Partial Clustering in Relative Frobenius Distance). Let 0 <
e < a/k < landt € N. There is an algorithm with the following guarantees: Let
Y be an e-corruption of a sample X of size n > (dk)<t/e for a large enough constant
C >0, from M = Y; wiN(u;, X;) that is a good sample (satisfies Condition 4.2.29) with
parameters 2t and y < ed™8tk=Ck for a large enough constant C > 0. Suppose further
that w; > a > 2¢ for each i € [k], and that for some t € N, B > O there exist i, ] < k such
that ||Z+/2(Zi - Z]-)ZJF/ZHIZE =Q ((k2t4)/ﬁz/ta4), where Y. is the covariance of the mixture
M. Then, for any n > \/e/_a, the algorithm runs in time n°Y), and with probability at least
27001 - O(n/a - \M)) over the random choices of the algorithm, outputs a partition

Y =Y UY; satisfying:

1. Partition respects clustering: for each i, max {L|Y1 NXi|, =¥ N Xll} >1-

win /T win

O(n) - O(%) where X; C X corresponding to the points drawn from N(u;, Z;).
2. Partition is non-trivial: max; w+n | XiNYi|, max; w+n IXinYs| > 1-0(y1n) - O(%}.

Our algorithm will solve SoS relaxations of a polynomial inequality system. The
indeterminates in this system are X’ (that is intended to be the guess for the original
uncorrupted sample), a cluster of size an within X’ (indicated by z;s) with mean [i and
covariance matrix ¥ and IT (intended to be the square root of ). The input corrupted
sample Y is a constant in this inequality system. Let U € R and m,z € R also
be indeterminates of the proof system. The system can be thought of as encoding the
task of finding clusters C within Y that satisfies certifiable hypercontractivity of degree 2
polynomials.

We present the constraints grouped together into meaningful categories below: The first
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set of constraints enforce that 3. is the square of I'L.

m=uu’
Covariance Constraints: A = 4.4.9)
=3

The intersection constraints force that X’ intersects Y in all but an e points (and thus,

2¢-close to unknown sample X).

Vi € [n], ml2 = m;

Intersection Constraints: A, = Y e[n] Mi = (1-¢)n (4.4.10)

Vie[n], zi(fi—x))=0
The subset constraints enforce that z indicate a subset of size an of X’.

Vi € [n]. 22 =z;
Subset Constraints: A3z = “4.4.11)

Zie[n] Z;i=an

Parameter constraints create indeterminates to stand for the covariance X and mean ﬁ of

C (indicated by z).

Parameter Constraints: Ay = " 4.4.12)
1 , .
an L7 TH
=1
Certifiable Hypercontractivity : A=
t
Vi <25 E(Q-EQ) < (Ct/a)2? (]E(Q _E Q)z)
V4 z z z
(4.4.13)

2
1
E(Q-EQ) <10 (—) IQI?
z z (84
where we write [E, Q as a shorthand for the polynomial % > ziQ(x;) and E;(Q —
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Ex, Q)% for the polynomial --- 3, z; (Q(x) — === 3., z,-Q(x;))zj for any j. Note that Q
is a d X d-matrix valued indeterminate. Observe that Q itself can be eliminated from the
system as is standard in several applications [12, 25, 41, 43] of SoS proofs in obtaining
a succinct set of polynomial constraints (see Section 4.3 on “Succinct Representation of

Constraints” in [66] for an exposition).

Algorithm 4.4.14 (Polynomial Time Partial Clustering).

Given: A sample Y of size n. An outlier parameter ¢ > 0 and an accuracy parameter

n > 0.
Output: A partition of Y into partial clustering Y1 U Y.
Operation:

1. Mean and Covariance Estimation: Apply Robust Mean and Covariance
Estimation (Fact 2.2.2) to estimate i and Y. such that %2 < ¥ < 1.5% where

2. is the covariance of the uncorrupted input mixture.

2. Approximate Isotropic Transformation: For each y; € Y, let §j; =
i”z(y,' — [1). Let Y = UicnTi.

3. SDP Solving: Find a pseudo-distribution C satisfying Uj.‘:lﬂi such that
]Eiz,' € a = 04(1) for every i. If no such pseudo-distribution exists, output
fail.

4. Rounding: Let M = ]EZNC[ZZT].

(a) Generate candidate clusters: For { = O(1/alogn/a) times, draw a
uniformly random i € [n] and let C; = {G | M(i,j) > a?/2}. Let
L=UiC.
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(b) Candidate 2nd Moment Estimation: For each éi € L, let S; be the
output of running robust 2nd moment estimation with Frobenius error
(Lemma 4.4.19) on C; with outlier parameter n:=0(; + aizn)

(c) Merge candidate clusters: For each i < {, find L; to be the collection
of all j such that ||Si - Sj”p < 2Ct for a large enough constant C > Q.
Set C; U L; = B;. Repeaton L\ {L; U i}.

(d) Output a union of a random subset of candidates: For L' = U;Bi,

choose a uniformly random subset S of L', set Y| = Ujeslgj and set

Y, =Y\ Y.

Analysis of Algorithm

Lemma 4.4.15 (Success of Step 1). Let ¥ be the output of the robust covariance estimation
algorithm (Fact 2.2.2) applied to the input sample Y with outlier parameter €. If Y is
an e-corruption of a good sample X from a GMM with minimum weight > a > Q(\/¢),

mixture mean U and covariance Y. satisfying Condition 4.2.29, then,

0.5 < ¥ <1.5%,

< OWe/a).

0

Proof. The lemma immediately follows by noting that GMMs with minimum weight « are
4-certifiably 1/a-subgaussian (Fact 4.2.12) and a > Q(V/¢).

O

Lemma 4.4.16 (Simultaneous Intersection Bounds for Frobenius Separated Case). Let
X = X{ UXoU...Xg be a sample of size n > (dk)“t /¢ for a large enough constant
C >0, from M = 3; wiN(ui, X;) that is a good sample (satisfies Condition 4.2.29) with
parameters 2t and y < ed=3'k=Ck. Suppose further that |||, < %for every i, || X, < %

for every i and the mixture mean y, covariance ¥. satisfy |||, < 1 and 0.5 < X < 1.51.
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Let T =108 ﬁ(;;'jZ, forany B > 0. Then, given any e-corruption Y of X, for every i, j such

that ||Z; — Z]-||12E > Q(1),
(Ui A} B {2 (X2 (X)) < B},

where z'(X;) = w+n Yjex; 2jl(xj = yj) for every i.

Proof of Theorem 4.4.13. First, since Y is an e-corruption of a sample X from a GMM
such that X is a good sample (satisfies Condition 4.2.29), our robust mean and covariance
estimation procedure (Step 1) applied to the mixture succeeds and recovers an estimate of
the covariance that is multiplicative 1 + 0.5-factor approximation in Lowner order. Thus, for
the rest of analysis, we can assume that the smallest and largest eigenvalue of the mixture
covariance are at least 0.5 and at most 1.5. Since each component has weight at least «,
this means that each of the constitute component covariance can now be assumed to have a
spectral norm at most 1.5/ a.

Next, by an argument similar to the one presented in the proof of Theorem 4.4.2, the
convex program we wrote is approximately solvable in polynomial time and is feasible
whenever the uncorrupted sample X is a good sample (satisfies Condition 4.2.29). The only
change here is in the certifiable hypercontractivity constraints where instead of the RHS
of the bounded variance constraint is stated in terms of ||Q ||;‘; instead of ||1_[Q1_[||12; with an
additional slack of O(1/a?). This modified constraint is satisfied by all true clusters by an

application of Lemma 3.3.9 since each of their covariance has spectral norm at most 1.5/a.

Rounding Let M = ]ECZZT. Then, by an argument similar to the proof of Theorem 4.4.2,

we can conclude:
L. 04(1)+a > M(i,j) > 0.

2. Z?:l M(i, j) > (a® = 04(1))n for every i.
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3. For every i, let B; be the set of “large entries”: i.e. j such that M(i, j) > a?/2. Then,

|Bi| > an/2.

In the following, let M; denote the i-th row of M and ||M;||, for the sum of the non-

negative entries of the vector M;.

Candidate Clusters For every i, let F; C [k] be the set of all i/ € [k] such that
|1 Z; — X5 ||12: > 7 (i.e., F; is the set of indices of true clusters whose covariances are far from
that of the i-th cluster in Frobenius norm). For every row j € [n], let C(j) € [k] be such
that j € Xc(j) Let’s call j-th row of M “good” if x; = y; (i.e j-th sample is not an outlier)

and the following condition holds:

> 3 mo<hl,(£).

rch(]-) leXrixe=yg

Thus, by Markov’s inequality, the fraction of non-outlier entries in B; that come from
X, such that ’ € F, is at most 2 (%)

Let us estimate the fraction of good rows now. From Lemma 4.4.6 and Fact 3.3.2, we

have that for every r and r’ € F,:

B[z (X,)Z'(X,)] < B.

Here, recall that z'(X,) = w+n Yi<n 2il(yi = x;) for every r. Summing up over +’ € F,

yields:

win Z Z Z E[ziz;] < np.

r'eF, ieX,:xi=y; jGXr/:x]»:yj
Thus, by Markov’s inequality, with probability at least 1 — 1 over the choice of i € X,

such that x; = y;, it must hold that:

Z Z ]E[ZiZj] n (%) .

1r'€F, jeX,:xj=y;
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Using that (1 — &/a)-fraction of i € X, satisfy x; = y;, for every r, we conclude that
1 — n — &/a-fraction of the rows X, are good.

Thus, with probability at least (1 — 1 — e/a)® > (1 — O(€(n + €/a))), every candidate
cluster picked in Step 1 of our rounding algorithm corresponds to the large entries from a
good row of M.

We next claim that we cover most of the points in the input in the union of the candidate

clusters:

alk

with probability at least 1 —+/7. To see why, let’s estimate the chance that an element j € 1]

|U1<€C (1—2\/ﬁ

does not appear in any of the C;s. First, we can assume that j-th row of M is good (this loses
us 1 + ¢/a-fraction js). For each such j, there are at least an /2 large entries. Since M is
symmetric, the j-th column of M also has an /2 large entries. Further, j appears in Uigéi
if at least one of the an /2 large entries are chosen in our rounding. The chance that this
does not happen in any of the ¢ picks is at most (1 — a/2). Since ¢ = © (é log(1/n)), this
chance is at most O(n). Thus, in expectation |[n] \ Ui<tCil < O (n + €¢/a)n. By Markov’s
inequality, with probability at least 1 — /1, [[1] \ Ui<tCi| <O (\/ﬁ + ﬁ) n

By a union bound, with probability at least 1 — O (nf —el/a) — v\ > 1 -

O (1] log(1/n)/a — \/ﬁ), we must thus have both the following events hold simultaneously:

| Ui<e Cil (1—2\/‘—T) n>(1-3yn

and, forevery 1 <1 </,

1Ci N (Uperey, Xr)l < 2 (n% + e/a) Gl .
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Merging Candidate Clusters Observe, following the proof of Theorem 4.4.3, we know

that there exists a partition of Y into sets Y; and Y, such that for all 7,

1 | B
max{wmﬂﬁ nX1|,w—ln|Y2 N le} 2 1 - O(\/ﬁ) - O(W),
and
ma ! |X; NY;|, ma : |IXiNnYs| > 1-0(y/n) O(ﬁ)
X / X / = - - ).
w0 W g 2 1 naz

Next, we show that the merging step preserves this partition. For each Ci, let (Af: =
Cinu j#Fc)Xj- Thatis, C * is the subset of C; obtained by removing points from ““far-off”
clusters and the outliers. Then, since we know that |C;| > an/2 and |X N Y| > (1 — )n,
we must have |C;| — |(flf| = U;léil < (j + %) |C;|, where we note that n: < (% + %)

Thus, CA: is a collection of > (1 — 7n})an /2 points from the submixture Ujgr, Xj. We
know that each y; is of £, norm at most 1/a, each X; has spectral norm at most 1/« and that
forevery r,7" & Fc), |12 — Zr/llf‘T < 7. Further, X, is at most 7 + 1/a = O(t)-different
in Frobenius norm from the covariance of the sub-mixture. By an argument similar to the
proof of Lemma 4.2.26, we can establish that the submixture with components 7 such that
r & Fc(;) is O(1)-certifiably bounded variance. Since él’ is a subset of this sub-mixture of
size an /2, we immediately obtain that é: is O(t/a)-certifiably bounded variance. Thus,
applying Lemma 4.4.19 with outlier parameter 1) to input C; yields an estimate S; of the
2nd moment of C * within a Frobenius error of at most O(7/a) From Lemma 4.4.20, this is
an additional O(1/a) different in Frobenius norm from the 2nd moment of the sub-mixture
which, as argued above, is itself at most O(7) different in Frobenius norm from ;. Chaining
together yields that ||Z; — S;||* < O(t/a) for some constant C.

Since forevery r € S, v’ € T it holds that || £, — Zr/lllzC > Q(1/a), conditioned on the
good event above, our algorithm never merges C;and C j whenever i, j are non-outliers and
i is in some cluster in S and j is in some cluster in T. On the other hand, if i, j belong to

) ) 2 )
the same cluster, then, the corresponding estimate ||Si -S ]|| F S 2Ct. Thus, our merging
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process always merges together any such candidates.

As aresult, the output of the merging process can have at most one i from any true cluster
— thus, the number of distinct members of £’ is at most k. We note that the running time
is dominated by computing a pseudo distribution satisfying the union of all the constraints
(Step 3 in Algorithm 4.4.14) and requires #°®) time. Step 4 computes a degree O(1) sos
relaxation for at most O(¢) components and the merging only requires a fixed polynomial in

d and k time.

4.4.77 Proof of Lemma 4.4.16

In the following lemma, we show that the constraint system (A, via a low-degree sum-of-
squares proof, implies that a lower bound on the variance of any degree 2 polynomial on
X’ whenever the cluster C (indicated by z) appreciably intersects two well-separated true

clusters.

Lemma 4.4.17 (Lower-Bound on Variance of Degree 2 Polynomials). Let Q € R pe
any fixed matrix. Then, for any i,j < k, and z'(X;) = o ZzeX, zi - Wyi = xi), we have

foranyr # 1’ € [k],

(32Ct/a)*
(Ex, Q — Ex, Q)*

4
Ak {z’(xr)z'(xns (wi‘w (BQ-EQP)

t
—Z(IE(Q EQ)) “—2(1E(Q IEQ)Z)
wy wr

Proof. Let z} = zj1(y; = x;) for every i. Forevery 1 < r < k, let Ex, Q denote the expec-
tation of the homogenous degree 2 polynomial defined by Q: Ex, Q = w+n 2 jeX, Q(x))
for every r where Q(x;) = x Qx;. Similarly, let IE; Q be the quadratic polynomial in z

defined by E, Q = a]—n 2i<n 2iQ(x;). Using the substitution rule and non-negativity of the
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z}s, we have for any r, " € [k]:

Al {]ZE(Q - IEQ)zt = % Z zi (Q(xi) - HZEQ)Zt

i€[n]

23 fonreel]

1€X,UXprixi=y;j

Then, using the SoS almost triangle inequality (Fact 3.3.5), we have:

wiefh 5, lom-l

ieX,UX,
1 2t 1 2t
= / _ _ ’ N —
>2 (an ,Z.Zi(EQ JI;Q) anZzi(Q(xz) ;ng)
i€X,:i i€eX,
1 2t 1 2t
=2t ’ _ - 4 ) —
(Y d(Ee-Ee] -o ¥ w(em-Eo)
ieX,ix;=y; 1€Xy,xi=Y;

ot | Wr _, Y 1 :
=2 (;z (X;) (EQ—IZEQ) —a—nz (Q(M)-%Q)

ieX,

o w 2 2
+27 (72 (Xr) (;;E Q —1ZEQ) o Z (Q(xz') —;EQ)

iEX,/

|

Next, observe that by the SoS almost triangle inequality (Fact 3.3.5), we must have:

2t

2t 2t
Alz {(g@—g@) +(;5Q—IZEQ) >2-2f(gQ—gQ) }

Further, note that A }W {%z’(Xr) + %z’(Xr/) < ﬁ 2izi < 1}. Thus, using

Fact 44.8 with A = %2/(X,), B = %2/(X,), C = (Ex, Q-E.Q)*, and D =
(]EX,/ Q-E, Q)2t and 7 =272 (]EX, Q-Ex, Q)Zt, we can derive:

116



—6t wrwr

t
Al {(Ct/a)ﬂ (EQ-EQP) >EQ-EQ? >2

a X, a X

2t w 2t
6t (Q ]EQ) —27 L E (Q -E Q)

-6t W wr

A\

|

where the first inequality uses the Certifiable Hypercontractivity constraints (A4) and the last

2
- %(Ct/a)zf E (Q -E Q)

inequality follows from the Certifiable Hypercontractivity of X, and X, (Condition 4.2.29).
Rearranging completes the proof.

O

We can use the lemma above to obtain a simultaneous intersection bound guarantee

when there are relative Frobenius separated components in the mixture.

Lemma 4.4.18 (Lemma 4.4.6, restated). Suppose ||Z‘1/2(Zr - Zr/)Z_l/ZHi > 108 ﬁ§2t44
Then, for 2(X;) = g Yiex, zi - Wyi = xi),

Al {2(X)2(X,) < B -

~1/2x, where X is the

Proof. WLOG, we will work with the transformed points x; — X
covariance of the mixture. Note that our algorithm does not need to know X — this transfor-
mation is only for simplifying notation in the analysis that follows.

Let £, = 27125, 5712 5, = £ 125,572 and £, = 2—1/227,2—1/2 be the trans-

|, < 2 IEl], <

formed covariances. Then, notice that ||flr||2 ||Zl||2 and ||Zr/

1.5
Wyr*

We now apply Lemma 4.4.10 with Q = ¥, — £,.. Then, notice that Ex, Q — Ex,Q =
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& a2 - ~ ~ ~ .
||Zr = Lplp + uy Xy = Zp )y — (S = Xy )l > ||Q||% — g. Then, we obtain:

ﬂ%%ammm
32Ct/a a2 S\ oa V' a 2t
<G®Q_EwQ)(WMW@@wggw-WZQyQ—gQ>)+a{g@—§Qﬁ }

(4.4.1

Since X, and X, have certifiably C-bounded variance polynomials for C = 4 (as a con-
sequence of Condition 4.2.29 and Fact 4.2.27 followed by an application of Lemma 3.3.9),

we have:

2
=1/2 ~a1/2
X, QX

E(O - E 2<6)
X,,(Q X,,Q)

10, - 10, .,
< — < — ,
i o7 1015 < 2z 0l

and
10

2
=1/2 ~1/2
s < !

;

10
2 2
I1QIF < P 1Q1F -

2
g@—gg)<d

Finally, using the bounded-variance constraints in A, we have:
Q,Z 2 10 2
AR EQ-EQP < Qllf -

Plugging these estimates back in (4.4.14) yields:

/o a a a t t
1000C 2t (a2 N N - 3 (1000Ct)* - 3(1000Ct)3
IQI¥ a2 \wr  wr  wywy ) " wwe g2 QI T a2t |QIF [

ﬂ%{d&ﬁ@m<

Plugging in the lower bound on ||Q ||%_f and applying cancellation within SoS (Fact 4.4.9)

completes the proof. |
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4.4.8 2nd Moment Estimation Subroutine

The following lemma gives a 2nd moment estimation algorithm with error in Frobenius
norm for distributions that have a certifiably bounded covariance. The proof is very similar
to the SoS based mean and covariance estimation algorithms but we provide it in full for

completeness here.

Lemma 4.4.19 (2nd Moment Estimation in Frobenius Norm). Ler 1/100 > n > 0. There is

an n°W time algorithm that takes input an n-corruption Y of an sample X of size n and

outputs an estimate M, of the 2nd moment of X with the following properties: Let X C R?
2

be a collection of n points satisfying I% {ﬁ Drex (Q(x) — ﬁQ(x)) <C ||Q||12:}f0r a

matrix-valued indeterminate Q. Let M, = % Yvex Xx . Then, the estimate M, output by

the algorithm satisfies:

|Ms — My|[; < 80Cn.

Proof. Consider the constraint system with scalar-valued indeterminates z; for 1 < i < n
and d-dimensional vector-valued indeterminates x/, x7, . .., x;, with the following set of

constraints: A =

Vi<n zf =z
n
D zi=(-nn
i=1
1 n
) M, = -~ Xt (4.4.15)
i=1
Vi n Zix; = ZiYi
1 < 1 < ’
2
— 2 |xTex - ) xiax] <clQll

Observe that X’ = X and z; set to the 0-1 indicator of non-outliers satisfies the constraint

system. Thus, the constraints are feasible.
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Our algorithm finds a pseudo-distribution C of degree 10 satisfying the above constraints
and output IE[M>]. Let us now analyze this algorithm. The key is the following statement
that gives a sum-of-squares proof of closeness of M, and M in Frobenius norm. We use the

notation Ex Q and Ex Q to abbreviate 2 3\ | x[Qx; and Ly, x'T Qu! respectively.

n n

2
A }% { (% Z X[ Qxi— % Z x’l-TQx;)

. 2
- (% Z(l = zil(x; = yi)x] Qx; = x'iTng)
i=1

n

> (a7 Qxi -7 Qx)’

i=1

1
n

< (%(1 —zil(x; = yi))z)

n n 2

2 2
<20U'(%Z(x;eri—]%Q) +%Z(x’?@x:—§cg) +(1§Q—;1;:,Q)

2
< 207(2C Q) + 209 (%‘?Q ‘IEQ) }

where the first inequality follows by the SoS version of the Cauchy-Schwarz inequality and
the 2nd by the SoS version of the Almost Triangle inequality.

Rearranging and using that 1 — 201 > 1/2 now yields that:
Q |1 < 1 v ’
W {[15: om0 <wcria)

Notice that the LHS above equals the linear polynomial (1\712 — M, Q). We now plug in
Q= M, — M, to obtain:

Al {||M2 — Mo} < 80Cn||M; - M2||§}
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Applying Fact 3.3.8 yields:
Aly {||1\712 - My} < 804C4n4}

Taking pseudo-expectations with respect to C and using Holder’s inequality for pseudo-

distributions yields that
- 8 o~ .~ 8
”]EEMZ - M2||F < B¢ ||M2 - M2||F < 80*C*n*.
Taking the 4-th root, we can conlcude our rounded value ]\7[2 = ]]NEEMZ satisfies:

M, - M2 < 80C.

This completes the proof.

O

We also note the following simple consequence of the certifiable bounded variance
property that follows via an argument similar to the one employed in the proof of the

previous lemma.

Lemma 4.4.20 (Subsamples of Bounded-Variance Distributions). Ler X C R be a collec-
tion of n points satisfying I% {ITII Yrex(Q(x) - ﬁQ(}C))2 <CJQ ||12:}fora matrix-valued
indeterminate Q. Let M, = ﬁ Yvex XX be the 2nd moment of X. Let S C X be a subset

of size at least B|X|. Then,
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Proof. We have by the Cauchy-Schwarz inequality:

1
1X]

d

< () -

We now substitute in Q = I?lf_l Yvex 1(x € S)(x"Qx — M, to obtain:

4

S lle

1

vl Z 1(x € S)(xTQx — My)

xeX

d

We now apply Fact 3.3.8 to yield:

8

Z 1(x € S)(xTQx — My)
F

xeX

1
1X]

d

“(i)

We finally apply Fact 4.4.9 to conclude that:

2

Z 1(x € S)(xTQx — My)
F

xeX

d

<)

1
1X]
Rescaling gives the claim.

4.5 Spectral Separation of Thin Components

In this section, we show how to efficiently separate a thin component, if such a component
exists, given sufficiently accurate approximations to the component means and covariances.

This is an important step in our overall algorithm and is required to obtain total variation

distance guarantees.

Specifically, the main algorithmic result of this section is described in the following

lemma:
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Lemma 4.5.1. There is a polynomial-time algorithm with the following properties: Let
M = Zle w;G; with G; = N(u;, i) be a k-mixture of Gaussians on R, and let X in
R? be a good sample (satisfying Condition 4.2.29) with respect to M for some parameters
(y,t). The algorithm takes input parameters 1, 0, satisfying 0 < 6 < n < 1/(100k), and Y,

an e-corrupted version of X, as well as candidate parameters {{i;, ﬁi}igk. Then as long as
1. cov(M) =1/2,
2. |lwi = fiilla < 8 and || Z; = Zillp < O, for all i € [k, and
3. there exists an s € [k] such that s has an eigenvalue < 1,

the algorithm outputs a partition of Y into Y1 U Y, such that there is a non-trivial partition
of [k] into Q1 U Qa, so that letting M;, j € {1,2}, be proportional to Zier w;G; and
W = ZieQ]. wj, then Y; is an ((O(k*y) + @(q]/zk))/Wj)-corruption of a good sample

(satisfying Condition 4.2.29) with respect to M; with parameters (O (ky /W;), t).
The key component in the proof of Lemma 4.5.1 is the following lemma:

Lemma 4.5.2. Let M = Zf:l w;G; with G; = N(ui, X;) be a k-mixture of Gaussians in
R? with cov(M) = 1/2. Suppose that, for some 0 < & < 1/(100k), we are given {i; and
S satisfying lui = fill2 < 6 and ||Z; - Sille < 6, forall i € [k]. Suppose furthermore
that for some 1 > 0, there is a Xs, s € [k], with an eigenvalue less than 1. There exists a

computationally efficient algorithm that takes inputs 1, 0, [i;, S, and computes a function

F:R? — {0,1} such that:

1. For each i € [k], F(G;) returns the same value in {0, 1} with probability at least

1- Ok(nl/(zk)). We define the most likely value of F(G;) to be this value.
2. There exist i, € [k] such that the most likely values of F(G;) and F(G;) are different.

Furthermore, F(x) can be chosen to be of the form f(v - x), for some v € RY, and

f : R — {0, 1} is an O(k)-piecewise constant function.
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Given Lemma 4.5.2, it is easy to finish the proof of Lemma 4.5.1.

Proof of Lemma 4.5.1. We simply take the candidate parameters, obtain F from
Lemma 4.5.2, and partition Y = Y] U Y>, so that F is constant on both Y; and Y,. We
let Q; be the set of i so that F(G;) returns the value j — 1 with large probability. Letting the
partition of X for Condition 4.2.29 be X = X; U... U X, we let X/ = UieQ]- X;. Lemma
4.2.32 shows that the X/ satisfy the appropriate conditions for M. It remains to prove that
Yj equals X7 with a sufficiently small rate of corruptions. The fraction of points misclassified
by F equals ¢ (the fraction of outliers in the sample Y') plus the misclassification error of
F. We note that given the form of F and the fact that the uncorrupted samples in Y is a
good sample (satisfy Condition 4.2.29), the fraction of misclassified samples from each
component 7 is at most the probability that a random sample from G; gets misclassified
(at most O (n'/?9) by Lemma 4.5.2) plus O(ky). Summing this over components, gives

Lemma 4.5.1. O

Let us now describe the algorithm to prove Lemma 4.5.2 (and evaluate F), which is

given in pseudocode below (Algorithm 4.5.3).

Algorithm 4.5.3 (Algorithm for Spectrally Separating Thin Components).

Input: Estimated parameters { i, ﬁi}i parameters 1], 0.

<K’
Output: A function F : R — {0,1}.
Operation:

1. Find a unit-norm direction v such that there exists s € [k], vT 550 < 2n.

2. Compute (vTLv) for all i € [k].
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(a) If there exists j € [k] such that (vTﬁjv) > M, find a t such that
\ >t >2nandthereisnoj € [k] witht < vTﬁjv < t Q(n~ 1/ k),
Set F(x) = 1 if there is an i such that |v - (x — {1;)| < Vtlog(1/n) and
0 otherwise.

(b) Otherwise, compute v-[1; for all i € [k]. Find at between the minimum
and the maximum of v - [I; such that there is no v - {i; within 1/(20k) of

t. Set F(x) = 1 ifv - x > t and 0 otherwise.

Proof of Lemma 4.5.2. Let v be a unit vector and s € [k] such that vT 50 < 2n. By

assumption, we have that Var[v - M] > 1/2. Furthermore,
Var[o-M] = > wi(0" o)+ ) wi(o-(ui—n)* < ) wi0 o)+ ) wio-(ui—ps))?

where p is the mean of M. This means that either there exists j € [k] such that (ZJTZ]'Z)) >
1/4, or there exists j € [k] such that |v - (uj — us)| > 1/4. Since we have approximations of
these quantities to order 6, we have that there is j € [k] such that (wTs jv) > 1/10 or that
there is j € [k] with |v - ({1; — fi5)| > 1/10.

We first consider the case that there is a j € [k] such that (vTijv) > 4/1]. Since there is
aj € [k] with (vTijv) > /17 and another s € [k] with (vT£4v) < 27, there must be some
VT > t > 21 such that there is no j € [k] with t < vTZjv < t Q(n~/2¥). Otherwise,
there must be at least one ¥; in each 2n < Q(n_l/ @k < /1, where we need more than k
components.

For a given x, we define F(x) to be 1 if there exists i such that [v-(x—[1;)| < \/?log(l/n),
and F(x) = 0 otherwise.

To show that this works, we note that for all i € [k], if vT£;0 < t, then Var[v - G;] <
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t + 0, and since |v - (u; — f1;)| < 6, by the Gaussian tail bound, we have that

_ (Vilog(1/n) - 6)*
2(t +0)

=0() .

~G;

1

P (1x - il > (VFlog(1/n) - 0) < exp(

Thus, all but an O(7n)-fraction of the samples of G; have F(x) = 1.
On the other hand, for components i with oIS > tn_l/ (2k) we have that Var[v-G;] >
tn~1/2K) Then, the density of G; is at most 1/+/2rttn=1/2k). So, the probability that a

sample from v - G; lies in any interval of length 2V log(1/n) is at most

1

NS

Since there are k such intervals, the probability that F(x) is 1 when x is drawn from G; is at

2Vtlog(1/n) = O(n'/*) .

most O k(nl/ (4")). This completes our proof of point (1), and point (2) follows from the fact
that we know of component G; in one class and Gg in the other class.

We next consider the case where (ZJTﬁjv) < y/nforallj € [k], and where [v-({1;—{is)| >
1/10 for some j € [k]. Then we can find some t between v - {i; and v - {5 such that no
v - [1; is within 1/(20k) of ¢. In this case, we define F(x) be 1 if v - x > t and O otherwise.
To show part (1), first consider i € [k] such that v - {Ii; < t — 1/(20k). Then we have that
v - ui <t —1/(30k). Furthermore, Var[v - G;] < 6 + 4/]. Therefore, the probability that
v - Gj > t is at most exp(—Qx((6 + /7)7%)), which is sufficient.

A similar argument holds in the other direction for i € [k] such thatv - {i; > t + 1/(20k),
and statement (2) holds because we know that there are both kinds of components. This

completes the proof. |

4.6 Robust Proper Learning: Proof of Theorem 4.1.2

In this section, we show how to combine the partial clustering, tensor decomposition, and

recursive clustering algorithms to establish our main result. The main theorem we prove is

126



as follows:

Theorem 4.6.1 (Robustly Learning k-Mixtures of Arbitrary Gaussians with small error).
Given 0 < € < l/kko(kz) and a multiset Y = {y1,Y2,...,Yn} of n i.i.d. samples from a
distribution F such that dty(F, M) < ¢, for an unknown k-mixture of Gaussians M =
Sick WiN (i, Zi), where n > ng = d°® poly,(1/¢), there exists an algorithm that
runs in time n°W poly, (1/¢€) and with probability at least 0.99 outputs a hypothesis k-
mixture of Gaussians M = 2i<k WiN (‘Lii, il) such that dry (M,/T/(\) = O(&), with
cx = 1/(100fC*k+D'k1sf(k + 1)), where C > 0 is a universal constant and sf(k) = Iiepryi!

is the super-factorial function.

The algorithm establishing Theorem 4.6.1 is given in pseudocode below. Algorithm 4.6.3
takes as input a corrupted sample from a k-mixture of Gaussians and outputs a set of k
mixing weights, means, and covariances, such that the resulting mixture is close to the input
mixture in total variation distance with non-negligible probability. Algorithm 4.6.2 simply
runs Algorithm 4.6.3 many times to create a polynomial-size list of candidate hypotheses
(consisting of mixing weights, means, and covariances), and finally runs a robust tournament

to outputs a winner. This boosts the probability of success to at least 0.99.

Algorithm 4.6.2 (Algorithm for Robustly Learning Arbitrary GMMs).

Input: An outlier parameter ¢ > 0 and a component-number parameter k € IN.
An e-corrupted sample Y = {y1,Y2,...,Yn} from a k-mixture of Gaussians

M = Yieg wilN (i, Zi).

Parameters: Les ¢ = 1/(100C*Vsf(k + 1)k!) be a scalar function of k, where

sflk) = Hie[k](k i) = Hie[k] i! and C is a sufficiently large constant.

Output: A set of parameters {({;, [1;, ii)}ie[k]’ such that with probability at least 0.99
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the mixture M = 2ic[k] wiN(f;, ﬁi) is O(&)-close in total variation distance

to M.
Operation:

2
1. Let L = {¢} be an empty list. Repeat the following ek times -

(a) Run Algorithm 4.6.3 with input Y, fraction of outliers ¢, and num-
ber of components k. Let the resulting output be a set of k mixing
weights, means and covariances, denoted by {(L?Ji, i, i“i)}ie[k]' Add
{@i, i, 2}y 1o L.

2. Run the robust tournament from Fact 4.2.34 over all the hypotheses in L.

Output the winning hypothesis, denoted by {(W;, [i;, ii)}ie[k].

Algorithm 4.6.3 (Cluster or List-Decode).

Input: An outlier parameter 0 < ¢ < 1 and a component-number parameter k € IN. An
e-corrupted versionY = {y1,Y2,...,Yn} of X, where X is a set of n samples from
a k-mixture of Gaussians M = Zie[k] wiN(ui, L;) such that X is a good sample
(satisfies Condition 4.2.29) with respect to M with parameters (ed=8kk=C'%, 8k +48),
where C' > 0 is a sufficiently large constant.

Parameters: Let ¢, = 1/(100KC**+V'st(k + 1)k!) be a scalar function of k, where
sflk) = [lier(k = )! = [1iepx 1! and C is a sufficiently large constant.

A 2
Output: A set of parameters {(D;, fii, i) }ie[k] Such that with probability at least ek

dry (Sicp @M (@, £0), M) < Oe),
Operation:
1. Treat Light Component as Noise: If k = 0, ABORT. With probability 1/2, run

Algorithm 4.6.3 on samples Y, with fraction of outliers € + g/A0CH e+ 1)) g
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number of components k — 1. Return the resulting set of estimated parameters,
{(@;, {1, ﬁi)}ie[k—l]J appended with (0,0, I). Else, do the following:

> We guess whether the event that the minimum mixing weight o is at least
!/A0C (1)) o s, If it does not, we proceed with the algorithm. Else, we

treat the smallest weight component as noise and recurse with k — 1 components.

2. Robust Isotropic Transformation: With probability 0.5, run the algorithm
corresponding to Lemma 4.6.6 on the samples Y, and let [1, 3. be the robust
estimates of the mean and covariance. If k = 1, return (zf) =10, i) Else,
compute UAUT, the eigendecomposition of L, and for all i € [n], apply the
affine transformation y; — arst/2 (yi — Q).
> The resulting estimates ﬁ,i satisfy Lemma 4.6.6, and the uncorrupted

samples are effectively drawn from a nearly isotropic k-mixture.
3. With probability 1/2, run either (a) or (b) in the following:

(a) Partial Clustering via SoS: Run Algorithm 4.4.14 with outlier param-
eter € and accuracy parameter gVSCH kDY 1y Y1, Y be the par-
tition returned. Guess the number of components in Y| to be some

ki € [k — 1] uniformly at random. Run Algorithm 4.6.3 with in-

1/(10c

. . k+1
put Yy, fraction of outliers ¢ TR+DY and number of components

ki, and let {(Z?)Z(.l),ﬁgl),)igl))} be the resulting output. Similarly,

i€[ki]

run Algorithm 4.6.3 with input Y,, fraction of outliers 61/(100“1("“)!),

mﬂnmﬂqutmmwmmmk—kbam”a{@w%ﬁ?%gnﬁ.Mk]be
1€[K—K1

the resulting output. Output the set {(@51)|Yl|/|Y|,ﬁgl),ﬁgl))}. o] U
1€|K1

~(2) 2) ¢(2)
w7 \Ya /Y], w2 } .
{( ; 1Yal/[Y] Y; i ) ielk—k]

> When the mixture is covariance separated, the preconditions of Theorem
4.4.3 are satisfied (see Lemma 4.6.7). The partition is non-trivial, and the

. . . k+1
fraction of outliers increases from & — &'/(10¢7(k+1)})
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(b) List-Decoding via Tensor Decomposition: Run Algorithm 4.3.17 and let
L be the resulting list of hypotheses such that each hypothesis is a set of
parameters {({i;, ii)}ie[k]- Lett =0 (81/(40Ck+l(k+1)!)) be an eigenvalue
threshold. Select a hypothesis, {([1;, ii)}ie[k] € L uniformly at random.
> Conditioned on not being covariance separated, we satisfy the precondi-
tions of Theorem 4.3.1 (see Lemma 4.6.8). The output is a list that contains
{ﬁi/ﬁi}ie[k] such that for all i € [k], ||f1; — pill, = 0(61/(20Ck+1(k+1)!))
and ||21 - Zi”F = 0(81/(20Ck+1(k+1)!)).

i. Large Eigenvalues: If for all i € [k], i > 1l, sample ®; from

[0, 1] uniformly at random such that ),;®; = (1 = ke). Return

{ (wi, QA0 ps + 4, aAl/zaTziaAl/zaT) }ie[k].

> If all estimated covariances have all eigenvalues larger than T, the

recursion bottoms out and the hypothesis is returned.

ii. Spectral Separation of Thin Components: Else, 3v,i s.t. v7 %0 <
T. Run the algorithm corresponding to Lemma 4.5.1 with input Y,
parameter estimates {([l;, ii)}ie[k] and threshold . Let Y and Y, be
the resulting partition.

> Use small eigenvalue directions to partition the points.

A. Fmin([Y1], [Ya|) < e /@OOKCH k40D - un Algorithm 4.6.3 with
input Y, fraction of outliers 2&'/ (400KCH (+1)) g number of com-

ponents being k — 1, and let {(Z@El), ﬁgl), 251))} - be the result-
1€| K
ing output. Qutput the resulting hypothesis {(z?)i, UOAYV207 p; +

0, ml/zavzml/zaw} (U0,0,1)

ie[k-1
B. Else, select ki € [k — 1] uniformly at random. Run Algorithm

4.6.3 with input Yy, fraction of outliers g!/(100KCE (k1)) g

number of components being ki. Similarly, run Algorithm 4.6.3
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. . . . k+1
with input Y, fraction of outliers &'/(100kC S0+ and number of

5@ 4@ ﬁ(z))}
1

components k — ki, and let {(wi e be the result-

ie[k-k]

ing output.  Output the set {(@§I)|Y1|/|Y|,l:I/A\l/Zl:ITﬁgl) +

g,aAlfzaTz<l>aAl/zaT)} U
! ie[ki]

(@ val/iy), GAVAT W o, ARPATEP AR AT
1€|K—K]

4.6.1 Analysis of Algorithm 4.6.2

To prove Theorem 4.6.1, we will require the following intermediate results. We defer some
proofs in this subsection to Appendix 4.8.

We use the following lemma to relate the Frobenius distance of covariances to the total
variation distance between two Gaussians, when the eigenvalues of the covariances are

bounded below.

Lemma 4.6.4 (Frobenius Distance to TV Distance). Suppose N(u1,L1), N(u2, X2) are
Gaussians with ||p11 — 2|, < 6 and |21 — La||p < 6. If the eigenvalues of Y. and L, are

at least A > 0, then dTV(N([JIIZI)/ N([lz, 22)) = O(é//\)

We start by showing that when Condition 4.2.29 holds, the uniform distribution on a

(1 — ¢)-fraction of the points is certifiably hypercontractive.

Lemma 4.6.5 (Component Moments to Mixture Moments). Let M = ¥ wilN (i, Li)

be a k-mixture with mean u and covariance Y. such that w; > «, for some 0 < a < 1, and for

alli,j € [k), |

Y12 (Zi - Z]') Z+/2||F < 1/+a. Let X be a multiset of n samples satisfying
Condition 4.2.29 with respect to M with parameters (v, t), for 0 < y < (dk/a)™, for a
sufficiently large constant ¢, and t € N. Let D be the uniform distribution over X. Then,

D is 2t-certifiably (c /a)-hypercontractive and for d X d-matrix-valued indeterminate Q,

Q 5 )
lT {]EM (xTQx —EpxTQx)” < O(1/a) ”ZI/ZQZI/ZHF}'
Next, we show how to robustly estimate the mean and covariance of an ¢-corrupted set
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of samples satisfying Condition 4.2.29 when the mixture is not partially clusterable, and

make the inliers nearly isotropic.

Lemma 4.6.6 (Robust Isotropic Transformation). Given 0 < ¢ < 1, and k € N, let
a = e /00C k+1)) [or M = Zle w;G; with G; = N(u;, L;) be a k-mixture of Gaussians
with w; > a for all i € [k], and let u and T be the mean and covariance of M such that
r = rank(X) and for all i,j € [k], ||Z+/2 (Zi - %)) Z+/2||F < 1/+a. Let X be a good
sample satisfying Condition 4.2.29 with respect to M for some parameters (y,t). Given a
setY, an e-corrupted version of X, of sizen > ng = dOW) | there exists an algorithm that
takes Y as input and in time n°0) outputs estimators fi and S such that £ = UAUT is the
eigenvalue decomposition, where U € R"™" has orthonormal columns and A € R™" s a
diagonal matrix. Further, we can obtain n samples Y’ by applying the affine transformation
y; — UTEY2(y; - 1) 10 each sample, such that a (1 — €)-fraction have mean ' and

covariance Y/ satisfying

10wl < Of 1+ L) Vera),

1 ’ 1
2 (o) 1 = & = (reiem)

3. 11 - Ly < O(Vek/a),
where I, is the r-dimensional Identity matrix, and the remaining points are arbitrary. Let
X' be the set obtained by U752 (x; = fi). Then, X' is a good sample (satisfies Condi-
tion 4.2.29) with respect to Zé{:l wiN (I:ITi‘L/z(yi - ), l:lTﬁJr/zZii‘L/zlAl) and parameters

(y,t), and Y’ is an e-corruption of X'.

Proof. For any t’ € N, it follows from Corollary 4.2.20 that M has 2t’-certifiably (4/)-
hypercontractive degree-2 polynomials, since w; > « for all i. Next, Lemma 4.6.5 implies

that the uniform distribution over X also has 2t’-certifiably (8 /a)-hypercontractive degree-2
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polynomials and for d X d-matrix-valued indeterminate Q,
Q ? 2
E|x"Qx-Ex"Qx| <O0(1/a “21/2 21/2” :
7 \E ( Qx-ExTQ ) (1/a) |2Qu2|

Then, it follows from Fact 2.2.3 that if %t’e“‘” " « 1, there exists an algorithm that runs

in time n°®) and outputs estimates (I and )3 satisfying:

L2 2(u = @), < O /) 2e! 1Y,
2 (1 (kfa)e!2/) £ < £ < (14 (kfa)e!) £ and
3. ”Z'I'/z (i“ _ Z) Z'l'/ZHF < (t’/a)O(El_l/t’)_

Setting + = 2, compute 3 = UAUT, the eigendecomposition of £, such that I € R™
has orthonormal columns, where r < d is the rank of £ and A € R™ is a diagonal
matrix. Similarly, let © = UAU T be the eigendecomposition of X.. We apply the affine
transformation y; — arst? (yi — f1) to each sample and thus we can assume throughout
the rest of our argument that we have access to e-corrupted samples from a k-mixture of
Gaussians with mean ¢’ = U7 £/2(u — 1) and covariance X/ = UTEYV225/2(0. Then, we
have that
UTe(u—p)

”#1”2 = < ||aT||op

),

]

;

where the last inequality follows from (1) and (2). It also follows from (2) that

1 - 1 &
(T\m) Bets (W) = oD

Multiplying out (4.6.1) with UTE1/2 on the left and £1/2U on the right, we have

( ! )lflTﬁWﬁﬁ*/zflsz’ﬁ(

I TEPESH |
1+ (kve/a) )

1
1= (kve/a)
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Observe that (2) implies that the rank of 3 and X is the same, and thus UTst2esti2(r = I,

where [, is the r-dimensional Identity matrix. Finally, we have that

1 = 1l = |

(TSRt - aTzﬂzzﬁﬂzaH < ( GATROT (- £) GATROT
F

F

A2 AV A-120T (Z _ )i) (IA-12 A2 /-]

S (E-2)=]
F

A-1271/2

N

op

< O(\/Ek/a) ,

where we use that A=1/2 = A=1/2AV2A=1/2  the sub-multiplicative property of the Frobe-
nius norm, the column span U and U is identical (see (2)), and the Frobenius recovery
guarantee in (3).

Finally, it follows from Lemma 4.2.30 that Condition 4.2.29 is affine invariant and is

1/2

thus preserved under x; — UTE71/2 (x; — f1), for i € [n], with parameters (y, t). O

The above robust isotropic transformation lemma allows us to obtain a covariance that is
close to the identity matrix in a full-dimensional subspace (potentially smaller than the input
dimension). Therefore, we will subsequently drop the subscript for the dimension, wherever
it is clear from the context.

Next, we show that whenever the minimum mixing weight is sufficiently larger than
the fraction of outliers, and a pair of components is covariance separated, we can partially

cluster the samples.

2
Lemma 4.6.7 (Non-negligible Weight and Covariance Separation). Given0 < ¢ < 1/ kO
andk € N, let o« = e1/(@5CE (e 1))
Let M = fo:l w;G; with G; = N(ui, Z;) be a k-mixture of Gaussians with mix-
ture covariance X such that w; > « for all i € [k] and there exist i,]j € [k] such that
||Z+/2 (Zi - Zj) Z+/2||12: > 1/a”. Further, let X be a good sample satisfying Condition 4.2.29

with respect to M for some parameters y < ed=8*k=Ck, for a sufficiently large constant
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C, andt > 8k. Let Y be an e-corrupted version of X of sizen > ny = (dk)Q(l) /€,
Algorithm 4.4.14 partitions Y into Y), Y in time n°®Y such that with probability at
least 27901 — O(a)) there is a non-trivial partition of [k] into Q1 U Qs so that let-
ting M; be a distribution proportional to Zier w;G; and W = Zier w;j, then Yj is an
0(61/(45ck+1(k+1)!))-corrupted version of Uier X; satisfying Condition 4.2.29 with respect

to M with parameters (O(ky /Wj) , t).

Proof. We run Algorithm 4.4.14 with sample set Y, number of components k, the fraction
of outliers ¢ and the accuracy parameter 7. Since X is a good sample (satisfies Condi-
tion 4.2.29), we can set t = 10, § = (k’t*a)!/?> = Ox(a®) and ) = a® > +/e/a in Theorem

4.4.13. Then, by assumption, there exist 7, j such that

2 2+4
e s, K a5
Foad

‘Bz/ta4

We observe that we also satisfy the other preconditions for Theorem 4.4.13, since n >
(k)™ Je.

Then, Theorem 4.4.13 implies that with probability at least 2~°%)(1 — O(n/a — V1) =
270 (1 - O(a)), the set Y is partitioned in two sets Y; and Y> such that there is a non-trivial
partition of [k] into QU Q3 so that letting M; be a distribution proportional to Zier w;G;j
and Wj = Yo, wi, then Y is an O(81/(45Ck+1(k“)’))—corrupted version of Ujeq, Xi- By
Lemma 4.2.32, Uier X; is a good sample (satisfies Condition 4.2.29) with respect to M
with parameters (O(ky /Wj) , t).

O

When the mixture is not covariance separated and nearly isotropic, we can obtain a
small list of hypotheses such that one of them is close to the true parameters, via tensor

decomposition.

2 +
Lemma 4.6.8 (Mixture is List-decodable). Given 0 < & < 1/k¥”"" let @ = £!/@45C ! (k).

Let M = Zf:l w;G; with G; = N(ui, L;) be a k-mixture of Gaussians with mixture
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mean U and mixture covariance X, such that ||u||, < O(\/E/_(X), |12 =1I||p < O(\/E/oz),
w; = «foralli € [k], and ||Zi — Z]-”lzj < 1/ for any pair of components, and let X
be a good sample (satisfying Condition 4.2.29) with respect to M for some parameters
y = ed=3kk=Ck for a sufficiently large constant C, and t = 8k. Let Y be an e-corrupted
(O(?)

version of X of size n, Algorithm 4.3.17 outputs a list L of hypotheses of size 1] & in

time poly(|L|, n) such that if we choose a hypothesis {[i;, ﬁi}ie[k] uniformly at random,
lwi — fill, < 0(51/(2ock+1(k+1)!)) and ||Zi - ii”F < 0(81/(20Ck+1(k+1)!)) for all i with

. o(k?
probability at least €* )

Proof. Recall we run Algorithm 4.3.17 on the samples Y, the number of clusters k, the
fraction of outliers € and the minimum weight a = ¢!/ (20C* ! (k+1)) | Next, we show that the
preconditions of Theorem 4.3.1 are satisfied. First, the upper bounds on ||u||, and ||Z - I||f
imply Y;c wi (i + [,li[.ll.T) =X+ puu" = (1+O0(Ve/a))l. Since the LHS is a conic
combination of PSD matrices, it follows that for all i € [k], ] < 1 (1+O0(Ve/a))I,

%. Next, we can write:

and thus ||[JiHiT||F <

I1Zi = Iy < ||Zi = @+ pp")||p + 12 = g +|Jup"||,

Vek e
= Zi—Zw]'(Z]'+(u]'[,l}r) +7+;
jetk] .
2 ek ¢
< ij(zi—zj) +E+\/_T+E
jelk] :
2
< T /5 7
a5/2

where the first and the third inequalities follow from the triangle inequality and the upper
bound on ||yiy;.r|| p» and the last inequality follows from the assumption that ||Zi -L ]”i <

1/ for every pair of covariances X, Y. So, we can set A = 2a75/% in Theorem 4.3.1.
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Then, given the definition of «, we have that
n=2k*0(1 + AJa)* Ve = 0(82/5)

and 1/&% > log(1/n)(k + 1/a + A)**3 /n?. Therefore, Algorithm 4.3.17 outputs a list L
of hypotheses such that |L| = exp (1 / 62), and with probability at least 0.99, L contains a

hypothesis that satisfies the following: for all i € [k],

Al/z + + +
1hi = il = 0( i )nG(k) _ 0(8—1/(20ck I(k+1)1) | o1/(10CK ‘(k+1)!)) _ 0(81/(2ock ‘(k+1)!)) and

X 1/2 )
|Zi - Zi| = O(k*) ATUG(k) = 0(61/(20Ck l(k“)!)) :

(4.6.2)

Then if we choose a hypothesis in L uniformly at random, the probability that we choose

0o(k2)
Ek .

the hypothesis satisfying (4.6.2) is at least 1/|L| = O

Finally, if the mixture has a covariance matrix with small variance along any direction,

we can further cluster the points by projecting the mixture along that direction.

2
Lemma 4.6.9 (Spectral Separation of Thin Components). Given 0 < ¢ < 1/ k" ), let

a = ¢ /O0C R+ 1)) [ or M = Zf:l w;G; with G; = N(u;, X;) be a k-mixture of Gaussians
with mixture covariance ¥ such that |Z — I||p < O(\ek/a), and let X be a good sample
(satisfying Condition 4.2.29) with respect to M for some parameters (y,t). Given a set
Y being an e-corrupted version of X of size n, and estimates {[i;, ﬁi}ie[k], such that
i = il < Ofe0C 1), |z, - 5,

a unit vector v € R? such that v™ £50 < 0(81/(40Ck+1(k+1)!)),f0r some s € [k]. Then, there

L < ()(51/(20Ck“(k+1)!)), suppose there exists

is an algorithm that efficiently partitions Y into Y| and Y, such that there is a non-trivial
partition of [k] into Q1 U Qs so that letting M be a distribution proportional to Zier w;G;j
and W; = Zier w;, then Y] is an (O(kz)/) + O(el/(SOkaH(k“)!)/Wj))—corrupted version
of Uier X; satisfying Condition 4.2.29 with respect to M with parameter (O(ky /W) , t).
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Proof. We run the algorithm from Lemma 4.5.1 with the input being the samples Y, the
current hypothesis {{;, £} c[x]» and the minimum eigenvalue 1 = O(e'/(“ockﬂ(k“)!)).
Observe that the mixture covariance satisfies £ > (1 — O(vek/a)) I > I/2 and the upper
bound on means and covariance is 0 = O(Sl/ (ZOkckH(kH)!)n) by assumption. Therefore,
we satisfy the preconditions of Lemma 4.5.1. Thus, we obtain a partition Y}, Y, such that
there is a non-trivial partition of [k] into Q1 U Q3 so that letting M; be a distribution
proportional to Zier w;G; and W; = Zier w;, then it follows from Lemma 4.2.32 that
Y; is an (O(kzy) + O(el/(SOkckH(k“)!)/V\/j))-corrupted version of (Jjcq, Xi satisfying

Condition 4.2.29 with respect to M; with parameter (O(ky /W;) , t). O

4.6.2 Proof of the Main Theorem

We are now ready to complete the proof of Theorem 4.6.1.

Proof of Theorem 4.6.1. We divide the proof into two parts: first we show that Algo-
rithm 4.6.3 outputs a hypothesis M = Yiepk) ©iN({i, 3;) such that M and M are O(&r)-
close in total variation distance with probability at least exp (—O(k)/&?); then we show that
Algorithm 4.6.2 outputs a k-mixture of Gaussians M such that M and M are Ox(&°F)-close

in total variation distance with probability 0.99.

We proceed the first part by induction on k. Let cx = be a scalar that

(100)"C<k+})’sf(k+l)k!
only depends on k, where C > 0 is a sufficiently large universal constant.

Induction Hypothesis:

Let X be a good sample (satisfying Condition 4.2.29) with respect to a k-mixture of
Gaussians M for some parameters y = ed~3¥k=C'k where C’ is a sufficiently large constant
and t = 8k + 48. Given a set Y being an e-corrupted version of X of size 1, the outlier
parameter € and the component-number parameter k, Algorithm 4.6.2 returns a k-mixture
of Gaussians /T/[\ such that /T/(\ and M are O(e*)-close in total variation distance with
probability eko(kz).

Base Case: For k = 1, the algorithm returns the single Gaussian with mean [ and 3 at
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Input:
Y': e-corrupted sample from k-GMM

#componentls =k-1,

1
1
! .
1 noise: o
1

#combonents <k,
noise: @
1

Guess if .
inimum weight > o #components < k,

noise: a1/ (8)

" <
_ - “Guess if components are™ ~ . _No

~ ~ < _Frobenius separated _ - =~
< e

1

1

1

1

: - .

. Yes e Make isotropic

1 (Lemma 3.6.6)

1

: Partial clustering l

1 (input: e-corrupted k-GMM).

X (Lemma 3.6.7) Tensor Decomposition
: . (input: e-corrupted, min weight )

"""""" TV distance error < ol

(Lemma 3.6.8)

If eigenvalues of all covariances are > al/t

( Add to list of hypotheses ) ! Spectrally Separate Thin | 1
(tv distance < ka'l/%) ! Con}ponents .
(Lemma 3.6.4) ,along small eigenvalue direction. |
N T J ' (Lemma 3.6.9) !
Robust Tournament
(Fact 3.2.34)

-

Figure 4.1: If we assume a 1/poly(k) lower bound on minimum weight, then we can skip
all blue steps above; the partial clustering (with TV distance separation, see Theorem 4.4.2)
is carried out till it can no longer be done within a cluster and then followed by the tensor
decomposition step.

Step 2. Suppose the true Gaussian is N (u, X). It follows from the proof of Lemma 4.6.6,
-, - |-, <0(e)
2 2

and

e (2 -x) =], < ofve)

and thus it follows from Fact 4.2.1 that the total variation distance between the hypothesis
Gaussian and the true Gaussian is at most O(\/E) We can then conclude that the base case

18 true.
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Inductive Step: We assume that our induction hypothesis holds for any m < k and then

prove that the induction hypothesis holds for k.

Small Clusters Can be Treated as Noise. Conditioning on the base case being true, we
begin by guessing whether the minimum weight is less than e!/00C""'k+D) with equal
probability.

Let Wy, = min; w;. If Wy, < el/(lock+l(k+1)’), our algorithm takes step 1 with prob-
ability 0.5. In this case, we treat the smallest component as noise and recurse on the set
of samples Y. We set the number of components to be k — 1 and the fraction of outliers
being ¢ + ¢!/(10C (kD)) ¢ 2 1/10C* (k+D) By [ emma 4.2.32, Y is an 2¢!/(10C (k+1))_
corrupted version of a good sample (satisfying Condition 4.2.29) with respect to a (k — 1)-
mixture for parameters y = O(ked‘gkk_clk/(l — Wmin)) < ed 8k=D(f — 1)=C"(k=1)
and t = 8k + 48. Thus applying the inductive hypothesis to Y, we learn the mix-

+ | Ck- . aye
ture up to total variation distance Ok<(2€l/ (1oc* l(k“)')) l) < Oi(&°r) with probability

) £1/(0CH (k+1)!).

k-1)2 k2 .
0.5ek=D" 5 ek Now we may assume for all i € [k], w; >

Mixture is Covariance Separated. Let « = ¢/00Ck+D) 4pq o, =
{3 N(ui, Zi), N(uj, ) | ||Zi - Z]'”F > a~1/2} be the event that the samples were drawn
from a mixture that is covariance separated. First, consider the case where 15 is true. We
will run 3(a) with probability 0.5. Then it follows from Lemma 4.6.7 that Y can be parti-
tioned into Y; and Y in time 490, such that they both have at least one component and the
fraction of outliers in each set Y;, Y> is at most &'/ (10CE 1 (k+1)1) vyith probability o0k log(k/a),
Then, we can guess the number of components in Y; and we will be correct with probability
1/k. Conditioned on our guess being correct, let Y| consist of k; components and Y, consist
of k; components and ki + kp = k.

Let Q1 U Q; be the non-trivial partition of [k] in Lemma 4.6.7, M; be a distribu-
tion proportional to ZieQ,— w;G; and W; = Zier w;, then By Lemma 4.2.32, Y; is an

O( el /(10ck+1(k+1)1))_corrupted version of Uier X; satisfying Condition 4.2.29 with respect

140



to M with parameters y = O(ked‘Skk_C'k/a) < Ed_gkf(kj)_c/kf and t = 8k + 48. Then,
applying the inductive hypothesis on Y; for j = 1,2, with number of components k;, we

. L . /(10CK*! (k+1)! .
can learn the mixtures M, up to total variation distance error Ok(eck/ / (k+1) )) with

O(k2)
]
probability e Finally if this is the case, we combine the two hypotheses on Y}, Y; by

multiplying each weight in the hypothesis of Y; by |Y;|/|Y| and then taking union of two
hypotheses. Then our combining method gives a final output that learns our full hypothesis

to total variation distance error Ok(gckl/UOCkH(k.,.])!)) + Ok(ECkz/(IOCk“(k“)’)) < Ox(&%)

(CINel()) o2
(k%)
> ek

(]
with probability at least 0.5 - 0.5 - 1 - 27901 — O(a))eft "

Mixture is not Covariance Separated. Next, consider the case where 1 is false. With
probability 0.5, the algorithm guesses correctly and executes Step 2. Since the mixture is
not covariance separated, we satisfy the preconditions of Lemma 4.6.6, and after applying
the transformation in Step 2, X, the covariance of the mixture M, is \/Ek /a-close to the
r-dimensional identity, where r is the rank of X.. However, since we obtain the subspace
exactly, we can simply project all samples on the subspace and we drop the r in the
subsequent exposition.

Let X’ be the set of points obtained by applying the Affine transformation from Step 2 as
defined in Lemma 4.6.6. Then, X is a good sample (satisfies Condition 4.2.29) with respect
to a nearly isotropic mixture and parameters y = ed~85k=C'F and t = 8k + 48 so that we
can continue the algorithm with X’. Whenever we return a hypothesis in the following steps,
we will first apply the inverse of the transformation on our estimates [i; and 5;. Since total
variation distance is affine invariant, we have the same error guarantee in total variation
distance after applying the transformation. From now on, we reduce to the case where X is
vek/a-close to the Identity.

There is a 50% chance our algorithm runs Step 3(b) and we will analyze the remain-
der of this case under that assumption. It follows from Lemma 4.6.8 that we obtain

a hypothesis {ﬁi/ii}ie[k] such that ||u; — ], < 0(51/(20ck+1(k+1)!)) and ||2i - ii”l—" <

141



k . .- K2 .- . .
O(El/ (20C H(k“)!)) with probability £¥”“”. Conditioned on the hypothesis being correct,
we now split into two cases: either all eigenvalues of all the estimated covariances are large
(in which case we obtain total variation distance guarantees), or there is a direction along

which we can project and cluster further.

Covariance Estimates have Large Eigenvalues. For the hypothesis {[1;, ﬁi}ie[k] from
the last step, we compute all the eigenvalues of the estimated covariance matrices, 3, for all
i € [k]. If, forall i € [k], Amin (f‘,l) > cel/(@0C (k+DD e land in Step 3(b).i that we guess
the mixing weights @; uniformly in the range [0, 1] and then we output the corresponding
hypothesis {@;, fi;, ﬁi}ie[k]- With probability at least £, @; are within ¢ of the true mixing
weights. Under this condition, by Lemma 4.6.4, the mixture /T/(\ = Dietk] DiN (ﬁi, 21)
is Ok(el/ (40Ck+l(k“)!)) < O(e%)-close to M in total variation distance with probability

K2 2ck?
0.5-0.5- k. ek 5

One Covariance Has a Small Eigenvalue. Consider the case (Step 3(b).ii) where there
exists a unit-norm direction v and an estimate ﬁi such that vTﬁiv < cell (40Ck+l(k+1)!).
It then follows from Lemma 4.6.9 that we can partition Y into Y] and Y, such that
each has at least one cluster and the total number of outliers in both Y; and Y,
is at most 0(81/(80kck+1(k+1)!)) n. If Y] or Y> has size less than 61/(400kck+1(k+')’)n,
then we can treat it as noise and get an additive O(e!/ (400kck+l(k+1)’))—error in to-
tal variation distance. Otherwise, the fraction of outliers in both sets is at most
O((E1/(SOka“(kH)!)n)/(gl/(4OOka“(k+l)!)n)) _ 0(51/(100kc"“(k+1)!)). We then guess the
number of components, ki, in Y] with success probability 1/k. Let k, = k—k be the number
of components in Y. Then, conditioned on this event holding, Y] 1s an 0(81/ (100kC! (k”)!)) -
corrupted version of a good sample (satisfying Condition 4.2.29) with respect to a mixture of
k; components with parameter y = ked 3kk=Ck /o < €d_8(kf)(kj)_cl(kf) and t = 8k + 48.
We can apply the inductive hypothesis to Y; with number of components k; and fraction of

outliers O(el/ (IOOkaH(k“)’)), and conclude that we learn the components of Y] to total vari-
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0(k2)

(1OOkaH(k+l)!)) with probability ¢qi . A similar argument holds

ation distance Ok(ec"l/
for Y,. Finally if this is the case, we combine the two hypotheses on Y}, Y, by multiplying
each weight by |Y;|/|Y| and then taking union of two hypotheses. Then our combining

method gives a final output that learns our full hypothesis to total variation distance error

Ok(gckl/(loock“(kn)!)) 4 Ok(gckz/(wock“(kﬂ)!)) " 0(81/(400kck“(k+1)!)) < Ok(€) with

probability at least 0.5 0.5 - L - e T e

Sample Size and Running Time of Algorithm 4.6.3 By Lemma 4.2.33, we need n >
ktC'tdt/ 3 samples to generate good sample X satisfying Condition 4.2.29 with parameters
(v,t). Weset y = ed 8 k~C'k and t = 8k +48. Then n > ng = (8k)°WdOW) /&3 The
running time in each sub-routine we invoke is dominated by the running time of the tensor
decomposition algorithm, and by Lemma 4.6.8 in the worst case this is poly(|L|, n) =
poly (e‘ko(kz), do(k)/€3) = JO(k) =k

This completes the first part of the proof.

Aggregating Hypotheses. We run Algorithm 4.6.3 repeatedly on set Y and add the return
hypothesis into a list £ until with probability 0.99, there exists a hypothesis Me L such
that M and M are Ox(e°F)-close in total variation distance. Since Algorithm 4.6.3 outputs
a correct mixture with probability sko(kz), we will run Algorithm 4.6.3 for s_ko(kz) times.
Then the total running time is e_ko(kz) . do(k)e_ko(kz) = do(k)s_ko(kz).

Robust Tournament. Then we need to run a robust tournament in order to find a hy-
pothesis that is close to the true mixture in total variation distance. Fact 4.2.34 shows
that we can do this efficiently only with access to an e-corrupted set of samples of size
Ox(log(ILI)/c*¥) = O (log(e ") /2 ) = Ox(tog(1/e)/ ).

This completes the proof. O
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4.7 Robust Parameter Recovery: Proof of Theorem 4.1.3

In order to show that our algorithm recovers the individual components and the parameters,
we will prove the following identifiability theorem. Without any assumption on the mixtures,
it is impossible to distinguish components within ¢ total variation distance with e-fraction
of noise. So given two mixtures of Gaussians with ¢ total variation distance, the theorem
shows that there exist two partitions of components of the two mixtures respectively such

that any two components in the matched pair is are poly(¢)-close in total variation distance.

Theorem 4.7.1 (Identifiability). Ler M = 3" w;G;, M’ = X2, w!G! be two mixtures
of Gaussians such that drv(M, M") < €. Then there exists a partition of [ki] into sets
Ry, Ry, ..., Ry and a partition of [ k»] into sets Sy, Sy, ..., Se such that

1. Let W; = ZjeR], wjfori=0,1,..., ki, Wi’ = Z]-GSZ, w;fori =0,1,...,ky. Then for

alli € [0],

|W; = W/| < polyy(e)

dv(Gj, G) < polyy(e) Vj€eR;,j €85,

2. Wo, W; < polyy(e).

Corollary 4.7.2. There is an algorithm with the following behavior: Given ¢ > 0 and a
multiset of n = d°®) poly(e) samples from a distribution F on R? such that dry(F, M) <
&, for an unknown target k-GMM M = Zle wiN(ui, i), the algorithm runs in time
dOW) poly,(1/¢) and outputs a k'-GMM hypothesis M = Zf;l wiN (i, i,) with k' < k
such that with high probability there exists a partition of [ k]| into k' + 1 sets Ro, Ry, ..., Ry

such that

1. Let Wi = }jcg, wj. Then for all i € [K'],

|W; — ;| < poly,(e)
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drv(N(uj, £)), N(lii, i) < poly(e) Vj € R

2. The sum of weights of exceptional components in Ry is at most poly,(¢).

Parameter estimation is implied by TV distance for individual Gaussians (in relative

Frobenius norm). The corollary follows immediately from the identifiability theorem.

Outline of Proof. The first step is to deal with the components in M and M’ with small
weights. We will construct M, M by removing components with small weights. If we
prove the statement on M, M’, we can then deduce the theorem in the general case with
worse, but still polynomial dependencies on ¢. The second step is a partial clustering, after
which the components within each cluster have TV distance bounded by 1 — poly(¢e). We
prove this lemma in a separate section. After that we modify the parameters slightly so that
the resulting parameters for different components are either identical or have a minimum
separation. After this, we can use a lemma from [48] that provides a 1-1 mapping between
the components of two such mixtures with small TV distance such that the mapped pairs

have small TV distance.

Distance between Gaussians. We use the following facts for Gaussian distributions.

Lemma 4.7.3 (Frobenius Distance to TV Distance). Suppose N(u1,21), N(u2, X2) are
Gaussians with ||y — ||, < 6 and ||Z1 — Lo||p < 0. If the eigenvalues of ¥y and ¥, are

at least A > 0, then dry(N(ui, Z1), N(u2, Z2)) = O(6/A).

Lemma 4.7.4 (Lemma 5.4 in [48]). Let M be a mixture of k Gaussians that is connected if
we draw edges between all components i, j in M such that dty(G;, Gj) < 1 — 0. Let L. be

the covariance matrix of M. Then for any components L; of the mixture
1. Z; = poly,(6)Z

2. =722 - Z)Z|, < poly(6)~!.
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The proof is identical to Lemma 5.4 in [48]. The only difference is that in [48] the
authors assume that the minimal weight of M is at least 6 and TV distance between any
pair of components is at least 6 but here we do not need these two assumptions, which does

not affect the proof.

Fact 4.7.5 (Claim 3.9 in [48]). Let d denote the differential operator with respect to y. If

f(y) =P(y, X)exp (a(X)y + %b(X)yz)

where P is a polynomial in y of degree k (whose coefficients are polynomials in X) and

a(X), b(X) are polynomials in X then

(9= (@(X) + ybOONF () = Qly, X)exp (a(X)y + %b(xwz)

where Q is a polynomial in y with degree exactly k — 1 whose leading coefficient is k times

the leading coefficient of P.

Fact 4.7.6 (Corollary 3.10 in [48]). Let d denote the differential operator with respect to y.
If
1
f(y) =Py, X)exp (a(X)y + Eb(X)yz)

where P is a polynomial in y of degree k then

(@ = (a(X) + yb (X)) f(y) = 0.

Fact 4.7.7 (Claim 3.11 in [48]). Let d denote the differential operator with respect to y. If

f(y) =P(y, X)exp (a(X)y + %b(X)yz)

where P is a polynomial in y of degree k. Let the leading coefficient of P (viewed as a

polynomial in y) be L(X). Let c(X) be a linear polynomial in X and d(X) be a quadratic
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polynomial in X such that {a(X),b(X)} # {c(X), d(X)}. If b(X) # d(X) then
(9 = (c(X) + yd (X)) f(y) = Qly, X) exp (a(X)y + %b(xnﬁ)
where Q is a polynomial of degree k + k’ in y with leading coefficient
LX)(b(X) - d(X))*
and if b(X) = d(X) then
(9 = (c(X) + yd(X))* f(y) = Qy, X) exp (a(X)y + %b(X)yz)
where Q is a polynomial of degree k in y with leading coefficient
L(X)(a(X) - e(X)""

Lemma 4.7.8. Let M = Zgl wiGi, M’ = ZEI w’ G’ be two mixtures of Gaussians such
that drv(M, M’) < €. For any constant 0 < ¢y < 1, there exists i € [ky + ko + 1] such that

wj,w;., ¢ [eci_l, eci)for any j € [ki],j" € [k2]. Moreover, if

i wiGj

~ {jrw;>e1} e
M=

i Wi

{j:w]->ecl} I

. w'G

At Z{j:w;%fi} i

%

i .
{j:w;>ecl} ]
then drv(M, M’) < Og(e1 ).

i—1 i . . e .
Proof. We can see that [¢“1 , %) with i € [ky + ky + 1] are k| + ky + 1 disjoint intervals
and wj, w;., with j € [ki], ] € [kz] have at most k; + k, distinct values. So there is one

interval containing no weights.
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We then construct M by removing the small components in M. The sum of weights
removed is at most kel . So drv(M, M) < ke Similarly, we have dry(M’, M’) <

ke, By the triangle inequality,
dry(M, M) < dry(M, M) + dry(M, M) + dry(M, M') < Ok(e5).

O

Lemma 4.7.8 shows that we can remove components with tiny weights in the mixtures.
So in the following lemma, we will assume M and M’ are Gaussian mixtures with minimal
weights at least poly(e). We will show that we can partition the union of components of two
mixtures so that if we prove Theorem 4.7.1 for each part of the partition, we can combine

them to prove Theorem 4.7.1 on the full mixtures.

Lemma 4.7.9. For any constant 0 < c¢3 < 1, there exist c¢i,cy > 0 that depend on k and
c3, such that if M = ¥ w,Gi;, M! = 32 w!G! with ki, k» < k, dry(M, M) < ¢
and w;, w’; > €' for all i, then there exists a partition of [k1] into sets Ry, ..., Ry and a

partition of | ka2 into sets Sy, ..., Sy such that

1. Foralli € [{], let W; = 2ier; Wi, W/ = 2jes; w; be the sum of weights in each piece.
Let M; = WLZ ZjeRi w;iGj, M} = WLI, Zjesi w;G; be the submixtures of Gaussians

after partition. Then for all i € [{],

|[W; = W/| < poly,(e)

drv(Mi, M) < Or(e?)

2. Consider the graph with vertices corresponding to components in M and M’ and
two components are adjacent if the total variation distance between them is at most

1 — &2, Then the induced subgraph of vertices with indices R; U S; is connected for

all i € [1].
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The proof of Lemma 4.7.9 is deferred to Section 4.7.1. In the following two lemmas, we
then prove Theorem 4.7.1 for each pair M;, M: defined in Lemma 4.7.9. In Lemma 4.7.10,
we construct two mixtures of which pairs of parameters are identical or separated. We also

shows it suffices to work under this simplification.

Lemma 4.7.10. For any constant 0 < c4 < 1, there exist c3, c5 that depend on k and cq,

such that if M = ¥ w;Gi, M = £ w!G/ with ki, ky < k and
1. %M + %M' is isotropic,
2. dryIM, M) < e,
3. wi,w; > €9 forall i,

4. Let G be a graph with components G;, G, in M and M’ as vertex set and two
components are adjacent if the total variation distance between them is at most 1 — 3.

Then G is connected

then there exist two mixtures of Gaussians M = 2511 w;Gi, M = Zﬁl w’ G: such that

1. Any pair in {fi;} U {{i}} is either identical or separated by at least £

2. Any pairin {£;} U {i:} is either identical or separated by at least €°°5 in Frobenius

norm.

3. [0 OM) - B ()

‘F < O(&%) for any m < O(k)

4. There exist my : [ki] — [ki] and 15 : [k2] — [k2] such that

> w-s, T wi-s,

i1 (1)=j i (i)=j
dtv(Gi, Gm(i)) < polyi(e), foralli € [ki]

drv(G’, G;U(i)) < polyy(e), foralli € [ky].
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Proof. For any 0 < c4 < 1, there is £ € [k?] such that the distance between any pair of
parameters in {y;} U {u}} or the Frobenius distance between any pair in {Z;} U {Z’} is not
in the interval [¢(c4/2)" elea/2)%),

Now consider a graph G on k; + k; nodes where each node represents a vector in

{pi}t U {u’} and two vectors a, b are adjacent if
lla = bl < elea/2"

We now construct new mixtures M,M’. For each connected component in G say
{‘u,-l,...f#;',/---}, pick a representative say y;, and set fi; = --- = ﬁ;.l = o0 = Uy
Do this for all connected components and similar in the graph on covariance matrices with
edges (i, j) if
Yy (ca/2)""!
2 - < e

After replacing close parameters with a representative, we may get some exactly same
components in each new mixture. We then merge components with same means and
covariances by adding their weights. Since all representatives of means and covariances
are in different connected components of the graphs, they are separated by at least &4/ 2,
Setting c5 = 1/2(c4/2)!"! gives a separation of £4°s.

Next we prove 3. There is a natural mapping 7t; : [k;] — [k1] that maps any component
in M to the merged component in M and a similar mapping 75 : [k2] — [k2] for M/, M.
For all 7, we have

Z/

;12(1') B

)

iy = will || yisy = #]| - i) = Z]

FI

< O(1)e@/D™ (4.7.1)

because for any pair of parameters above say (i, ;) and y;, there is a path of length at most
2k connecting ; to the representative of the connected component, and each edge connects

a pair with TV distance at most €. Suppose ||u;||, ||Z; — I||r < A. Then by Definition 4.2.4,
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we have for any integer m,
[ M0) ~ B (A0 < Oclmpam e,

Since 3 M + 1 M’ is isotropic and the minimum weight in M + 1 M’ is at least 3¢,
we have ||u;|| < +/2/¢€% for all i. Applying Lemma 4.7.4 to %M + %M’, we have
Il = Zillp < poly,(¢%)~!. So there is a constant a such that A < €79, If we take

c3 > 0 so that ac30(k) < 1/2(c4/2)""! and take c5 = 1/2(c4/2)""!, then
B0t (M) = B (W0)| < Octmeless2) ™ -Omine: = oy )
for m < O(k). By the same argument, we have the similar inequality for M’ and M’

“IE(hm(M’)) ~ E(hu(M))

’ = Op(&%).
F

Since we can use Proposition 3.3 to robustly estimate the Hermite tensors of a Gaussian

mixture with e-fraction of noise and poly(¢) error guarantee, we must have
IE(hm(M)) = E(hpn(M))lp < polyi(e).

Then by the triangle inequality,

| (A1) = B (A1)

‘F < H]E(hm(/\/l)) - E(hm(/\h))HF i

P (M) = Bl (MO + B (M) = Bl ()

‘F = 0(e%9).

For the last conclusion, from the definition of 7t; and 775, we know that

> wew, 3w

irmy(i)=j i:m(i)=]
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Applying Lemma 4.7.4 to %M + %M’, we have that eigenvalues of ¥; and ¥ are at
least poly(e€?) for all i. Then if c3 is sufficiently small, by Lemma 4.7.3, (4.7.1) implies

dtv(Gi, Gn(i)) < poly(¢) and d1v(G}, G; < poly,(¢) for all 7. O

(i ))
The following lemma shows the identifiability under the simplification of Lemma 4.7.10.

It is proved in the proof of Lemma 8.2 in [48].

Lemma 4.7.11. Suppose M = Zﬁl w;Gi, M = Zi{il w’ G’ satisfies 1,2,3 in the conclu-
sion of Lemma 4.7.10 with constants c4, C5 and the minimal weights are at least €. There

exists a sufficiently small function f(k) > 0 depending only on k such that if c4 < f(k), then

ki = k, and there exists a permutation Tt such that |w; — w%(i)' < polyy(¢) and G; = G;T(Z.).
Proof. Consider the component G;Q =N (‘u;(Z, Z;{z) in M’. We claim that there must be

some i € [kq] such that

(i E0) = (), ).

Assume for the sake of contradiction that this is not the case. Let Sy = {i € [k] : X; = Z;Q}
and S; ={i € [kp —1]: X} = Z;{z}. Suppose F, F’ are the generating functions of M and
M/

k1 (S
1 1
F = Z w; exp (leX + EXTZZ-X]/Z) = Z ﬁhm(M)yn
i=1 m=0
ko 1 00 1
F = Z W’ exp (y;TX + 5XTz;XyZ) = Z — (M),
i=1 m=0

Then define the differential operators

Di=0d—-pu X-X"T;Xy

D=9 -u"X-XT¥Xy
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where partial derivatives are taken with respect to y. Now consider the differential operator

2k1+k272

, L k-
D= (D} ) ...(1)1)211)]%11 LD,

By Fact 4.7.6, D(F) = 0. By Fact 4.7.6 and Fact 4.7.7, we have
’ T 1
D(F') = P(y, X) exp (‘u;{2 X + EXTZ;QX]/Z
where P is a polynomial of degree

deg(P) — 2k1+k2—1 -1= Z 2i—1 _ Z 2k1+i—2

€S i€S,
with leading coefficient

, , i-1 ’ i-1
Co=wy, [] X7z, -20x? [ [, - u)'X)?
ie[ki]\S i€S

[T & &, -z [, - )"

i€[k—1\S2 i€Sy

We now compare the following differentials evaluated at y = 0

(D))" =PV D(F)

(Dl/cz)deg(P)D(F/)

The first quantity is 0 because D(F) is identically 0 as a formal power series. The second one
is Qx(1)Co. Since for any 7 (u;, X;) # (‘u;(Z, Z;{z), our assumptions imply that the separation
between (i, y?{z orX;, Z;Q is at least €45, Then we have Cg > €59« for some X. On

the other hand, the coefficients of the formal power series F, F” are the Hermite polynomials
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hy (M) and h,,;,(M’). This is a contradiction with our assumption that
|E(hm(M) = E(hm(M)||lp < Ok(e®)

as long as c4 is smaller than some sufficiently small function f (k) depending only on k.
Thus there must be some component of M that matches G;(z =N (y;cz, Z;{z). We can repeat
the argument for each component in M’ and in M to conclude that M and M’ have the
same components.

Next we will show that the weights of the same components in M and M’ are close.
We can assume that M = Zle w;Gi, M’ = Zle w’G; are two mixtures on the same set

of components. Without loss of generality,
Wy —wy < wp —wy 0K Wegy — Wy <00 < W — W
Then we can consider the following two mixtures

(wy —w))Gy + -+ (we — wy)Gy

(w1 = wy,,)Geg1 + - - + (wg — w})Gy.

If
k
Z lw; — w]| > et
i=1

for some sufficiently small C depending only on k, we can then normalize each of the above
into a distribution and repeat the same argument, using the fact that pairs of components
cannot be too close, to obtain a contradiction. Thus, the mixing weights of M and M’ are

poly,(€)-close and this completes the proof. O

Proof of Theorem 4.7.1. We first set c4 = f(k) as in Lemma 4.7.11, and then c3, ¢5 ac-

cording to ¢4 as in Lemma 4.7.10, and c;, ¢y according to c¢3 as in Lemma 4.7.9. Let
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c1 = min{c}, cac3}.

. . . i—1 i ~
By Lemma 4.7.8, we can find i such that there is no wj,w; in [eS1, &%), Let M

i w;jGj and M =3 i w;G; Then drv(M, M) < O(scli_l). Let ¢;

{j:w]~>ecl} {j:w}?ecl}

€. We have dty(M, M) < O(e;) and the minimum weights of M, M’ are at least el

Now we can apply Lemma 4.7.9 on M, M and get partitions of components of M, M.
For i € [£], let M; and M be the mixtures defined in Lemma 4.7.9. We can apply a linear
transformation to make %Mi + % M in isotropic position. Since the total variation distance
1s invariant under linear transformations, so we still have both conclusions in Lemma 4.7.9.
Let &5 = siz. Then drv(M;, Myi)) < O(e2) and %M + %M’ satisfies Lemma 4.7.4 with

0= 853. Weights of both mixtures increase when we do the partition. So minimum weights

€203 _ 03
= &5

C1
are at least g 2 & 5

We now prove the statement on these smaller mixtures. First we can use Lemma 4.7.10

to merge close parameters of M;, M/ so that all pairs of parameters are either equal

C4Cs

or separated by ¢,

. Under this simplification, Lemma 4.7.11 shows that there is a
perfect matching between the same components in two mixtures and their weights are
almost the same. By the last statement in Lemma 4.7.10, it is also a matching between
components of M; and M by combining 7 and 7y, 712. Moreover, if G]- = (N};z(].), then
drv(Ge, G}) < poly(ez) for all £,¢" such that 711(f) = j, m2(¢') = 7(j). Repeating the

argument for all pieces in M, M completes the proof. |

4.7.1 Proof of Lemma 4.7.9

In this section, we will prove Lemma 4.7.9. The following fact in [Liu-Moitra] shows that a

good set of clusters of one mixture exists.

Fact 4.7.12 (Claim 7.6 in [LM’20]). Let M = Zif:l w;G; be a mixture of Gaussians. For
any constants 0 < & < 1 and € > 0, there exists t € [k*] such that there exists a partition

(possibly trivial) of [k] into sets Ry, ..., Ry such that
1. If we draw edges between all pairs i, j such that dtv(G;, Gj) < 1 — % then each
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piece of the partition is connected

2. For any i, in different pieces of the partition, dty(G;, G;) > 1 — e

Remark. Fact 4.7.12 can be applied to a set of Gaussians instead of a mixture of Gaussians

by randomly assigning positive weights for all Gaussians.

k k
Lemma 4.7.13. For any constant 0 < ¢ < 1, suppose M = 3.1 w;A;, M" = 3.2 w'B;
are two mixtures of arbitrary distributions with dry(M, M') < € and w;, w} > &°. If for

any i # j, drv(A;i, Bj) > 1 — ¢, then ki = ko and d1v(A;, B;) < polyy,(¢) for all i € [k].

Proof. Suppose 7t is any coupling of M and M’ and X,Y are random variables with
distributions M and M’. Then dty(M, M’) = min {P-(X # Y)}. We define 7 to be the
optimal coupling such that dtv(M, M’) = P(X # Y). Then we can define 7t on variables
i,j,X,Y such that ZiE[kl],jE[kz] 7(i, j, X,Y) = n(X, Y) and the marginal distribution 7tx
with fixed 7 of X is w;A; for all i € [k;] and the marginal distribution 7ty with fixed j is
w’Bj for all j € [k]. Let Pij = /X,Y fi(i,j, X,Y)dXdY and A;j = PL] f, 7,1, X, Y)dY

be distributions on X, Bj; = P%, fX 7(i, j, X, Y)dX be distributions on Y. Then we have

drv(M, M) =P(X 2 Y) = P(X #Y)
= Zpi]-g;(x #Y11i,j)
i

> Z Pjj - dtv(Aij, Bij).
i

4.7.2)

By the definition of Pj]', Ai]', Bi]',

wiA; = P,']'A,']' + Z Pi]'rA,']'/
i'#i

ZU;BZ‘ = Pi]'BZ']' + Z Pi/]'Bi/]'
i’ #1
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Dividing both sides by max{w;, w;}, we get

Pij wi Pz]’
max{w;, w"} max{w;, w’} L max{w;, w’}
] ) J#] )
P w’ P
] ) )
B; :—,Bi]'+ - —— Bi+Z—,Bi/j
max{w;, wj} max{w;, w].} £ max{w;, w].}

From the above two equations, we can write A;, B; as linear combinations of two distribu-

tions.

Pi]'

A= b
: max{w;, w;}

~ max{w;, w;}

B=—_poi|io—20 g
L max{wi,w;} g max{wi,w;.} i

Ai]'+ 1 - )A:

Then by the triangle inequality,

drv(AnB) < — T g B+ 1 —
VAR ) \max{wi,w;.} TV 2ij max{wi,w}}

Pij - drv(Aij, Bij) > Pij — (1 - drv(A;, Bj)) max{w;, w’}. (4.7.3)

Combining (4.7.2) and (4.7.3), we have the following inequality on the TV distance between

mixtures and the TV distance between components

AnM, M) > 3 (P = (1= drv(Ag B max{wi, w}) . (47.4)
L]
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By the lower bounds on dtv(A;, B j), we have

e > dv(M, M) > > Pij— > (1 —drv(A;, B)) max{w;, w}} — > (1 = drv(Aj, By)) max{w;, w/}

i,j i#j i

>1- Z ¢ — Z max{w;, w]} + Z max{w;, w]}dry(A;, B)

i#] i

>1- Z € — Z max{w;, W;} + WmindTv(A1, B1)

i#j i

(4.7.5)

where A}, By can be replaced by any A;, B; pair. Let k = max{k;, k»}. When i # j and

dtv(A;i, Bj) > 1 — ¢, we plug it into Equation (4.7.4) and get

ez drv(M, M) > Zpij — (1 = drv(A;, Bj)) max{w;, w’} > Z(Pij - ).

i#] i#]

This implies

Then we can bound }’; max{w;, w’} — 1 in Equation (4.7.5)

Zmax{wi,w;} -1= Zmax{wi,w;} —W; < ZP,']' < k’e.
i i

i#]
Plugging this bound into Equation (4.7.5), for any 7, we have

2k%e

e

1
dtv(Ai, Bi) <

min

ke + Zmax{wi,w;} —1| <
i

O

Proof of Lemma 4.7.9. We apply Fact 4.7.12 on the union set of components of M and M’
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with parameter 6 to find a partition Ry, ..., Ry. Let

M= 2Gjer; WiGj
ZG]-eRi wi

) ZG}eRi wG;

MZ ZG;eRi w; .

Then for any i # j, we know d1v(G,, G;) >1-¢"" for Ga € Ri, G, € Rj. By (4.7.4) in

the proof of Lemma 4.7.13, we have
dTv(Mi,M]{) =>1- 2k,

Then by Lemma 4.7.13, for any i, there exists a such that drv(M;, M!) < 1™ Let

co =adt™ . If weset & = cac3 /0! = acs, the partition satisfies the second conclusion. O

4.8 Onmitted Proofs

In this subsection, we provide the proofs that were omitted from Section 4.2 and Section

4.6.

4.8.1 Omitted Proofs from Section 4.2.1

Lemma 4.8.1 (Concentration of low-degree polynomials, Lemma 4.2.9 restated). Let T be a
d-dimensional, degree-4 tensor such that ||T||p < A for some A > 0 and let x,y ~ N(0, I).

Then, with probability at least 1 — 1/poly(d), the following holds:

IT G- x, YllF < O(log(d)A?) .
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Proof. We note that

E[ITC, %, )l |

[ 2
E Z (Z T (i], iz, i3, 14) X (13) y (14))

i1,i2 \i3,i4

-E |’ (Z T (i1, iz, i3, i) x (i3)*y (i4)2)]

[ 11,2 \i3,i4

= Z T (i1, 00, i3, i4)° < A2

i1,12,13,i4

The second equality follows from the fact that x (i3) , y (i4) are independent and have zero
means. So the only non-zero terms are the squares. The third equality follows from the
fact that x (i3) , y (i4) are independent with unit variances. Observe that ||T (-, -, x, y)||12T isa
degree-2 polynomial in Gaussian random variables. Using standard concentration bounds

for low-degree Gaussian polynomials (see, e.g., Theorem 2.3 in [103]), we obtain

P{ITC, %I > PE[ITC,x IF || < exp(=et)
Setting t = Q)(log(d)) completes the proof. O

4.8.2 Omitted Proofs from Section 4.2.2

Lemma 4.8.2 (Shifts Cannot Decrease Variance, Lemma 4.2.17 restated). Let D be a
distribution on ]Rd, Q be a d X d matrix-valued indeterminate, and C be a scalar-valued
indeterminate. Then, we have that

2
Q,.C
% {XLED (0~ E fow)

< E |- c>2]} .

Proof.

5 {XLED (@@ -] = E

x~D

2
(Q(x)— E [0+ E [Q(x)]—c)
x~D x~D
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2
E (Q(x)— E [Q(x)])
D x~D

X~

+ E [(Qu)-CY]
x~D

+2 E l(Q(x)— E [Q(X)])(IE [Q(x)]—C)l
x~D x~D ] x~D

[ 2
_E (Q(x>— B [Q(x)]) s E [Qu)-CP)
x~D x~D x~D

2
> E (Q(X)— E [Q(x)]) }
x~D ]

x~D

O

Lemma 4.8.3 (Shifts of Certifiably Hypercontractive Distributions, Lemma 4.2.18 re-
stated). Let x be a mean-0 random variable with distribution D on R® with t-certifiably
C-hypercontractive degree-2 polynomials. Then, for any fixed constant vector ¢ € RY, the

random variable x + c also has t-certifiable 4C-hypercontractive degree-2 polynomials.

Proof. Observe that using that [Ey.p [x] = 0, we have that

}% { E [(x+0)TQ(x +0)| = E [xTQx + cTQc]} :

X~ X

Next, by two applications of the SoS Triangle Inequality (Fact 3.3.5), an application of

Lemma 4.2.17 followed by certifiable hypercontractivity of ), we have:

x~D

o

v
((x +0)"Q(x +¢) - ]EED [(x +0)TQ(x + c)]) ]

v
= E ((xTQx— E [xTQx])+xTQC+CTQx)
x~D x~D
o
<4'| E (xTQx—]ExTQX) + E [TQ0)|+ E [(CTQx)H])
x~D D x~D x~D

t)2
<4'cct)'| E

x~D

2
(xTQx - Ig xTQx)

+ ]ED [(xTQc)z]t’/2 + [(cTQx)2]t//2 } .

E
x~D
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On the other hand, notice that

2
((x +0)"Q(x +¢) - ]ED [(x +0)TQ(x + c)])

~

E
x~D

2
(xTQx — ]ngQx)

+ x]~E1) [(xTQe)*] + xiED [(CTQX)Z]) } .

Thus,

v/2 v

2 V)2
(xTQx - E [xTQx]) +( E [(xTQc)z]) +( E [(CTQX)Z])
x~D x~D X~ x~D

o

<4’ | E

X~

N
((x +0)"Q(x +¢) - ]~ED [(x +0)TO(x + c)]) ]) } )

As a result, we obtain:

x~D

X~

i

((x +¢)"Q(x +¢) - IED [(x +¢)"Q(x + c)]) ‘

<@ct)Y | E

X~ X~

N
((x +0)"Q(x +¢) - ]ED [(x +¢)"Q(x + c)]) D } ,

which completes the proof. |

Lemma 4.8.4 (Mixtures of Certifiably Hypercontractive Distributions, Lemma 4.2.19 re-
stated). Let Dy, D», ..., Dy have t-certifiable C-hypercontractive degree-2 polynomials
on R4, for some fixed constant C. Then, any mixture D = 2. wiDj also has t-certifiably

(C/a)-hypercontractive degree-2 polynomials for & = min;<k ;>0 W;.

Proof. Applying Lemma 3.3.5 followed by SoS Hélder’s inequality on the second term and

followed by a final application of SoS Holder’s inequality (Fact 3.3.4), we obtain:

t/

_ T _ . T
= E |[x"Ox Zi:wzx%i[x Qx|

x~D x~D x~D

}%{ E (xTQx— E [xTQx])t/
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t,
T _ . T
xTQx Zi:wl x]~ED,» [x Qx])

x~D;

) s
<2 Zwi E (xTQx— E [xTQx])

X~Di

i o
x'Qx—- E [xTQx]l )
D |

"2

<2'[(cr) (Z w; xini (xTQx - XE)i [xTQx])zl)t
T
+ Zl: w; (xTQx - x%i [xTQx]) ]) )
(e foo-srl]]
a - x~D; x~Dj

On the other hand, note that by Lemma 4.2.17, we know that

E
x~D;

x~D

2 [ 2
(x Qx— E [x] Qx) ] =Zwixini _(x Qx- E [x Qx])]

x~D x~D
[ 2
>ZWiXE)i »(x Qx — ]EDi [x Qx]) ]}

Combining the two equations above completes the proof. |

Corollary 4.8.5 (Certifiable Hypercontractivity of k-Mixtures of Gaussians, Corollary
4.2.20 restated). Let D be a k-mixture of Gaussians Y,; w;N(ui, Z;) with weights w; > a

for every i € |k]. Then, D has t-certifiably 4/ a-hypercontractive degree-2 polynomials.

Proof. From [97], we know that the standard Gaussian random variable has ¢-certifiably
1-hypercontractive degree-2 polynomials. From Fact 4.2.16, we immediately obtain that for
any PSD matrix ¥, the Gaussian N(0, ) also has f-certifiable 1-hypercontractive degree-2
polynomials. From Lemma 4.2.18, we obtain that for any u, the Gaussian N (u, L) has

t-certifiable 4-hypercontractive degree-2 polynomials. Finally, applying Lemma 4.2.19 to
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D; = N(ui, L;) and mixture weights wy, wy, . .. Wy, yields that D = »; w; N (u;, L;) has

t-certifiably 4/a-hypercontractive degree-2 polynomials. This completes the proof. |

Lemma 4.8.6 (Linear Transformations of Certifiably Bounded-Variance Distribu-
tions, Lemma 4.2.21 restated). For d € 1IN, let x be a random variable with
distribution D on R? such that for d X d matrix-valued indeterminate Q, I%
{]Ex~z)(xTQx —~EpxTQx)* < ”Zl/zQZ”Z”i}. Let A be an arbitrary d X d matrix and

let x’ = Ax be the random variable with covariance Y! = AAT. Then, we have that

Q T ’ T N2 ‘
E (x x' —Ex x)” <
5 {x,@,( Qx"— Ex" Qx’)

2
1/ Z/I/ZH _
Q F

Proof. The covariance of x’ is AAT = Y/, say. Let ¥''/2 be the PSD square root
of X. The proof follows by noting that x’"Qx’ = (Ax)TQ(Ax) = xT(ATQA)xT
and that ||ATQA||12: = wr(ATQAATQA) = tr(AATQAATQ) = u(Z'QY'Q) =

tr(Z/I/ZQZ/l/ZZ/I/ZQZ/I/Z) _ ‘Z,l/zszl/zuz. -
F

Lemma 4.8.7 (Variance of Degree-2 Polynomials of Standard Gaussians, Lemma 4.2.22
restated). We have that

0 2

E (x"Qx- E x"Qx| <3]|Ql3}.

H {N(O,I) [rox- B, v7ar) <3nai
Proof. We will view xxT and I € R?* as d2-dimensional vectors. Consider the matrix
E.wn,n(xxT =I)(xxT —I)T. The diagonal of this matrix is 2I;,2. The off-diagonal part
has exactly one non-zero entry in any row (which corresponds to entry indexed by (7, )
and (j, ) for i # j), and thus has spectral norm at most 1 by the Gershgorin circle theorem.
Thus, Exno,n(xxT —I)(xxT —I)T < 3[.

We thus have:

2
}%{ E (xTQx— E x"Qx| = E (xx"=1,QY' = E (xx"-1,Q)

N(0,I) N(0,I) N(0,I) N(0,I)

164



< E (xx" —I)(xx" -

x~N(0,I)

F <3l IQIE =3 IIQII%}- (4.8.1)

O

Lemma 4.8.8 (Variance of Degree-2 Polynomials of Mixtures, Lemma 4.2.25 restated). Let
M =3, wiD; be a k-mixture of distributions Dy, Dy, ..., Dy with means u; and covari-
ances X;. Let i = Y; w;u; be the mean of M. Suppose that each of Dy, D, . .., Dy have

certifiably C-bounded-variance i.e. for Q: a symmetric d X d matrix-valued indeterminate.

Q s ’ a "2 11/2 71/2 2
IT{X/]PDi(x Q¥ - E¥'TQx) <c(z or “P .

Further, suppose that for some H > 1, ||u; — ‘u||§, |IZi =I|lp < H forevery 1 <i < k.

Then, we have that

I%{ E (xTQx— E [xTQx])2

x~M x~M

< 100CH? ||Q||§} :

Proof. We have the following sequence of (in-)equalities:

2
Q T — T _ T
}T{xww( Qx lE x' ) ;w, x~D,( Qx x]~EMx Qx) (4.8.2)
2
_ZWZ 2 (xT X — ]E x TOx + ]E X TQx - ]E x Qx) (4.8.3)
oy ~Dj x~D x~D x~M
2
. T _ T _ T
<2;w,x£]3h( Qx xlE x" x) +22w1(xlE x' Qx x~M Qx) },
(4.8.4)

where the third line follows from Fact 3.3.5 (SoS Almost Triangle Inequality).
Let us first bound the 2nd term in the RHS above. Towards that, let & = ; w;((u; —

w)(ui — 1) " + X;) be the covariance of the mixture M. Then, notice that = = Y; w;((u; —
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Wi — W)’ +Xi) = X wipiu! + Y, wiL — pu'. Thus, we can write

wig] +Zi = - = > wiuin] - pp]) + ) wi(Zi - L)

j#i j#i

= > wilu = g =) = D (= ) — )+ D wi(Ti - L))
#i j#i #i

= > il = (= )7 = D (=)= )T+ ) wiEi =D = ) wi(E
j#i j#i j#i j#i

Here, in the second to last step, we added and subtracted ) j#i wjny and used that
2. Wiy = W, and in the last step we added and subtracted ), j#i Wil
By application of the triangle inequality for Frobenius norm to the RHS of the above,

we have that:
letiasT +Zi = ™ = El| < D w0 = )i = )| + D w0 | = )i = )7

j#i j#i

+ > Wil =D+ > w; ([ - L)l < H+H+H+H=4H .
J# j#i

Using the SoS version of the Cauchy-Schwarz inequality (Fact 3.3.4) on indeterminate Q

and constant pup " — p; yiT + Y; — X and the above bound, we have:

2
$| S5, o g e = B +5.0) - +5.0)

i

< > willup” - i +Zi =L IQIF < 16H? )" w; QI = 16H ||Q||%}-
i i

Let us now bound the first term in the RHS of (4.8.4) above. First, observe that x T Qx —

B,z X Qx = (x = (i) TQ(x = pti) = By, (x — pi) TQ(x — i) + 2(x — i) TQi.
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Thus, using Fact 3.3.5 and Lemma 4.2.24, we have:

i x~D;

2
}%{Z w; % (xTQx - E xTQx) (4.8.5)

2
<Y E (- g =) = B =T QUr =) +8 Y0 (0 Q)
i<k ’ g i<k i
(4.8.6)
2
<6 wC sz/zgzj””F +8 ) wiE (- yi)TQyi)z} . (4.87)
i i<k i

For the first term, note that ||Z;[|, < 1 + ||X; = I||p < 1 + H. Thus,

| < VIFH.
2
—I) < V1 + HI. Using Lemma 3.3.9 with A =

2
.B
[}

. Q 1/2||? 2
another application of Lemma 3.3.9, we have: }7 HQZi HF <(1+H)|Q|lz¢- Thus,

1/2
i

(1+H) 222 and B = Qx!?, we have: [5- {HZ}/ZQZ,W

1/2
i

Thus, we have that ./ < [ + (X

2
<(1 +H)Hsz/2
F

2
altogether, we have: }% {) Z;/ZQZ}MHF < (1+H)? ||Q||;‘:}. Using our assumption that

1 < H, we thus have:
Q 1/2 ~ 1727
5{2 wiC =120z < c(1 + WP IIQIE < 4CH IIQII?:} -
i
For the second term, first observe that the following equality of quadratic polyno-

2
mials in indeterminate Q: ((x —yi)TQyi)z = ((Z:/Z(X —Mi))TZ}/zQ‘ui) )

Ex~p, (x — 1) TQui)* = ”ZyzQ#z‘
(Fact 3.3.4), we have that

Thus,

2
. Next, by the SoS Cauchy-Schwarz inequality
2

5 {HZJ/ 2Qui, = tluipT QEiQ) < HH(QEQ) = H “z:/ZQ“i} |

Applying Lemma 3.3.9 with the observation above that z? < (1 + H)'/?I yields: }%

i

2
{“ZJ/ZQ“F < (1+H) ||Q||12E} Thus, altogether, we obtain: }% {Ex-p,(x — yi)TQui}z <
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H(1 + H)? ||Q||% < 4H3 ||Q||12_~ We thus have:
Q 2
}7{2 w; B ((x — 1) "Qui)” < 4H’ IIQII%} :
; D
i<k
Plugging in these bounds into (4.8.7) completes the proof. O

As an immediate corollary of Lemma 4.2.21 and Lemma 4.2.25, we obtain:

Lemma 4.8.9 (Variance of Degree-2 Polynomials of Mixtures of Gaussians, Lemma 4.2.26
restated). Let M = Y, wiN(ui, L;) be a k-mixture of Gaussians with w; > «, mean
p = Y;wipi and covariance ©. = Y, wi((ui — w)(pi — p)" + Li). Suppose that for some
H > 1,

|Z+/2(Zi — I)Z'.Jr/z”lD < H forevery 1 < i < k. Let Q be a symmetric d X d

matrix-valued indeterminate. Then for H' = max{H, 1/a},

2
(xTQx— E [xTQx]) < 100H"

x~M

x~M

2
s1/2 21/2H .
=0

Proof. Let ¥ = UAUT be the covariance of the mixture M along with its eigendecom-
position. We want to apply Lemma 4.2.25 and Lemma 4.2.21 with the linear transforma-
tion x — Ax for A = AY2UT. For this, we need to check that the conditions of the
Lemma 4.2.25 are met after this linear transformation. The new component covariance is
X= AY;AT and the hypothesis implies that they are within H in Frobenius distance of the
new mixture covariance I’ = AZAT (I in the range space of ¥). The new means of the com-
ponents after the linear transformation are y; = Ap; and the new mixture mean is ' = Ap.
Thus, noting that I = 3; w;(u! — ') (@' — @)™ + X; w;X, and since each of the terms in
the RHS of the preceding equality are PSD, we must have that I > w;(u; — u')(u} — u')7
for every i. Thus, 1 = |||, > w; ||(y; - )W - y’)T||2 = ||‘u; — ‘u’”i. Rearranging yields
that ||/,L; — y’”i < 1/w; < 1/a. Thus, we can now apply Lemma 4.2.25 to the linearly

transformed mixture and the conclusion follows. O
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4.8.3 Omitted Proofs from Section 4.2.3

Lemma 4.8.10 (Lemma 4.2.31 restated). If X is a good sample (satisfies Condition 4.2.29)
with respect to M = Y wiN(ui, ;) with parameters (y, t), then if w; > y forall i € [k],
and if for some B > 0 we have that ||‘le||§ NZillop < Bforalli € [k], then for allm < t,
we have that: ,

< ,)/ZmO(m)Bmdm )
F

E ®my _ E ®m
X€y X[x ] x~M [x ]

Proof. We begin by noting that for any symmetric m-tensor A we have that
||A||12f <mO(E, . ~o,n[{A, v®™)2]). This is because, in the notation of [27], the squared
expectation of (A, v®") is IE[Homy(v)?] > m!E[ha(v)?] = m!||A||?, where the first
inequality holds because Vim!ha(v) is the degree-m harmonic part of Homa (v), and the

equality is by Claim 3.22. Therefore, to prove the lemma, it suffices to bound

[ 2
BB 0= B o) ]

v~N(0,I) | \x€y
= E (Zk: (l Z(zwx)m—wi E (v-x)m))2
vNop |\ S\ & X~N (i, %)
S ool T I g |
o-NOD || & & it \n&4 : "N (i E) Wi
< E Zk:i (m)|v~p-|’”_j (w m'(vTZv)j/z) 2
ToNOD || & i\ l R
k
<mom B Zl (willo- il + (vT2v>1/2)2m)]
i
<'mO" E 28" [lolly"]
<y2mo(m)Bmdm.
This completes the proof. O
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Lemma 4.8.11 (Lemma 4.2.32 restated). Let M = Y; w;N(u;, ;). Let S C [k] with
Yieswi =w, and let M" = 3 ;cs(w; [w)N(ui, Li). Then if X is a good sample (satisfies
Condition 4.2.29) with respect to M with parameters (y,t) for some y < 1/(2k) with the
corresponding partition being X = X1 U Xp U ... U Xy, then X' = |J;eq Xi is a good

sample (satisfies Condition 4.2.29) with respect to M’ with parameters (O(ky [w), t).

Proof. After noting that |X’| = w|X|(1 + O(ky/w)), the rest follows straightforwardly

from the definitions using the partition X’ = ( J;c5 Xi. O

Lemma 4.8.12 (Lemma 4.2.33 restated). Let M = Zf:l wiN(ui, L;) and let n be an
integer at least ktCtd!/ )/3, for a sufficiently large universal constant C > 0, some y > 0,
and some t € IN. If X consists of n i.i.d. samples from M, then X is a good sample (satisfies

Condition 4.2.29) with respect to M with parameters (), t) with high probability.

Proof. We will show that Condition 4.2.29 holds with high probability using that partition
where X; is the set of samples drawn from the i-th component of M. Note that the second
part of Condition 4.2.29 holds with high probability, so long as 7 is a sufficiently large
multiple of d/y? by the VC-Theorem [99]. In particular, if we think of samples as being
drawn from R? x [k], where the second coordinate denotes the component that the sample
was drawn from, the second part of Condition 4.2.29 says that the empirical probability of
any event H X {i} is correct to within additive error ). It is easy to see and well-known that
the class of such events has VC-dimension O(d), from which the desired bound follows.
For the first part of Condition 4.2.29, we claim that it holds with high probability so
long as n > kt®'d*/y3. To prove this, we show it separately for each i with w; > y (as
otherwise there is nothing to prove) and take a union bound. As Condition 4.2.29 is invariant
under affine transformations, we may perform an invertible affine transformation so that
ui = 0 and X; is the projection onto the first 4’ coordinates, for some d’. It is clear that only
the first d’ coordinates of any element of X; will be non-zero. We claim that the first part of

our condition will follow for a given m, so long as || X;|/n — w;| < yw; (which holds with
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high probability if n > log(k)/y?), and

2

E [x**"]- E [x®"]

<92, 4.8.8
xe, X XNN(O,Id/) y ( )

F

as % Yxex (v, x = ui)™ = wi(1+y)(Exe,x;[x®"], v®™"). It is easy to see that each entry of
the tensor on the left hand side of Equation (4.8.8) has mean 0 and variance m©(™ /| X;|, and
thus the expected size of the left hand side is 1" d" /|X;|. Then, when n > kCkd*k /13
for a sufficiently large constant C, all parts of our condition hold with high probability. This

completes the proof. |

4.8.4 Omitted Proofs from Section 4.6

Lemma 4.8.13 (Frobenius Distance to TV Distance, Lemma 4.6.4, restated). Suppose
N(p1, Z1), N2, o) are Gaussians with ||uy — Ua|l, < 6 and ||L1 = La|[p < 0. If the

cigenvalues of 1 and Xy are at least A > 0, then
drv(N(u1, Z1), N(u2, X2)) = O(6/A) .

Proof. By Fact4.2.1, we have

dry (N (e, E1), Nz, E2)) = O( (1 = 1) "Z7 (1 = ) + 115725022 = 111p))

. _ 2 _
Then the first term is (u1 — 2, Z7' (1 — y2)>l/ < (|| 1”op = w2ll3)'? < 6/VA.

The second term is

2
-1/2 -1/2 -1/2 -1/2
S e [ R
2
= tr((211/2(21 —22)211/2) )

<tr (T = 2)%) (1/A)°
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< (86/1)2.

Thus,
drv(N (1, Z1), N (2, 2)) = O(5 /YA + 5/A) = O(6/A) .

O

Lemma 4.8.14 (Component Moments to Mixture Moments, Lemma 4.6.5 restated). Let
M= 2ic[k] wiN(ui, Li) be a k-mixture such that w; > a, for some 0 < a < 1, and M has
mean 1 and covariance X and for all i # j € [k], ||Z+/2 (Zi - Zj) ZTL/Z”F < 1/+/a. Let X be
a multiset of n samples satisfying Condition 4.2.29 with respect to M with parameters (y, t),
for0 <y < (dk/a)™, for a sufficiently large constant ¢, and t € N. Let D be the uniform
distribution over X. Then, D is 2t-certifiably (¢ /a)-hypercontractive and for d X d-matrix-
valued indeterminate Q, Ig {]EM (xTQx —EpxTQx)* < O(1/a) ||Zl/2QZl/2||12_,}.
Proof. First, since M is a k-mixture of Gaussians with minimum mixing weight Wi, > «,
it follows from Corollary 4.2.20 that M is t-certifiably (4/a) hypercontractive. Further,
since X is a good sample (satisfies Condition 4.2.29) with parameters (y, t), it follows from
Lemma 4.2.30 that the set X’ = {Z1/2(x; — 1)} x;ex is also a good sample (satisfies Con-
dition 4.2.29) with parameters (y, t) w.r.t. M" = ¥ wiN (Z’L/Z([Ji - U, ZJF/ZZiZJr/z).
Since ||Z+/221'Z+/2||0p < O(1/a), it follows from Lemma 4.2.31 that for all m < t,
|Exe,x [x®"] = Exopr [x®™]|I7 < y2mOmdm(1/a)™. Since y < (dk/a) O, it fol-
lows from Fact 4.2.27 that X is 2t-certifiably (c/a)-hypercontractive.

By assumption, for all i # j € [k], we have that |£*/2 (Z; — Z)) Z*/ZHF < 1/+/a. We
can now apply Lemma 4.2.26 to obtain

x~M

(xTQx - E [xTQx]ﬂ <0(1/a) HZI/ZQzl/ZHi} .

Therefore, it follows from Fact 4.2.27 that since X is a good sample (satisfies

Condition 4.2.29) with parameters (y,t), the uniform distribution Dx on X, }%
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{]Ex~Z)X(XTQx - ]Ex~Dx xTQx)Z < O(l/a) ”Z‘I/ZQZI/ZHIZT}' =

4.9 Bit Complexity Analysis

Here we address numerical issues related to our computation. We begin wth the assumption

that the eigenvalues of our covariance matrices are bounded below.

Lemma 4.9.1. [f M = Zf:l w;G;j is a mixture of Gaussians G; where each G; has mean
and covariance of norm at most 2¥ for some positive integer b and each G; has covariance
matrix whose eigenvalues are bounded below by some A > 0. Let M’ be an e-corruption of
M whose outputs are bounded by 200) Let N be a sufficiently large polynomial in d*
and let 1 be A divided by a sufficiently large polynomial in 2Yd /e (where sufficiently large
is degree O(1)). Then if our algorithm is given N i.i.d. samples from M’ with each of their
coordinates rounded to a nearby multiple of 1) (by which we mean one of the two closest),
then our algorithm runs in time poly(N, b,log(1/n)) and with high probability returns a list
of mixtures of Gaussians X; with at least one of the X; poly(¢)-close to M in parameter

distance.

Proof. This follows from noting firstly that with high probability the any subset of the
rounded samples will have moments A /poly(d/¢)-close to their moments before rounding.
This means that with high probability these rounded samples will be a good sample (satisfy
Condition 4.2.29). This means that our algorithm satisfies the necessary correctness guaran-
tees. Furthermore, given that our samples now all have bounded bit complexity, it is easy to

see that the runtime of our algorithm is polynomial in N and the bit complexity. O

More generally, as long as the parameters of the components of our mixture can be
expressed with bounded bit complexity, we can prove a similar result, without needing any

lower bound on the covariances.

Theorem 4.9.2. Let M = Zi;l w;G; be a mixture of Gaussians where the G; are Gaussians

whose means and covariance matrices can all be written with coefficients given by rational
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numbers with bit complexity at most b for some integer b. Let M’ be an e-corruption of M
so that with probability 1 the returned points have size 2°). Let N be a sufficiently large
polynomial in d¥ | . Then there exists an algorithm that given b bit-oracle access to these

samples runs in time poly(N, b) and with high probability returns a mixture of Gaussians

X so that dty(X, M) < poly,(¢).

Proof. We begin by showing that we can find a list of hypotheses at least one of which is
close. It is then straightforward to show that we can run a tournament over these hypotheses
to find a specific one that works. We also assume for simplicity that each w; is at least 3¢.

We begin by setting A to be 2704 for a sufficiently large constant C. By adding
each sample to a random sample from N (0, AI), we can produce samples from M, and
e-corruption of M= Zle w;G; where G; is the convolution of G; with N(0, AI). Note
that Gi is a Gaussian whose covariance has eigenvalues at least A. Furthermore, if the
covariance matrix of G; is non-singular, the smallest eigenvalue of the covariance matrix
must be at least 2009 and therefore d1v(G;, G;) < e.

Since the eigenvalues of the components of M are bounded below, we can apply Lemma
4.9.1 to our samples from M’ rounded to an appropriate accuracy 1, and in poly(N, b)-time
obtain a list of hypothesis mixtures at least one of which is (with high probability) close to
M in total variation distance.

If the covariances of all of the G; with weights more than some sufficiently large poly(¢)
are all non-singular, then one of these hypotheses will be close to M. Otherwise, there
must be some i for which w; is relatively large and for which G; has singular covariance
matrix. In particular, there must be an integer vector v with bit complexity O(bd) in the
kernel of the covariance matrix of G;. The hypothesis mixture X that is close to M in
parameter distance must contain some component close to Gi. Since G; has covariance
matrix &; = Al + Z; where L; is the covariance matrix of G;. We note that ¥; will have an
eigenvalue of A and that therefore, our close hypothesis will have an eigenvalue at most 2A.

If any of our returned hypotheses have any component with a covariance matrix X which
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has any eigenvalue less than 2A, we do the following. We consider the quadratic form on

integer vectors v defined by
Q(v) = 0"Zo + VAv[2.

We note that if this X is close in parameter distance to a singular ; where X; had a null-
vector v of norm 209 then for that same value of v we will have that Q(v) < A!/4. Using
the Lovdsz local lemma in [104], we can find a v so that Q(v) is within a 20@)_factor of the
minimum possible value over all non-zero, integer vectors v. If for this v, Q(v) > 2@ 1/4,
we know that the hypothesis in question is not close to M in parameter distance and can
be ignored. On the other hand, any v with Q(v) this small must have |v| < 20@A~1/2
and vTZv < 20@A1/4 Note that the projection of v onto the ker(X;)* is either zero or
has magnitude at least 20(d) T the latter case, it would need to be the case that Q(v) is
substantially larger. Thus, if such a hypothesis is close to M in parameter distance, then v
is in the kernel of some X;.

If our algorithm finds some v for some hypothesis, we then compute v - x to error A for
each of our samples x. If M really has a component with v in the kernel of its covariance
matrix, all of the x’s taken from this component will have © - x the same. This means that at
least a (3/2)¢ fraction of our samples x will have v - x within A of each other. Note that if
v is not in the kernel of any covariance matrix of any G; than Var[v - G;] will be at least
200@) for each i, and with high probability we will not find this many close samples.

To summarize, if our algorithm applies this procedure to every component of every
hypothesis and does not find such a v, then it cannot be the case that M contains any
components of weight more than poly,(¢) that are singular, and thus one of our original
hypotheses must be close in total variational distance. We can then run a tournament to
find a single one that is close. Otherwise, if we find such a v for which many points do

have v - x close by, then v must be a null vector of the covariance matrix of some G;.
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Furthermore, all of the samples within A of this common value of v - x, with high probability

are either errors or come from components contained in some lower dimensional subspace.

We can determine what this subspace is by noting that it is defined by v - x = g for some

rational number g with bit-complexity at most O(bd) and using continued fractions on a

good numerical approximation of 4 in order to determine its true value. Our algorithm can

then recurse on the points in this subspace (a mixture of Gaussians in a lower dimensional

space) and on the remaining points (which are from a mixture of fewer Gaussians), and

return an appropriate mixture of the results.

4.10 Table of Parameters

Table 4.1: Table of parameters in Algorithm 4.6.2.

Parameter Notation Value

Components number k -

Corruption parameter € e<1/ kko(kz)

Good samples y ed Skg=C'k
Eigenvalue threshold T © [ e!/(0C™ (k1))
Minimum weight ! g1/ésCH (kY
Accuracy parameter for partial clustering S O(a’k'0)

Frobenius separation A OWe/a)

; n 2k%O0(1 + AJa)* Ve
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CHAPTER §
ROBUSTLY LEARNING AFFINE TRANSFORMATIONS

In this chapter, we present a polynomial-time algorithm for robustly learning an unknown
affine transformation of the standard hypercube from samples, an important and well-studied
setting for independent component analysis (ICA). Specifically, given an e-corrupted sample
from a distribution D obtained by applying an unknown affine transformation x — Ax + b
to the uniform distribution on a d-dimensional hypercube [—1, 1]¢, our algorithm constructs
A\,B such that the total variation distance of the distribution D from D is O(é€) using
poly(d) time and samples. Total variation distance is the information-theoretically strongest
possible notion of distance in our setting and our recovery guarantees in this distance are
optimal up to the absolute constant factor multiplying ¢. In particular, if the rows of A are
normalized to be unit length, our total variation distance guarantee implies a bound on the
sum of the ¢, distances between the row vectors of A and A’, Z?zl ||a(,-) - ﬁ(i)”z = O(e).
In contrast, the strongest known prior results only yield an ¢2!) (relative) bound on the
distance between individual a;’s and their estimates and translate into an O(deo(l)) bound

on the total variation distance.

This is joint work with Pravesh Kothari and Santosh Vempala, and appears as [105].

5.1 Results and Techniques

Our main result is the following theorem:

Theorem 5.1.1. Given X = {x, ..., x™} an e-corrupted sample of points from an
unknown parallelopiped H = A[—1,1]% + b in R, there is a polynomial-time algorithm

that outputs a parallelopiped H= A\[—l, 114 + b s.t. dTV(I:j, H) = O(e).
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Equivalently, our algorithm produces an estimate A, b so that

b; — b;

4 e = drapll,
+ —_—
Z 2.

leoll, & laal,

= O(¢)

where a(;y are rows of A and d;y are rows of A and Tt is some global permutation 1t : [d] —

[d].

Our algorithm is based on a new approach to ICA, even without outliers, that does not
rely the fourth (or any constant order) moments as in prior works. As we discuss next, a
key contribution of our work is the development of a new certificate of correctness of the
estimated affine transformation that does not rely on low order moments.

We briefly describe our approach and the key ideas that go into our algorithm. At a
high-level, our idea is to depart from the prior works based on the method of moments and
instead rely on a new robust characterization of b and rows of A. This characterization
allows us to build a robust certified checker that takes input an e-corrupted sample from the
input model along with a current estimate of the parameters of the affine transformation.
Our checker either accepts and produces a certificate of correctness of the parameters or
provides an explicit witness of the violation that can be used to update our current estimate
of the parameters. This strategy can be thought of as a robust gradient descent procedure
where the “gradient oracle” is replaced with our new certificate. Let us explain this approach
in a little more detail next.

We first assume the affine transformation consists of only shifts and diagonal scalings,
i.e., the unknown matrix A is a positive diagonal matrix. In this case, we start with a coarse
approximation of the mean and side lengths obtained by using the coordinate-wise median,
and twice the interval along each coordinate that contains the middle (1/2) + ¢ fraction of
samples. We then refine this iteratively based on the following properties of the density of
the hypercube: (1) it is uniform along each coordinate and so the density is constant in its

support; (2) the measure of the intersection of two axis-parallel bands is equal to the product

178



of their individual measures. The algorithm starts with an “outer” approximation and tries to
move the bounding planes along each coordinate inwards if the outermost band is too sparse
(too few samples). Crucially, along the way, it checks if the the intersection of some pair of
bands has too large a fraction of samples; in this case, most of the samples in the intersection
must be outliers and the algorithm can delete all the points in the intersection. An important
idea here is that most of the outliers can be partitioned among the coordinate directions that
they affect. This is captured as an independent combinatorial lemma (Lemma 5.3.4).

Now consider a general rotation without shift or diagonal scaling, i.e., A is orthonormal
and b = 0. This turns out to be substantially more challenging. The following bound on the

TV distance, relating it to the “right” notion of parameter distance, serves as a starting point.

Lemma 5.1.2. Ler H = [—1, 1]%. Suppose A, A are d X d matrices; A is orthonormal and

A is a matrix with unit length rows. There is an absolute constant C s.t.
drv(AH, AH) < C ) |lag — a), -
i

Remark. This bound is tight by Lemma 5.8.2.

This lemma follows from Lemma 5.4.5, in which we prove the fraction of the volume
of the subset {x € AH : x - d4(;) > 1} is tightly bounded by C ||afi) - a(i)”z' Note that the
RHS terms in the lemma are not squared. If they were, it would be the Frobenius norm
and we can hope to robustly estimate to within low error. The above norm however is not
rotationally invariant, depends on the target basis (as it should!), and could be much larger

than the Frobenius norm.

Robust Gradient Descent. To estimate a rotation, we again start with a coarse approxima-
tion, where each facet normal is approximated to within poly(¢) error. For this we can use
existing robust estimation methods [42]. As noted earlier, even though each normal vector

is within poly(¢) distance/angle, the overall TV distance can be much larger, growing with a
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polynomial in d. To improve this, we will use a new robust gradient descent with a suitable
objective function. We consider one vector (candidate facet normal or row of E) at a time
(keeping the others fixed) and iteratively “improve” it. Our ideal objective is to maximize
the number of sample points inside the parallelopiped defined by the current vectors, while
keeping the width of the band in each coordinate fixed. But this is difficult to estimate or
improve locally. Instead, we use the total number of points outside the band [4;) - x| < 1
as the objective to be minimized. For the underlying original hypercube, all points outside
would be outliers and hence at most ¢ fraction in total. Moreover, if we consider a normal
vector that is at some distance 6 from the true closest one, i.e., ||d(;) — a(;)ll2 = 6, then, as
we show, the measure of the hypercube that lies outside the hyperplane defined by 4;), i.e.,
S ={x :4( - x > 1} is proportional to 0, i.e., this objective is locally stable and robust.

How can we use this in an algorithm? After all, we need a concrete procedure to improve
the current vector. We prove that we can use the mean of points outside the current band in
this direction i.e., the mean us of the set S = {x : d(; - x > 1} tells us which direction to
move ;) to make it closer to a(;) (namely along —us). In other words, we can improve our
objective of number of points outside the band by a local update!

Does this update work with outliers? The presence of outliers complicates matters, as
a small number of outliers could radically alter the location of the mean outside the band.
To address this challenge, we prove that robustly estimating the mean of this subset S in
Euclidean norm suffices to preserve the gradient of the objective approximately! For this
we can use robust mean estimation algorithms already developed in the literature, since the
distribution of the hypercube intersected with a halfspace satisfies the necessary moment
conditions. Alongside, to keep the influence of outliers under control, we ensure that
pairwise intersections of bands are all small by repeatedly checking the measure of pairwise
intersections and deleting points if there are too many.

Our overall algorithm can be viewed as Robust Gradient Descent with provable guaran-

tees, and this approach might have other applications.
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Finally, to solve the full affine transformation problem in the presence of outliers, we
combine the above procedures for shift-and-scaling and rotation by alternating between them,
showing that each alternation is guaranteed to make progress in the overall TV distance to

the ground truth.

5.2 Preliminaries

5.2.1 Logconcave Functions

The following lemmas are either from [106] or direct consequences.

Lemma 5.2.1. Let f : R? — R, be an isotropic two-dimensional logconcave density
with associated measure v. Let u,v be unit vectors in R? with |[uTv| < % Consider the
halfspaces H, = {x : u"x > a,} and H, = {x : v"x > a,} and assume that the marginal
densities along u and v, f, and f, satisfy f,(ay), fo(a,) > 1/2. Then, for a universal
constant C,

v(H, N Hy) < Cv(Hy,)v(Hy)

The proof of Lemma 5.2.1 is deferred to Section 5.7.

Lemma 5.2.2. Let f be a one-dimensional logconcave density with mean 0 and variance

0% Let u* =Ef(yly > 0). Then there exist universal constants ¢\, ¢ s.t.
+
C10 S U" < (0.

Lemma 5.2.3. For any one-dimensional logconcave density f : R — R, with mean p, we

have

P(X > pu) >

| =

Lemma 5.2.4. Let f be a one-dimensional logconcave density with mean u. Then

f(u) > %maxf(x).
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Lemma 5.2.5. Let f be a one-dimensional isotropic logconcave density. Then for all x,
f(x) <1
Lemma 5.2.6. Suppose M, (f) are the raw moments of f, i.e.,

M= [ g i

If f is logconcave, then the sequence My(f)/n! is logconcave. Moreover, we could append

£(0) at the beginning of the sequence and maintain the logconcavity, i.e.,

FOMi(f) < Mo(f)*.

5.2.2  Hypercubes

The following facts about hypercubes will be useful. While the precise constants in the
bounds are not important for our analysis, the first two facts have been a subject of inquiry

in asymptotic convex geometry.

Lemma 5.2.7 ([107]). Let B = [=1/2,1/2]% be the d-dimensional hypercube with volume

1 and a € R? be an arbitrary unit vector. Then for all t < 3/4,

vol{x e B:|x-a|>t/2}) < 1-t.

Lemma 5.2.8 ([108]). Let B = [—1/2, 1/2]% be the d-dimensional hypercube with volume
1 and a € R? be an arbitrary unit vector. Then (d — 1)-volume of any sections of B defined

by a and t is at most \/5, ie.,

vol,_i({x € B: x-a =t}) < V2.
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The next fact follows from the above lemma and a calculation using the logconcavity of

one-dimensional marginals of the hypercube.

Lemma 5.2.9. Let x ~ [—1,1]¢ be a uniform random vector on H = [-1,1]% and y=x-a
where a is an arbitrary unit vector. Let 1y = E¢(y|y > t). For 0 < t < 1/2, there exists
universal constant ¢ s.t.

pr =t +c.

5.3 Robustly Learning Shifts and Diagonal Scalings

In this section, we give an algorithm for robustly learning arbitrary shifts and diagonal
scalings of the uniform distribution on the solid hypercube Hy = [—1,1]¢. That is, x —
Ax + b when A is a diagonal matrix. Since the uniform distribution on H is symmetric
around 0, we can WLOG assume that all the entries of A are non-negative. This special case
is equivalent to learning affine transformations that correspond to a shift (i.e., introducing a
non-zero mean) and diagonal scaling (i.e., scales each of the coordinates of the hypercube
by an unknown and potentially different positive scaling factor).

More precisely, we will prove:

Theorem 5.3.1. Suppose H is an unknown axis-aligned cube in R, that is, H = AHy+b =
®?=1[ui,v,-] where A € R™4 is a diagonal matrix, b € R? and Hy = [-1,1]% is the unit
cube. There exists an algorithm that, for any constant 0 < ¢ < 1/80, takes an &-corruption
X = xW,x@, . x0 of sizen > ny = 5(d2/€2) of an iid sample from the uniform

distribution on H and outputs H= A\Ho +b= ®;i=1 [©1;, D;] such that
dTv(H,I:j) < 4e.

Remark 5.3.2. While we will omit this refinement here, a more careful analysis of our

algorithm produces a tighter bound of dry(H, H ) < (2+ ¢)e.

We first describe our algorithm:
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Algorithm 5.3.3 (Shift and Scaling).

Input: An e-corruption X of an iid sample of size n chosen uniformly from ®?:1 [ui, vi].

1. Robust Range Finding: Foreach 1 < i < d, arrange the input corrupted sample
in increasing order of y;. Let [l;, ri] be the interval of the smallest length that
includes the middle 1/2 + € fraction of the points (notice that such an interval
is uniquely defined). Set il; = (3l; — r;i)/2 and 0; = (3r; — 1;)/2. Notice that
{x € RY : v; < x; < u;} is an axis-aligned cube that contains the true cube and

all the side lengths are at most twice the true cube.

2. One-Dimensional Density Check: Foralli € [n], k € [d], check if

|SJr | .= {x x> (1 - %) il k;z?l} > ];—;n (5.3.1)
E { xﬁ><€;m+(1—€;)a},/§§n (5.3.2)

iterate (go back to Step 2).

4. Two-Dimensional Density Check: Foralli,j € [n], ki, ky € [d], check if

1Ok1k282
S ———n

+
57, NS =

el 1550 NSl 185k N S| <

(5.3.3)

5. Update: If (5.3.3) is false for some i, ] and ki, ks, remove all points in the

violating intersection from the sample set and go back to Step 2.

6. Return: Output the cube® i, 0i].

Notice that in this case, our goal is effectively to determine the intervals [u;, v;] for each
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1 < i < d that describe the i-th dimension of the shifted and scaled hypercube H. The key
idea of the algorithm is a certificate that checks a set of efficiently verifiable conditions on
the corrupted sample with the guarantee that 1) the true parameters satisfy the checks, and
2) any set of parameters that satisfy the checks yield a hypercube H that is O(¢) different in
symmetric volume difference (that gives us a total variation bound) from the true hypercube
H.

Our certificate itself is simple and natural and corresponds to checking that 1) for each
of the coordinates 1 < i < d, the discretized density (i.e., fraction of points lying in
discrete intervals of size ~ ¢/d) in the purported range estimated from the corrupted sample
matches the expected density of the uniform distribution on AH + b, and 2) for each pair of
coordinates, the fraction of points in the intersection of intervals of length ~ ¢/d along all
possible pairs of directions match the expected density. Notice that all such statistics in an
uncorrupted sample match those of the population with high probability so long as the the
sample is of size poly(d/¢).

To analyze the above algorithm, we will prove that any set of parameters that satisfy
the checks in our certificate (5.3.1),(5.3.2),(5.3.3) in Algorithm 5.3.3 must yield a good
estimate of true parameters. Specifically, Lemma 5.3.5 shows that the volume of H that is
not contained in H is small. Lemma 5.3.7 shows that the volume of H that is not covered by
H is small. Together, these two lemmas imply that our estimated distribution is O(¢) close
in total variation to the true hypercube. Our proof relies on an elementary combinatorial

claim about set systems that we state next. We defer the proof to Section 5.6.

Lemma 5.34. Let Sy,...,S; C [n] be arbitrary subsets. Let frac(S) := |S|/n be normal-

ized size of S. Suppose that
frac (U si) = ¢ (5.3.4)

for some ¢ < 1 and forall i, j,

frac(S; N S;) < afrac(S;)frac(S;), (5.3.5)
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for some o > 1 s.t. ae < 1. Then,

&

Z frac(S;) <

ield]

: (5.3.6)
I -ae

Lemma 5.3.5. Let X = {x1), x@, ..., x"} be an e-corruption of an iid sample from the
uniform distribution on H = ®?=1[ui, v;| for some ¢ < 1/80. Let H= ®fl=1[1fti, 0i] be any
axis-aligned hypercube satisfying (5.3.1),(5.3.2),(5.3.3). Then, with probability at least

1 — 1/d over the draw of the original uncorrupted sample,

vol(ﬁ\H)<46
vol(H)

Here, vol(S) denotes the usual Lebesgue volume of set S in R.

Proof. For only the sake of analysis, we set il; — 9; = 1. In this normalization, Vol(ﬁ )= 1.
For each i, discretize the interval [#I;, 0;] to a grid with intervals of size ¢(il; — 0;)/d = ¢/d.
We further assume that the vertices of the unknown H are rounded to points in this grid.
This assumption amounts to a change in the volume of H by at most ¢ VOI(H ). We will then

show that the density of points in the difference H \H,ie,{x:x¢€ H ,x ¢ H} is

{(xeX:xeH\H)| 1

= . (5.3.7)
vol(H \ H) 4

From the inequality above, it follows that Vol(ﬁ \H) < %I{x cxeH\H }H < 4é since
{x:xe€ H \ H}| < en. So it suffices to prove (5.3.7).

For all i € [d], suppose u; — ii; = cie/d, 0; —v; = cgs/d, where ¢;, ¢’ are integers in
[d]. Let S; = {x € X : I; < x; < u;,v;i < x; < 0;}. By (5.3.1) and (5.3.2), we have

Si| > (ci + c})55n. By (5.3.3), we have for any i # j,

2
N
1SiN'S;| < 10(c; + ci)ﬁn < 40[S;]|Sj|n.
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Then by Lemma 5.3.4 with a = 40,

_lUsil |5|
n—40|US| Z

[{x:xeH\H} >i2(c-+c’.)
n—40|{x:xeFI\H}| 2d = l

By the upper bound on the total number |[{x : x € H\ H}| < en < n/80, the

denominator is at least 77 /2. Then
(s x € H\H}| > ;7 Z;(ci +cl).
1=

Thus we get (5.3.7) by vol(H \ H) < £ X% (c; + ¢)). 0
Next we show that Step 5 removes at most # true points in total.

Lemma 5.3.6. In Algorithm 5.3.3, if the sample size n > n(e,d) = O(d?/&?), with high

probability, at least half of points removed in Step 5 are outliers.

Proof. Suppose we remove points from an intersection SJr N S;k ,1.e.,

- 10k1k262n

|S ]k2| dz

T (5.3.8)

If the violating intersection is outside the true cube, all the points are outliers. Otherwise,

we can compute the volume by definition of S ;“k

k sz

4k kye?
VOl(S;: ﬂs;_kz) 72 ( Ui — Z)(u] )\ 142

d2

where the last equality follows from 7I; — 0; is at most twice of the true side length and hence

fl; — 0; < 2 by the assumption that the side length of H is 1. Then with high probability,
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the number of original uncorrupted sample in the region S:rkl N S]?Lk2 of volume 4k ko2 /d?
is at most Sk koe?n/d?. Thus, comparing with (5.3.8), we can see that at least half of the

point removed by the algorithm are outliers. O

Lemma 5.3.7. Let X = {xU),x@, ..., x"Y} be an e-corruption of an iid sample from the
uniform distribution on H = ®l‘.i:1[ui, vil]withe < 1/64andn > n(d, ¢) = 5(d2/€2). Let
H= ®fl=] [©i;, Di] be an axis-aligned hypercube satisfying (5.3.1),(5.3.2),(5.3.3). Then, with

probability at least 1 — 1/d over the draw of the original uncorrupted sample,

| ~
ACaLA LY (H\ H) < 4e.

vol(H)
Proof. For only the sake of analysis, we set {i; — 9; = 1 and hence VOI(FI ) = 1. For

i €[d]st fl; <ujorv; < d;,wedefineS; = {x : fI; < x; < ujorv; < x; < 0;} and

¢; =u;—1i;,c,=%9; —v;. Then

H\H = U S;.
{isfi;<u;, or v;<d;}
Since S; is removed by the algorithm, by (5.3.1) and (5.3.2), |S;| < %(ci + ¢})n. On the
other hand, S; is in the true cube, the original uncorrupted sample in S; is at least %(ci +cin
with high probability. So there are at least half of the original uncorrupted sample in S;
are removed by either the adversary or by the algorithm. Suppose 7;7 is the number of
original uncorrupted sample removed in S;. Then 1; > %(C,- +c’)e/d. By Lemma 5.3.6, the
total number of points deleted by the algorithm is at most 7. Hence the number of deleted
points in [ J S; is at most 2¢7. The deletion in the intersection of S; and S; is naturally upper

bounded by the number of original uncorrupted sample, which is

(ci +c))(cj + c;.)e2
FE

< 16715
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So we can apply Lemma 5.3.4 with a = 16 to the deletion in S; and get

2¢
> y
1-32¢ Z i

{i:ﬁi<ui,0r Uj<@i}

If ¢ < 1/64, the left hand side is at most 4&. Thus

vol(H \ H) = vol (U Si) < Z vol(S;)

O

Now, with Lemmas 5.3.5 and 5.3.7, we can prove our main result of the shift and scaling

case.

Proof of Theorem 5.3.1. 1f Algorithm 5.3.3 outputs a cube H that passes all checks
(5.3.1),(5.3.2),(5.3.3), then by Lemma 5.3.5 and Lemma 5.3.7,

dry(H,H) =1 -

vlHNA) vol(H \ H) volH\H)| _
max{vol(H), VOl(ﬁ )} vol(H) VOI(I:I ) '

Otherwise, the algorithm improves one of il; or 9; by at least ¢/d. Since the true cube
passes all checks in the algorithm (after the filtering if necessary), within at most O(d>/¢)
iterations, the algorithm terminates. If the algorithm terminates when it deletes 2¢en points,

by Lemma 5.3.6, we remove all noisy points. |
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5.4 Robustly Learning Rotations

In this section, we give a robust algorithm to learn rotations of the uniform distribution of

the standard hypercube. Specifically, we will show:

Theorem 5.4.1. Suppose H = [—1,1]% is the standard cube in R* and A € R pe
an unknown rotation matrix. There exists an algorithm that given an e-corruption X =
{xO, ., xMY of size n > ng = O(d?/€2) of an iid sample from the uniform distribution

on AH, runs in poly(n) time and outputs A such that
drv(AH, AH) = O(e).

We first describe the algorithm:

Algorithm 5.4.2 (Robustly Learning Rotations).
Input: e-corrupted sample X = {xM), x@ . xm},

Output: A with unit length rows d(y), . . ., 4(g).

1. Warm Start: Run the robust moment estimation algorithm in Theorem 2.2.4 and

* *

Ay

O(We). Initialize a?l.) = A for each i.

so that for each i,

get an estimate of A with rows a agy — aZi)’

2

2. Define the set S(a) := {x : x-a > 1} U{—x : x - a < —1} for any unit vector

aeRY Fort=1,2,...,2"%dlogd, do:

(a) Two-Dimensional Density Check: For all j < i, check if
1 R 8C R
—IS(afy) N ()| < =7 IS(af IIS ()|

where C is the universal constant in Lemma 5.2.1. If false, remove all points
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in the intersection S(aél.)) N S(aj)).

(b) Robust Gradient Descent: Robustly estimate the mean [1 by applying

algorithm in Theorem 2.2.1 to the subset of samples S (aéi)). Set

t
C2|5(11(i))|
Il n
afi) - ﬁ[]

| =]

sitl = ‘{x s af;;ll > 1}‘

t+1 _
Aoy =

Add back points that are removed in Step (a), i.e., recover the sample set to

the origin one X.

t
(@)

t

Let 4(;y = a ,, where t minimizes s'.

3. Repeat Step 2 foralli = 1,...,d. Output the matrix A with rows Ay, - -, A(g)-

5.4.1 Outline of Analysis

For the purpose of analysis, we assume that the true rotation matrix is the identity matrix
in the rest of Section 5.4. We will analyze Algorithm 5.4.2 by the following propositions.
First we show that we can separately learn the rows of the rotation matrix A. Let S(a) =
{x:x-a>1}U{=x:x-a < —1}. If a is one of the rows of the rotation matrix, then S(a)
is the subset of samples outside the cube along the direction of a. We take the opposite of
samples for x such that x -a < —1 so that by symmetry of the cube, these samples contribute
the same way as samples in {x : x - @ > 1} when we compute the robust mean fi. Given a

corrupted sample X, suppose 4y), . . ., d(q) are the output of Algorithm 5.4.2. Then after
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removing samples in Step 2(a) of Algorithm 5.4.2 if necessary, we have

1. .. . 8C . .. ~
le(a(i)) N S(ag)l < F|S(ﬂ(i))||s(a(j))|-

We define ¢; as the fraction of outliers in S(d(;)) and 7; as the fraction of original uncorrupted
sample in S(4;)) that are removed by the adversary or by the algorithm. That is, ¢; and 7;
are exactly the fraction of additive and subtractive corruption when we robustly estimate fi in
Step 2(b). In the following Proposition, we show that the sum of ¢;’s and ;s is small, which

implies we do not expand the influence of corruption by separately learning a(y), . .., 4(a).

Proposition 5.4.3. Given a corrupted sample X, suppose dy), ..., 4 are the output of
Algorithm 5.4.2. Let X; be the subset of corrupted sample X after removing samples for all
j < 1iin Step 2(a) of Algorithm 5.4.2 when updating a(;y and S(a(;)) = {x : x -4y > 1,x €
Xiy U{=x:x-a; < —1,x € X;}. Let ¢; be the fraction of outliers in S(d(;)), and 1; be
the fraction of original uncorrupted sample in S(d;)) that are removed by the adversary or

the algorithm. Suppose for all i, d(;) - e; > 0.99 and for all i, j,

1. .. . 8C ., .. o
Els(a(i)) N S(ag)l < F|S(ﬂ(i))||5(a(j))|-

Then,
Z(ei +1;) < 6¢.

ie[d]
The proof of Proposition 5.4.3 is deferred to Section 5.4.3.
Next, we give a robust algorithm that updates a single rotation vector d;) of the cube with
a small constant fraction of corruption in {x : |x - 4;)| > 1}. We show that by repeatedly
applying this algorithm on 4;) at most O(d log d) times, we can learn the i-th true rotation

vector with error O(¢&; + 1;).

Proposition 5.4.4. Suppose H = [—1,1]% is the true hypercube. There exists a ro-
bust algorithm that given e-corrupted samples from H and a unit vector a?l.) such that
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””3‘) ¢

‘2 < 0.01, outputs
lag) = eill, < 2"(ei + )

after at most 2'2d log d iterations, where &; +1; is the fraction of corruption in {x : x - agy >

1),

The proof of Proposition 5.4.4 is deferred to Section 5.4.4. With the two propositions

above, we complete the proof of Theorem 5.4.1 in Section 5.4.5.

5.4.2  Properties of Hypercubes

In this section, we prove a few basic properties of uniform samples from H = [-1, 1]%, in
particular, of the subset of samples {x € H : x -a > 1} for a unit vector 2. We will later use
them in our analysis of Algorithm 5.4.2.

The following lemma is crucial for our analysis since it connects the 2-norm error of ;)

and the volume of AH \ AH. Hence it implies Lemma 5.1.2.

Lemma 5.4.5. Let Y be a uniform sample from H of size n. Suppose a is a unit vector such

that ||a — e;|| = 0. Then with high probability the number of samples in S(a) N'Y is

0 1+06)6
37 <|S@nY|:={xeY:|x-a|l>1} < %n.
Proof. Let d be the (d — 1)-vector that excludes i-th coordinate of a. Since ||a — e;|| = 0,

we have that a; = a-¢; = 1 — 6?/2 and ||a@|| = & + O(6%). Let ST(a) := {x : x -a > 1}.
By symmetry of the cube, 2 vol(S*(a)) = vol(S(a)). So it suffices to compute the number
of original uncorrupted sample in S*(a) and double it. We can compute the volume of
S*(a) by integrating the length of x; over X where X is the vector x without entry x;. The

upper bound on x; is 1 and the lower bound is achieved when x - a = a;x; + x - a = 1, i.e,,
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Xi= l_aﬂ So we have
1

vol(§*(a)) = / max {O, 1- L-x a} dx
xe[—1,1]4-1 ai

Let y = ¥ - @ be a random variable. Suppose p(y) is the density of y. Let 1 — l_f'ﬁ > 0.

i

Wehavey > 1—a; = 5% /2. Thus, we can write the integral above as

1

2
vol(S*(a)) = 247! (IP (y > %) (1 — l) + ai /;,;% y-p(y) dy) : (5.4.1)

Since ¥ is a uniform random variable on the (d — 1)-cube [—-1, 1]¢71, y is a scaled 1d-
projection of the standard (d — 1)-cube onto an arbitrary direction ﬁ with zero mean
and variance ||d||* /3 = 6%/3. Since y is logconcave and symmetric, we can bound the

probability 1/2 — 6 < P (y > 62—2) < 1/2 by Lemma 5.2.5. We define

Jys2 ¥ py) dy

uy=E(y |y >8%/2) =
Jys2 P(y) dy

as the truncated mean of y. Then

+ d-1 o 1 Hy
vol(ST(a)) =2""Ply > — ||l - —+— (5.4.2)

2 a;  a;
By Lemma 5.2.2, u,, is upper and lower bounded by ®(5). The upper bound is achieved
when 4 is in the direction of true coordinates, i.e., y is a uniform distribution and p,, <
(1 4+ 06)6/2. Let y* be the truncated density of y on R*. Then raw moments of y* are
Mo(y*) = 1, Mi(y*) < py, Ma(y*) = 62/3. By Lemma 5.2.6, M? > Mo™2. Then

> M, > L6 > 25. Plugging the bounds of P (1 > 2 and 1, into (5.4.2), we get the
Hy V6l 75 gging Y273 Hy
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upper and lower bounds of (1 — ail + ’;—if)

26 6° 1 - 6%/2 5+ 62
5 2 a;  a; 1-02%/2 2

and the upper and lower bounds of vol(S*(a))

d-1
ZT(S < vol(S*(a)) < 2773(1 + 6)5.

Since the volume of the standard cube H is 2¢, the probability a uniformly random sample
is in S*(a) is at least 29715 /(5 - 29) = §/10 and at most 2973(1 + 6)6/2¢ = (1 + 6)5/8.

Thus the fraction of samples in S(a) is at least /5 and at most (1 + 0)6/4. O

Lemma 5.4.6. Suppose ||a —e;i|| = 6. Let u be the mean of the subset of the cube:

{xe[-1,11:a-x > 1}. Then u-e; < 1-5/10.

Proof. Let ST(a) = {x e [-1,1]? :x-a>1}and S’ = {x e [-, 1) : x-a > 1,x; =
x -e;j > 1—co} for a fixed constant ¢ < 1. Then by the trivial upper bound: x; < 1 for any
x in the cube,

< vol(S’) + (1 — cd)(vol(ST(a)) — vol(S”))
a vol(St(a))

=1-c¢b (1— vol(5') )

vol(S*(a))

We can compute the volume of S’ by integral over x;.

’ 1
VOI(S)—l/ P(x-a>1]x;)dx;
1

vol(H) 2 Ji_cs
1 1
:—/ P(x-a>1-a;x;)dx;
2 1-cb

Let y = X - a/||a||. Since x; and ¥ are independent, X is uniformly random over the d — 1

standard cube and v is the projection of X onto an arbitrary unit vector. Let t = (1 — x;)/0
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and hence x; = 1 — t6. Then dx; = —0 dt. By substitution,

vol(S’) l/c ( l—aixi) 1/C
=— | Ply>—Z|6dt<= [ P(y>t)odt
ol ) 2 Y2 T 2o Y

By Lemma 5.2.7, P(y > t) < %(1 — t) for any t < 3/4. Take ¢ = 1/5. Then we get

vol(8) 1 [°1 1 ) 1
<= | (1=06dt=—~(c—-c2/2)5 < 5.
vol(H) 2[42( o dt = 7(e=¢7/2)0 < 550
By Lemma 5.4.5, Voigf(;g)) > 0/10. Thus
vol(S’) vol(S”)/vol(H)
cei=1—-co|l——————|=1-coH|1 - 1-06/10.
Hoc g ( V01(S+(a))) ¢ ( vol(S*(a))/vol(H) = /

O

Lemma 5.4.7. Let H be the standard hypercube [—1,1]%. Suppose ||a — e;|| = 6. Then the

variance of uniform distribution on {x € [=1,1]% : x - a > 1} in the direction e; is at most

5%/4.

Proof. Suppose p(x;) is the density function of x; on {x : x - @ > 1} and &, a are vectors

constructed from x, a by excluding i-th coordinate. Then
p(x;i) ccvoly_y({x : x-a > 1,x; is fixed}) o« P(¥ - 4 > 1 —a;jx;).
X

Let y = X - a. Then y is logconcave and symmetric with mean 0 and variance 5%/3. By

Lemma 5.2.6, we have the mean of x; with density function p(x;) is u(x;) > 1 —1/p(1).

MUKP@>5Hm>%—a

Since the integral of P¢(X - @ > 1 — a;x;) over x; is the volume of the subset {x : x -a > 1},
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the integral is upper bounded by (1 + 0)6/8. After normalization, we get

8(3 —0)

P> G505

>2
5

So u(x;) > 1—1/p(1) > 1 — 6/2. Then by Lemma 5.2.6, the variance of x; is bounded by

the raw second moment, which is

2M,(p)?

Ms(p) < Vo)

< 2(1 — u(x;))* < 8% /4.

5.4.3 Rotation Matrices can be Learned Coordinate by Coordinate

In this section, we prove Proposition 5.4.3 via Lemmas 5.4.8 and 5.4.9. Recall that S(4(;)) =
{x :x-44 > 1} U{-x:x-4; < —1} and ¢; is the fraction of outliers in S(d(;)) after

filtering, 1); is the fraction of original uncorrupted sample in S5(4;)) that are removed.

Lemma 5.4.8. Given a e-corrupted sample X with ¢ < 2?*/C, suppose Ay, - -, 0
are the output of Algorithm 5.4.2. Let X; be the subset of corrupted sample X after
removing samples for all j < i in Step 2(a) of Algorithm 5.4.2 when updating a(; and
S(@g) ={x:x-ag>1,x € X;} U{-x:x-d3 < —1,x € X;}. Let ¢; be the fraction of

outliers in S(4;)). Then ¥ icq) €i < 2€.

Proof. Let Sn(d(;)) be the set of outliers that in the halfspace {x : x - 4 > 1}. We
know the fraction of all outliers is at most €. So we have frac (U S N(ﬁ(i))) < €. We may
assume that ¢; > c3frac(S(4(;))) where constant c3 = 214 as in Corollary 5.4.13. Otherwise,

we can improve 4(;) and hence reduce frac(5(d(;))) by running the updating algorithm in

Section 5.4.4 (Corollary 5.4.13). Then

. . R R R . 8C
frac(Sn(d(;))NSn(4(j)) < frac(S(ag;))NS(4(;))) < 8Cfrac(S(4(;y))frac(S(4(j))) < ?e,’ej.

3
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Seta = i—g, we get

3

frac(SN(ﬁ(l-)) N SN(ﬁ(j))) < afrac(SN(ﬁ(i)))frac(SN(ﬁ(j))).

c2

Then by Lemma 5.3.4, 3’ €; = ¥ ¢(q1 frac(Sn(a(;))) < 1257 If € < 15, then 1 —ave > 1/2

l-ae®

and hence )] &; < 2¢. O

Lemma 5.4.9. Given a e-corrupted sample X with ¢ < 2°*/C, suppose Ay, - -, Ay
are the output of Algorithm 5.4.2. Let X; be the subset of corrupted sample X after
removing samples for all j < i in Step 2(a) of Algorithm 5.4.2 when updating a;, and
S(ag) ={x:x-dg >1,x € X;}U{-x:x-dy < —1,x € X;}. Let n); be the fraction of
original uncorrupted sample in S(A(;)) that are removed by the adversary or the algorithm.

Suppose for all i, 4y - e; > 0.99 and for all i, j,
I, ... R 8C, . .. A
;ls(ﬂ(i)) NSl < ?|S(ﬂ(i))||5(ﬂ(j))|

then Zie[d] ni < 4e.

Proof. Suppose 8; is the fraction of original uncorrupted sample deleted by the adversary
in S(A(;)). Then };cr41 €; < € because we only check the intersections for j < i. We first
consider the case that ”ﬁ(i) - ei” =0; > 282 and ||&(j) - e]'” =0j > 28;.. By Lemma 5.2.1,
the number of original uncorrupted sample in {x : |x - d¢;)| > 1, |x - 4| > 1} is at most
C;6;. The number of points that are deleted by the algorithm in {x : |x-d;| > 1, [x-4;)| >
1} is at least 8C(0; — €7)(0; — 8;) Then the fraction of original uncorrupted sample in the
deleted points is at most

C16i6]' < 1
8C(6; = €)(6) — &) T 8(1—1/2)2

<1/2.

In this case, at least 1/2 of the points that are deleted by the algorithm are outliers. So the

number of deleted original uncorrupted sample is at most 2¢.
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If ||ﬁ(i) — ei” < 282 (or ||ﬁ(j) — ej” < 28;.), then we can upper bound the total number of
original uncorrupted sample in {x : x - 4;) > 1} by 2¢7. So the number of true points we
deleted in this case is at most 2 };; €7 < 2e.

In total, the number of points deleted is bounded by ;141 < 4¢. O

Combining Lemmas 5.4.8 and 5.4.9 gives the conclusion of Proposition 5.4.3.

5.4.4 Update Rotation Vectors by the Mean of Outside Samples

As in the previous sections, we assume 4 is the current rotation vector and e is the true
rotation vector such that ||a — e|| = 6. We first give a non-robust algorithm that improves
a. Given an uncorrupted sample X = {xM, ..., x"} and a unit vector a, the algorithm

computes u of the subset of the sample
{x:x-a>1}U{-x:x-a<-1}

and outputs
,_ a-Bu
lla =Bl

The following lemma shows that the non-robust algorithm improves a - e by 0/64.

a

Lemma 5.4.10. If ||a —e|| = 0 < 0.01, then the non-robust algorithm with the step size

B < ﬁ outputs a unit vector a’ such thata’ - e —a -e > f0/64.
u

Proof. By the definition of a’, we have

Ve = a-e—pPu-e
V(@ —Bu)(a - B)

Since ||a —e|| = 6 and 4, e are unit vectors, @ - ¢ = (2 — ||a —e||*)/2 = 1 — 6%/2. By
Lemma 5.4.6, we know 1 - e < 1 — 6/32. Plugging into the right hand side of the equation

above, we get
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s 1-6%/2-B(1-6/32)
J1-28+ B lul’
N 1-B+B6/32—06%/2
T J1-2B +po/32
> (1-B+B6/32-06%/2)(1 + B —6/64 + %/32)

a

>1-06%/2+po/64

where the second inequality follows from our assumption that § < —2 _ Thusa’-e—a-e >

32|ull®
B6/64. O

Now we state the robust version of the algorithm, where we replace the mean p in

Step 1 by the robust mean fi. We will use the robust mean estimation algorithm for bounded

covariance distributions in Theorem 2.2.1.

Algorithm 5.4.11 (Robust Rotation Vector Update).

Input: corrupted sample xV, ..., x") and a unit vector a such that ||a — e|| = 6.

Output: a unit vector a’

Parameters: step size p > 0

1. Compute the robust mean [i of the following set using the algorithm in Theo-

rem 2.2.1
{x:x-a>1}U{-x:x-a<-1}
2. Output
,_ a-pi
lla — Bl

Suppose the number of corrupted sample in the subset {x : |x - a| > 1} is &;n. With the

similar argument as in the proof of Lemma 5.4.10, we can show the following result.
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Lemma 5.4.12. Suppose ||a — e|| = 0 and the number of corrupted sample in the subset

{x:|x-a|l > 1}isen. If ¢; < 27146, then the robust version of the algorithm with the step

size f < ﬁ outputs a unit vector a’ such that a’ - e; — a - e; > 5 0.
i

Proof. By the definition of a’, we have

Ve a-e—pPi-e
V(a - Bip)a - B)

Since ||a — ¢|| = 6 and a, e are unit vectors, a - e = (2 — ||a —e||?)/2 = 1 — 62/2.

» 1-62/2—Bii-e
1= 287-a+ B2 flull?
> (1-06%/2=Bfi-e)(1 +B-a-p*|all* /2 + O(B?)

’

a

2
> 1= 524 pla—fie) =BR[22 Spfi-a ~ fE- 2 o)

= 1= 022+ (@)1 = 6*/2= (@i e)) — fi- e = BIIl” /2).

By Lemma 5.4.6, we know u - e; < 1 — 6/10. Assuming that the fraction of corruption is c,
we apply the algorithm in Fact 2.2.1 to compute the robust mean i, which gives an error
guarantee that (fi — pt) - e; < O(y/c)o(e;) where 2(e;) is the variance of {x : x - a > 1} in
the direction e;. By Lemma 5.4.7, 62(e;) is at most 6. Thus we have fi-e < 1—(1/10—+/c)é.
By Lemma 5.4.5, the fraction of points in {x : x - @ > 1} is at least (6/5)n. So the fraction

of corruption is bounded by
Ei

<5-2714
5/5

c <

where the last inequality follows from our assumption that ¢; < 27145. By the trivial upper

bound fi - 2 > 1 and our condition ||‘L~l||2 < %, we get

o . P > - — —_— - = > R .
@oeim e B((lo Voo ==~ 5~ | > 13h?
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O

Corollary 5.4.13. Suppose we start with Ha?i) —e; ‘ < We. By iteratively running Algo-

rithm 5.4.11 on a(ti) 22dlog d times, one ofafi) satisfies

H”Ei) — ei” < 2.

Proof. We start with ||a — e;|| = 6. Each time we run the algorithm, by Lemma 5.4.12 and

the upper bound Vd on norm of the mean,

1 2 2
po = ° 7 2 (152 '
128 128 - 32| | 2124

, 1
la” = ell /lla —ell < /1 = 57

The optimal error we can get by repeatedly running this algorithm is 2!*&; from the condition

a ce;—a-e; >

Then

of Lemma 5.4.12. When ||a — e;|| > 2'%¢;, we have ¢; < 27145 so running Algorithm 5.4.11
with input a will give us a better a” as in Lemma 5.4.12. Suppose after t steps, the error is

reduced to 2'%¢;. Then

t
1 _ nl4
( l—m) 6=2 &i.

Since 6 < Ve and €; > ¢/d, we get

t <22.4d-log < 22dlogd.

21481'

5.4.5 Proof of Theorem 5.4.1

Let sf be the fraction of outliers in the set {x : x -a;,, > 1} and 175. be the fraction of original

t
(i

)
uncorrupted sample removed from the set {x : x - aéi) > 1}.
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Proof of Theorem 5.4.1. By Corollary 5.4.13, we know there exists an a(t.) for all i such

that is a good rotation

< 29! + 7). First we show that A = (a]

. T ;
)~ G

matrix that AH is close to H in TV distance. By Lemmas 5.4.8 and 5.4.9,
Z(ef +1}) < 6¢
i

Let S(a) = {x : x - a > 1} be a subset of samples after removing points in Step 2(a) of

Algorithm 5.4.2. Then by Lemma 5.4.5,

PNECHIEDI: H aly— e n

i€[d] i€ld]

1
ZZ 2" (et +1f) < 2Pen.
€ld]

Next, we prove A= (A1), - -, A(g)" is a good estimation of the true rotation matrix with
respect to TV distance by showing the number of samples inside AH is at least (I -ce)n.

The number of samples in AH is at least

n= ) 180l > n = 3 IS(af) > (1-25)n.
1 1

where the first inequality follows from |S(4;)| is the smallest over all f. Since each iteration
is polytime and the total number of iterations is O(d?logd), the overall complexity is

polynomial in d. O

5.5 General Case

In this section, we give an algorithm to robustly learn an affine transformation of shift,

scaling and rotation and prove our main result:

Theorem 5.5.1. Given X = {x(l), ceey x(”)} an e-corrupted sample of points from an

unknown cube H = {x € R% : -x < uj, Vi€ [d]}, wheren > ng = O(d?/&?),

()
there exists a polynomial-time algorithm that outputs H = {x e R : 9; < dgy - x <
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2;,Vi € [d]} s.t. dry(H, H) = O(e).

Algorithm 5.5.2 (Robust Estimation of Affine Transformations).

1. Run the robust mean and covariance estimation algorithms in Theorem 2.2.1 and

get estimates of the mean [i and covariance L of the cube with error

Ia - 'l < CVe I=7)1)2

|£- =], < cvenz,.
2

2. Run the robust moment estimation algorithm in Theorem 2.2.4 and get an estimate

of the rotation matrix A with unit rows d(y), . . . , (4.

N

3. Repeat the following steps until the number of samples in {x : 0; < ;) - x

i1;,Vi} is at least (1 — ce)n.

(a) Run Algorithm 5.3.3 with 4(yy, ..., () being the coordinates and update

A

upper bounds and lower bounds of the cube i1, . ..,13,01,...,04

A

(b) Make the sample nearly isotropic with the estimates iy, . ..,14,01,...,04

(c) Run Algorithm 5.4.2 with upper bounds and lower bounds

A

fly,...,04,01,...,04 and update 4y, ..., d(g).

4. Output the cube H= {x:9; <ag-x <y, Vi}

We analyze our algorithm by the following two propositions. Proposition 5.5.3 shows
that the shift and scaling algorithm (Step 3(a)) learns the upper and lower bounds of the
facets with error O(¢) +0.76 where 0 is the error in rotation matrix. Proposition5.5.4 shows
that the rotation algorithm (Step 3(b)) learns the rotation matrix with error O(¢) + 6 where

0 is the error in shift and scaling part.
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Proposition 5.5.3. Suppose ‘30)‘“@)“ = 0; < C+fe. Algorithm 5.3.3 outputs

A

a1,...,14,01,...,04 such that

|4 — u}| + |0 — v}

< 44¢e; +0.76;

* *
ul. Ul.

and Zie[d] & < 2¢.

|hi—uj|+0i—v}| _
- . x__* -
Mi—vl.

Proposition 5.5.4. Suppose 5; < Cye. Algorithm 5.4.2 outputs A with

unit rows i), . . ., 4q) such that

*

”ﬁ(i) —ag < 22081' +0;

where Xjcq1 €i < 2€.

We can now prove the main theorem. For the purpose of analysis, we assume that the

true cube is the standard cube H = [—1, 1] in the remaining of Section 5.5.

Proof of Theorem 5.5.1. Let 05 ; = |il; — 1| + |0; — 1| be the scaling error in coordinate
iand 0,; < ||ﬁ(l-) — ei” be the rotation error in coordinate i. By Theorems 2.2.1 and
2.2.4, we start with 65 ; = |@1; — 1| + |9; — 1| < C+fe and 6, ; = ||ﬁ(i) - ei” < Co/fe for
some constant C. By Proposition 5.5.3, Step 3(a) of Algorithm 5.5.2 improves 0; ; to
6;,1. < 44¢5,; + 0.7, ;. With this updated 65 ;, by Proposition 5.5.4, Step 3(b) improves 0, ;
0 8] < ceyi+ 0, < 2%y +44es i +0.70,5. If O > 220¢ i +5 - 2%, ;, we have
6;, ; < 0.96;,;. So we can decrease ¢ i and 6’ i by alternating between Algorithm 5.3.3 and

Algorithm 5.4.2. Otherwise, we have

D law —eill = D" 60 < > 2206, +5-20%,; < (440 +10-20e  (55.1)
ield] i€[d] ield]

where the last equality follows from the upper bounds on the sum of &, and &,; in
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Propositions 5.5.3 and 5.5.4. Then

Z |0 — 1| + [9; — 1] = Z Os,i < Z d4es;: +0.76,,; < (396 +7-2%)e.  (5.5.2)
ie[d] i€[d] i€[d]

Thus, adding up (5.5.1) and (5.5.2), we get dTV(I:T, H) = O(e). Next we show that

the number of iterations is bounded. We start with 6,; < C ve and end with Ori 2

¢/d. Suppose we run Step 3 for t iterations. Then 0.9/C+/e < ¢/d, which implies
t < Clog(d/e). O

5.5.1 Proof of Proposition 5.5.3

In this section, we will prove Proposition 5.5.3. The idea is similar with the proof of
Theorem 5.3.1 in Section 5.3. But we need to deal with the error from the rotation matrix
besides outliers. The following two lemmas are general versions of Lemmas 5.3.5 and 5.3.7

with rotation error.

Lemma 5.5.5. Suppose a cube H= {x :9; < dg)-x <1} satisfies (5.3.1),(5.3.2),(5.3.3)

in Algorithm 5.3.3 and 6; = ||ﬁ(i) —ag) | then with high probability, for all i; > 1,

i — 1 <0.356 +22¢;
and for all 0; < —1,

—1-9; <0.356 + 22¢;
where €; > 0 and 3 i.g,51 or ;<13 €i < 2€.

Proof. Suppose 6; = ||ﬁ(i) — ei” is the error of rotation vector in direction e; and ¢; is the
fraction of outliers in the set {x : 1 < ﬁ(i) -x < 1} for f; > 1. By (5.3.1), we know that the
fraction of samples in {x : 1 < 4(;) - x < 1;} is at least (1/2)(ii; — 1). These points not in A

are either outliers or because of the rotation error. By Lemma 5.4.5, the fraction of original
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uncorrupted sample in {x : 1 < 4(;) - x < il;} is at most 6/8. So we have
L, .
E(ui —1) < 0i/8 + €.
Now we consider the case ¢; < 0.056;. Then we get for i s.t. ii; > 1 and ¢; < 0.056;,
;i —1<06;/4+0.16; = 0.350;. (5.5.3)

The above inequality also applies to v; by symmetry. Next if ¢; > 0.056;, we have
(i1; — 1) < 22¢;. Set a = 40 - 222, Then by (5.3.3), we have the fraction of the intersection
of {x : 1 <dg-x<i}and {x:1<dg - x <ij}isat most a¢;¢;. Since the fraction
of corruption is at most ¢, we can apply Lemma 5.3.4 to outliers in {x : 1 < d(;) - x <
fl;} U{x :0; < d(; - x < —1}. and get an upper bound of } ¢;

€
1 —ae’

& <
{i:01;>1,€;<0.056;}

If ae < 1/2, we get Xig,51,6,<0.055;) € < 2€. Then fori s.t. ; > 1 and &; < 0.056;,

i — 1< 22¢;. (5.5.4)

Add (5.5.3) and (5.5.4) gives the conclusion. |

Lemma 5.5.6. With high probability, Step 3(a) of Algorithm 5.5.2 outputs il; and 0; for all
i <1,

1 —1; <0356 +22n;

and for all 0; > —1,

i — (—1) < 0.356 + 221

where 1; > 0 and 34,51 or 5,<-1) i < 2€.
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Proof. 1f 1l; < 1, by (5.3.1), the fraction of points in {x : il; < d(; - x < 1} is less than
%(l — 11;). So at least half of points in the region are either removed (by adversary or by
the algorithm) or because of the error from the rotation vector 4(;). By Lemma 5.4.5, the

fraction of error from rotation vector is at most 0;/8.
1 .
5(1 — ;) < 0;/8 + ;.

By Lemma 5.3.6, the fraction of points are removed is at most 2¢, i.e., the fraction of
the union of the removed points is at most 2¢. By the same argument in the proof of

Lemma 5.5.5, we can upper bound }; 1; by 4¢ for n; > 0.056. O

Proof of Proposition 5.5.3. Lemma 5.5.5 proves the conclusion in the cases that #1; > 1 or

0; < —1. Lemma 5.5.6 proves the conclusion in the cases that ii; < 1 or 9; > —1. O

5.5.2  Proof of Proposition 5.5.4

In this section, we prove Proposition 5.5.4. The proof follows the same idea as the proofs of

the rotation case in Section 5.4.

Lemma 5.5.7. Suppose ||a — e;|| = 6. Then the variance of the subset of the standard cube

{x:x-a>1=0/2} in the direction e; is at most c5* for a constant ¢ > 0.

Proof. Since the fraction of points in {x : x-a > 1—0/2} that satisfies x; > 1—(36/2) is at
least 1 —c0, by Lemma 5.2.3, we know that the mean of x; on the subset {x : x-a > 1-0/2}
is at least 1 — (30/2). Then by Lemma 5.2.2, the variance of x; on the whole subset is

upper-bounded by the variance of one side of the mean. O

Lemma 5.5.8. Suppose ||a — e;|| = 0. Then the variance of the subset of the standard cube

{x:x-a>1-0/2} in the direction a is at most c5* for a constant ¢ > 0.

Proof. Using the similar argument as in the proof of Lemma 5.5.7, it suffices to show that

the mean of x - 4 on the subset {x : x-a > 1 —0/2} is at most 1 + 6/2, which follows from
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Lemma 5.2.3 and the fact that the fraction of points in {x : x - a > 1 — §/2} that satisfies

x-a<1+(35/2)isatleast 1—co. O

Lemma 5.5.9. Suppose ||a — e;|| = 0. The fraction of original uncorrupted sample of the

standard cube in {x : |x -a| > 1+ 0/2} is at least 6/64 with high probability.

Proof. We can compute the volume of S; = {x € [-1,1]? : x -a > 1 + §/2} by integrating

the length of x; over X where X is the vector x without entry x;.

1 2—-X-a
vol(Sy) = / max {O, 1- to/2-% a} dx
ze[~1,1]4-! ai

Let y = X - 4. Suppose p(y) is the density of y. We can write the integral above as

1(S;) = 2471
vol(Sy) . .

2
]P(y>6—+6/2)(1—1+6/2)+l/ y-ply)dy|. (5.5.5)
2 y>%+6/2

Since ¥ is a uniform random variable on [—1, 1]97!, we have y is 1d projection of the
standard d — 1 cube onto an arbitrary direction with zero mean and variance ||@||* /3 = 6%/3.
Then we can bound the probability 1/8 — 6 < P (y > %2 + 6/2) < 1/4and P(y > %5) >
1/8 — 6. By Lemma 5.2.9, we have i, :=E(y | y > 6%/2+6/2) > (6/2) + (6*/2) + ¢b.

Plugging into the inequality (5.5.5), we get

2
w521 (o5 % o)1 L2202 )

> 2% 1(1/8 = 6)(6/8 + O(62))

= 2475,

Thus the probability a uniformly random sample is in S is at least 2¢775/2% = 5/128. By
symmetry of the cube, the probability of a point that x - a < —1 — §/2 is the same. So the

fraction of samples in {x : |x - a| > 1 + 6/2} is at least 6/64. O
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Lemma 5.5.10. Suppose ||a —e;|| = 6. Let u be the mean of the subset of the cube
{xe[-1,1]%:a-x > 1+ A}, where A € [-5/2,5/2]. Then u-a — i -e; > 5/64.

Proof. LetS; = {x € [-1,1]% : x-a > 1 +6/2}. By the definition, we have x-a > 1 +5/2
and x -e < 1forall x € S;. So u(S1)-(a —e) > 6/2. Then we will show that for
t € [-6/2,6/2], the mean of the section of the cube u(1+1t) :=E(x | x -a = 1 +t) in the

direction e; is at most 1 + ¢. This is trivial for f > 0. So we assume —6/2 < t < 0.

p(l+t)-e; =E(x;|x-a=1+t)

1
=/ xiP(Xx-a=1+t-ajx;) dx;
1

where ¥ ~ [—1,1]%"!. Then & - @ is symmetric at zero, that is, at x; = 1 + £ + O(6?). So the
truncated mean E(x; | x-a=1+¢,x; > 1+2f)isl1 +¢t. Since E(x; | x-a=1+1,x; <
1 + 2t) < 1 + 2t, we conclude that the mean of these two parts E(x; | x -a = 1+ 1) is at
most 1 + ¢£.

By Lemma 5.5.9, the fraction of pointsin S; = {x € [-1,1]9 : x-a > 1 + §/2} is at
least 6/64. By Lemma 5.4.5, the fraction of {x : x-a > 1} is at most 6/8. By Lemma 5.2.8,
the maximum of the section of the cube is V2. Then the fraction of {x : 1 +t < x-a < 1}

is upper bounded by V2t /2. Thus

us)-(@a-e)s
> > 5/64
(6/8) = (t/V2))

pra—p-e

O

Proof of Proposition 5.5.4. Suppose 0; = ||ﬁ(l~) - ei”. In the proof of Lemma 5.4.12, we

show that if [i - 4;) — [i - e > c0;, then Algorithm 5.4.11 outputs a unit vector ﬁEi) such that

ar. -ej—dg)-e; > c’Bd;. In the general algorithm, the only difference is we replace the true

(i)
threshold in the direction e; by il;, i.e., {i is the robust mean of the subset {x : d(;) - x > l;}.

Let u; be the true mean of {x : 4(;) - x > 4l;}. By Lemma 5.5.10, we have y - 4¢;) — p1 - e; >
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0i/64. We apply the algorithm in Theorem 2.2.1 to compute the robust mean, which give
an error guarantee that (fi — u) - 45y < O(¥c)a(d(;)) and (f — p) - e; < O(vc)a(e;) where
az(ﬁ(i)) is the variance of {x : 4(;) - x > #;} in the direction 4 ;) and o2(e;) is the variance in
the direction ¢;. By Lemmas 5.5.7 and 5.5.8, the variances are at most 52, By Lemma 5.5.9,
the number of true points in {x : 4(;) - x > 1;} is at least (6/64)n. Thus if

€i

5/64

c

the algorithm can improve 4;) to ﬁEi) such that

1

&El) e — &(z) -e = %ﬁél

This implies that the algorithm make progress until 6 < 2%°¢; + §;. Then the argument in

the proofs of Corollary 5.4.13 and Theorem 5.4.1 follows. |

5.6 Reverse Union Bound

In this section, we prove Lemma 5.3.4, which can be seen as a reverse union bound with the

assumption that pairs of events are not too highly correlated.

Lemma 5.6.1. Let Sy, ...,S; C [n] be arbitrary subsets. Let frac(S) := |S|/n be normal-

ized size of S. Suppose that
ﬁm(LJ&)=e (5.3.4)

for some ¢ < 1 and foralli,j,

frac(S; N S;) < afrac(S;)frac(S;), (5.3.5)
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for some o > 1 s.t. ae < 1. Then,

&

Z frac(S;) < (5.3.6)

, 1—ae
ield]

To prove Lemma 5.3.4, we will use the following technical result on almost pairwise

independent Bernoulli random variables.

Lemma 5.6.2. Let X = (X1, Xa, ..., X4) € {0, 1} be a random variable on {0, 1}°. If for
any i,j € [d],
]EXZ'X]' < €]EXZ']EX]'

where 0 < € < 1, then

1
1-—¢

d
EX; <
=1

1

Proof. By Jensen’s inequality, we have:

d d d
YEX| = (B> xi]| <E[Y X
i=1 i=1 i=1
d
=Y EX}+ > EXX;
i=1 ijeld]
d d d 2
<Y EX;+e Y EX;EX;< ) EXi+¢| Y EX,
i=1 i,jeld] i=1 i=1
Rearranging yields that Zle EX; < ﬁ O

We now proceed to the proof of Lemma 5.3.4.

Proof of Lemma 5.3.4. Let y be distributed uniformly on J S;. Define a random variable
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X =(Xy,Xa,...,X4) € {0,1} as a function of y as follows:

0 ifyé¢s;

1 ifyes;

mmW6&QE&:P@e@:H%fmm@ymmﬁ&&:P@e&mw:

[SinS;]

[U Sl
By (5.3.5), we have

= frac(S; N §;)/e.

size(S; N S]') <

E XX <
&

%size(Si)size(Sj) =ae EX; EX;.

By Lemma 5.6.2, this implies Z?:l EX; < l—lae' Using that

d
Z EX; = % lz:; frac(S;)

gives Z?:] frac(S;) < . |

1-ac¢
5.7 Omitted Proofs

Proof of Lemma 5.2.1. We can project the density to the span of u,v to get a center-
symmetric, isotropic, two-dimensional logconcave density f : R? — R,. Let us assume
that u, v are orthogonal, the general case when they are at least at a constant angle will be
similar.

Consider the level set L; of f of function value at least 1/100. We claim that it intersects
the line ¢; defined by u”x = 1 in a segment of length at least 1/10. Let 6 = v(H,).
Moreover, the line ¢, defined by uTx = 1 + ¢6 does not intersect L, else the measure in
between the two lines is too large, and we know it is at most 0.

Now consider L,, the level set of function value at least 1/1000. Now we claim that
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“tyiuTx=1+2c8
“yuTx=1+c

fl Tulx=1

Figure 5.1: The intersection of halfspaces has measure O(5?).

the intersection of ¢, with L, is of length most 1/10. Moreover, the line ¢; defined by

T

u' x =1+ 2c¢6 does not intersect L,.

The same bounds apply along v.

T T

To bound the measure of {x : u”x > 1,07x > 1}, we divide up the region u”x > 1 into
strips perpendicular to u so that the measure of the bounding lines decreases by a constant
factor in each strip. Each strip has length c6 We do the same for v. So the intersection of the
first two strips, a square S, has measure O(5?). Now, using the previous claims about level
sets, it follows that along any line starting at the intersection of u”x = 1 and v”x = 1 and

Tx > 1,0Tx > 1, the value of f decreases by a constant factor

continuing in the region u
every >0 distance along the line. From this it follows that the measure of the entire regions

is O(6?). To see this we consider the polar integral of the region H, N H,,

/2 /2

/ rf(1+rcosf,1+rsin0)drdf < / / cre™(@0) dr 4o = 0(5%).
r=0 0 r=0

When u and v are at some constant angle (instead of orthogonal), then the intersection
of bands induced by intervals becomes a parallelogram with area O(5?). The rest of the

argument remains the same. O
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5.8 Method of Moments is Inadequate

In this section, we give an explicit example that shows learning the first f moments with
the optimal error (with ¢ fraction of corruption) for t = o(log d) does not give a dimension-

independent error guarantee. Specifically, we prove the following theorem:

Theorem 5.8.1. Fixt € N, d € N large enough and n < t'/d. Let H be the uniform
distribution on [-1,1]? and for any matrix B, let BH denote the distribution of Yy = Bx

where x ~ H. Then, there exists an orthonormal matrix A € R such that:
1. dTv(H, AH) = nd/tt, and,

2. For1 <i<tandanyv € R | Eyog[(x,0)!] = Byoanl[(x, v)]] < nlo|l5.

In particular, for any t = o(log d/loglogd), even though H and AH have inverse polyno-
mially close first t moments, the total variation distance between H and AH is at least a

constant.

We first show that the TV distance is lower bounded by the sum of ¢,-distance of rows

of rotation matrix.

Lemma 5.8.2. Let H = [—1, 1]%. Suppose A, A are d X d matrices; A is orthonormal and
A is a matrix with unit length rows. If 3; ||ﬁ(,-) - a(i)”z < C for an absolute constant C < 1,

then

—~ 1 R
dry(AH, AH) > - Z ) = ag|l,-

Proof. WLOG, we assume A is the identity matrix. Suppose ||ﬁ(1-) — ei”2 = 0; . Then by

Lemma 5.4.5, for x ~ H,

i

(1 +0)6i

<Pagy-x>1) <
(Ag) - x> 1) 2

(5.8.1)

wn|>
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By Lemma 5.2.1, for some constant Cy,
]P(ﬁ(i) x> 1, a(]‘) -x>1)< Cy ]P(ﬁ(i) X > 1)113(&(]‘) -x > 1).

We apply Lemma 5.3.4 as the reverse union bound on the events 4(;) - x > 1 and get

P(Ui(a - x > 1))
1-CP(U;(@g) - x > 1))

U(ﬁ. x>1)] > 2i P x> 1)
- @ g 1+C Zi]P(ﬁ(i) X > 1)

= Z]P(ﬁ(i) x> 1)
i

P

By the second inequality in (5.8.1), we have 3 ; P(d(;)- x > 1) < %Zi 0; < C/2. If we take
C <2/Cy,then 1+ Cy 3 P(ag;) - x > 1) < 2. Thus, by the definition of TV distance, we

have

drv(AH, H) = P

. 1 , I
U(a(i)'x > 1)) > EZ]P(a(i)-x> 1) > Ezéi'
1 1 1

O

Next, we define the matrix B that we will use as the rotation matrix in our bad example

and show the following properties of B.

Lemma 5.8.3. Forany 0 < 6 < 1, let

1-6 V25-02
—V25-82 1-6 O
1-6  V25-02
B= —V25-82 1-6
0 1-6 26 — 62
—V25-82 1-6
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be a d X d matrix and by, . . ., by are rows of B, b ., bD are columns of B. Then

1. BBT =]

2. By b - eill, = dv20.
Remark. We can replace 6 in i-th row with 0;. Then by the same argument, we have the

almost same conclusions with 3 V/3; replacing d V5.

Proof. We can see the rows of B form an orthonormal basis. So B is orthogonal. The second

conclusion follows from the direct computation:
d . d
PP -e| = > Vor 26— 97 = avas.
i=1 2 i=1

O

Suppose H = [-V/3, V/3]? is the standard cube in R?. Now, we claim that AH is a bad
estimation of H s.t. the first { moments are close in operator norm for { = o(log d) but the

TV distance is large.

Lemma 5.8.4. There exist two matrices A, B € R s.t. for any integer t < Vd, the relative
distance in operator norm between the t’th moment of the corresponding distributions

AH, BH is at most € while the TV distance between the distributions is at least ed [t'.

Proof. Let A = I and B be the matrix in Lemma 5.8.3. We first show that the 2¢’th moment
of AH and BH is close by induction on dimension. The first conclusion in Lemma 5.8.3
shows that BH is isotropic. So the first two moments of AH and BH are the same. The

base case is when

B 1-6 V26 — 62
-V20-06%2 1-9

Let M; be the t’th moment of BH. Then for any u € R, we have

t
(M, u®) = E (Bx-u) = E ((b(l),u)x1+<b(2),u)x2)
x~

x11x2"’(L{[—1,1]
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=E

Z (S)(b(l),u>s<b(2),u>t sxsxé s)

t
s=0

) 0] 0, e B

t

<= (<b<l u) + (b@, u))

The last equality follows from the independence between x; and x;. The last inequality
follows from that Each of [E(x?) is s’th moment of 1-D uniform distribution [-V3, V3],

which is <=, for ¢ = V3. Then the operator distance between M;(H) and M;(BH) is

+1’

max |(M;(H) - M;(BH), u®f>|< max ((b(l),u>+(b(2),u>)t—(u1+u2)t

[[u]|=1 £ ul=1
< ch " ((1 = 8)(uy + 12) + V20 — 02(uy — uz))t ~ () + 1)
< CT (2(1 ~5)+ V20 - 52) pY

10 - (2¢)' V5 < t1Ve.

N

Now we assume the operator distance between f’th moment of H and By H is at most HVO
in RY, Suppose X = x - uy, X = Bjx - u; where u; is an arbitrary unit vector in R and
x~Hz, Y =x-uy, Y = Byx - uy where u, is an arbitrary unit vector in R? and x ~ H;,.
The normalized direct sum of X and Y is a uniform random vector from B, H since the first
d dimensions and the last two dimensions of B,;H are independent. Thus we can compute

the 2t’th moment of H,4 and B,yH»; as follows:

TN VAN . .
E (aX VI aZY) =y (2§)a2’(1 — 22T E XY E Y2t

i=0

The difference between them is

2t _ .\ 2t
]E(aX+‘V1 —aZY) —]E(aX+‘Vl —aZY)
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t
— Z (it)ﬂm(l _ a2)t—i (IE XZi(]E YZ(t—i) _ E?Z(t—i)) + (]E X2i _ E}?Zi) E?Z(t—i))
i=0 !

By induction hypothesis, | E Y2(=) —E Y2(=)| < v/5(2(t—1))!, | E X% —E X2| < V5(2i)!.
E X2 and E Y2~ are moments (in some direction) of the standard hypercube and hence

are upper bounded by (2i — 1)!! < (2i)! and (2(t — i) — 1)!! < (2(t —i))!. Then we have
2t _ _\ 2 VAN .
E (aX VI a2y) _E (aX +VI- azY) <2V5 ) (Zi)azl(l —a®)!Qi)2(t - i))!
i=0

=2V5 ) (26)1a%(1 - a®)'~!
i=0

t
< 2\/5(2t)!§

< Vo(2t)!.

The third inequality follows from 25:0 a%(1 — a®)!~" is maximized when 4> = 1/2. Thus
we prove that for all d, the operator distance between 2f’th moments is at most Vo (26)!.

By Lemma 5.8.2 and the second conclusion in Lemma 5.8.3, we get a lower bound on
the TV distance:

dry(BH, H) > 1—10dx/%.

Let ¢ = Vot!. Then

V2de _ ed
> > .
dry(BH, H) > 350 > 5

O

Corollary 5.8.5. Suppose H, H are two transformed cubes in RY. If the first t moments of
H, H are e-close in Frobenius norm for any t = o(log d/loglog d), the best guarantee on

their TV distance has to have a dependence on the dimension d.
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CHAPTER 6
ISOTROPIC TRANSFORMATIONS FOR CONVEX BODIES

This chapter is joint work with Aditi Laddha, Yin Tat Lee and Santosh Vempala, and appears

as [109].

6.1 Main Results

We give a new algorithm for the isotropic transformation of any given convex body. The
complexity of the algorithm is O*(131?), directly determined by the best possible KL.S
constant ¢ for isotropic logconcave densities in R”. This is the first direct reduction of
the complexity of volume computation to the KLS constant. With the current bound of
¥ = O(n'/*), the complexity is O*(13) and implies volume computation in the same
complexity for any convex body. If the conjecture turns out to be true, then the complexity

becomes O*(n?). No further improvement is in sight for the general setting.

Theorem 6.1.1 (Rounding). There is a randomized algorithm that takes as input a convex

body K C R" given by a membership oracle with initial point xo € K, bounds r, R>0 s.t.,

xo+rB, € KC RB,

and with probability 1 — 0, computes an affine transformation T s.t., TK is in near-isotropic

position, i.e., for x sampled uniform from TK,

I < covixx") <2I.

The algorithm takes O(n*y?log®(Rn/r)log(1/6)) oracle queries and O(n?) time per

oracle query.
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6.1.1 Approach

The algorithm is based on the following ideas. First, if the covariance matrix is skewed
(i.e., some eigenvalues are much larger than others), this can be detected via a small random
sample. The roundness can then be improved by scaling up the subspace of small eigenvalues.
But how to sample a highly skewed convex body? To break this chicken-and-egg problem,
we use a sequence of convex bodies obtained by intersecting the original set with balls of
increasingly larger radii:

K; = KN B0, 1),

with ¢ starting at r and doubling till it reaches R. In each outer iteration, we compute a
transformation that makes the set K; (nearly) isotropic. When K; is isotropic, we show
that K»; is well-rounded (Lemma 6.3.6). Hence, the trace of the covariance of Ky; is O(n).
However, its eigenvalues could be widely varying. To make K»; isotropic, we will estimate
the larger eigenvalues using a small random sample (Lemma 6.2.11). The second idea is
that scaling up the small eigenvalues nearly doubles the size of the ball contained inside
(Lemma 6.3.4), while having a mild effect on the higher norms of the covariance (Lemma
6.3.3). The latter concept is where KLS comes in. We show that if the KLS constant for
isotropic logconcave distributions in R" is bounded by 12 < n?l’ for all n, then for any
logconcave density g with covariance matrix A (not necessarily identity), the KLS constant
is bounded as l,b% < llAll, log nn (Theorem 6.2.8). As we outline below, this improves the
sampling time in each inner iteration.

In the beginning, when the ball contained inside K; is small, we will use a few samples
to get a coarse estimate of the larger eigenvalue directions and scale up the orthogonal

subspace. The sampling time is higher since the roundness parameter of K; is higher. The
Al

—— when r is the radius of the ball inside and A is the

time per sample is roughly 12
covariance matrix for the uniform density g on K;. As we increase 7, by a constant factor in

each step, the norm of the covariance grows much more slowly, and so the sampling time
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decreases. Meanwhile, we use more samples in each step, roughly 72, and this trade-off
keeps the overall time at n3tr ~ n31%. During the process we need a warm start for each
phase; we achieve this in 0 (n?) steps using the Gaussian Cooling algorithm. It is known
that l,b% < [|All, holds for p = 2 [64], giving the O(n33) complexity for rounding. Our
general reduction establishes that any future improvement to higher p would imply faster

rounding and volume estimation.

6.1.2  KLS Conjecture

For an n-dimensional measure v, its KLS constant (the isoperimetric or Cheeger constant is
the reciprocal) is
1 ) Vi-1(0A)

Vv AcRQ)<)  V(A)

where dA is the boundary of the set A, and v,,—; is the induced (# — 1)-dimensional measure.

The conductance of the Markov chain reduces to the isoperimetry of its stationary density!:

1
pn

¢ 2

with ¢ being the KLS constant of the stationary density of the Markov chain. This implies
a mixing rate of O(n21?). Thus, bounding the KLS constant becomes critical, and this
consideration originally motivated the KLS conjecture. With many unexpected connections
and applications since its formulation, the conjecture has become a central part of asymptotic
convex geometry and functional analysis. (A distribution is said to be isotropic if it has zero

mean and identity covariance, see Definition 2.1.2).

Conjecture 6.1.2 (KLS Conjecture [110]). The KLS constant of any isotropic logconcave
density in any dimension is bounded by an absolute constant. Equivalently, for a logconcave

density q with covariance matrix A, we have ¢ < ||A||(1,1/32

Chen [111] proved a sub-polynomial upper bound for the KLS constant.

I'We use > to denote “LHS greater than a constant factor times RHS”.
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Theorem 6.1.3 ([111]). There exists a universal constant ¢ such that for any logconcave
1/2
loglogn
) . . ) 1/2 . .
density p with covariance A in R", we have ), < nc( log ) . ||A||01{, . For isotropic

logconcave p, we have Y, < n°W,

This was further improved to a polylogarithmic bound by Klartag and Lehec [112], and

their technique was refined slightly in [113].
Theorem 6.1.4 ([112, 113]). For any isotropic logconcave density p, we have ), <

(log ).

6.2 Preliminaries

For a positive definite matrix n X n matrix A, we will use the operator or spectral norm,

||Allop- its Frobenius norm, ||A||¢ & tr(A2)!/2, and its p’th norm for p > 1,defined as

" l/p
def
1Al = (Z Miw)
i=1

with p = 1 being trA and p = 2 being ||A||f .
We say that a convex body K is (7, R)-rounded if it contains a ball of radius r, and its

covariance matrix A satisfies
A = E(||x - 7|)?) = R2.

For an isotropic body we have A = I and hence R? = n. We will say K is well-rounded if
r=1andR = 5(\/5) Clearly, any isotropic convex body is also well-rounded, but not
vice versa. A distribution is said to be a-isotropic if I < Ep(xx ") < al.

Random points from isotropic logconcave densities have strong concentration properties.

We mention three that we will use.

Lemma 6.2.1 ([106, Theorem 5.17]). For any t > 1, and any logconcave density p in R"
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with covariance matrix A,
P (llx —Ex|,>t- ‘VtrA) <exp(—t +1).
x~p

Lemma 6.2.2 ([114, Theorem 5.17]). For any t > 1, and any isotropic logconcave density

p in R", there is a constant ¢ such that

P (el > 1) < exp(—cint).

Lemma 6.2.3 ([115, 116]). For any isotropic logconcave distribution v in R" ,with proba-

bility at least 1 — 0, the empirical mean and covariance
N |
f=(1/N)Z;xi, and X = ﬁZ(xi—fi)(xi—fi)T
1= 1=
of N = O(nlog(1/0)/&?) i.i.d. random samples x; ~ v satisfy
”yHZ e, ”X - I”op S €.

The convergence of Markov chains is established by showing the the ¢-th step distribution
Q: approaches the steady state distribution Q. We will use the total variation distance dry

for this. We also need a notion of a warm start.

Definition 6.2.4 (Warm start). We say that a starting distribution Qg is M-warm for a

Markov chain with unique stationary distribution Q if its y-squared distance is bounded by

M:
M_l)zM

2 —
X (QOIQ)_]S(dQ(M)

2
= F aQ dQ
Note that XZ(QO/ Q)+1=Eqg ( dQO((;l))) = Eq, on((;t))_

Our algorithms will use the ball walk for sampling. In a convex body K, the ball walk
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with step-size 0 is defined as follows: At the current point, x € K, pick y uniformly in
B(x, 6), the ball of radius 6 around x; if y € K, go to y (else, do nothing).
The next theorem is a fast sampler for distributions with KLS constant 1, given a warm

start.

Theorem 6.2.5 ([117]). Let K be a convex body containing the unit ball. Using the ball

walk with step size -= in K from an M-warm start Qq, the number of steps to generate a

Vn

nearly independent point within TV distance or x*-distance ¢ of the uniform stationary

density Q in R" is O(n*y; log®M(nM/e)).

The next lemma connects the KLS constant for isotropic distributions to that of general

distributions. We give a proof in Section (6.1.2).

Lemma 6.2.6. Let Y, be a bound on the KLS constant for isotropic logconcave densities
and )4 be the bound for a logconcave density q (not necessarily isotropic) with covariance
matrix Ag, both in R™. Ify? =0 (nl/p) for all n, then for any logconcave density q with

covariance A, we have gbé = O(||A||p logo(l) n).

Lemma 6.2.7 ([118, Lemma 35]). Let @y be a stochastic process such that ®y < % and
dd; = 6,dt + U;'_th. Let T > 0 be some fixed time, U > 0 be some target upper bound,

and f and g be some auxiliary functions such that forall0 <t < T
1. O < f(Dy) and ||vt]|2 < g(Dy),
2. Both f(-) and g(-) are non-negative non-decreasing functions,
3. fW)-T < Land gU)- VT < &L

Then, we have that P [maxte[O,T] O; > U] < 0.01.

Using this lemma, we obtain the following bound.
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Theorem 6.2.8. Suppose that V¥, = O(nP) for all n with some fixed 0 < B < % Then, for

any logconcave distribution p with covariance matrix A, we have that

vlogn 1/2
vy s Al

p 3
We will also use a fast sampler for well-rounded convex bodies that does not require a

warm start.

Theorem 6.2.9 (Sampling a well-rounded convex body [119, 120]). There is an algorithm
that, for any € > 0,p > 0, and any convex body K in R" that contains the unit ball and has
Ex(||X]|?) = R?, with probability 1 — 8, generates random points from a density v that is
within total variation distance ¢ from the uniform distribution on K. In the membership
oracle model, the complexity of each random point, including the first, is,

O [(R*n? + n?)log n log? % log% = O(n® + R*n?).

Finally, we use the algorithm from [120, 119] for computing the volume of a well-

rounded convex body.

Theorem 6.2.10 (Volume of a well-rounded convex body). [119, 120] There is an algorithm
that, for any ¢ > 0,6 > 0 and convex body K in R" that contains the unit ball and has
Ex(|X||1?) = O(n), with probability 1 — 5, approximates the volume of K to within relative

error € and has complexity
0 ” log® 1 1og? ~ log? ™ log O(n’e?)
-lo og” —log” —log - | =
g2 08 &R RS

in the membership oracle model.

Lemma 6.2.11. Let p be a logconcave density in R" with covariance A. Let A

Z Zi;l(xi —X)(x; — X)T where X = ¢ Zi;l Xi+k and x; are independent samples from p.
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With probability 1 — 1/n°W, for any 0 < & < 1, we have

log® ntrA

ek

(1—€)A—O( o

— log® n - trA
)-15A$(1+5)A+0(M)-1.

6.3 Algorithm and Analysis

The algorithm considers a sequence of balls of doubling radii, and in each iteration makes

the intersection of the current ball with the convex body nearly isotropic.

Algorithm 6.3.1 (Iterative Isotropization).

1: procedure lterativelsotropization(K c R",r > 0,R > 0)

2: Assumption: B(0,r) € K C B(0,R)

3: Define K; = KN B(0, t)..

4: te—r,x<0,T « %I > Current slice t and normalization

5: while t < R do

6: (x,T) « Isotropization(K; — x, T)
7: t — 2t
8: end while

9: end procedure

The main subroutine, Isotropize, is a procedure to compute an isotropic transformation
of a well-rounded body. Given a convex body K and a transformation T such that TK is
well-rounded, Isotropize outputs a point x and a transformation T’ such that T" (K — x) is

2-isotropic. We address this in the next section, then come back to the general analysis.

6.3.1 Inner loop: Isotropic transformation of a well-rounded body

We begin with the algorithm. In each iteration, the inner ball radius grows by a constant

factor, while the p-norm of the covariance grows much more slowly. As a result, we
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can afford to sample more points with each iteration and thereby get progressively better
approximations to the isotropy: in the first step, the number of samples is only 8 (1) while

by the end the number of samples is O(n).

Algorithm 6.3.2 (Isotropize).

1: procedure Isotropize(K c R", Ty € R™")

2. Assumption: B(0,1) ¢ TyK and Ey-gyx || x||*> = O(n).

3: Use Gaussian cooling to sample a point x € TyK.

4: re— %,T — Ty. > We maintain {x : ||x||» < r} C TK.

5. while 2'%72log’ n < n do

6: k « c - r?log’ n for a constant c.

7: Sample points x1, - -+ , Xk from T K using the ball walk with initial point x.

8: A — X Zile(xi —X)(x; = X)T where X = 1 Zle Xitk- > Estimate
covariance.

9: M « I, + P where Pj is the projection to the subspace spanned by

eigenvectors of A with eigenvalue at most A = n.

10: T‘_MT’V‘_Z(l_mén)"’-
11: end while
12: Sample O(n log2 n) points to compute the mean X and empirical covariance

matrix A such that A\_%(K — X) is 2-isotropic.
13: Return (T, A°?).

14: end procedure

First, we show that the p-th norm of the covariance matrix ||Al[, remains bounded.
Although we only use an eigenvalue threshold of A = 7 in the algorithm, we will prove a

slightly more general statement below, assuming the eigenvalue threshold is A = n/r“.
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Figure 6.1: (a) Algorithm lterativelsotropization uses balls of doubling radii (b) Algorithm
Isotropize scales up the estimated “small eigenvalue” subspace in each iteration.

Lemma 6.3.3. Let A; be the covariance matrix of TK and r; be the inner radius at the j-th

iteration of algorithm |sotropize. For « € [0,2/(p — 1)], we have
o the number of iterations is O(log n).

s trA; = O(r]zter)for all j.

2+a

s Al < 24nr]. p e logH% n for all j.

1
logn

Proof. In each iteration, the algorithm increases r; by a factor of 2(1 — ). Note that
the algorithm starts with 7y = i and ends before rjlogn < v/n. Hence, it takes less than
O(log n) iterations.

To bound trA;, we let P; be the projection matrix at j-th iteration Then the transformation

at j-th iteration is M; = I + P;. We have

Aj = MjAj- 1 M; (6.3.1)
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Since P; is a projection matrix, we have
1 1
A = tr (A? M?A’ ) _ ( A1 43P )Al/z) <AtA;.

Hence, trA; increases by a factor of at most 4. Moreover, since r; increases by a factor

L_)=2 per iteration. Since

of 2(1 — Tog7

——) we have that 2! increases by a factor of (1 —
l

there are O(log 1) iterations, it increases by at most O(1) in total. Hence, we have trA; =

log n

O(r]?ter) = O(r].zn log? n) for all ;.

To bound ||A}l|,, we note that initially || Ao||, < trA¢ < 4n. By (6.3.1), we have

Al = IM;Aj-1 Ml
1/2 3 12 1/2
=14, 5M7A Ll

= ||A1/2(1+ 3P])A1/2||p.

Hence, we have

2 2
1411, < 1A llp + 3142 P A .

den

Let A = . Since P;j is the projection of the eigenspace of A with eigenvalues less than A,

]
we have that

P; <2A(A+A-T)7".

(To see this, we note that both the sides have the same eigenspace and hence it follows from
log® n- trA]

ly<a < x+/\) By Lemma 6.2.11 with ¢ = 5, we have that A O( )1 < A.

Using trA; = O(r]zn log?n) and k = Q(r].2+“ log® ) samples, we have

A]'_152A\+%~152Z+/\-1.
e
)
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Hence, we have P; < 4A(Aj_1 + A - I)~! and
1Al < A lly + 1221AY3 (A + A - D ALY,

Let A; be the eigenvalues of A;j_;. Then,

n p
1/2 1 1/2 p A 1 p
||A J(Aj—r+A D)7 A Uy = g (/\i+A) <_)U’ E AL+ g 1.

=1

The first term ;. <, /\f is maximized when the small eigenvalues are exactly A; = A. In

this case, there are
Ay _ O(r]z_lnlog2 n)
A A

small eigenvalues, i.e., of value at most A. Hence, we have

nlog n)
P
7 2N
Ai<A
For the second term,
A _ Ot} o)
Z A A

Hence, ||Aj||, is increased by

r]?_lnlogzn 1p ) L \p Y
N = — |- (rs ¢ b p
O(A) ) O r]?‘ (r]_lr] log n) <O (nr]. log n) i
. . . . 2+_a_a 1+_
Since there are O(log 1) iterations, ||A;l|, is at most O(nr]. ¢ log "7 n). O

Next, we show that the inner radius increases by almost a factor of 2 every iteration,

again for a general choice of eigenvalue threshold A = n/r?.

Lemma 6.3.4. Algorithm |sotropize maintains the invariant {||x||, < r} € TK.
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Proof. First, we describe the idea of the proof. When the algorithm modifies the covariance
matrix A, it estimates the subspace of directions with variance less than 7 /r® and doubles

them. Lemma 6.2.11 with ¢ = 1/2 shows that

K:(li )AiL-I.
4ra

| =

This means, roughly speaking, that any direction that was not doubled satisfies

n

Ai 0% = 2a
So the current body contains an ellipsoid whose axis lengths along the non-doubled directions
(call this subspace V') are at least ¢ and at least 7 in all directions (the body contains a ball
of radius 7). Now the body is stretched by a factor of 2 in the subspace V+. We will argue
that the resulting body contains a ball of radius nearly 2r. To see this, we argue that any
point in a ball of this radius is in the convex hull of the ball of radius o in the subspace V
and a ball of radius 27 in the subspace V*.

Now we proceed to the formal proof by induction. Initially, we have {||x||» < 7} ¢ TK
by the assumption on K. It suffices to show this is maintained after each iteration. Let T be
the old transformation and T’ be the new transformation during one iteration. Let » be the

old radius during that iteration. By the invariant, we know that {||x||> < 7} € TK and hence
{IM~ x|, <r} c T'K

with M = I + Pz (this only scales up the body by a factor of 2 in some directions). Let A

be the covariance matrix of TK. Then (I + Pz)A(I + P3) is the covariance matrix of T'K.

1

Tog T )r. From above, we have

Our goal is to show that T’K contains a ball of radius 2(1 —

{xTA™x <1} c {xT (I + PpAUI +P3) 'x < 1} c T'K.
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Hence, we know that Conv(Q; U ;) C T’K where

1
le{xT(ﬁI—ﬁ Pox <1}and Qp = {x"A™'x < 1}.

where for Q| we used that (I + P)™2 =] — %P for any projection matrix P.
To prove that T’K contains a larger ball, we take x and write it as a convex combination
of x1 and x, where x| € Q; and x; € (). To do this, we define P4 be the projection to the

subspace spans by eigenvectors of A with eigenvalues at most A /2% log? n with

For any x with ||x]||2 < 2(1 — —)r, we will show that x € Conv(Q; U ()5). To do this,

logn
) def ||PAx||2
1113

we let t and write x as the convex combination,

x=t (%pr) F(-t) (IL_t(I _ PA)x) . 632)

For the second term in (6.3.2), we have

' _ 2 81112
(IT(I PA)X) (%(I—PA)x)é( I(I = Pa)xll3 _ 2%Ix]l log? n

1 —1t)21/(28log? n) A

Since ||x||% <4r?and A = Z&, we have

28||x13 1og> n - 219%21og>n 2% 1og? n <1
A h L Bl n h

where the last inequality follows the assumption in the algorithm that &« = 0. Hence,

1
I——t(I - PA)X S Qz. (633)
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For the first term in (6.3.2), we note that for any § > 0, we have

_ e P
Ps = BABA -1+ A) 1+ﬁl. (6.3.4)

(To see this, we note that both sides have the same eigenspace and hence it follows from

BA B
le<a 2 3551 — 17459

By Lemma 6.2.11 with ¢ = 1, we have

— 3 .
A52A+O(M)-I.

k

Using trA = O(r?n log? n) (Lemma 6.3.3) and k = Q(r>*® log’ 1) (the algorithm descrip-

tion), we have

~ A
A§2A+%~I§2A+—2~
27ra log* n 271log" n

Putting this into (6.3.4), we have

A p
Pr>BABA -1+ —-—+2A)"' - —
7= BAB T Togn ) 1
On the range of P4, we have A < m-l and hence
A
CaPa(Pan) > | P B ppasi
26 log? n
Using this, we have
© L pnyTa-2poe
flx) = W( Ax) " ( 2 A)( AX)
2
X
’6/\ 26log’ n +ﬁ r
2
1
S _% 51 +Zlf— ) (1_1 n)
ﬁ 641log” n 'B 08
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1

where we used ||x]||, < 2(1 — 1Ogn)r at the end. Putting g = @, we have
3 81 3 1 1
foo<|1-2. 280 2~ ).4f1-
4 8logn+1 4 1+8logn logn
_(7+8logn |- 1
~ \8logn + 1 logn
1 1
<1+ ).(1_ )
logn logn
<1

Hence from the definition of ), we get

1

?PAx € Q. (6.3.5)
Combining (6.3.5) and (6.3.3), we have

x € Conv(QQ; UQy) C T'K.

Therefore T’K contains a ball of radius 2(1 — 10; —)r. This completes the induction. O

With the bound on the inner radius and the p-norm of the covariance matrix, we can
apply Theorem 6.2.5 and Lemma 6.2.6 to bound the mixing time and the complexity of the

algorithm Isotropize.

Theorem 6.3.5. The algorithm Isotropize applied to a well-rounded input convex body K
satisfying B(0, 1) C K with Ex ||x||* = 5(71) with high probability, finds a transformation

T using 5(n3gb2) oracle calls, s.t. TK is 2-isotropic.

Proof. Theorem 6.2.9 shows that it takes O (n?) to get the first sample from a well-rounded
body with Gaussian Cooling. (Note that a uniform point from K; would be a very bad warm
start for Ky;.) This gives a warm start for all subsequent steps.

Let A; be the covariance matrix in the j-th iteration of the algorithm. By Lemma 6.3.3
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with a = 0, we have that

Aj <O(nr2/f’logl+%n).
Tllp

In the j-th iteration, the algorithm samples k = c - r].2 log” 1 points. To bound the sampling
cost, first note that for distribution g with KLS constant ¢4, the complexity per sample is
O (nng% / 1,]2) since by Lemma 6.3.4, the algorithm maintains a ball of radius 7; inside the
body. Suppose that the KLS constant for isotropic distributions is ). We choose p so that
ybz = O(n'/?). By Lemma 6.2.6, this implies that the KLS constant even for non-isotropic
distributions with covariance A satisfies yb% = O(||A||p log ). Lemma 6.2.5 shows that the

total complexity of the j-th iteration is at most

2.4
2.0 w <5(n3rf/p)<5(n3+%)_

r.
J

since we stop with 72 = O(n). By the definition of p, the complexity is O(n? 1?). For the
cost of computing covariance matrix and the mean, Lemma 6.2.3 shows that WHP o) (n)

samples suffice for a constant factor estimate of the covariance. The total cost is
~ ~ ~ 1
n- O ||All, r%) = r*- O(n® - | All, r) = O (n3+P)
where we used that n = O (r?) at the end of the algorithm. O

6.3.2  Outer loop: the general case

For the general case, we first show that the next body is well-rounded after each iteration
and hence satisfies the condition of the algorithm Isotropize. The proof is an adaptation of

a proof from [121, Lemma 5.4].

Lemma 6.3.6. Suppose that for a convex body K and a transformation T, the set T(K N

B(0, t)) is 2-isotropic. Then T(K N B(0,2t)) is well-rounded.
Proof. Let Ky = KN B(0,t) and Ky; = K N B(0, 2t). Suppose A; is the covariance matrix
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of K; and Ay; is the covariance matrix of Ky;. Since TK; is 2-isotropic, T K; has mean 0
with I < TA;TT < 2I. Hence, TK; contains the unit ball of radius 1. To show TKjy; is

well-rounded, it suffices to show that

tr(Aat) = O(tr(Ay)). (6.3.6)

Next we prove (6.3.6). Let tgnan = 2logn4/tr(As). and Ky = K N B(0, tgman). If

small

2t < 3tgman then Ko; is contained in a ball of radius 3fsyn, and so,
tr(Ay) < 92 < 361og? ntr(Ay).

small =~

Otherwise, t > 3fsman/2. Let A be such that

t = /\tsmall + (1 - A)2t

Note that A = 2t2_tt:nt1all < 4;? = %. By the Brunn-Minkowski inequality?, we have

vol(K)Y™ = Avol(Kp. Y™ + (1 = A) vol(Ky) /™. 6.3.7)

small
Next, by the choice of f¢yq11, since Ky is 2-isotropic, using Lemma 6.2.1, we have
e
VOI(K;) < VOI(Kp,, (1 + e 7218+ = vol(Ky,, (1 + ).
n

Using this with (6.3.7), we have

VO](Kz ) < (VO](Kt)l/T’l - AVO](Ktsmall)l/n )n
t) X

1-A
() =AY’
< vol(Ky,.,) 1-A

2The Brunn-Minkowski theorem says that for two subsets A, B C R",if A, B and A + B are measurable,
then vol (A + B)'/" > vol (A)"/" + vol (B)'/".
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16
< VO](Ktsma“) (1 + —2) .
n

Thus, the fraction of the volume of K»; that lies outside a ball of radius tgyay 1S at most
16/n?%. All of K; lies in a ball of radius n+/tr(A;) and 0 € K;. Moreover, 0 € Ky and
since Ky; = KN B(0,2t) € 2(K N B(0, t)) = 2K}, we have that Ky lies in a ball of radius

2nAJtr(Ay).

16
r(Ay) = IE x))® <2, + ﬁ(2n)2 -tr(Ar) < 5log® ntr(Ay).
2t

Now we are ready to prove the main theorem about rounding.

Proof of Theorem 6.1.1. The initial body K, is a ball, and at the end of the first iteration,
the body is 2-isotropic. Let K; be the convex body in some iteration. Assume that K; is
2-isotropic. By Lemma 6.3.6, K»; is well-rounded. Since (K; — x) contains a unit ball, so
does (Ky; — x). Then by Theorem 6.3.5 the inner loop to make Kj; near-isotropic takes
5(1131#2) oracle queries. Since the number of iterations of the outer loop is only log(R/7),

the theorem follows. O
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