ROBUST ADVERSARIAL REINFORCEMENT LEARNING FOR
ANTINEUTRINO-BASED NUCLEAR REACTOR SAFEGUARDS

A Dissertation
Presented to
The Academic Faculty

Matthew Dunbrack

In Partial Fulfillment
of the Requirements for the Degree
Doctor of Philosophy in
Nuclear Engineering

Georgia Institute of Technology

December 2024

© Matthew Dunbrack 2024



ROBUST ADVERSARIAL REINFORCEMENT LEARNING FOR
ANTINEUTRINO-BASED NUCLEAR REACTOR SAFEGUARDS

Thesis committee:

Dr. Anna Erickson, Advisor
Nuclear & Radiological Engineering
Georgia Institute of Technology

Dr. Steven Biegalski
Nuclear & Radiological Engineering
Georgia Institute of Technology

Dr. Nathaniel Bowden

Nuclear & Chemical Sciences Division
Lawrence Livermore National Laboratory

Dr. Rachel Carr
Physics Department
United States Naval Academy

Dr. Fan Zhang
Nuclear & Radiological Engineering
Georgia Institute of Technology

Date approved: November, 2024



Sometimes a thing gets broken, and when you rebuild it, it’s stronger for it, you know?
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SUMMARY

Antineutrino-based nuclear safeguards have been proposed to address many nuclear re-
actor veri cation challenges. Theoretically, these systems can detect reactor on-off status,
monitor thermal power levels, and verify the special nuclear material (SNM) within a core.
The situational details of these proposed capabilities, however, dictate the plausibility of
applying antineutrino detectors for nuclear safeguards. For the most complex proposed
capability, verifying SNM inventory, system performance depends highly on both general
reactor-detector parameters, such as the reactor design of interest and detector ef ciency,
as well as scenario unknowns, such as diverted assembly targets and replacement fuels. An
object-oriented modeling and simulation tool was developed for researchers and decision
makers to explore various system-scenario parameters for antineutrino-based safeguards
development and assessment. This tool comprises ve modules: adversarial agent, diver-
sion simulation, spectra simulation, system sensitivity, and protagonist agent. By iterating
over these modules, the adversarial agent learns to select the most threatening diversion
scenario while the protagonist agent trains the most well-prepared diversion classi er. This
iterative process, referred to as robust adversarial reinforcement learning, could result in
a fully robust nuclear safeguard - equally ready for any diversion scenarios of interest. A
case study demonstrated that models only became semi-robust to the simulated diversion
scenarios. While the semi-robust machine learning models did not perform as well as sta-
tistical classi ers, diversion-targeted machine learning models indicate that there is still

room for system improvement.
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CHAPTER 1
INTRODUCTION

To mitigate climate change, most countries are committed to achieving net zero energy
emissions of greenhouse gases by 2050 [1][2]. While renewable energy sources are pro-
jected to retain the largest share of global electricity generation, many countries are invest-
ing in nuclear energy to support their energy grids [3]. The extent of this growth, however,
tends to vary. The International Atomic Energy Agency (IAEA), an organization assisting
countries in developing nuclear programs for various peaceful purposes [4], continues to
increase its projections for global nuclear energy capacity. For the IAEAs lower estimate,
increasing by 14% since their last prediction, they expect a 24% increase in global nu-
clear energy capacity from 2023 to 2050 [5]. For the IAEAS higher estimate, increasing
by 2% since their last prediction, they expect a 141% increase in global nuclear energy
capacity from 2023 to 2050 [5]. Considering the rate of increase of the lower estimate and
the overall increase in the higher estimate, the IAEA must prepare for a rapidly evolving
global energy landscape. The IAEA faces many challenges, including limited resources,
accessibility restrictions, and emerging novel technologies, to ensure the next generation
of nuclear reactors are used for peaceful purposes.

Currently, the IAEA has an operational regular budge€dR6.4 million per year, with
39% of this budget going towards nuclear veri cation [6]. With a surge of nuclear reactors
to enter under safeguards, this relatively small budget could be insuf cient for maintaining
nuclear nonproliferation. Especially considering the IAEA has an operational unfunded
budget, or a budget reliant on extrabudgetary funds€£9%9.4 million per year [6], the
IAEA should not assume a permanent increase in funds to address the strain in nuclear
safeguards. The IAEA is already experiencing the impact of its vulnerable budgetary strat-

egy, encountering a close call in running out of funds to maintain nuclear veri cation [7].



There are also accessibility concerns for the IAEA. Veri cation measures for nuclear
compliance largely require on-site inspections [8]. The frequency and intensity of these
inspections vary by State and can change over time. States can restrict access to IAEA
inspectors with little notice, causing strain for the IAEA to ensure nuclear compliance [9].
With the growing interest in shipping microreactors to remote locations [10], the IAEA
could experience more accessibility constraints when sending inspectors to secluded ar-
eas. Along with secluded facilities, the IAEA could have similar accessibility challenges
verifying maritime nuclear reactors. Whether reactor-accessibility obstacles with naval
submarines [11] or State-ownership questions with oating nuclear power plants [12], the
IAEA must ensure nuclear nonproliferation for these hard-to-reach reactors.

Along with microreactors, there are novel reactor designs that the IAEA must be pre-
pared to safeguard. These next-generation nuclear reactor designs, referred to as advanced
nuclear reactors, can be challenging for the IAEA to safeguard. For example, some reactors
contain opaque coolants, impeding inspectors from monitoring the fuel contained past the
coolant. Some of these reactors also contain high-assay low-enriched uranium (HALEU)
fuel, which contains a higher proportion of U-235 than the current eet of nuclear reactors.
Since the work required to enrich uranium to weapons-grade level declines as the initial
enrichment level rises, these designs innately retain a higher safeguards risk [13].

With many challenges on the horizon for the IAEA to facilitate a nuclear renascence,
some researchers have been considering utilizing antineutrino detectors to safeguard nu-
clear reactors. Considering that a large portion of the IAEA's budget is allocated for on-site
inspections, resources could be conserved by utilizing independent, continuously monitor-
ing antineutrino detection systems to lower inspection frequency and intensity. These sys-
tems, potentially operating remotely or unsupervised, would allow the IAEA to maintain
continuity of knowledge if accessibility restrictions form. As for the safeguards challenges
associated with advanced nuclear reactors, antineutrino detection systems could monitor

any ssion-based nuclear reactor, regardless of the fuel type or coolant composition. While



these systems would not perform equally well for all reactor designs, all ssion reactors
emit antineutrinos that can be used to deduce the reactor state to some extent [14].

When the IAEA veri es the quantity of a material of interest, they speci cally look for
any defects, or statistically signi cant differences between the declared material and the
measured material [15]. For an antineutrino detection system to have a resourceful role in
the IAEA nuclear reactor safeguards arsenal, it must detect special nuclear material defects
for at least an entire core. To have con dence in such a capability, the safeguards system
must be tested against wide-ranging, realistic, complex diversion scenarios. Machine learn-
ing (ML) techniques have shown useful in classifying diversion scenarios but are limited
to the diversion scenarios used in model training [16]. With the right tool, these ML classi-
ers can be trained robustly, trained to detect all diversion scenarios even through scenario
perturbations.

The Reactor Evaluation Through Inspection of Near- eld Antineutrinos (RETINA) sys-
tem is a modular, object-oriented tool for researchers to simulate, evaluate, and optimize
complex near- eld antineutrino-based nuclear reactor safeguards. The modeling and sim-
ulation tool comprises ve modules: adversarial agent, diversion simulation, spectra sim-
ulation, system sensitivity, and protagonist agent. The adversarial agent module selects
parameters for reactor misuse scenarios. The diversion simulation module takes these pa-
rameters, modi es reactor models to re ect these changes, and computes the resulting reac-
tor isotopic ssion rates. The spectra simulation module translates the isotopic ssion rates
from these reactor cores to nal gross detection events for given detectors. The system sen-
sitivity module isolates the reactor-misuse events from the non-reactor-misuse events. The
protagonist agent module adjusts the system sensitivity module to target speci ¢ misuse
scenarios. By iterating over these modules, the adversarial agent learns to select the most
threatening diversion scenario while the protagonist agent trains the most well-prepared di-
version classi er. This iterative process, called robust adversarial reinforcement learning,

will result in a fully robust nuclear safeguard.



CHAPTER 2
BACKGROUND

2.1 Nuclear Reactor Safeguards Regime

The International Atomic Energy Agency (IAEA) is responsible for safeguarding nuclear
reactors worldwide. As the nuclear power regime evolves, the IAEA must address the
growing challenges in implementing nuclear safeguards. The IAEA applies safeguards,
or technical measures to verify that a State is in compliance with its international commit-
ments regarding peaceful nuclear use, with more than 140 States. Most of these agreements
are Comprehensive Safeguards Agreements (CSAs), which outline the standards and ex-
pectations for the IAEA to ensure a State's reported nuclear program is correct. Some States
also implement the Additional Protocol (AP), a complementary document to the CSA to
ensure a State's reported nuclear program is complete [8]. With these different forms of
veri cation, the IAEA can make the broader conclusion, and assert that all nuclear material
within that State remains under peaceful use [15].

The IAEA utilizes a State-level approach (SLA), in which it customizes the implemen-
tation of safeguards for each individual State. When applying the SLA, the IAEA utilizes
State-speci c factors. State-speci ¢ factors are six factors the IAEA uses in planning, con-
ducting, and evaluating safeguards activities for States. These factors are customized for
each State, objectively assessed, and are based on factual information. The six factors are
(1) the safeguards agreement in place, (2) the nuclear fuel cycle technical capabilities of
the State, (3) the technical capabilities of the State or regional system of accounting for
and control of nuclear material (SSAC), (4) the safeguards measures that the IAEA can
implement in the State, (5) the nature and scope of cooperation between the IAEA and

the State, and (6) the IAEAs experience implementing IAEA safeguards within the State



[15]. While not all of these factors can be easily quanti ed, some factors can leverage
measurable elements to facilitate a quanti able assessment [17].

Safeguards implementation is primarily based on nuclear material accountancy, or the
practice of establishing quantities of nuclear material present within certain areas [15]. Nu-
clear material accountancy relies on on-site inspections to independently verify the reported
material [8]. These inspections, along with containment and surveillance techniques, can
be fairly intrusive, requiring considerable IAEA resources as well as consistent facility and
State cooperation.

Given the current IAEA approach to nuclear material veri cation, some safeguards
challenges form as low-maturity nuclear technology comes to fruition. Major develop-
ments in nuclear technology include advanced nuclear reactors. There are many different
reactor designs included under the term advanced nuclear reactors, including small mod-
ular reactors (SMRs) and generation IV (Gen 1V) reactors [13]. SMRs refer to reactors
with a generating capacity of 300 M\Wr less [13] while Gen IV reactors refer to reactors
considered under the Generation IV International Forum [18]. The seven designs consid-
ered as Gen IV reactors are gas-cooled fast reactors, lead-cooled fast reactors, molten salt
fast reactors, molten salt reactor-advanced high-temperature reactors, sodium-cooled fast
reactors, supercritical water-cooled reactors, and very high temperature gas reactors [18].

Advanced nuclear reactors will amplify many of the challenges the IAEA faces today,
as well as bring out new challenges. Simply building more reactors will strain the IAEAs
already limited resources. Especially considering facilities with multiple reactor modules
[19], the IAEA would likely need to increase the inspection frequency as these reactor
hall facilities come online. The IAEA would also have to safeguard reactor designs with
relatively low proliferation resistance [20], such as reactors utilizing HALEU or opaque
coolants.

There are also advanced nuclear reactors that challenge the standard IAEA approach to

nuclear material veri cation, as is the case with maritime reactors. These maritime nuclear



reactors include nuclear marine propulsion and oating nuclear power plants (FNPP). For
nuclear marine propulsion, these nuclear reactors might not be subject to safeguards. As
utilized in the AUKUS initiative, a trilateral partnership between Australia, the United
States, and the United Kingdom to provide Australia with nuclear-powered submarines,
Article 14 of the CSA allows for States to not implement safeguards when using nuclear
materials in non-prohibited military activities [11]. The trilateral States and the IAEA seek

a path forward for ensuring nuclear nonproliferation while not implementing traditional
safeguards [21]. As for oating nuclear power plants, there are concerns about which
States maintain legal responsibilities for the mobile cores. Safeguards would need to be
maintained for the entirety of the nuclear power plant fuel cycle, per the active agreement.
Depending on the State responsible, whether the FNPP owner or operator, the safeguards
application and legal framework can vary [12].

From these challenges, it is clear that the IAEA would bene t from a reliable, robust
nuclear reactor monitoring system. Antineutrino-based nuclear reactor monitors could the-
oretically address many of these challenges. Assuming this technology can achieve the
safeguards sensitivity required for IAEA implementation, these systems can continuously
and remotely monitor nuclear reactors, taking some of the burden away from IAEA inspec-
tors. These systems would also work for any ssion-base reactor, providing an effective

safeguards system for IAEA implementation, regardless of reactor design.

2.2 Antineutrino Physics for Nuclear Reactor Safeguards

2.2.1 AntineutrinoProduction

Commercial nuclear reactors produce a large amount of electron antineutrinos. Most of
the antineutrinos are born from the beta decay of neutron-rich ssion products. From these
branching decays, six antineutrinos are emitted on average per ssion. Given the scale of a
nuclear power reactor, this corresponds to an emission rate of 2boL@° aw.s [22].

Predicting a more precise emission spectrum, however, can be dif cult.
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There are two main methods to estimate the antineutrino emission spectra for nuclear
reactors: the summation method and the conversion method. With the summation method,
the antineutrino spectra are calculated by deducing the ssioning isotopes, then the corre-
sponding ssion products, and then the corresponding beta decays and resulting antineu-
trino emissions. The sum of this process for all ssioning isotopes will lead to a total
antineutrino emission spectrum [23]. With the conversion method, the antineutrino spectra
are calculated by measuring the electrons from a reactor core and normalizing the pre-
dicted beta spectrum to match the measurement. The corresponding antineutrino emission
spectrum is then calculated from a summing of those beta transitions [24].

While both methods continue to improve, many researchers have historically utilized
the Huber-Mueller model, illustrated in Figure 2.1, to predict antineutrino emission spectra.
Huber utilized results from the Institut Laue-Langevin (ILL) and the conversion method
to create antineutrino yield libraries for uranium-235, plutonium-239, and plutonium-241
[25]. Mueller utilized the same ILL results along with a separately measured fast neutron

ux to deduce the antineutrino yield for uranium-238 [26]. While widely used, the Huber-
Mueller model has been questioned based on a consistent antineutrino anomaly recorded in
many antineutrino measurement campaigns [27]. These measurement campaigns are also

aiding in updating the Huber-Mueller model to re ect the actual measurements [28] [29].

2.2.2 AntineutrinoDetection

Electron antineutrinos can be measured in many ways. For near- eld electron antineutrino
detection, measuring within 200 meters of the reactor core [30], the primary mechanism
of interest has been inverse-beta decay (IBD) [31]. With an IBD reaction, an antineutrino
exceeding 1.8 MeV converts a proton into a neutron and a positron. From speci ¢ cuts tar-
geting these particles, antineutrinos can be effectively classi ed with limited background

acceptance. The IBD cross section is shown in Figure 2.2. With the IBD cross section in-

creasing with antineutrino energy and the antineutrino emission spectrum decreasing with



Figure 2.1: Antineutrino emission spectra using the Huber-Mueller model

antineutrino energy, the number of events typically detected by these detectors is focused
mainly around the 4 MeV energy bin, as seen in Figure 2.3. Another reaction, coherent
elastic neutrino nuclear scattering (CEVNS), could also prove useful for near- eld antineu-
trino detection as it has a larger cross section and no energy threshold [32]. For this work,
IBD will be the assumed interaction mechanism as the technology is at a higher technical
readiness level. CEVNS technology could also be applied to the proposed system with little
adjustment necessary.

Background events can be a signi cant hindrance to these types of detectors. For IBD-
based near- eld antineutrino detectors, the background is mainly from single energy depo-
sition and coincidence energy deposition. The single energy deposition events are typically
gamma rays that enter the active detection volume. While these events can easily be iso-
lated from IBD events, they should still be mitigated to minimize the data acquisition rate
and accidental coincidences. The coincidence energy deposition events, typically from

fast, cosmogenic neutrons, are much harder to isolate as they mimic the detector response



Figure 2.2: Inverse beta decay cross section as a function of antineutrino energy

of IBD interactions. Shielding and cosmogenic neutron veto-layers can minimize these
coincidence energy deposition events to acceptable levels [34].

Neutrinos are known to oscillate between different avors. The probability of neutrino
oscillation is a function of the baseline distance, as neutrinos are born to a speci ¢ avor.
Considering reactor antineutrinos are born as electron antineutrinos, and IBD is only sen-
sitive to electron antineutrinos, it can be assumed that most near- eld antineutrino-based
safeguards do not need to consider neutrino oscillation. Since the difference between near-
eld and mid- eld standoff distances can be subjective, the proposed safeguards modeling
tool will incorporate an oscillation term accurate up to a few kilometers [35].

Many different style detectors have been proposed for antineutrino detection [36]. The
tool outlined in this document is primarily based on the Mobile Antineutrino Demonstrator
(MAD) project, which is directly focused on demonstrating that high sensitivity, applica-
tions appropriate antineutrino systems can be implemented in relevant environments [33].

This demonstration detector will utilize the well-studied technologies implemented in the



Figure 2.3: Normalized antineutrino detection events (excluding background) from a sim-
ulated VVER-1000 reactor. The detector parameters are set to match preliminary values of
the Mobile Antineutrino Demonstrator project [33] with a classi cation ef ciency of 42%.
The reactor burnup is illustrated in units effective full power days (EFPDs) for a year-long

cycle
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PROSPECT [34] and CHANDLER [37] experiments.

2.2.3 Antineutrino-base&afeguards

Antineutrino detectors have been proposed for many tasks in the elds of nuclear energy
and security. The Nu Tools report, designed to evaluate the potential for these systems in
these environments, highlighted the signi cance of antineutrino detectors for treaty veri -
cation and safeguarding advanced nuclear reactors [38]. For treaty veri cation, researchers
have investigated antineutrino detectors potentially detecting non-compliance in both Iran
[39] and North Korea [40]. Antineutrino detectors could still play a role in verifying a
new nonproliferation treaty with North Korea [41]. In the cases of Iran and North Korea,
these safeguards have been primarily considered by external researchers. There are many
other countries that are considering antineutrino detectors for developing their own nuclear
safeguard [42] [43]. Researchers have also identi ed mixed-oxide (MOX) fuel burning
veri cation as a potential antineutrino detection use-case for nuclear-weapon states [44,
45]. Antineutrino-based safeguards have even been considered for non-commercial reactor
treaty veri cation, which would be needed for non-nuclear-weapon states to acquire peace-
ful nuclear-powered submarines [46]. As for advanced reactors, there have been many
studies looking at potential antineutrino-based safeguards for various types of reactors, in-
cluding small modular reactors (SMRs) [47], thorium reactors [48], and sodium-cooled fast
reactors [49].

There are a variety of methods that can be used to deduce the sensitivity of these sys-
tems. A large majority of antineutrino-based safeguards studies employ statistical methods.
While some research has leveraged Bayesian statistical methods [41], in which probabil-
ities are based on prior knowledge, frequentist statistics is the predominate approach to
system evaluation [44, 45, 46, 47, 48, 49], in which probabilities are based on data-driven
frequencies [50]. Both statistical inference paradigms are valid when assessing safeguards

sensitivities.
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Aside from the classical statistical methods, machine learning (ML) methods have po-
tential for material diversion or reactor misuse classi cation [51, 52, 53]. A limitation for
ML application, however, is that these models are only designed to classify data from a
training set [54]. So, if an adversary were to perform an unseen diversion scenario, the
model would not be as prepared. Considering the continuous complexity of special nuclear
material (SNM) diversion scenarios, there will always be unseen scenarios. A previous
study by Dunbrack, Stewart, and Erickson [16] investigated using ML to classify a small
batch of diversion scenarios using antineutrino detection spectra. While machine learning
models could become semi-robust to unseen diversion scenarios, being capable of effec-
tively detecting some but not all of the diversion scenarios, models were not well-trained for
the scenarios most at-risk. These models can be more robust by incorporating strategically

selected scenarios and well-optimized learning rates for classi cation model training.

2.3 Robust Adversarial Reinforcement Learning

Reinforcement learning (RL) is a type of machine learning approach in which an agent
learns to make optimal actions given a state space. This black-box approach, in which
the action-state environment is unknown, requires the agent to train from samples of the
action-space environment [55]. These action-state environments can be complex and are
not innately robust, or resilient to perturbations in the action-state environment. There are
techniques, however, to prepare the agent for realistic uctuations. In training an RL agent
for robustness, the agent can learn optimal control over an unstable environment.

One method of ensuring RL robustness is through robust adversarial reinforcement
learning (RARL) [56]. In RARL, an adversarial agent, referred to as the adversary, is
introduced to the environment to apply strategic perturbations. The original RL agent,
referred to as the protagonist, is still expected to nd an optimal action policy but is further
trained on an environment that has been modi ed to be dif cult. These agents continue

to iterate around this environment, the adversary learning to create harsh environments
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while the protagonist learns to address these challenges. The protagonist and the adversary
receive a reward, and a states, for a given iteration step, From these values, the agents
select an actiora. The diacritic denotes the adversary's domain. From the actions of the
adversary and protagonist, the environment is updated, and the agents are provided with an
updated state and reward.

The RARL algorithm applied in this work matches the formulation utilized by the orig-
inal authors of this method, Pintt al. [56]. For every timestep, both agents will observe
the same states, and will take actions in an environment,according to their policies,
denoted as} (st) for the protagonist with policy anda? (st) for the adversary
with policy . The following states;.;, will follow some transition probability so that
s1 = P(s;af;a2) and will lead to a resulting reward for the agents= r(s; ai; a2).
Considering this RL structure follows a two-player zero-sum Markov Decision Process
(MDP), in which one player attempts to maximize a reward while the other player attempts
to minimize the reward, the adversarial reward can be de ned igsand the protago-
nist reward as;. Hence, the MDP steps can be written as @&!, a2, r, s;+1). The
agents follow a greedy policy, in which they try to accumulate the overall largest reward
R = Egat:a2 [P tholr(s; a; a?)] for the expectedE rewards for total step$ [56]. The
agents take turns training, rolling strategic steps for a target trajedtegy, and optimiz-
ing their policies from this growing database. Each agent trains and optimizes individually
for N iterations. During training, the other agent is assumed stationary. After training,
updated policy parameters, 1, are loaded into the active policy, and the cycle continues.
This process is repeated fNf., cycles. The RARL algorithm is depicted in Algorithm 1.

As for the agent policy architecture, there are many algorithms and approaches that
can be applied and tested. There are two branches of reinforcement learning architectures:
model-based and model-free. Model-based reinforcement learning involves building and
tuning a predictive model of the environment to make decisions. Model-free reinforcement

learning requires no tting of the environment; a model is applied only to build a policy
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Algorithm 1 Robust Adversarial Reinforcement Learning (RARL) [56]
Input: Environment ; Policies and .

1: Initial: Parameters, for and  for
2. for i=1,2,...Nter do

3 i i1

4 for j=1,2,...N do

5 (st af,af,ry)  roll(, ., ., Nug).
6: . policyOptimizer(g,, al', rl), , ;).
7 end for

8 i i1

9 for j=1,2,...N do

10: (st.af',a?,ry) roll(, ., ., Nug)

11: . policyOptimizer(}, %, r!), , ).
12: end for
13: end for

14: return .,

iter

that uses the state-action space to predict and maximize rewards. While model-free archi-
tectures typically perform better for more complex environments, they require a signi cant
amount of training data. Model-based architectures, though restricted in complexity by the
environment model, can reach suf cient performance with less training data [57]. Mini-
mizing training data will be important for this work, so only model-based reinforcement

learning algorithms are considered.
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CHAPTER 3
THE RETINA SYSTEM

The Reactor Evaluation through Inspection of Near- eld Antineutrinos, or RETINA, Sys-
tem is a modeling and simulation tool for researchers and decision makers to generate and
assess near- eld antineutrino-based safeguards systems. The tool is stored in a GitHub
repository and written in Python. The RETINA system leverages object-oriented program-
ming and Jupyter Notebook modules to cut redundant calculations and facilitate complex
customization. There are ve modules in the RETINA system: the Spectra Simulation
Module, the System Sensitivity Module, the Diversion Simulation Module, the Adversarial

Agent Module, and the Protagonist Agent Module.

3.1 Spectra Simulation Module

The spectra simulation module generates relevant spectra of interest. The module has three
components: reactor initialization, detector initialization, and scenario simulation. This
sub-modular approach is important for cutting redundant calculations. While antineutrino-
based reactor monitoring scenarios can get complex, many alterations decision makers
make could be subtle, such as moving the detector to a different location. These altered
scenarios would utilize the same reactor and detector parameters. Users initialize the re-
actor and detector parameters individually to bypass this redundancy and generate nal
detection spectra. This sub-modular approach facilitates reactor and detector customiza-
tion early on in building safeguards environments.

When the object is rst built, before initializing the details of the environment, users
should provide a path for the working directory and a value for the number of samples to
use throughout building the environment. The working directory is used to orient the object

towards all the directories it must reference. While it will typically be the module's path,
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this input facilitates using the modules outside the core of the RETINA system. The number
of samples input is for Monte Carlo uncertainty quanti cation throughout the initializing of

the object. The higher the samples, the more accurate the uncertainty quanti cation. Users
can set the number of samples to None for a quick and consistent uncertainty approxima-

tion. The object also prepares a few functions for future reference when built.

3.1.1 Reactodnitialization

The reactor initialization portion of the spectra simulation module sets the reactor design
and parameters of interest. User-required inputs include the reactor le name, reactor de-
sign power, and the antineutrino yield library name. Optional inputs include the Monte
Carlo ag, diversion le name, neutron ssion energy, reactor burnup uncertainty, reac-
tor burnup step of interest, initialized burnup dictionary, and the isotopes of interest. The
instances for reference include the antineutrino yield dictionary, antineutrino yield uncer-
tainty dictionary, isotopes of interest, isotopic ssion rate (as a function of burnup) dictio-
nary, Monte Carlo-based isotopic ssion rate dictionary, and the antineutrino emission rate
dictionary.

The system begins this initialization by unpacking the antineutrino yield and yield un-
certainty libraries. While the current system only has the Huber-Mueller model [25, 26]
and summation-based values provided by Huber [58], the code is exible to facilitate any
updated library to deduce the antineutrino yield per ssion (see subsection 2.2.1 for more
information on the model). The next part of the process involves importing relevant high-
delity reactor parameters, such as the isotopic ssion rate and inventory for various burnup
steps. The RETINA system relies on SERPENT2 [59] for these neutron transport-oriented
characteristics.

If the Monte Carlo ag is True, the system will use the Total Monte Carlo (TMC)
[60] results to generate the isotopic ssion rate dictionary. The TMC approach involved

wrapping SERPENT2 in a Python script to repeat the reactor neutronics calculation many
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times. While SERPENT2 can calculate many values with associated uncertainties, there
are limitations in propagating those forward in a burnup step. For example, the isotopic
ssion rate of a reactor core in uences the inventory of that core. Even though SERPENT2
can calculate the uncertainty of that inventory for that given burnup step, SERPENT2 must
assume an inventory to take the next burnup step and determine the new isotopic ssion
rate. The TMC approach uses multiple independent SERPENT?2 results to account for
the variance in reactor inventory for the entirety of the reactor's life. With this method,
the system can also derive covariances in the isotopic ssion rate. Alternatively, with the
Monte Carlo ag off, the system can use the results from one SERPENT2 calculation.
If the reactor is speci c to a special nuclear material diversion scenario, the path to that
SERPENT?2 simulation should be tagged in the diversion le name optional input.

For all SERPENT2-provided isotopic ssion rates, the values need to be normalized
by reactor power. The isotopic ssion rates are originally normalized by power density
(power per kg of heavy metal). This normalization is important in generating realistic
reactor inventories. While this normalization is vital for inventory determination, it will
cause the simulated reactor powgsrpenT 2, t0 NOt Match the reactor design speci cs.
The system uses the known reactor design power and simulated reactor power to create a
power normalization term, , that scales the isotopic ssion rates to match the design power,

Puesign, as noted in Equation 3.1.

I:)design
= ——M— 3.1
I:)SERPENT 2 ( )

The system also facilitates discretizing the incident-neutron energy that caused the s-
sions. Using a custom detector function in SERPENT2, the isotopic ssion rates bound
the incident-neutron energy into three bins: thermidl ¢ eV — 0:625eV), keV (0:625
eV —1 MeV), and MeV ( MeV — 20 MeV). The incident-neutron energy is stored as the
ssion rate fraction for each incident-neutron energy (i.e., the fractions sum to 1 for each

incident-neutron energy for a given isotope) for the Monte Carlo and diversion SERPENT?2
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results. Users can set ssion energy (incident-neutron energy) to True and use the SER-
PENT2 detector results or to a speci ¢ energy if the reactor energy spectrum is assumed.
The incident-neutron energy is used to translate the isotopic ssion rate to the antineutrino
emission rate using the antineutrino yield libraries. The libraries are binned by incident-
neutron energy. Since the quantity and energy of neutrinos depend on the ssion products
of an isotope, and the ssion product distribution depends on the incident-neutron energy,
many antineutrino yield models rely on knowing the incident-neutron energy to an extent.
With known antineutrino yields per ssion, isotopic ssion rates for each burnup step, and
the incident-neutron fractions, the system generates an antineutrino emission burnup dic-
tionary. The overall calculation for the number of antineutrinos emitted per seéénd,

for a given burnup stes, for a given antineutrino energy bih,is shown in Equation 3.2..

It is a function of the ssion ratefF (normalized by the power normalization factop),

and the antineutrino yield per ssiofy,. Both parameters are dependent on the ssioning
isotope,i, and the incident-neutron energy, Alternatively, the incident-neutron energy
relative fraction,ﬁ, keeps the reported ssion rate independent of neutron energy. Un-
certainty is propagated through each of these calculations, with the formulation varying
slightly depending on how the SERPENT2 isotopic ssion rates are stored (i.e., single
SERPENT2 run, Monte Carlo SERPENT2 runs, or reactor diversion SERPENT2 run).
Uncertainties include isotopic ssion rate uncertainties, burnup uncertainties (if TMC was

used), induced-neutron energy uncertainties, reactor power uncertainty, and antineutrino

yield uncertainty.

ist%)pes neytron ist)@pes neytron n.
AE sib = [ I:i;n;s Yi;n;b] = [ =

I:i;s Yi;n;b] (3-2)

rltotal;i;s

If users do not have a high- delity reactor design con gured in SERPENTZ2, they can

use the initialized burnup dictionary option for this step in the spectra simulation module.
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This step bypasses the entirety of the SERPENT2 processing. However, the user-inputted
initialized burnup dictionary must match the burnup dictionary formatting used in SER-
PENT2 cases. An example le can be a formatting template. The rst dictionary includes
keys for each burnup step (given in terms of effective full-power days). The sub-directory
consists of keys for the isotopic ssion rates and the incident-neutron energy fractions for
each isotope of interest. Within each of these dictionaries are dataframes, with the rst
row being the isotopic ssion rates or incident-neutron energy fractions and the rest of the
dataframe being the corresponding covariance matrix. The inputted burnup dictionary must

match this formatting exactly to function as intended.

3.1.2 Detectorlnitialization

The detector initialization portion of the spectra simulation module sets the detector pa-
rameters of interest. User-required inputs include the background event rate library, clas-
si cation ef ciency library, IBD cross section library, size, proton density, and the speci c
gravity of the detector. Optional inputs include the shielding extension, IBD uncertainty,
systematic detector uncertainty, and the systematic background uncertainty. The instances
for reference include the background event rate matrix, IBD cross section matrix, and the
intrinsic detector ef ciency matrix.

The classi cation ef ciency matrix is the rst component of this initialization. The path
should lead to a text le within the detector libraries folder. The matrix inside the le should
be formatted as a matrix, with each column separated by a tab and each row starting a new
line. The columns and rows should primarily be the reconstructed antineutrino energy with
resolution matching the detector capabilities. The rst matrix row, however, should be
the classi cation ef ciency, ¢ass, Or the probability of classifying an antineutrino-incident
on the detector. For example, a classi cation ef ciency of 0.42 would indicate that for
every 100 antineutrinos that created an event in the detector, the system will classify 42

of the events as antineutrino-induced events. The deviation from 100% classi cation ef -
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ciency comes from rejecting background events that mimic the signature of an antineutrino
interaction. It should also be noted that the antineutrino-detector interaction does not nec-
essarily have to be IBD. Since this library is independent of the high- delity modeling that
determines classi cation ef ciencies, more novel antineutrino-detection methods, such as
coherent elastic neutrino-nuclear scattering (CEVNS), can be applied. The rest of the clas-
si cation ef ciency le is the covariance matrix. The diagonal of the matrix is the class
variance of the classi cation ef ciency, 3. S0, the relative classi cation uncertainty

can be determined with Equation 3.3 for each antineutrino energy bin.

2
class;b) _ ( class;b)

(3.3)

classb ( classb)

The second portion of the detector initialization unpacks the background event rate. The
primary formatting of the raw background event rate les is divided into ve columns: Bin
Number, Low Bin Edge [MeV], High Bin Edge [MeV], Bin Center [MeV], and Event Rate
[Counts/day/MeV/rd]. Note that the event rate is normalized to be counts per day per neu-
trino energy per cubic meter of detector. The antineutrino-like background energy typically
starts at 0 MeV (the system will shift the bins by 1.293 MeV for IBD threshold energy). The
background matrix is also adjusted to match the detector resolution set by the classi cation
ef ciency library. With this background event rate formatting, uncertainty is assumed to be
statistical, as it will depend on the number of background events collected, and systematic
with energy independence, as a relative uncertainty constant can be applied to the entire
background spectrum. Statistical background uncertainty is considered automatically for
each simulated scenario, and the systematic background uncertainty can be provided as
an optional input. There is an outdated legacy database for background event rates from
2015 [61]. Code remains in the system to facilitate the formatting for those speci c cases.
There is also an optional shielding ag, which can apply a background le extension to go

through different shielding options without drastically changing background le names.
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The background event rates could be measured with a different detector than those
used in the actual monitoring measurement. Since the background event rate is specic
to the detector used to measure the background, detector parameters must be given for
both the background-oriented detector and the monitoring-oriented detector. The relevant
detector parameters include the proton density and speci ¢ gravity of the detectors. Since
the volume of the detector normalizes the background event rate, size only has to be given
for the monitoring detector used to measure the source. These non-normalized parameters
should be provided in lists with three terms correlating to the background detector, the
monitoring/source detector, and the relative uncertainty. The values should be the same for
the rst two terms if the detector is the same for background and source measurements.

The IBD cross section is needed to calculate the interaction probabilities for each source
antineutrino. The IBD cross section, found in the detector libraries folder, contains two
columns: the Bin Center [MeV] and the Inverse-Beta Decay Cross SedifbA?[cn?].

The cross section uncertainty can be given as a relative uncertainty as an optional input. The
bin centers and widths must be adjusted to t the detector resolution. The IBD cross section
is tto a second-order polynomial, integrated for total events, and then rebinned for the
desired antineutrino bin width. If the spectra simulation object is created with a set number
of samples, the uncertainty is quanti ed through Monte Carlo sampling. Alternatively, with
the number of samples set to None, the polynomial parameter covariance is assumed to be
zero, and the rebinned-IBD cross section uncertainty can be approximated.

The intrinsic ef ciency of the detector;,; , or the probability of antineutrino detection
given the antineutrino enters the detector, is the product of the number of target protons
within the systemN¢, the IBD cross section,BD ,sec and the classi cation ef ciency,

class, @s shown in Equation 3.4. The number of target protons, or the number of protons
available within the target mass for an IBD interaction, is calculated as the proton density
multiplied by the ducial mass divided by the speci ¢ gravity of the detector. The detector

systematic uncertainty can be incorporated with user inputs for the proton density, speci c
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gravity, and directly with the detector systematic uncertainty input.

intb = Nt IBD xseco  classib (3.4)

3.1.3 ScenaridSimulation

The scenario simulation portion of the spectra simulation module sets the scenario-speci ¢
parameters. User-required inputs include the age of the reactors, detector collection pe-
riod, background collection period, antineutrino emission dictionaries, intrinsic detector
ef ciency matrices, and the background event rate matrix. Optional inputs include the
counting statistics ag, burnup tting function, neutrino oscillation ag, distances from the
reactors, source-to-background values, and the relative reactor powers. The instances for
reference include the neutrino survival probability, source spectrum, background spectrum,
and the detection spectrum.

Scenarios can be simulated for any number of reactors and detectors. To simulate mul-
tiple reactors, the reactor ages, antineutrino emission dictionaries, distances, source-to-
background values, and the relative reactor powers should be given in a list format, with
each entry corresponding to a reactor. The list format is unnecessary if the environment
only has one reactor core. To simulate multiple detectors, the scenario simulation portion
of the spectra simulation module should be implemented for each detector individually.
The various source, background, and detection spectra can be added to create the spectra
for the entire system of detectors.

The total number of antineutrinos emitted from the sources is calculated by integrating
the antineutrino emission spectrum from the reactor age to the end of the collection period.
Since antineutrino collection periods can be long (on the order of weeks and months), the
changing reactor inventory should be considered. This consideration is especially impor-
tant for advanced nuclear reactors that shift isotopic ssion rates drastically, as with most

breeder reactors. The antineutrino emission rate, as a function of burnup, is custom to the
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reactor design and does not follow a simple trend. By default, the system will interpolate
(or extrapolate) around the burnup steps provided in the antineutrino emission dictionary.
Alternatively, a polynomial degree 2 or 3 or a logarithmic function can be applied to t
the antineutrino emission rates. Each antineutrino energy bin is t independently but the
burnup t choice should perform similarly for each energy bin. This integration method
also accounts for the reactor power in terms of fuel composition, as it integrates in terms
of effective full-power days (EFPDs). For example, a simulated 30-day measurement at a
full-power reactor would correspond to integrating over 30 EFPDs, and a 60-day measure-
ment at a half-power reactor would correspond to integrating over the same 30 EFPDs. The
integrated counts method can be visually compared to a low- delity instantaneous method
in Figure 3.1. Uncertainty is propagated through the t and integral through Monte Carlo
sampling. The number of samples, set with the creation of the original spectra simulation
object, can be set to None for quick and consistent uncertainty quanti cation. The source
spectra for the reactor cores will be rebinned to match the detector antineutrino resolution
provided in the intrinsic ef ciency matrix.

The next step in the spectra simulation process is to determine the number of source
antineutrinos that will be detected. The detected source caoBats, will depend on the
antineutrinos emitted from the sourc&mission:b » the distances between the reactors and
detectorl, the intrinsic ef ciency, in.p , and the survival probabilities of the antineutrinos,

Py, as shown in Equation 3.5. The survival probability is assumed to be 100% for near- eld
cases. To facilitate near- eld cases that are further away, on the order of a few hundred
meters, an optional oscillation ag can be set to True to calculate survival probabilities
for the antineutrinos as a function of energy and distance. The oscillation parameters are
hard-coded to match results from A al. (Daya Bay Collaboration) [35]. This survival
probability calculation is only accurate for baselines on the order of a few kilometers [35].

The survival probability for the rst 1000 m/MeV is shown in Figure 3.2.
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Figure 3.1: Total antineutrino emission rate for a VVER-1000 reactor as a function of the
fuel age. The integral of the antineutrino emission rate is the total antineutrinos emitted
from the reactor core. An integrated counting method can be applied with high- delity
reactor modeling. This yields more accurate source term values than low- delity instanta-
neous counting

Sdet;b = Semission;b 4 L2 Py (35)

After calculating the detected source antineutrinos, the system updates the background
uncertainty and normalizes the spectra to match any expected count rates. If there is a
background collection period, the measured background can be used to minimize the back-
ground statistical uncertainty. The background uncertainty will be updated to incorporate
this background measurement. Before determining the detection spectrum, the source and
background events can be normalized to match explicit signal-to-background ratios. In
some cases, scenarios are built from lower- delity reactor-detector models. Users might
only be able to gauge the number of source antineutrinos detected and the number of back-
ground events. The source-to-background optional input, in units counts per day, can be

used to provide the normalization factors for these values. For example, if we expect 500
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Figure 3.2: Survival probability of an electron antineutrino as a function of standoff dis-
tance,L, and antineutrino energ¥,. Oscillation parameters from Aet al. (Daya Bay
Collaboration) [35]

source counts per day and 100 background counts per day, we can normalize the relevant
matrices to sum to these values. Partial knowledge of the source or background can also be
used with high- delity reactor modeling. For example, if we know the background event
rate is 100 counts but want to keep the high- delity reactor calculations, we can set the
source-to-background input as [True, 100]. Forcing the source and background rates can
lead to limitations in evaluating slight scenario differences. While low- delity power uc-
tuations can easily incorporate this method (e.g., 500 source counts vs 400 source counts),
we lose all rate information for higher- delity diversion scenarios. For example, a reactor
with a normal inventory would produce the same amount of antineutrinos as one with plu-
tonium removed if users force a number of counts per day. The only information that can
be used to separate the two scenarios would be the spectral deviation from burning different
isotopes.

The nal section of the scenario simulation portion of the spectra simulation module is

to calculate the detection spectrum for the given scenario. The detection spectrum is the
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detected source counts and the background counts. The systematic uncertainty is set by
the background variance (the background event rate bins are assumed to be independent of
one another) plus the source covariance matrix. The statistical uncertainty is an optional
addition to the detection spectrum, noted by a Counting Statistics Included row of the nal
matrix. The statistical variance can be added to the systematic variance for suf ciently high
counts (where Gaussian statistics can be assumed). For cases with a lower counting regime,
the asymmetry of the statistical uncertainty causes that propagation to be less accurate. The
counting statistics included ag can be used to de ne the threshold of when to include the
statistical variance. The statistical variance should still be considered in all cases, but it
should be agged to identify how it is treated in processing. More details on low-counting

regime scenario processing can be found in section 3.2.

3.2 System Sensitivity Module

Users can assess antineutrino detection systems for given environments with the system
sensitivity module. The module functions by building two environments and comparing
the two resulting spectra. Depending on the desired system sensitivity, or the system's
performance for a targeted task, slight variations will be applied to the environments using
a pro le construction statistical technique. To use this module, users must build this object
with a set directory path and sample batch size. While these inputs are the same as the initial
inputs required for the spectra simulation module and the function preparation utility, there
is no None option for setting the number of samples. The pro le construction requires

samples for evaluation.

3.2.1 Object-OrientedHypothesisTesting

The module compares different scenarios by building both environments, using the object-
oriented programming described in section 3.1, and applying a hypothesis test with given

statistical limits. User-required inputs for all metrics include the pro le-building technique,
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null hypothesis object, null hypothesis scenario array, alternative hypothesis object, and
the alternative hypothesis scenario array. Optional inputs include the false positive rate,
false negative rate, pro le construction precision scaler, printer ag, additional arguments
option, and the machine learning hyperparameters option. The instances for reference in-
clude the best sensitivity value (depending on the metric mode), null hypothesis detection
spectrum, alternative hypothesis detection spectrum, null hypothesis pro le samples, alter-
native hypothesis pro le samples, and sensitivity history values. Nested lists of hypothesis
objects and scenario arrays can be given to simulate a facility with multiple measurements.
Multiple measurements could mean multiple reactors, multiple detectors, or multiple mea-
surements.

Since the objects and scenario arrays are considered separately, users can easily com-
pare drastically different environments. The null object and scenario array, which builds the
null environment, describe the expected environment. In the context of IAEA safeguards,
this would match what the State of interest reports. The alternative object and scenario
array, which builds the alternative environment, describes the reactor misuse environment.
The IAEA utilizes hypothesis testing in which an alternative hypothesis, such as a reactor
misuse environment, must be considered to make deductions. With this object-oriented hy-
pothesis testing structure, users can test from widely different scenarios, such as building
an alternative environment with a different reactor design, fuel composition, and reactor
core location, to very similar scenarios, such as copying the null environment but with a
slightly different reactor age to make the alternative environment. With object-oriented
programming, users can simplify the process by copying objects and slightly updating if
environments are similar.

While the system sensitivity module has different metrics for different sensitivities of
interest, each metric involves building pro les, or values to characterize the scenario en-
vironments, to compare the null and alternative hypotheses. The rst step of this pro le

processing section is to nalize the spectra simulation objects for the scenario parameters.
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This step must be done within the sensitivity processing section, as some metrics require
iterating over different scenario parameters.

Additional arguments can be provided to incorporate veri ed measurements for back-
ground uncertainty mitigation to facilitate complex scenarios within the system sensitivity
module. Although there is an explicit term in scenario initialization to incorporate a back-
ground measurement, a reactor-off background measurement might not always be possible.
If a measurement can be taken with the reactor at a known state, however, the background
event rate can be deduced. This does assume the reactor state is known, which requires
veri cation. To simulate this reactor-on veri cation measurement, users should provide a
list of two terms: the veri ed measurement object and scenario array. Multiple veri cation
measurements can be simulated with nested lists. The nal background event uncertainty
will be updated using these veri cation measurements.

With veri cation measurements applied, the system will iterate through each measure-
ment for building pro les. The measurement objects are rst updated for the speci ¢ sce-
narios detailed in the scenario arrays. Samples are then created that follow the distributions
provided by the detection spectra. If the detection spectra have suf cient counts and follow
Gaussian statistics (i.e., Counting Statistics Included is True), data will be generated by
sampling from the detection covariance matrix once. Suppose the detection spectra are in
the low-counting regime (i.e., Counting Statistics Included is False). In that case, data will
be generated by sampling from the detection covariance matrix, cutting all samples with
negative counts, and then resampling those data points based on Poisson statistics. This
varied sampling treatment is customized for each antineutrino energy bin provided in the
detection spectrum, facilitating mixed counting regimes.

These samples, are then processed through a characterization technique. The RETINA
system can currently apply a likelihood ratio, chi-square, or perceptron technique to build
sample pro les. More techniques can be easily incorporated into the RETINA system since

technique processing is relatively isolated from the rest of the module calculations. For the
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likelihood ratio technique, the likelihoodk, are de ned by a multivariant normal proba-
bility density function for each distributiory . The product of these likelihood values for
each energy biry, describes how well the total sampled spectra t that assumed distribu-
tion. The ratio of the samples belonging to one distribution over the other can be used to
spread the likelihoods from zero to in nity. As seen in Equation 3.6, if the samples belong
to the null distributionxy,, the numerator would be large, and the denominator would be
small, pushing the pro le, , to in nity. If the samples belong to the alternative distribution,
XH,, the numerator would be small, and the denominator would be large, pushing the pro-
le to zero. The natural log of these terms is used for the nal pro le to keep the terms
in manageable values. A similar method is applied to the chi-square technique. With the
chi-square technique, the samples will be subtracted by the expected spacthefore

being multiplied through the covariance matrix of the expected spectyras noted in

Equation 3.7.
Qyi Qui
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b b

(3.7)

To utilize the perceptron technique, users must also provide hyperparameters, or pa-
rameters used to implement the perceptron within the system. Perceptron [62] is a machine
learning algorithm in which weights are applied to an input layer, summed, and processed
through a function to build a pro le. The hyperparameters for this technique and any future
machine learning technique should be given in a list format, including any path to initial
parameters, the train-test split, learning rate, epochs, and any path to save parameters. The

paths to initialize parameters and save parameters are optional. The train-test split dictates

29



how many of the samples are used in model training and testing. A split of O would in-
dicate that all samples are used in testing (which might be the case if you are loading in
parameters from a previous model). A split of 1 would indicate that all samples are used
in training, but this option is not allowed as testing data will be needed in developing the
sample pro le. The learning rate sets the rate at which the perceptron will adjust for each
inaccurate sample classi ed. The number of epochs will set how many times the perceptron
should learn through the training set. With these hyperparameters set, the training and test
data will be pre-processed with Z-score normalization to encourage appropriately scaled
perceptron weights [63]. The data is normalized in terms of the reference spectrum, as the
reactor-misuse spectrum would not be known for pre-processing in safeguards application.
The perceptron will then begin learning from the training set for an optimal model. The
nal model will then be applied to the test set, with the model output being the sample
pro les.

As given by formatting the multiple null and alternative objects and scenario arrays into
lists, multiple measurements will be isolated in pro le development while compounded in
nal comparisons. For example, assume we are simulating two different detectors with
identical reactor and scenario parameters. Also, assume that with the alternative environ-
ment, the rst detector got fewer counts, and the second detector got more counts than the
null environment. If we combined the measurements, the detection spectra deviations could
cancel each other out and the nal alternative measurement could match the null measure-
ment. So, each null and alternative measurement sample is processed independently of any
other measurement. The nal pro les, however, are combined to get values describing all
measurements of the null or alternative measurement campaign. So, for the previous exam-
ple, if the rst-detector pro le ts the alternative scenario and the second-detector pro le
ts the alternative scenario, the nal measurement campaign pro le would largely t the

alternative scenario.
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3.2.2 Metric Modes

The most simplistic option as the sensitivity metric is detection probability. Detection prob-
ability refers to the probability of detecting a safeguards scenario of interest [15]. In this
case, the safeguards scenario of interest is the alternative environment. With the detection
probability metric, the pro les are separated by a decision boundary that reaches the sta-
tistical limit of the allowable false positive rate. This false positive rate limit is typically
5% for IAEA safeguards [15]. The detection probability can be computed as the relative
number of null environment pro les outside of the decision boundary. For example, con-
sider a null environment that includes background and reactor-source events as well as an
alternative environment that only consists of the background events (indicating that the re-
actor is off when it is expected to be on). The histograms of potential pro les can be seen
in Figure 3.3. While all of these pro le examples share a false positive rate of 5%, they all
have different detection probabilities of detecting the event.

There are many cases where the detection probability must reach a speci ¢ value for
safeguards implementation. When considering sample sizes, the IAEA divides veri ca-
tion level requirements into 20%, 50%, and 90% for low, medium, and high-risk scenarios,
respectively [15]. If similar limits were applied to antineutrino-based safeguards, the detec-
tion probability metric might not be a exible parameter to study but an explicit requirement
we will force. By constraining this variable, other sensitivities in the system can be relaxed
and studied. All other metrics apply a pro le construction method for system convergence.

Pro le construction, a frequency-based statistical method commonly used in high-
energy physics [64], is used to nd the con dence interval boundary that ts the desired
statistics set by users. The technique functions by building pro les and then iterating over
the desired variable until the boundary condition is reached. By only targeting the pro le as
the nuisance term, we can easily approximate the sensitivities of interest [65]. This method
is also accurate when considering non-normal distributions, as is the case when generating

samples in the low-counting regime [66].
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Figure 3.3: Pro le construction method for a log-likelihood ratio pro le applied to back-
ground and gross count samples. The pro le construction will iterate over well-separated
events (upper left) until it surpasses our statistical threshold (upper right). The sensitivity

value before this breach (bottom) is reported
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Custom gradient descent approaches are used for each non-detection probability metric
pro le construction. Each gradient descent approach leverages sensitivity trends to guar-
antee convergence (when possible). For example, the collection duration, or the amount
of time a measurement must be collected to reach desired statistics, converges from long
to short time scales. Assuming system uncertainty decreases with the detector collection
period, if a short collection period reached the desired detection probability, a longer col-
lection period would only improve the scenario statistics and increase the probability of
detecting the alternative environment. So, to nd the minimum time needed to detect the
alternative environment, pro les can be built for long collections and can iterate down to
short collections until the boundary condition is found. Through the scaling input of the
system sensitivity module, users can input a temporal scaling option (seconds, minutes,
hours, etc.), and the system will apply a gradient descent approach by adjusting sensitivity
precision. For example, if 13 days are required to reach our statistics, the system will rst
test 999 days. Assuming the statistical limit is reached with that excessive collection pe-
riod, the system will progress by lowering the collection period by sets of 100 (899 days,
799 days, etc.). Since 99 days will surpass our statistical limit, the system will move on to
smaller precision steps by lowering the duration by sets of 10 (89 days, 79 days, etc.). This
process continues until 12 days is reached, for this example, and the boundary condition
is breached. The system sensitivity duration is 13 days, or the last result to not breach the
detection probability boundary. If the boundary is never reached, the result would be 1 day
(assuming day is the temporal scaling option selected). If the desired detection probability
is never reached, the duration that led to the highest detection probability would be the
result. Each non-detection probability metric mode incorporates a custom gradient descent
approach.

There are six metric modes available in the system sensitivity module of the RETINA
system: probability, duration, upper power boundary, lower power boundary, upper age

boundary, and lower age boundary. The probability metric is designed to determine the
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detection probability with given null and alternative environments. The duration metric

is designed to quantify the least amount of time required for a measurement to reach a
targeted detection probability. The upper and lower power boundary metrics are designed
to deduce the highest and lowest reactor powers that can be effectively detected. The upper
and lower age boundary metrics are designed to deduce the youngest and oldest reactor
core ages that can be effectively detected.

The power and age boundary metrics can be important in the system application stage
of using the RETINA system. For example, when preparing a safeguards measurement,
users might determine a desired measurement duration to reach a targeted detection prob-
ability. When applying the measurement campaign, there will be antineutrino counts that
can still be used to make deductions, even if other targeted alternative environment cannot
be veri ed yet. With these counts, users can use the power and age boundary metrics to

build a con dence interval in which the power and age of the reactor core can be veri ed.

3.3 Diversion Simulation Module

The diversion simulation module simulates reactor inventory alterations. It is divided into
three components: composition initialization, alternative composition, and SERPENT?2
simulation. Composition initialization occurs when the diversion simulation object is cre-

ated.

3.3.1 Compositioninitialization

The composition initialization portion creates a dictionary of the isotopic composition of
a simulated reactor core. User-required inputs include the directory path, reactor design,
and the reactor age. Optional inputs include the Monte Carlo ag and the sample ag.
The instances for reference include the directory path, reactor design, reactor age, fuel
volume vector, reactor composition dictionary for the Total Monte Carlo simulations, and

the nalized reactor composition dictionary.
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The reactor isotopic inventory depends on both the reactor design and the age of the
reactor. Reactor designs can have a signi cantly different inventory depending on how
much fuel has been utilized. With an explicit reactor design and reactor age (in units
EFPDs), the module pulls the inventory results from previous SERPENT?2 results. The
system can interpolate between inventories if the desired reactor age was not simulated
speci cally in SERPENT2. If the Monte Carlo ag is set to True, the inventories from
each TMC SERPENT?2 simulation will be used to deduce the most likely inventory for that
reactor core. A single sample can also be used to deduce the inventory. The module sample
ag can be set to True to utilize a random inventory from the relevant TMC library.

The nal inventory for the reactor state is given in a composition dictionary. The com-
position dictionary comprises six dataframes: the fuel composition, pin compaosition, pin-
stack composition, assembly composition, cell composition, and the mapping labels. Some
of these dataframes are empty depending on the reactor design. For example, the Molten
Salt Research Reactor design only contains the fuel composition dataframe, as no larger
geometry exists to group the fuel inventory further. The SERPENT2 reactor les in the
RETINA system are divided into individualized cards. The diversion simulation module
scans through available geometry cards to scale the baseline fuel composition to the nal
core geometry.

The composition initialization portion of the diversion simulation module propagates
the fuel composition through the larger geometries. Users can apply material diversion
scenarios from sub-pin-scale diversions to cell-scale diversions with this loose grouping
format. The composition dataframes are provided in terms of grams of the isotope in that
geometry. The label vector maps the relevant geometries to one another. For example, if
cell 9111 contains pin 2501, pin 2501 will be mapped to cell 9111. Careful consideration
should go into formatting future reactor designs imported into the RETINA system. While
the tool is soft-coded to work for new reactor designs, the formatting of the SERPENT?2

cards should be consistent. Any future reactor design incorporated in the RETINA system
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should follow the formatting set by the currently available designs.

3.3.2 AlternativeComposition

The alternative composition portion alters the reference reactor composition to re ect ma-
terial diversion. User-required inputs include the reference composition dictionary, element
diverted, diversion locations, diversion quantities, and the replacement fuel. Optional in-
puts include the diversion location type. The instances for reference include the diversion
information and the alternative composition dictionary.

The diversion simulation inventory processing begins at the diversion geometry of in-
terest, or the location type. While the default diversion geometry is for reactor cells, users
can specify diversions for any geometry option outlined in the reference composition dic-
tionary. From this geometry starting point, the system will target each diversion location,
updating the isotopic composition with an element removed, with the amount set as the
diversion quantity in grams, and replaced with an equal amount of replacement fuel. Di-
versions are simulated with elemental delity, as some special nuclear material, such as
plutonium, is safeguarded on an elemental level [15]. Isotopic diversion can be easily im-
plemented by replacing a diverted element with the same element, except with a different
isotopic composition. The replacement fuel is simulated on an isotopic level. Users must
provide the isotopes and relative quantities. The replacement isotope quantities are nor-
malized to maintain fuel density. Multiple elements can be simulated being removed from
the core by repeating this alteration composition process numerous times. The reference
composition dictionary can be the dictionary instance from a previously generated alter-
ation composition step. This process can be repeated if desired until the fuel composition
is completely different from the original reactor inventory.

Once the diversion has been for the targeted geometry, the system will propagate that
change down to the fuel composition level. The updated fuel composition will be needed

to update the fuel de nition card for SERPENT2 simulations.
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3.3.3 SERPENTZXSimulation

The SERPENT?2 simulation portion of the diversion simulation module updates SERPENT2
cards, executes SERPENT2, and then stores the relevant results in a CSV le. User-
required input is the alternative composition dictionary. Optional inputs include the neutron
population cycle statistics, burnup steps, geometry saving ag, and the save le name.

The system will create a new fuel de nition card from the updated fuel composition in
the alternative composition dictionary. The new fuel card will use an updated fuel density
based on the calculated fuel mass and stored fuel volume. The updated fuel density should
be slightly less than the reference fuel density if it is not a fresh reactor core, as ssion
product isotopes are not tracked in the SERPENT?2 results. Keeping track of all possible
ssion products for all reactors and burnup steps would require an unreasonable amount of
memory. The actinides tracked in the RETINA system are listed in Table 3.1. The change
in isotopic ssion rate due to the missing ssion products is assumed to be negligible. Since
the ssion rate is scaled to match the reactor's design power, the missing ssion products
could only in uence the relative isotopic ssion rate.

Along with the updated fuel composition, the fuel de nition card can be altered to save
a geometry image of the reactor core. The serpent simulation geometry saving ag can be
set to a Highlight option, in which the fuel associated with the diverted assemblies will be
marked with an RGB value of (255, 0, 0) - creating a red assembly. The saved geometry
image would then highlight the diverted assembly, as seen in Figure 3.4.

The main reactor card is also updated for any change in neutron cycle statistics, burnup
steps, or geometry image saving. The neutron cycle statistics, including the number of
source neutrons per cycle, the number of active cycles, and the number of inactive cycles,
can be changed with user input. Users can also alter the number and size of burnup steps.
The difference in reactor inventory will cause a change in the isotopic ssion rate, which
will change the inventory to calculate the next isotopic ssion rate. To avoid an instan-

taneous counting calculation, as detailed in subsection 3.1.3, at least one step should be
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Table 3.1: Tracked isotopes in SERPENT?2 for reactor inventory consideration

| Tracked Isotopes |

Th227| U239 | Am241
Th228| U240 | Am242
Th229| U241 | Am242m
Th230 | Np235| Am243
Th232| Np236| Am244
Th233| Np237 | Am244m
Th234 | Np238| Cm240
Pa231| Np239| Cm241
Pa232| Pu236| Cm242
Pa233| Pu237| Cm243
U232 | Pu238| Cm244
U233 | Pu239| Cm245
U234 | Pu240| Cm246
U235 | Pu241| Cm247
U236 | Pu242| Cm248
U237 | Pu243| Cm249
U238 | Pu244| Cm250

Figure 3.4: Advanced Fast Reactor (AFR)-100 design geometry generated in SERPENT2.

Non-diverted fuel is given an RGB value of (255,255,255) and diverted fuel is given an
RGB value of (255,0,0)
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considered in executing a SERPENT2 burnup calculation. The default for the burnup step
optional input is one burnup step occurring 90 EFPD after diversion. A 90-day diversion
detection timeline aligns with IAEA objectives for plutonium diversion in irradiated fuel
[15]. The main card is also updated with a plot component if the reactor geometry image
is to be saved.

After the SERPENT2 cards have been updated, the system will execute SERPENT?2.
The module should be interacted in an environment that can execute SERPENT2. The di-
rectory path, often the current working directory, can be altered so the RETINA system can
be used outside of the main RETINA system directory. The command to run SERPENT?2
is hard-coded in the RETINA system. Users should make direct edits to the RETINA sys-
tem's SERPENT2 command to make any execution modi cations, including any changes
in running SERPENT2 with parallel calculation.

Once the SERPENT2 run is complete, the relevant results are pulled and stored in a
CSV le. Relevant information includes diversion information, the SERPENT seed, the
power normalization factor, the isotopic ssion rate and variance, and the incident-neutron
energy fractions and variances. The results are saved in a burnup dictionary folder within
a diversion analog reaction rate folder. The burnup dictionary sub-folder is labeled as the
age of the reactor. With this folder design, diversions are grouped by reference reactor
age. CSV results can have a custom label or a default label. The temporary SERPENT2

diversion cards are deleted once the results are saved.

3.4 Adversarial Agent Module

The adversarial agent module creates a reinforcement learning agent to nd optimal diver-
sions to simulate. Considering there are in nitely many diversions that could be simulated,
as replacement fuel enrichment and reactor power modi cation are continuous parameters,
simulated scenarios should be strategically selected. Reinforcement learning can be used

to generate an agent to nd the optimal path toward the scenario most at risk. This agent-
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directed path accounts for multiple scenarios to develop a policy, or an algorithm to make
optimal decisions. The reinforcement learning agent will rst randomly sample from all
the diversion actions available. From those samples, the agent can optimize a policy to
explore and exploit potential actions. The agent needs to explore, or test actions that re-
main uncertain, and exploit, or utilize the optimal policy to get favorable results [67]. With
reasonable hyperparameters provided in the adversarial agent module, the agent should
progress toward a strategic policy, illustrated in Figure 3.5. The module is divided into
four components: agent initialization, agent environment initialization, agent learning, and

agent decision.

Figure 3.5: Visual representation of random reactor diversions (left) and strategic diver-
sions (right) for a simulated Advanced Fast Reactor (AFR)-100 core

The agent initialization portion of the adversarial agent module mainly sets module
paths and prepares RETINA system objects for reference. User-required inputs include the
directory path, reinforcement learning architecture name, reference object (section 3.1),
reference composition object (section 3.3), and reference scenario array (section 3.2). Op-
tional inputs include the initial system sensitivity classi er learning rate and the protagonist

agent object. The instances for reference include all inputs given during the agent initial-
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ization.

The agent environment initialization portion creates the foundational properties needed
for the agent to function, such as observing a state or taking an action step. The environment
is built using OpenAl's Gym class [68]. User-required inputs include the action space,
objective function, adversarial step, and the protagonist step. Optional inputs include the
number of trajectory steps and the number of system sensitivity classi er parameters. Other
inputs are used in the module, but they are for internal system reference. More details
about the action space, adversarial step, protagonist, and the optional inputs can be found
in chapter 4. The agent architecture is based on observing states and taking actions. While
agent actions can be wide-ranging given the action space input, the observed states are
the system sensitivity classi er parameters, or the parameters that determine if a spectrum
comes from a reference or diverted reactor. The reinforcement learning states should be
values that can be used to predict future states (if model-based learning) and rewards [67].
Classi er parameters are ideal for predicting states, assuming the classi er learning rate is
stationary, and agent performance. For example, assume the classi er parameters are some
set of values, ", and the adversarial agent decides to simulate diverted reéctdf, at
any point, the classi er parameters are set bacK'tdhe agent can simulate reactorand
the resulting classi er state and system performance will match the previously seen case
within some transitional probability.

The module agent can be used in two stages: agent learning and agent decision. With
agent learning, the agent will make decisions and update a policy to make more optimal
actions. The instance for reference is the learned model policy. With agent decision, the
agent will make a decision based on the current policy. The instance for reference is the
optimal adversarial action. Users are not required to input these functionalities. For agent
learning, optional inputs include the policy model, batch size, number of trajectory steps,
data consideration ag, number of controller parameters, maximum number of iterations,

and the number of optimization restarts. For agent decision, the policy model is the only
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optional input. The policy model is the agent policy used to make decisions. The batch
size refers to the number of times the agent should select a new action. The trajectory
steps input is how many steps ahead to predict the agent's cumulative reward. The data
consideration ag sets how data should be treated during agent learning. The number
of controller parameters sets the number of parameters used in the controller model. The
maximum number of iterations sets the maximum number of steps used in model and policy
optimization. The number of restarts refers to the number of times the optimization process
should be repeated. The optimization process could lead to a local minimum, or an optimal
region compared to nearby regions. This region might not be the global minimum, or the
optimal region compared to all potential regions. Restarting the optimization process with
a different starting point helps ensure the environmental model nds the global minimum

of error. More information on these input options can be found in chapter 4.

3.4.1 ObjectiveFunction

An objective function is needed to calculate the reward for an adversarial agent. The objec-
tive function sets the safeguards sensitivity target that should be realistically and reasonably
achieved for the system application. The objective function should be realistic, as perfect
performance might not be necessary as other safeguards can be put in place, and reasonable,
as the safeguard should offer some value that can complement the safeguards regime. The
objective function should account for parameters the IAEA considers when determining
technical objectives for safeguards. State-speci c factors (SSFs) are one potential option
as a parameter set to build this objective function. The IAEA already uses these factors to
evaluate the effectiveness and ef ciency of safeguards measures within a State [69, 17], so
this custom objective function should be a practical method of ensuring antineutrino-based
safeguards systems are applied in realistic and reasonable scenarios. More information on
State-speci c factors can be found in section 2.1.

The SSFs should be considered independently for building an objective function, with
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Table 3.2: Example of State-speci ¢ factors independently considered in establishing de-
tection probability objective values. States objectively more at risk of nuclear material di-
version would require the antineutrino-based safeguard to achieve a higher detection prob-
ability. State attribute de nitions and details can be found in section 2.1 and the IAEA
Safeguards Glossary [15]

State-Speci c State Attribute Detection Probability

Factor Objective
Comprehensive Safeguards Agreement (C$A) 90%
SSF-1 CSA and Additional Protocol (AP) 50%
CSA, AP, and Broader Conclusion 20%
Fuel enrichment and reprocessing 90%
SSF-2 Fuel enrichment or reprocessing 50%
Neither fuel enrichment nor reprocessing 20%
Low con dence in State reporting 90%
SSF-3 Limited con dence in State reporting 50%
Con dent in State reporting 20%
Highly limited safeguards measures 90%
SSF-4 Complementary safeguards measures 50%
Comprehensive safeguards measures 20%
Limited cooperation 90%
SSF-5 Partial cooperation 50%
Strong cooperation 20%
Historically failed safeguards requirements 90%
SSF-6 Historically met safeguards requirements 50%
Historically exceeded safeguards requirements 20%

nal weighted terms indicating factor importance. For example, state attributes can be
divided into high, medium, and low-risk bins. States can fall into different bins depending
on their attributes relative to State-speci ¢ factors. Detection probability objective values
can also correspond to these bins with values of 90%, 50%, and 20% for high, medium,
and low-risk, respectively. Potential State attributes for each SSF can be seen in Table 3.2.
While these State attributes are likely not the exact parameters the IAEA would use in
practice, they offer a simple and transparent mechanism for applying SSFs in research.
Although the IAEA reports and presents how to use SSFs [17], explicit values for State-
assessments are not shared with the public.

Once the SSFs are considered independently, they must be condensed into a single

value to set the objective value, such as detection probability, for the scenario of interest,
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DPscenario - One potential option for quantifying the relationship between the factors is to
assume a linear relationship with weights of importance, as denoted in Equation 3.8 for
weights,W. This linear, weighted approach facilitates simple customization in relative
factor importanceW= W. For example, if users consider a State's nuclear fuel cycle
capabilities (SSF-2) as the most important factor, they can scale the associated detection
probability objective to a relatively large value. The weights can also be zero if the SSF is

considered meaningless in establishing the objective value.

W W W

DPscenario = —V\l/ DPsse 1+ _Vil DPsse 2+ _V\3/ DPsse 3t
Wa We We (3.8)
—w DPsse st = DPsse s+ — DPssr 6

The most simple variation of this objective function is to only consider the State's tech-
nical capabilities in the nuclear fuel cycle (SSF-2). With this simpli cation, the objective
function can become a function of only the adversarial agent's action space. For example,
the objective function can be used to penalize adversarial actions that require more tech-
nical advancement. As seen in Figure 3.6, a high diversion probability is necessary for
diversion scenarios that require limited technical advancements. A low diversion probabil-
ity is acceptable for diversion scenarios that require high technical advancements as other
safeguards in place could detect the scenario. For the example in Figure 3.6, more assem-
blies diverted would indicate that the State has more reprocessing facilities, which could be
detected through other means. Similarly, the IAEA has other technical measures to detect
if a State has access to replacement fuel with a relatively high uranium-235 enrichment.
These technical parameters can be scaled with weighted terms of importance to alter the

adversarial agent's treatment of these actions.
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