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SUMMARY

Quantum chemistry (QC) calculations can provide physically-rooted insight into inter-
molecular interactions. A quantitative understanding of these interactions, in turn, is of
crucial importance for chemical problems like the modeling of protein-ligand interactions
or molecular crystals and clusters. Unfortunately, the expensive computational cost of QC
calculations prohibits their routine use in high-throughput computational work ows.

The eld of machine learning (ML) offers a potential workaround to this problem.
Large amounts of quantum chemistry data can be generated upfront and used to parame-
terize models such as neural networks (NNs). The ML models can then be used to predict
QC properties of new chemical systems, usually with a many order-of-magnitude reduc-
tion in computational cost. The development of such models is a rapidly evolving eld,
and numerous open questions exist about functional forms, dataset generation, accuracy,
and generalizability. In this thesis, the development of NNs speci c to the prediction of
long-range, non-local intermolecular interactions—which existing models are not equipped
to capture—is explored.

Throughout the course of the chapters two through four, an equivariant atomic-pairwise
neural network with a hybrid force eld functional form referred to as AP-Net is developed.

In the interest of the ef cient generation of QC datasets, chapter 5 is concerned with the
development and implementation of reduced-scaling dispersion algorithm. This algorithm

allows for reference interactions energies to be generated at a reduced computational cost.

XV



CHAPTER 1
INTRODUCTION AND BACKGROUND

This chapter provides context and theoretical background for the content of the thesis.
Section 1.1 is a brief overview of the relevant aspects of quantum chemistry. Section 1.2
discusses data-driven approaches for developing empirical models from quantum chemical

data.

1.1 Quantum Chemistry

1.1.1 TheTime-IndependernbchibdingerEquation

The eld of Wuantum Chemistry (QC) provides a bridge from the abstract math of quantum
mechanics to the omnipresent domain of chemistry. This eld is largely rooted in the
discovery of the eponymous Sdélainger equation, written in the time-independent form
as:

Hj i=Ej i; (1.1)

in whichH is the Hamiltonian operator:

BH="1+¢ (1.2)
)
201 2Ms 0 A
i=1 =1
‘O: F’e pA _Z -+pe F’e- 1 - pA pA _ZAZB_
e e O S L Ul LS

describing interactions betwedh, nuclei and\, electrons in a particular chemical system
with energyE. j i is the wavefunction of the system, and is a functio3N{ spatial and

Ne spin coordinates. Solving the Sddlinger eigenproblem for a speci ¢ chemical system

1



Hamiltonian,H, yields one or more pairs of (i, E) that provide valuable information.

Many sub- elds exist within quantum chemistry, and they can be largely classi ed by
how they approach solving Equation 1.2. For example, the choice of a nite basis—often
a set of plane-wave or Gaussian functions—is usually dependent on whether the chemical
system to be studied is periodic or not. Similarly, disparate techniques exist for determining
the ground state and excited state solutions to the equation. Closed-shell systems (in which
all electrons are paired by spin) are more convenient to work with than open-shell systems.
This dissertation is exclusively concerned with ground-state, closed-shell calculations per-
formed in nite basis sets of Gaussian functions.

Exactly determining even the ground state energy and wavefunction of a system in a

nite basis requireD(N!) computational effort. Such computations are intractable for all
but the smallest systems. Consequently, a spectrum of approximate methods have been

developed in past century, ranging in both cost and accuracy.

1.1.2 Hartree-Focklheory

Of all of the approximate methods for solving the Sitinger equation, Hartree-Fock (HF)
theory is perhaps the most well known. The essential approximation of HF is to represent
the wavefunction as a linear combination of products of one-electron functions, referred to

as a Slater determinant:

j 1 j ol (1.3)
1(X1) 2(X1) N (X1)
o, 1x2) 2(x2) N (X2)
J ol = N1
1(Xn)  2(Xn) N (Xn)



The spatial component of the one electron functions, or orbitals, are in turn written as linear

combinations of atom-centered Gaussian basis functforgs,

i(x)=i(r) (") (1.4)

X
i(r)= Ci j(r); (1.5)
j
and the coef cient matrixC de ning the orbitals is determined i®(N4) computational
effort by solving the Roothaan-Hall equations.

In HF theory, the use of a single Slater determinant to describe the wavefunction ef-
fectively treats each electron as interacting with the mean- eld produced by the other elec-
trons. Thus HF is sometimes referred to as a “mean- eld” theory. The mean- eld nature of
HF can cause dramatic failures for systems which contain “static” correlation (the simplest

such system being the dissociategrfolecule), but HF is usually qualitatively acceptable

for the types of well-behaved organic systems considered in this dissertation.

1.1.3 Second-OrdeMgller-PlessePerturbatiorirheoryandDynamicCorrelation

Second-order Mgller-Plesset Perturbation Theory (MP2) is one of the most common QC
methods for systematically improving upon a HF calculation. If HF is a “mean- eld”
theory, MP2 incorporates some degree of the “correlation” between electrons, at a more
expensiveD (N ®) cost. This is achieved via a perturbation theory treatment, in which the
dynamical correlation of the systet/() is solved for as a small perturbation from the HF

orbitals, which diagonalize the Fock matrix )

H=F+ W: (1.6)



As electron correlation is a stabilizing phenomenon, the difference between the MP2 and
HF energies is necessarily negative. This quantity is referred to as the correlation energy.
A number of other correlated post-HF methods exist. Mgller-Plesset perturbation theory
can be applied to higher orders, at additional expense. Coupled cluster (CC) theory is often
used when higher accuracy than MP2 is desired. ADéN ’) cost, CC theory with single,
double, and perturbative triple excitations (CCSD(T)) is referred to as the “gold-standard”

post-HF method.

1.1.4 Symmetry-AdaptedPerturbatioriTheory

In the case of a molecular system composed of non-covalently bound fragments, the in-
teraction energy Ej, is an important quantity. For a molecular dimerE;,; can be

determinedsupermolecularlyas a difference between the dimer and monomer energies:

Eim = Eas Ea Eg: (1.7)

Supermolecular interaction energies can be determined at any level of theory, including HF,
MP2, and CCSD(T).
In contrast, Symmetry-adapted perturbation theory (SAPT) provides a way to compute
Eint directly as a perturbation of non-interacting monomers. [1, 2, 3] In the most common

many-body SAPT formalism, the dimer Hamiltonian is partitioned into:

R Fa+Fe+ (WA + WB)"‘ Vng ; (1.8)

whereF, andFg are the Fock operators of the two monoméfs, andWg are the uc-
tuation potentials of each monomer (capturing intramonomer electron correlatignjs
the intermonomer interaction operator, arahd are coef cients associated with the per-
turbations. The earliest useful truncation of the perturbation series—zeroth ondér in

andWjg and two in{ —often referred to as SAPTO. The SAPTO interaction energy can be



decomposed into a number of physically meaningful components, including electrostatics
(elst), exchange (exch), induction (ind), and dispersion (disp):

ESAPTO E(lo) + E(lo) [Sl ] + Ei(nzc(i)) + E(ZO)

elst exch exch ind

+ Eélzsorz + Et(ai?:)h disp [Sz] * OHF; (1-9)

where the rst superscript indexes the intermonomer perturbation order and the second
superscript indexes the intramonomer perturbation order. SAPTO often includes an addi-
tional supermolecular Hartree-Fock correction which effectively captures induction effects
to in nite orderin . SAPTO shares close similarity with MP2, and the SAPTO interaction
energy is usually quite similar to the supermolecular MP2 interaction energy. In particular,
SAPTO dispersion is an intermolecular analog of the MP2 correlation energy.

SAPT has a number of advantages over supermolecular interaction energies, one of
the most notable being the interpretability oE;,;. The physically meaningful SAPT

components can be used to understand the nature of intermolecular interactions.

1.2 Data-Driven Approximations

The previous section establishes how one might compute properties (energy, interaction
energy, molecular and atomic densities, etc.) of a chemical system under various approx-
imations to the Sclidinger equation. Because of the large computational cost of com-
puting such properties, there is incredible value in developing cheap, empirical models to
altogether bypass solving the Seimger equation. These empirical models, traditionally
called force elds (FFs), are at least as old as quantum chemistry; The Lennard-Jones po-
tential, which is still in use today as a simple model for the van der Waals interaction, was
proposed before the Sdttinger equation.

Force elds may be developed and parameterized to to reproduce experimental observ-

ables or to match QC-computed properties. Today, advances in computing allow individ-



uals to generate unprecedented amounts of QC data. In addition, the fast-moving eld of
machine learning (ML) provides tools and software for tting complex, non-linear func-
tions. Consequently, there has been an emergence of ML potentials which share a number

of features with FFs.

1.2.1 ForceFields

The FF energyE ¢ ) of a molecular system is usually expressed as a combination of local,

covalent (or bonded) interactions and distant, non-covalent (or non-bonded) interactions:

Err = Ebonded + Enonbonded: (1-10)

In the simplest FFs, the covalent energy is written as a sum over bonds, angles, and torsions:

X
Evonded = kij (rij ri(j))2 (1.11)
i;j 2bpnds
% 012
+ Kik (5
ik 23zgles
+ kil [1+cos(! ju ijkai )]

i;j;k;l 2dihedrals n

and the non-covalent energy is an accumulation of atomic-pairwise interactions:

X A B.
Ehonbonded = ﬂ + & _IJ; (1-12)

ii2bonds i
incorporating electrostatic interactions via interacting point charges and van der Waals in-
teractions via a simple Lennard-Jones potential.

The number of parameters needed to de ne a FF can be potentially very large, as multi-
ple parameters are needed for each atom, bond, angle, torsion, and non-covalently interact-
ing pair of atoms. Fitting these parameters to a single system requires signi cant expertise.

Developing a set of transferable force eld parameters is even more daunting task.



1.2.2 MachineLearningPotentials

The rapidly developing eld of ML has greatly impacted the physical sciences. ML po-
tentials share many similarities with FFs. In contrast to the relatively simple functional
forms of FFs, ML potentials utilize non-linear regressors such as neural networks (NNs),
Gaussian processes (GPs), decision trees, etc. The work developed in this thesis uses NNs

for a number of reasons:

* NNs produce continuous potential energy surfaces. With the choice of an appropriate

activation function, NNs are additionally continuously differentiable.

* NNs are composed of many simple functions, so accessing derivatives of NNs with
respect to an input is straightforward. Energy derivatives are necessary for perform-

ing molecular dynamics (MD) simulations.

* NNs are a type of parametric model, meaning the model is de ned with a xed num-
ber of parameters. In contrast, the size of non-parametric models (such as GPs) grows
with the size of the training dataset, so there is a trade-off between inference speed
and training dataset size. This is an undesirable characteristic in a model intended to

be both generally transferable and fast.

* NNs are customizable. Because a NN is composed of a sequence of non-linear oper-
ations, there is immense exibility in the construction of a model. NN architectures

can be tailor made to speci ¢ problems and data structures.

* NNs are supported by software packages such as TensorFlow and PyTorch. This

software allows one to easily implement, serialize, and share NN models.

Neural Network Potentials

The earliest NN potentials t models to system-speci c PES's, as a function of bonds,

angles, etc. This approach is most similar to classic FFs. While there is certainly utility

7



to this approach, it requires parameterizing a model from scratch on every new system,
making them limited in application.

NN potentials were signi cantly advanced by Behler and Parinello's introduction of
general neural network potentials. [4, 5] Behler and Parinello reasoned that a total system

energy,E could be physically partitioned intd atomic energies:;;i 2 [1;N]:

E - E, (1.13)

i2atoms

NN potentials were constructed to predict the atomic energieas a function of the local
environment around atom A density representation of neighboring atoms was used to en-
code local atomic environments into vectors of si£& 3. Somewhat counter-intuitively,
these potentials can be parameterized without gramildata; physically-reasonable par-
titions of the molecule's energy can be learned from just the constraint that the predicted
atomic energies sum to approximately the QC-computed total energy.

A subsequent notable advance in NN potentials was the evolution of NN architectures
to better accommodate the graph-like nature of molecular dataad hecatomic environ-
ment vectors used in the earlier neural network potentials were supplanted by environment
vectors “learned” as a function of neighboring atoms. Giletal. used the term “message
passing” to describe a now ubiquitous scheme in which environment vectors are iteratively
determined from the environment vectors of neighboring atoms. [6]

Another recent innovation MPNNSs is the inclusiondafectional quantities within the
message passing framework. This advancement is closely related to the eld of geometric
deep learning (GDL). Directional message passing is accomplished with tensorial represen-
tations of hidden states. Even when predicting rotationaltgriant properties like energy,
the use of rotationallgquivariantatomic environments leads to improved accuracy. [7, 8,

9, 10]



1.3 Dissertation Overview

The remainder of the dissertation is organized as follows. Chapter 2 describes a machine
learning model for predicting SAPT interaction energies, and is adapted from an existing
publication [11] This model is similar in construction to the earlier transferable models of
Behler and Parinello. However, it contains appropriate inductive biases for intermolecular
interactions. Chapter 3 describes a complimentary NN for predicting conformationally-
dependent atomic multipoles (charges, dipoles, and quadrupoles), which are a necessary
ingredient of intermolecular force elds. This model is methodologically more advanced
than the previous model in its use of message passing, albeit while using a rudimentary
data-augmentation strategy to enforce equivariance. The contents of chapter three are also
adapted from an existing publication. [12] Lastly, Chapter 4 is a synthesis and extension of
the previous two chapters, presenting an integrated multipole-interaction prediction model.
Long-range interactions are modeled with multipolar electrostatics, and short-range inter-
actions are modeled with a exible, equivariant MPNN. The short- and long-range domains
are smoothly interpolated between, and the model is demonstrated on realistic protein-
ligand systems. In a partial departure from the previous three chapters, Chapter 5 presents
a novel, reduced-scaling procedure for computing (not predicting) SAPTO dispersion. Re-
duced scaling is achieved by solving the dispersion equations in a basis of local orbitals.
This method is not only useful for generating large SAPTO datasets, but the local orbital
basis is a potentially useful framework for future ML efforts. The future outlook of this

work is discussed in Chapter 6.



CHAPTER 2
AP-NET: AN ATOMIC-PAIRWISE NEURAL NETWORK FOR SMOOTH AND
TRANSFERABLE INTERACTION POTENTIALS

2.1 Abstract

Intermolecular interactions are critical to many chemical phenomena, but their accurate
computation usingb initio methods is often limited by computational cost. The recent
emergence of machine learning (ML) potentials may be a promising alternative. Useful
ML models should not only estimate accurate interaction energies, but also predict smooth
and asymptotically correct potential energy surfaces. However, existing ML models are
not guaranteed to obey these constraints. Indeed, systemic de ciencies are apparent in the
predictions of our previous hydrogen-bond model as well as the popular ANI-1X model,
which we attribute to the use of an atomic energy partition. As a solution, we propose
an alternative atomic-pairwise framework speci cally for intermolecular ML potentials,
and we introduce AP-Net—a neural network model for interaction energies. The AP-Net
model is developed using this physically motivated atomic-pairwise paradigm and also ex-
ploits the interpretability of symmetry adapted perturbation theory (SAPT). We show that
in contrast to other models, AP-Net produces smooth, physically meaningful intermolec-
ular potentials exhibiting correct asymptotic behavior. Initially trained on only a limited
number of mostly hydrogen-bonded dimers, AP-Net makes accurate predictions across the
chemically diverse S66x8 dataset, demonstrating signi cant transferability. On a test setin-
cluding experimental hydrogen-bonded dimers, AP-Net predicts total interaction energies
with a mean absolute error of 0.37 kcal mblreducing errors by a factor of 2-5 across
SAPT components from previous neural network potentials. The pairwise interaction ener-

gies of the model are physically interpretable, and an investigation of predicted electrostatic
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energies suggests that the model “learns' the physics of hydrogen-bonded interactions.

2.2 Introduction

Recent advances in the eld of machine learning (ML) offer an exciting new perspective
on the perpetual cost-accuracy trade-off of quantum chemistry. [13, 14] Models like neural
networks (NNs), which are exible universal function approximators, can be used to pre-
dict a variety of chemical properties. For a target molecular system, a parameterized (or
trained) model can estimate a property in a small fraction of the time needed to compute it
with quantum methods. These models come with some caveats, however. The accuracy of
a prediction is highly dependent on the amount of data used to train the model and the sim-
ilarity of the training data to the molecule to be predicted on. Also, it is nontrivial to design
and train an ML model. Speci c choices made in the architecture of a neural network, the
choice of features, hyperparameters, etc. can have a large impact on the model's accuracy
and transferability.

Over the past few years, ML models have been developed for seemingly every chem-
ical property that can be computed with ab initio method. The chemistry community
has investigated electrostatic multipoles[15], rate constants[16], chemical shifts[17], etc.
However, a signi cant amount of attention has been dedicated to ML potentials (i.e. energy
prediction).[4, 5, 18, 19, 20, 21, 22, 23, 24, 25, 26, 27, 28] These ML potentials possess
one commonality, which is that their development and application have emphasized cova-
lently bound systems and accurate total energy predictions. Less attention has been paid
to noncovalent interactions (NCIs) and interaction energies, which are of fundamental im-
portance to drug binding, liquid structure, biomolecular structure, molecular crystals, etc.
In many of these applications, obtaining accurate interaction energies is a more important
goal than total energies. This is not to say that existing ML potentials totally neglect NCls.
The ANI-1X model, for example, was trained using a dataset containing many molecular

dimers. [24] Also, accurate total energy predictions can be used to obtain accurate inter-
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molecular energy predictions. For a dimer, the interaction engerdy;, ) is de ned as:

Eint = Eag Ea Esg; (2.1)

whereEag , Ea, andEg are total energies of the dimer and two monomers. For any ML
potential, dimer interaction energies can be evaluated with this so-called "supermolecular'
approach. One challenge for NCls is that to obtain accurate interaction energy, one needs
good cancellation of errors in all three component ener@igs, Ea, andEg.

Alternatively, more accurate models of interaction energies might estim@ate di-
rectly. Creating such an intermolecular ML potential poses some unique challenges, as
many standard representations of molecular systems for ML are not necessarily applica-
ble, and special care must be taken in generating useful training data. These and other
concerns are discussed in our recent pilot study of hydrogen-bonding interactions, which
to our knowledge is the rst purely ML intermolecular potential designed to work on an
entire class of chemical systems. [29] In that work, neural networks were trained to predict
symmetry adapted perturbation theory (SAPT) interaction energies, resulting in a model
which we refer to here as SAPT-ML. The SAPT-ML intermolecular potential was designed
to use a similar model architecture and atomic descriptors as many of the popular total
potentials in the literature, including an atomic partitioning of the energy, as discussed in
more detail in subsection 2.3.2. On a dataset of crystallographic and arti cially constructed
hydrogen-bonding dimers, SAPT-ML predicted interaction energies with a mean absolute
error of 1.2 kcal mol?, approaching quantitative accuracy, while using a relatively small
training dataset for deep learning tasks.

The primary evaluation metric for any potential, SAPT-ML included, is generally a
summary of the error distribution such as the mean absolute error, max absolute error, etc.
preferably computed for a large and representative test dataset. A useful ML potential will
make predictions with small errors, but these summary statistics alone are not suf cient

criteria for usefulness. Of arguably equal importance is the smoothness of the predicted
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potential energy surface (PES). Jagged PESs yield inaccurate forces, which is a particu-
larly problematic concern for molecular dynamics simulations, a target application of ML
potentials. Smoothness is also a requirement for geometry minimization and transition
state searches. For an intermolecular PES, an ML potential should adhere to additional
asymptotic constraints. The predicted interaction energy should be approximately zero at
large separations and strongly repulsive at near separations. The predicted PES should not
only be locally smooth, but also exhibit minima with approximately the same energies and
locations as the true PES.

The importance of smoothness for ML potentials has been acknowledged by ML ap-
proaches that use energy gradients in the training procedure, [30] but to our knowledge
global PES smoothness has not been studied in detail, particularly in the context of inter-
molecular interactions. In the pilot hydrogen-bonding study, we did not explicitly examine
smoothness nor asymptotic convergence of the SAPT-ML model. Here, we re-examine our
SAPT-ML potential and also investigate the popular ANI-1X potential. We nd that both
models produce intermolecular PESs with unphysical irregularities. This appears to be a
fundamental weakness atomicneural network potentials, which predict an atomic parti-
tion of the target property. To overcome this de ciency we propose an alterretwveic-
pairwiseinteraction paradigm, and we introduce AP-Net, a corresponding atomic-pairwise
neural network intermolecular potential. To illustrate the advantage of this new approach,
we test AP-Net on the same hydrogen-bonding task as SAPT-ML and report up to a 5-fold
reduction in errors across the SAPT interaction energy components. The AP-Net model,
trained only on a modest number of mostly hydrogen-bonded dimers, is also tested on the
chemically diverse S66x8 benchmark dataset. [31] This atomic-pairwise models exhibits
surprising transferability, making reasonable estimates of intermolecular PESs dominated
by stacking and dispersion interactions for systems where ANI-1X generates in-
correct potentials. Overall, we observe that AP-Net uniquely displays correct asymptotic

behavior and makes smooth predictions along intermolecular coordinates, both necessary
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aspects of intermolecular potentials. Lastly, we examine the individual atomic-pair ener-
gies predicted by AP-Net and nd qualitative agreement with both chemical intuition and
ab initio force elds. This suggests that AP-Net predicts interaction energies by “learning'

some physically meaningful chemical representation.

2.3 Methodology

2.3.1 SymmetryAdaptedPerturbationTheory

In order to train an intermolecular ML potential, reference interaction energies (or labels)
are needed from some quantum chemistry calculation. In principle, any wavefunction or
density functional theory (DFT) method could be used in conjunction with Equation 2.1 to
obtain supermolecular reference interaction energies. An alternative theoretical approach
for computing the interaction energy is symmetry adapted perturbation theory (SAPT).[3,
2, 1] In its wavefunction-based formulation, SAPT accounts for the interaction between
two monomer Hartree-Fock wavefunctions through a triple perturbation series in monomer
A correlation, monomer B correlation, and intermonomer interaction. SAPT has a few
advantages over the supermolecular approach. Firstly, SAPT is formally correct in the limit
of the perturbation series, and it recovers the full con guration interaction solution to the
time-independent Scbdinger equation. However, a major appeal of SAPT is the accuracy
of early truncations of the series. One of the most popular and economical SAPT methods,
0" order intramonomer correlation a2 order intermonomer interaction, is commonly
referred to as SAPTO. Combined with an appropriate jun-cc-pVDZ basis set, SAPTO has
been shown to be surprisingly accurate, in part due to fortuitous error cancellation. [32] At
only O(N?®) in cost, SAPTO is is affordable enough to probe interactions in systems with
hundreds of atoms, large enough to be of biological interest.[33]

The most useful feature of SAPT for an ML potential, however, is the resulting phys-
ically meaningful decomposition of the interaction energy. The individual terms of the

perturbation series correspond to standard interpretations of intermolecular interactions:
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interactions between permanent charge distributions of opposite monomers (electrostatics,
Eeist), induction or polarization of a charge distribution on one monomer by a charge distri-
bution on the other (inductiolk,q ), Simultaneous correlation between charge distributions

on opposite monomers (dispersidfyisp), and nally fermionic Pauli exchange between

electrons on opposite monomers (exchargg,y):

Eint ESAPTO Eelst + Eexch + Eind + Edisp: (2-2)

These components are often exploited in modern force eld development, where sepa-
rate physically-motivated functional forms are developed and parameterized for each term.
[34, 35, 36, 37, 38, 39, 40, 41] An analogous approach can be taken in an intermolecular
ML potential by structuring a model to predict these individual components, therefore al-
lowing the model to exploit the interpretability of SAPT. Detailed equations for the exact
speci cation of individual SAPTO components and their ef cient implementation through

density- tting techniques are presented in Refs [42] and [43].

2.3.2 PairwiseEnergyPartition

Nearly every published ML potential follows the same general formulation. For a given
molecular system, there exist many arbitrary partitions of the total erf&jpinto atomic
energieqE;):

E = Ei: (2.3)

It is assumed that a partition exists such tRatis a learnable and transferable function

of the local environment around atom Regression models such as neural networks are
used to predicg; for each atom. Nab initio E; labels exist, as atomic partitions of

the energy are not generally computable with quantum mechanical methods. Instead, the
sum of predictedE;'s is constrained to matck, which in most ML frameworks is easily

speci ed. Thus, the predicted total energy is estimated through a learned atomic energy
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partition. The various ML approaches primarily differ in how the regression model is
parameterized to predict the partitioned enekgyof each atomi. An atomic-pairwise
partition has been applied to neural network models of total energies, but resulted in similar
accuracy as with an atomic partition. [44]

The atomic nature of this type of potential has an important consequence. Because
the regression is performed at the atomic level, models are transferable to many different
molecules, provided that the local environments of atoms in the molecules are similar.
For example, an atomic potential trained on conformations of butane and hexane should
provide reasonable estimations for the PES of a pentane molecule. The transferability of
atomistic models of this kind can be contrasted with traditional system-speci c potentials,
which must be created and parameterized separately for each molecular system of interest.

A weakness of atomic ML potentials is their poor performance in capturing long-range
interactions. [23, 20] This is because the enforced locality of the atomic partition is at odds
with the long-range nature of NClIs. Most ML potentials limit an atom's environment to
include neighboring atoms within some distance cutoff that can be as shok.a3 s
is insuf cient in capturing small but chemically important long-range electrostatics, and to
a lesser degree, van der Waals effects. If one chose to use spatially large atomic environ-
ments, the transferability and computational cost of the resulting ML model would suffer.
To address this issue, some machine-learning potentials simply add a classical force- eld
model (like Grimme's D3 dispersion correction) to their predictions in order to describe
distant interactions [23, 19]. Other models are parameterized to predict atomic charges,
which are used to evaluate a separate long-range electrostatic energy. [27]

In an attempt to explore the modeling of NCIs with exible neural network models,
we recently adapted the atomic partitioning approach to the explicit prediction of dimer
interaction energies. [29] The resulting model, SAPT-ML, was trained to predict the four
SAPTO components for a set of hydrogen-bonded dimers. A consequential design choice

of the SAPT-ML model was that the interaction energy could also be partitioned into in-
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dividual atomic contributions, each of which is a learnable function of an atom's local
environment;
X X
Eint = Ea+ Ep; (2-4)
a2A b2B

wherea andb index the atoms of monome#fs andB respectively. Eq. Equation 2.4 is a
straightforward intermolecular adaptation of Eq. Equation 2.3, the standard formulation of
ML potentials.

The current work is motivated by the observation that NCls between molecules are well
understood to be approximately a sum of interactions between pairs of atoms. Atomic-

pairwise additivity corresponds to a different partition of the interaction energy:

X X
Eint = E b (2.5)

a2A 2B
This paradigm is fundamental to NCls and dates at least as far back as the original Lennard-
Jones potential.[45] Pairwise additivity is still the basis of the many popular classical force
elds like AMBER, CHARMM, and OPLS.[46, 47, 48] Advanced polarizable force elds
such as AMOEBA add small, self-consistent corrections on top of a pairwise additive
model.[49] The D3 dispersion correction of Grimme and coworkers captures the purely
guantum mechanical phenomenon of dispersion with yet another pairwise model.[50] Our
group has even developed post-processing methods for partitioning a calculated SAPTO
interaction energy into both atom and functional group pairs. [51, 52]

In the design of machine learning models, incorporating prior knowledge about the
nature of the function to be approximated is a fundamental priority. For example, major
advances in the eld of computer vision are a result of encoding locality and shift in-
variance in neural networks (through so-called “convolutional” layers).[53, 54] Given the
overwhelming amount of chemical intuition and empirical evidence supporting the pair-
wise additive nature of NCls, it seems imperative to incorporate this information into the

model. This insight is the motivation behind AP-Net, an atomic pairwise neural network
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model for interaction energies, developed in this work. Functionally, AP-Net is similar to
SAPT-ML in that both models use a geometric description of a molecular dimer to pre-
dict an interaction energy. The important difference lies in the atomic-pairwise nature of

AP-Net's architecture.

2.3.3 Features

Regression problems require a careful choice of variables (or features/descriptors) from
which a mapping is approximated (or learned) to some desired property (or label). The
selection of features can greatly affect both the accuracy of the nal model and its ability to
generalize well to unseen data. These concerns are particularly relevant for chemical sys-
tems, since standard feature engineering techniques don't immediately apply to the unique
graph-like structure of molecular geometries. Thus, the representation of chemical data is
an essential component of machine learning potentials. Some aspects of useful features
can be reasoned aboatpriori. For one, features should obey the same invariances as
the predicted property. For potentials, this means that the features should be invariant to
relabeling of identical atoms, molecular translation, and molecular rotation. While many
features are used across various atomic potentials, the atomic-pairwise model described in
this work necessitates the development of features that can describe a pair of atoms.

To begin with, the atomic pair paradigm has an immediate set of sensible and descrip-
tive features not explicitly available in the original atomic paradighy; Z,, andr,,. The
existence of simple, qualitatively correct, nonbonded force elds based on these variables
suggests that they can be used to account for a large fraction of interaction energies, and we
use them as inputs to AP-Net. However, these three variables alone are not suf cient to de-
scribe all of NCls, as they don't contain information about individual atomic environments
or their orientations with respect to the other monomers. Thus, additional descriptors are
necessary. For this purpose, the popular atom-centered symmetry function (ACSF)[5] is

reviewed and the new atom-pair symmetry function (APSF) is introduced.
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Atom-Centered Symmetry Functions (ACSFs)

The prediction of pseudo-atomic properties (like charge) and atomic partitions of molec-
ular properties (like energy) are common applications of machine learning to chemistry.
As such, much effort has been put into the design of features that encode local atomic
environments to use in ML models. In contrast, this work seeks to predict a partitioning
of the interaction energy over pairs of atoms, not individual atoms. Nevertheless, a rea-
sonable starting point for a feature to describe a pair of atoms is simply the concatenation
of individual atomic features. A well-established descriptor for this purpose is the radial
atom centered symmetry function (ACSF) of Behler and Parinello.[5] A radial ACSF of
atomi (G/29) describes the atom's local environment in terms of the radial distribution of

neighboring nuclei:

X
Ge(;:2 )= e O D(ry) 2z, (2.6)
j6i
8
2 1 I ij
s(cos(—-)+1 [ r
folry) = 2(C0sG)* D) T e (2.7)
- 0 rj >re

GP?d encodes the radial density of atélsineighbors. Thezz, term lters only neigh-
boring nuclei with a particular atomic number. The parameteasid de ne the radius
and width of a spherical Gaussian shell upon which the neighbor density is projected onto.
Lastly, the cutoff functiorf . ensures locality by removing contributions of neighbors out-
side of a chosen cutoff radiug. In practice, many radial ACSFs are used to describe the
complete radial environment around atori.e. a collection ofG/® with varying ,
andZ). We denote such a collection or vector of ACSFs for a single atom with different
f(;;Z )gasG®. Figure 2.1 depicts individual elements@f? for an example system.
In the dimer picture, we further indicate that the ACSF vector is formed from only intra-

monomer neighboring nuclei &3¢ or G[2¢. It is important to note that, while we chose
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radial ACSFs to describe the intramolecular environment for their speed and simplicity, any
other feature could be substituted or added, including the more expensive angular ACSFs.
In particular, the increasingly popular message-passing framework [6, 22, 20, 27] could be

adapted to the dimer picture and used here.

Atom Pair Symmetry Functions (APSFs)

The monomer ACSF&!® or G2 as de ned above encode an atom's local environment
within its respective monomer, containing no information about the identities of, distances
from, or orientations to atoms in the other monomer. However, when these monomer
ACSFs are combined with,, Zy,, andr 4, we can achieve a nearly complete description
of a pair of atoms in opposite monomers, lacking only information about intermonomer
orientation. A model developed to use only these features would therefore result in an
isotropic description of atom-atom interactions. This can be a poor approximation, since
the electron density around an atom may be anisotropic (e.g. higher along a bond axis or
in the direction of an electron lone pair). While many force elds make this isotropic ap-
proximation to reduce computation time and the number of tted parameters, modern force
eld development has demonstrated that accounting for atomic anisotropy is necessary to
achieve high levels of accuracy. [55, 56, 57, 58, 40, 59]

Here, we introduce angular atom-pair symmetry functions (APSFs) as a way to account
for orientation of atomic environments within the atom-pair paradigm. The angular APSF

of an atoma in monomer A with respect to an atdmn monomer B is de ned as:

X 2
Gan(::Z )= e (% a% )f (100 77, (2.8)
a2 Aa% a
where indexa’ runs only over atoms in the same monomer as adoffhe angular APSF

closely resembles the original radial ACSF, and the two features are compared in Figure 2.1.

In the ACSF (Equation 2.6), atoris environment is described by the spatial distribution of
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Figure 2.1: A 2D illustration of the ACSF and APSF features used in AP-Aldthe local

environment of a hydrogen in napthalene (1-H) is described by a set of AGEFY.(

Every ACSF element is associated with a radial distangdér¢m the hydrogen, drawn as

a blue circle. An ACSF element encodes neighbors of the hydrogen that are near distance
from the hydrogen (close to the circlé}. The orientation of the same hydrogen's local

environment with respect to an oxygen on a different monomer is described by a set of

APSFs G{(5y)- This feature vector is de ned relative to the HO intermolecular axis,

drawn as a thick blue ray. The elements of this feature vector each have an associated

angular shift () drawn as thin blue rays. The angular dependence of these elements on the

HO axis direction is indicated in red. An APSF element encodes intramolecular neighbors

of the hydrogen that form an angle neawith the HO axis (close to the ray).
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neighboring atoms. In the APSF (Equation 2.8), atoa’s environment is still described

by the spatial distribution of its neighboring nucéiwithin monomer A, where different
index variables are used to emphasize that the atom's environment is intramonomer. The
cutoff functionf . and atom type termyz _, used in the APSF are both unchanged from the
ACSF. The former lters out distant neighboring nuclei of atapenforcing spatial locality

of the APSF, while the latter Iters out neighboring nuclei by atomic number. The essential
difference of this descriptor is the shape of Gaussian that the neighbor density is projected
onto, which for the APSF is cone-like instead of spherical, as in the ACSF. The apex of the
cone is at nucleua and the cone is aligned with tlaaxis. determines the apex angle

of a cone (instead of the radius of a sphere, as in ACSFs), ansiill the Gaussian width.
Different values of de ne concentric cones all in the same direction but with different
angles. The valueos .oy is determined by the alignment of the vectgg with the ab

axis. The range of reasonablevalues is the same range as the cosine funcfiof; 1].

If an ACSF is understood to encode an atom's neighbor density as a function of distance,
the APSF can be thought of as encoding an atom's neighbor density as a function of angle
or orientation, where an atom in a different monomer de nes the axis used to calculate an
angle.

The vector notation used for the ACSFs is also used for APSFs. Not&fffais not

ang

b(a)
to the orientation of atorbin monomeB while the latter describes the environmentof

equal toG The former describes the environment of am monomerA with respect

with respect to the orientation af The intent behind the APSF descriptor is to explicitly
decouple intermonomer orientation from intermonomer distance, which is already captured
by usingrg., as a feature. Without the APSF, AP-Net could not be able to account for
atomic anisotropy. It would be possible to use additional hyperparameters in the APSF, for
example by including an additional spherical Gaussian shell to projgconto with its

own and , much like an ACSF. However, minimizing the number of necessary features

is a worthwhile pursuit if AP-Net is to be used in applications such as high-throughput
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screening or molecular dynamics simulations.

2.3.4 NetworkArchitecture,Training, & Implementation

A common practice in the design of neural network potentials under the atomic partition is

to parameterize a separate neural network for each element (atom type):
(G,) 7! Ea: (2.9)

This splitting out of networks has been seemingly necessary to achieve good performance,
but is undesirable for a number of reasons. For one, it results in unwieldy implementa-
tions that scale in size with the number of treated atom types. The use of separate atomic
networks is also not very data-ef cient, since generalization across atom types by de ni-
tion cannot be learned by independent networks. Data-ef ciency is particularly important
when some atom types are much less common in a dataset. In accordance with recent work
on shared-weight models, [60] the proposed AP-Net architecture avoids this problem. For
each SAPT component enerffy.omp), a single neural network is trained to predict atomic
pair partitions Eap.comp) Of the component energy:

(Zai Z5: G245 G2 G205 G Tan) "7 Eaicomp (2.10)
where the notatiolf ; ) represents concatenation. The ve&@pis a concatenation of the
atom's atomic number and a binary variable (or one-hot) encoding of the atomic number.
(For a model that accommodatbk atom types,Z; has lengthN + 1, and the lasiN
elements are all zeros except for a one in the position corresponding to the current atom
type.) The network is also symmetrized with respeca@ndb by averaging the output
over the two possible orders, ensuring that predictions are independent of the order of the
monomers. An important nal adjustment to the internal neural network architecture of

AP-Net is made to encourage correct asymptotic behavior. Rather than using a raw neural
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network output as a prediction @y comp, the output of the last network layer is scaled by
r. for every component. This normalization guides predictions to have small magnitude
at large interatomic distance. Thug, is both an input to the model and an explicit part of
the functional form.

AP-Net was developed with version 2.1.0 of the TensorFlow library.[61] The model
was constructed to handle the six atom types present in the datasets described in subsec-
tion 2.3.5 (H, C, N, O, F, and S). For the ACSF features xed at 1000 and varies
from 0:8A to 5:0A in increments of0:1A. For the APSF feature, is xed at 250 and
varies from 1:0to 1:0 in increments oD:1. The cutoff radiusr. is xed at 8:0A. Each
network consists of three dense layers of 128 nodes and a nal output layer of a single
node. As discussed previously, the output layer is scaled,byo form Eap.comp- Addi-
tionally, both ACSF and APSF vectors are preprocessed with separate dense layers of 100
and 50 nodes, respectively. All layers use the recti ed linear activation function, except for
the output layer which uses a linear activation function. Each network is trained for 200
epochs using the Adam optimizer with a learning ratd:6f 10 4 and a batch size of a
single molecule.[62] While we previously used a multi-target loss function that balanced
the accuracy of individual component energies and total interaction energies, here we chose
to train networks separately, prohibiting explicit error cancellation. [29] The training pro-
cedure minimizes the mean squared error of the predicted component energy. The network
weights resulting in the lowest error on a held-out validation subset of the training data
over the 200 epochs are used as in the nal model. Eight randomly initialized networks
are trained per SAPT component, and AP-Net reports the average prediction of the eight
networks. The variance of the ensemble predictions can also be used as an uncertainty
metric.

AP-Net is orders of magnitude faster than the actual SAPTO calculation. On a 6-core
Intel i7-5930K CPU, an average of 15 ms is required to perform a single neural network

inference on a representative dimer of the NMA-testing dataset (containing 29 atoms). For
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the same dimer and hardware, the reference SAPTO calculation takes an average of 58 s.
Also, while cost of SAPTO scales &(N °) with system size, neural network potentials
such as AP-Net easily scale linearly with the number of atoms. Another bene t of AP-Net
and other neural network models is that the inference time is independent of the amount of

training data used to parameterize the model.

2.3.5 TrainingandTestingDatasets

Figure 2.2: Overlay of crystallographic hydrogen-bond dimer geometries in the NMA-
testing dataset. Left: 19 con gurations of tetrahydro-2H-pyran-2-one (acceptor) and NMA
(donor). Right: 33 con gurations of N-phenylbenzamide (donor) and NMA (acceptor).

The hydrogen-bonded dimer dataset previously developed with SAPT-ML is revis-
ited.[29] This dataset features interactions between N-methylacetamide (NMA)—a pop-
ular model system for peptide bonding and universal hydrogen-bond donor and acceptor—
paired with other small hydrogen-bond acceptors and donors. The training data was created
by selecting a number of these other molecules, placing them in a favorable hydrogen-
bonding orientation with NMA, and then procedurally varying the monomer separation
and orientation. Intramonomer geometry was also sampled with small, random perturba-
tions from equilibrium so that models trained on the dataset are capable of disentangling

the effect of intramolecular geometry on the interaction energy. This was done for 92 small
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molecules expressing 149 chemically distinguishable donor and acceptor sites hydrogen-
bonded with NMA in 7784 different con gurations. The training data was further supple-
mented with the 2192 neutral dimers in the sidechain-sidechain interaction (SSI) dataset.
[63] The testing data consists of NMA in complexation with donors and acceptors ab-
sent from the training set, and was either taken from crystallographic data, [64, 65] or,

in the case of isoquinolone as an acceptor, generated using the same sampling method as
described above for the training data. A subset of these con gurations is shown in Fig-
ure 2.2. We will refer to these two datasets of dimers as NMA-training and NMA-testing.
Throughout this work, a randomly selected subset of 498 dimers from NMA-training is
used for validation as described in subsection 2.3.4.

Experiments are performed to assess AP-Net's ability to describe a large expanse of
the intermolecular PES of a single hydrogen-bonded dimer. We examine,alirher
and the dependence of the interaction energy on intermonomer separation and orientation.
We report improvements on the shape, asymptotic behavior, and smoothness of the neural
network PES.

We also test the transferability of AP-Net to the diverse S66x8 benchmark dataset,
which contains 66 small dimers each at 8 different geometries along the radial dissociation
curve. [31] The dimers consist of small, closed-shell, neutral molecules and span a wide
range of interaction types, from hydrogen-bonding to  stacking. Of the eight con-
gurations, one is the equilibrium geometry, ve are slightly dissociated:05, 1:10,

1:25 1:50, and 2:00), and two are slightly compressed@95and 0:9).

2.4 Results and Discussion

2.4.1 NMA Dataset

We compare the accuracy of AP-Net to the reported accuracy of the original SAPT-ML
model. Both models are trained on exactly the same NMA-training dataset, down to the

random subset of the data used for validation. The performance of the two models on the
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Table 2.1: Mean absolute error (kcal m¥l of SAPTO interaction energies. Errors are
calculated for dimers of NMA paired with various hydrogen-bond acceptors and donors.
The accuracy of the current pairwise model (AP-Net) is compared with the model devel-
oped in previous work (SAPT-ML). The total error on this test dataset is given both as
the average over all con gurations (weighted) and the average over the 10 dimer averages
(unweighted).

AP-Net (SAPT-ML)

NMA Pair Monomer Role Count Elst Exch Ind Disp Total

Isoquinoloné Acc. 2052 015 (065) 008 (095) 003 (G30) 002 (043) G15(078)
Tetrahydro-2H-pyran-2-one Acc. 19 (031(120) 020 (c48) 019 (021) €05 (G26) 027 (1:11)
N-isopropylacetamide Don. 821 026 (078) 024 (063) 008 (026) 006 (0:18) 039 (0:91)
Cyclohexanone Acc. 5 056 (047) 032(059) €14 (G11) 005 (017) C43(G21)
Aniline Don. 188 051 (127) @19 (063) C06(036) 002 (¢23) 059 (1L51)
Naphthalene (1-H) Don. 88 (58 (G60) 013(036) C04(017) 003 (G1l7) 059 (076)
3-methylbutan-2-one Acc. 89 063(L17) 030(130) C18(0x32) 005 (026) 61 (CG60)
N-phenylbenzamide Don. 33 0Q76(093) 034 (105) (G10(032) 011 (046) 83 (1L28)
Benzimidazole Don. 92 115(197) 031(L09) G35(084) 003 (G19) 146 (199)
Uracil Don. 169 119 (218) (€49 (089) (033(083) 006 (G¢23) 167 (261)
Total (weighted) 3556 030(0:84) 016 (085) €07 (0:33) 003 (033) G37(G97)
Total (unweighted) 3556 061(L12) 026(080) G15(037) 005 (026) G70(L18)

NMA-testing dataset is shown in Table 2.1. AP-Net exhibits a signi cant improvement in
the prediction of all four SAPTO components as well as the total SAPTO interaction energy.
For 8 of the 10 dimers, the AP-Net error is lower for all four energy components and the
total SAPTO energy. One exception is NMA/cyclohexanone, for which only ve con g-
urations are present in NMA-testing. With such a small sample, this behavior appears to
be an instance of SAPT-ML bene ting from some combination of randomness and fortu-
itous error cancellation. Also, both models predict this interaction with small errors. The
other dimer, 3-methylbutan-2-one features improved predictions for each component, but
is narrowly worse at total interaction energies.

Although AP-Net's predictions for all four SAPTO components are an improvement
over SAPT-ML, the relative magnitudes of errors between components are largely the
same for the two models. Errors in the predictionEqfs; remain the highest, followed
by Eexchs Eind, and nally Egisp. The average component error is partially explained by
the range of possible energies for each component. Figure 2.3 shows that for the NMA-
testing dataset ¢y andEcyn take on a wider range of values (approximately 20 and 30

kcal mol * respectively) tharEig andEgsp, (both approximately 10 kcal mot), a trend
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Figure 2.3: Correlation between the 3556 true SAPTO interaction energies and AP-Net
predictions for the NMA-testing dataset. The total interaction energy as well as the four
components are shown. The shaded region of each plot indicates a 1 kcal enair
margin.

that the average errors roughly mirror. However this is not a full explanation, since, for
exampleEg; errors are actually larger than those ., despite the labels having a
smaller range. The existence of relative dif culties in predicting different SAPT compo-
nents may imply that the physical nature of these interaction types governs how easily they
can be modeled. This would explain why AP-Net does a particularly good job at predicting
Edisp, With an weighted total MAE of onl®:03 kcal mol 1, an approximately 10-fold im-
provement over SAPT-ML.: dispersion in these systems is both smaller in magnitude than
some other components, and also well modeled by a quickly-decaying, atomic-pairwise
functional form.[50] The use of an individual neural network per component allows the
model to separately learn the different physics governing each of them, a unique advantage
of training to reproduce SAPT components rather than the total interaction energy. Fur-
ther tailoring of these individual networks to match known physics could yield additional
improvements.

Another similarity between AP-Net and SAPT-ML is the relative dif culty of predict-
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ing interactions of different monomers in the NMA-testing dataset. The largest errors are
still in the prediction of uracil and benzimidazole, and the smallest errors in the prediction
of isoquinolone. We note that the experimentally measured NMA/uracil hydrogen bond
lengths are shorter than any of the hydrogen bond lengths in the theoretically generated
NMA-training dataset by up to 0.1A, so each model is forced to extrapolate its under-
standing of a hydrogen bond. This is backed up by examining the SAPTO components for
these systems, which are larger in magnitude than any dimer in the training set. The largest
exchange component in the experimental test sekisal mol ! more repulsive than any
exchange component in the training data. AP-Net signi cantly underestinkaigs and
slightly overestimateE s andEj,q for these close contacts, which is evident in Figure 2.3
and is shown in greater detail in Figure S2. These systematic errors are a result of a lack of
representative training data, and almost certainly could be eliminated by generating training
dimers with shorter hydrogen bonds. The importance of representative data is also under-
scored by the above average performance on isoquinolone, the only procedurally generated
dimer in the NMA-testing dataset.

Figure 2.4 shows a training saturation curve for AP-Net, illustrating the incremental
improvements in accuracy with more training data. The validation error consistently de-
clines for all four SAPTO components as up to 9000 dimers are used in training. The lack
of a plateau is a positive sign, as it suggests that the predictive capability of the relatively
simple AP-Net architecture is not yet saturated. Improved performance could be attained
simply by adding more training data than is used in this work. The low-data limit is also
encouraging. Using only 200 training dimers, AP-Net's predicted total SAPTO interaction
energies already reach “chemical accuracy” or 1 kcal MMAE. The ability to make
reasonable predictions with little data illustrates the appropriateness of the atomic-pairwise
paradigm.

Another interesting detail in the saturation curve is the existence of a crossover between

errors of the electrostatic and exchange components. This can probably be attributed to
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the variable and long-range nature of electrostatic interactions, which makes prediction
slightly more dif cult even with many training dimers. The electrostatic energy is the only
SAPT component that can be both attractive and repulsive, amditdecay is slowest
among the four components. This learning curve also further reinforces the observation
that the dispersion functional form is well described by a pairwise additive model. The
validation MAE for E s, reaches:02 kcal mol ! by 5000training dimers. This error

is much smaller than the errors expected in the SAPTO dispersion energies themselves,
as they are computed using only second-order perturbation theory.[32] Lastly, the parallel
behavior of the electrostatic component and total interaction energy errors is particularly
striking. Further improvements in the prediction of the SAPTO interaction energy will

necessitate focusing on this component.

Figure 2.4: Saturation curve of AP-Net mean absolute error in the total SAPTO interaction
energy and components. The number of training dimers is varied from 100 to 9000. The
mean absolute error is computed on a randomly selected set of 498 validation dimers from
the same distribution as the training data. All models were trained using the same procedure
and hyperparameters described in subsection 2.3.4.
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Figure 2.5: Depiction of two coordinate scans of the hydrogen-bondyadimer exam-
ined with AP-Net and SAPT-ML. The scans include hydrogen-bond dissociation (top) and
rotation (bottom).

2.4.2 H,O Dimer

Next, we examine the performance of AP-Net at describing the hydrogen-bonded water
dimer. This dimer is absent from the NMA-training dataset, so this experiment is partially
a test of AP-Net's ability to generalize to a different intermolecular interaction. More
importantly, the HO dimer is of incredible practical relevance and captures the essential,
minimal hydrogen bond. We scan the intermolecular dissociation and rotation coordinates
of the dimer, illustrated in Figure 2.5. In generating these coordinates, calculations are
performed ever¥):01A or 0:5° so that we can assess not only the asymptotic predictions of
the models, but also the smoothness of the ML potential. Predicting smooth intermolecular
PESs is a necessary requirement for using AP-Net in molecular dynamics or searches for
stable intermolecular con gurations.

The rst coordinate probes the dependence of the hydrogen bond on intermonomer

separation. Note that the monomer geometries are kept rigid, so any change in AP-Net's
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Figure 2.6: The total SAPTO interaction energy of th&Hlimer along an intermonomer
radial dissociation coordinate is plotted. Predictions of AP-Net and SAPT-ML models are
compared to the true SAPTO values.

prediction along the scanned coordinate must attributed to changes in the fegfxtﬁg%,
andGy 3 the other feature<Z(, Zg, G, andGj) are constant. The total SAPTO pre-
dictions of AP-Net and SAPT-ML in Figure 2.6 show that only AP-Net correctly captures
the shape of the SAPTO potential. AP-Net predicts a minimum in the total interaction en-
ergy at approximately the correct intermonomer separation, although the strength of the
hydrogen bond is underestimated by approximalekgal mol . The most striking dif-
ference between SAPT-ML and AP-Net, however, is the smoothness of the intermolecular
PES. For a given component, neighboring points on the SAPT-ML potential curve uc-
tuate as much as an entire kcal mol We believe this noisiness to be a result of the
intermolecular descriptors used by SAPT-ML. The availability of actual distances as a fea-
ture in AP-Net's atom-pair paradigm combined with the carefully designed APSF feature
is a signi cant improvement over the intermolecular ACSFs used in SAPT-ML.

The second coordinate, shown in Figure 2.7, is a particularly challenging test of an

intermolecular potential, as it isolates the angular dependence of the hydrogen bond. Not
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Figure 2.7: The total SAPTO interaction energy of th&Hlimer along an intermonomer
rotation coordinate is plotted. Predictions of AP-Net and SAPT-ML models as well as the
TIP3P water potential are compared to the true SAPTO values.
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only are intramonomer geometries rigid, but atgg is constant value o01:95A for the
hydrogen-oxygen pair participating in the hydrogen bond interaction. AP-Net is still able
to correctly predict the trend of the total interaction energy through the rotation. The decline
in prediction quality at the smallest angle is a result of a strong repulsive clash between the
two oxygen atoms, which become unreasonably close if we follow the curve all of the way
to 90°; this repulsive contact is unlike any in the training dimers. The empirical, isotropic
TIP3P water model is shown to greatly overestimate the repulsion between the monomers
at short angles. The strong curvature of the potential in Figure 2.6 is an important result,
as it shows that AP-Net is able to account for molecular anisotropy, a necessary aspect of
accurate NCI potentials. Predictions are still smooth, especially when compared to SAPT-

ML.

2.4.3 S66x8

Figure 2.8: ANI-1X and AP-Net are evaluated on the 8 geometries of the benzene-benzene
sandwich dimer in the S66x8 benchmark. Each ML model is compared to the level of
theory used for parameterizatidn97X/6-31G* for ANI-1X and SAPTO/jun-cc-pVDZ for
AP-Net. The dimer is pictured within the graph.

We have shown AP-Net to be an effective general model for hydrogen-bonded dimers

when trained on the NMA-training dataset of similar hydrogen-bonded dimers. However, a
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Figure 2.9: ANI-1X and AP-Net are evaluated on the 8 geometries of the cyclopentane-
neopentane dimer in the S66x8 benchmark. Each ML model is compared to the level of
theory used for parameterizationB97X/6-31G* for ANI-1X and SAPTO/jun-cc-pVDZ

for AP-Net. The dimer is pictured within the graph.

useful intermolecular potential must also accurately describe all types of NCls. This could
obviously be accomplished by including additional and diverse training data. Here, we
examine transferability from an alternate perspective: How well can the AP-Net model, a
model specialized at hydrogen-bonding, describe other kinds of interactions? This type of
analysis is necessary for ML potentials, since we cannot always expect a target system to
be well represented in the model's training data. Some combination of interpolation and
extrapolation within chemical space will always be necessary.

AP-Net's transferability is assessed by examining performance on the popular S66x8
benchmark dataset for intermolecular interactions. As a comparison, we also test the ANI-
1X ML potential on the same benchmark. ANI-1X is a neural network potential for or-
ganic molecules, trained on a dataset of 5.5 million molecular conformations. This dataset
includes many noncovalent complexes, making ANI-1X one of the best candidates for a
robust intermolecular ML potential. Because AP-Net and ANI-1X are trained to match dif-
ferent levels of theory (SAPTO/jun-cc-pVDZ ahdB97X/6-31G* respectively), it would

be unfair to compare each model's predictions to a single approximate reference method.
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Instead, we show predicted interaction energies for each model alongside the reference
interaction energy at the same level of theory used to parameterize that model.

Of the 66 different dimers, two pathological but representative cases are shown: the
benzene-benzene sandwich dimer in Figure 2.8 and the cyclopentane-neopentane dimer in
Figure 2.9. Predictions on the remaining 64 dimers can be found in the SI. The intermolec-
ular PESs predicted by AP-Net are at least as accurate and reasonable as ANI-1X's on
average. For the benzene dimer, both AP-Net and ANI qualitatively predict the required
interaction energy trend—repulsive at close separation and near zero at dissociation, with
a slightly attractive minimum somewhere in between. However, ANI-1X predicts a steeper
repulsive wall and more separated minimum, potentially as a result of missing the tricky
charge-penetration effects known to occur in  interactions. AP-Net closely matches
the entire potential, even though this dimer is chemically unlike the NMA hydrogen-bond
dimers that make up its training data. AP-Net's behavior is unlikely to be the result of a
lucky guess, since the predicted potentials of other interactions in S66x8 are similarly
correct. Presumably, the AP-Net model learned a representation of aromatic carbons via
secondary interactions present in hydrogen-bonded dimers such as NMA/benzene.

The cyclopentane-neopentane dimer is an even more extreme comparison, and a good
example of the disadvantages of relying solely on error statistics. Although the ANI-1X
prediction is fairly accurate in terms of mean absolute error, the shape of the potential is
unphysical, containing a spurious minimum and maximum along the coordinate. These
artifacts would severely hinder the practical use of this potential. While AP-Net's predic-
tion has only a slightly better MAE than that of ANI-1X, the predicted potential is parallel
to the correct potential, and could be reasonably used for molecular dynamics or a rigid
monomer geometry optimization. This occurs despite the fact that the AP-Net model was
trained on a much smaller and more chemically homogeneous dataset than ANI-1X. The
physical appropriateness of the atomic-pairwise representation is uniquely responsible for

the dramatic generalization ability of AP-Net. It should also be emphasized that this type of
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purely dispersion-bound interaction was not well represented in the NMA-training dataset.
The uniformity of the interactions present in the NMA-training dataset explains some of
trends in AP-Net's errors on S66x8, including underestimating the magnitude of interac-
tion in doubly hydrogen-bonded systems (like the acetic acid dimer) or poor description of
clashing methyl groups (as in the neopentane dimer). Adding dimers with greater chemical

diversity to the training dataset would address these errors.

2.4.4 PairwisePartitionAnalysis

Figure 2.10: The interaction energy components of th® Himer along the intermonomer
radial dissociation coordinate depicted in Figure 2.5 is shown. The AP-Net potential (solid
black line) is compared to the reference SAPTO interaction energy and components (dashed
black line) for this dimer. The individual atom-pair energies of AP-Net (which are summed

to produce a dimer energy) are also plotted. Every pair includes one atom on the hydrogen-
bond acceptor (a) and donor (d), resulting in six unique atom pairs.

So far, the atomic-pairwise energy predictions of AP-Net are not individually used.
They are summed to produce a predicted dimer interaction energy, which is then compared
with the ab initio interaction energy. However, the existence of pairwise energy predic-

tions is a unique feature of the atomic-pairwise paradigm, and analyzing these energies
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Figure 2.11: The dispersion energy of the@Hdimer along the intermonomer radial dis-
sociation coordinate depicted in Figure 2.5 is shown. The AP-Net potential (solid lines) is
contrasted with thab initio force eld developed by Van Vleet, Misquitta, and Schmidt[39]
(dotted lines), which was parameterized to DFT-SAPT, not SAPTO. Although the disper-
sion energy of the dimer predicted by both models (black lines) is in good agreement and
matches the reference SAPTO dispersion (dashed black line), the individual atom-pair en-
ergy predictions (which are summed to produce the dimer dispersion energy) signi cantly
differ. Every pair includes one atom on the acceptor (a) and donor (d), resulting in six
unique atom pairs.
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can provide insight into the AP-Net model and its representation of chemical systems. For
example, AP-Net's pairwise partition of the interaction energy could be compared with em-
pirical force- eld models. Pairwise energy predictions of thgHdimer along the radial
dissociation coordinate from subsection 2.4.2 are shown in Figure 2.10.

As discussed earlier, the predicted SAPTO interaction energy of this dimer as well as
the four SAPTO components correctly decrease in magnitude along the coordinate. Here,
we see that the individual atom-pair predictions are similarly distance-dependent. This
distance-dependence is a good validation of the AP-Net model, since it matches our in-
tuitive understanding of interactions—any atom-pair interaction should grow weaker as
the atoms become farther apart. AP-Net's predictions also qualitatively match the known
physics of intermolecular interactions. Electrostatics, the longest-range SAPT component,
is correctly predicted to decay slowest of the four components. The pairwise exchange, in-
duction, and dispersion energies have the correct sign. These components are by de nition
only repulsive or attractive, and we would expect the pairwise energies to match this. Itis
also interesting to note that the signs of individual electrostatic energy predictions. Inter-
actions between hydrogen and oxygen are attractive, while interactions between two atoms
of the same type are repulsive. These predictions re ect the partial-charge picture used in
virtually every force- eld, even though AP-Net is not trained to predict anything related
to electron density. This phenomenon is a natural consequence of the pairwise framework
and is an exciting result, since it suggests that AP-Net contains some fundamental repre-
sentation of the actual physics occurring in intermolecular interactions. This analysis of
pairwise energies shows that AP-Net's predictions are uniquely physically interpretable,
and it works towards countering the longstanding “black-box” criticism of ML models.

In Figure 2.11, the interpretation of pairwise energies is taken a step further by compar-
ing AP-Net's predictions to those of @b initio force eld developed by Van Vleet, Mis-
quitta, and Schmidt. [39] The force eld uses atomic dispersion coef cieb§sCs; Ci1o; C12)

computed from HO monomer frequency-dependent polarizability tensors. Because this
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force eldis tto DFT-SAPT while AP-Net is tto SAPTO, complete agreement between
the two predictions is not expected. Still, the total dimer dispersion energy predicted by
AP-Net and the force eld are exceedingly close across the entire dissociation coordinate.
Although the two predictions agree on the valueEqfs,, they differ signi cantly in the
atomic-pairwise partition oEgsp,. AP-Net attributes most of the interaction energy to
the close oxygen-hydrogen pair, while the force eld assigns an approximately equal split
between the close oxygen-hydrogen pair and the oxygen-oxygen pair. The two partition-
ings are not completely irreconcilable, as they both yield the same ordering of pairwise
interactions by magnitude. The qualitative agreement between AP-Net and the force eld
further validates the physical grounding of the AP-Net model. The close correspondence
of AP-Net to anab initio force eld is something very few (if any) ML models can claim.
AP-Net's predictions could be used to extract a different set of dispersion coef cients. This
comparison also illustrates an important lesson in using any sort of energy partition, which

is that there is not a singular "correct' partition.

2.5 Conclusions

The development of ML potentials is a rapidly evolving endeavor, as evidenced by increas-
ingly technical model architectures, more exhaustively constructed datasets, and lower re-
ported errors on common benchmark tasks. As the eld progresses, assessing and devel-
oping ML potentials for practical use will become even more important. One such prac-
tical application is the quantitative description of of NCls, where estimated PESs must be
smooth and physically reasonable. Although our previously developed SAPT-ML inter-
molecular potential obtained average errors near chemical accuracy, an investigation of the
model's predictions revealed serious shortcomings in the estimated PESs.

In order to address these concerns, here we propose a different formulation of ML po-
tentials speci c to the intermolecular case. Instead of the usual atomic partition of energy

central to nearly all ML models, the new formulation substitutes an atomic-pairwise par-
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tition of interaction energies. Although the energy partition used in any ML potential is
arbitrary, an atomic-pairwise partition is decidedly more physically motivated, and there-
fore it should improve the accuracy and generalizability of any ML potential that make use
of it. To test this claim we introduce AP-Net, an atomic-pairwise neural network model for
the prediction of interaction energies. New ML descriptors that ef ciently represent of a
pair of atoms are also developed for AP-Net, including an APSF feature that captures the
orientation dependence of monomers, a key aspect of NCls.

AP-Net is applied to the SAPTO hydrogen-bonding task developed with the atomic
SAPT-ML model, and we nd that the new atomic-pairwise model yields dramatic im-
provements in both the accuracy of single-point energies and the smoothness of predicted
potentials. On an experimental NMA hydrogen-bond test dataset, AP-Net predicts a smooth
and relatively accurate intermolecular PES for th@©Hlimer, correctly describing both the
radial and angular dependence of a hydrogen-bond, after being trained on a dataset entirely
absent of this dimer.

This hydrogen-bond specialized AP-Net model also shows a surprising ability to gen-
eralize across chemical-space, achieving a mean absolute error of 1.1 kcalandhe
entire S66x8 noncovalent interaction benchmark. This level of accuracy surpasses that of
the general universal neural network potential ANI-1X. AP-Net predicts more physically
reasonable potentials than the aforementioned ML potential on this benchmark, free of
spurious optima, while using fewer and less diverse training data.

The ability of AP-Net to make reasonable predictions for disparate interaction types,
i.e. extrapolation across chemical space, is an incredibly important characteristic of an
ML potential. This behavior is a direct consequence of the atomic-pairwise framework,
which provides the model with a physically motivated inductive bias. Put another way,
AP-Net regresses over many atom-atom interactions, while an atomic model like SAPT-
ML regresses over fewer atom-monomer interactions. The atom-atom “chemical-space' is

much smaller than the atom-monomer “chemical-space’, making the regression problem
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simpler and the predictions more accurate under an atomic-pairwise energy partition.
Future work related to AP-Net will focus on using a larger, more chemically diverse
dataset that samples a greater expanse of the intermolecular PES. Curating more accurate
interaction energies than the SAPTO labels used here is also pertinent, given that AP-Net's
errors with respect to SAPTO are on average smaller than the errorsah thitio SAPTO
calculation. Lastly, we note that the general atomic-pairwise framework advocated for in
this work could be easily adapted to work with other features, model architectures, and

learning tasks.
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CHAPTER 3
CARTESIAN MESSAGE PASSING NEURAL NETWORKS FOR DIRECTIONAL
PROPERTIES: FAST AND TRANSFERABLE ATOMIC MULTIPOLES

3.1 Abstract

The message passing neural network (MPNN) framework is a promising tool for model-
ing atomic properties, but is until recently incompatible with directional properties such as
Cartesian tensors. We propose a modi ed Cartesian MPNN (CMPNN) suitable for predict-
ing atom-centered multipoles, an essential componeaib @fitio force elds. The ef cacy

of this model is demonstrated on a newly developed dataset consisting of 46,623 chemical
structures and corresponding high-quality atomic multipoles, which was deposited into the
publicly available Molecular Sciences Software Institute QCArchive server. We show that
the CMPNN accurately predicts atom-centered charges, dipoles, and quadrupoles, and that
errors in the predicted atomic multipoles have a negligible effect on multipole-multipole
electrostatic energies. The CMPNN is accurate enough to model conformational depen-
dencies of a molecule's electronic structure. This opens up the possibility of recomputing
atomic multipoles on the y throughout a simulation in which they might exhibit strong

conformational dependence.

3.2 Introduction

Although the many-body Sctdinger equation can be solved in principle for any system,

in many situations the accuracy ab initio methods does not justify their steep compu-
tational cost. Efcient, large-scale simulations of chemical systems necessitate inexpen-
sive force elds like AMBER, [46] CHARMM, [47] or OPLS. [48] These classical force

elds contain simple functional forms and are parameterized to reproduce a combination
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of experimental and computational results. By contraitinitio force elds such as the
effective fragment potential (EFP), [66] Gaussian electrostatic model (GEM), [67] and sum
of interactions between fragmerab initio (SIBFA) [68] offer a bridge between the rigor

of quantum mechanics and the convenience of molecular mechanics. [69]. The functional
forms ofab initio force elds are generally inspired by intermolecular perturbation theory,
and consequently contain few if any empirically determined parameters. Instead, parame-
ters are obtained directly from or else tted to reprodatenitio computations.

There are a couple of limitations to this class of force elds. For one, the required
ab initio calculation may be non-trivial, especially when studying large macromolecules.
To address this concern, the biomolecular EFP (bioEFP) method was recently developed
to study large polypeptide systems by utiliziaf initio calculations on capped peptide
fragments. [70] An additional concern is that usstgtic molecule-speci ¢ parameters
ignores conformational dependence of the molecule's electronic structure. Local torsional
effects in exible molecules have been shown to in uence charge distributions. [71, 72]
Force elds that use xed parameters are unable to capture these effects.

Advances in machine learning (ML) are capable of addressing both of these limitations.
Using ML to predict atomic properties, often with neural networks (NNs), has gradually
gained traction over the past decade, from the rst attempts to model atomic densities of
a single molecule by Darley, Handley, and Popelier[73] to the recently popularized graph-
based NNs like AimNet, which model multiple atomic and molecular properties for entire
classes of molecules. [28] The common thread shared by all of these works is that the
expensive quantum calculation is replaced with a prediction by a model trained on many
previous quantum calculations, potentially at a very high level of theory. Like a force eld,
the computational cost of the model inference can be made asymptotically linear in system
size, potentially allowing the force eld parameters to be updated on the y, similar to the
learn on the y (LOTF) method which augments a simple parameterized force model with

more expensive but more accurate calculations. [74]
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Various properties can be modeled using this strategy such as charge and atomic vol-
ume. In the case of ML potentials, one or more components of the force eld are replaced
by a ML model. [4, 5, 75, 18, 19, 20, 6, 24, 25, 22, 26, 27, 28, 11, 76] Often, long-range in-
teractions are modeled with a traditional force eld, while a ML potentials is used to model
short range interactions, which are less likely to obey simple functional forms. One critical
set of properties has been somewhat overlooked: the atomic electrostatic multipole expan-
sion, which is necessary for a quantitative description of electrostatics, and is important in
any force eld that accounts for atomic anisotropy. [77, 78]

With some notable exceptions, ML has been rarely used to develop transferable mod-
els the atomic multipole expansion. While it may be tempting to attribute the scarcity of
ML multipole models to a lack of interest in multipoles (relative to atomic charges and
energies), a contributing factor is that higher order multipoles are much harder to model
with standard ML techniques. This stems from the fact that higher order multipoles have
a direction, making them dependent on a coordinate system. While an atomic charge is
the same no matter how a molecule is rotated (invariant to rotation), an atomic dipole vec-
tor rotates with the molecule (equivariant to rotation). Until recently, ML models used
in chemistry have been almost exclusively designed under the assumption of property in-
variance, making them unable to account for equivariance and therefore unable to model
dipoles, quadrupoles, etc.

Early ML models of directional properties relied on using local reference frames and
rotation invariant features, such as the single-molecule NNs of Darley, Handley, and Pope-
lier[73] or the transferable kernel ridge regression (KRR) models of Bereau, Andrienko,
and von Lilienfeld[15], which were later re ned in the IPML potential. [25] The covariant
kernel of Glielmo, Sollich, and De Vita [79] was one of the rst truly equivariant models of
chemical systems, and was used to predict atomic forces via Gaussian process regression
(GPR). The subsequent symmetry-adapted GPR of Gesal[80] generalized the co-

variant kernel to tensorial properties in general, and has been used to model atomic dipoles
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[81] and even molecular polarizabilities. [82] Similarly, progress has been made in devel-
oping NNs to handle equivariance such as the tensor eld network [83] and the Cormorant
network [84]. Milleret al. performed a thorough ablation study to demonstrate the utility

of using internally equivariant NN layers to predict molecular properties. [85] The mes-
sage passing neural network (MPNN) framework yields state-of-the-art regression results
for atomic property prediction, but has traditionally been limited to the prediction of rota-
tionally invariant properties, like energy and atomic charges. [6, 28] Very recently, MPNNs
have been adapted to both use equivariant layers [86, 7] and generate accurate molecular
spectra from molecular dynamics simulations. [87]

Here, we extend the MPNN framework to handle the prediction of directional atomic
properties and introduce the Cartesian MPNN (CMPNN). The CMPNN uses rotationally
equivariant features to predict Cartesian tensors. We then demonstrate that an implementa-
tion of this more exible MPNN model does indeed predict higher order atomic multipoles
with acceptable accuracy, speed, and transferability. We train a multitask CMPNN that si-
multaneously predicts atomic monopoles, dipoles, and quadrupoles on molecules relevant
to protein/ligand interactions. While the higher order multipoles predicted by the CMPNN
are not rigorously equivariant to all rotations, we demonstrate that by using an inexpensive
form of data augmentation, the rotational variance of predicted multipoles is negligible. We
use the MPNN-predicted multipoles to estimate the electrostatic interaction energy across
the interaction coordinate of the doubly hydrogen bonded formamide dimer, and we show
that the errors arising from ML are small relative to errors in the multipole approximation

itself.

3.3 Theory

3.3.1 Multipole Expansion

The electron density as computed withaminitio method is usually expressed in a basis

too large and expensive for practical use in a force eld. Instead, the electrostatic potential
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generated by a molecule's charge distribution can be described with a multipole expansion,
which is a valid approximation at long range. We use the notation of Stone [77] for the
multipole expansion, the rst three terms of which are the monopole or chgygdifole

vector (), and traceless Cartesian quadrupole tensor (

YA
q= dr (r); (3.1)
2 3
= g é; (3.2)
Z
= & (n)r; (3.3)
2 3
3 XX Xy Xz
- §§ Xy vy yz? (3.4)
Xz yz 7z
z 1
= & (N(rr §jrj2 ): (3.5)

Although any charge distribution can be represented with a multipole expansion at a
central point, a singular multipole expansion provides a poor description of an entire molec-
ular electrostatic potential, except at very far distances from the expansion site. In order
to accurately describe the electrostatic potential near the molecular surface—a requirement
of intermolecular force elds—a set of distributed multipoles, often placed at atom cen-
ters, is necessary. Given a set of xed sites for a distributed multipole expansion, many
methods exist for extracting multipoles from ab initio density, such as the Gaussian

Distributed Multipole Analysis (GDMA) techniques of Stone. [88, 89] In this work we
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use the minimal basis iterative stockholder (MBIS) charge partitioning scheme, [90] which
is one of many Hirshfeld-like [91] atoms-in-molecules (AIM) methods, [92] to partition
the molecular density into atomic densities, which can then be represented with a multi-
pole expansion. The atomic multipoles produced by MBIS have been shown to accurately
reproduce electrostatic interaction energies. Although we use MBIS for reference atomic
multipoles, the CMPNN model proposed here could be trained to predict atomic multipoles

from any partitioning scheme.

3.3.2 MessagdPassingNeuralNetworks(MPNNSs)

Neural networks (NNs) have emerged as one of the most versatile ML tools for modeling
and predicting chemical properties. Early models required hand-designed features to rep-
resent atoms in molecules. [4] Today, the state-of-the-art NNs are designed to effectively
‘learn’ the optimal features by operating on a graph-based representation of entire molecu-
lar structures. These models, referred to interchangeably as either message passing neural
networks (MPNNSs) or graph convolutional networks (GCNSs), have been applied to a wide
array of problems across chemistry. [6, 18, 93] Here, the MPNN terminology as de ned by
Gilmeret al. [6] is brie y reviewed so that we can extend it to the prediction of directional
atomic properties like the atomic dipole and quadrupole. The outline of a generic MPNN
is summarized in Figure 3.1.

Within an MPNN, a molecule wittN atoms is represented by a graplof N vertices
and up toN (N  1)=2 edges, where each vertex represents an atom and each edge repre-
sents a pair of nearby atoms. At a given vertex, the respective atom's type is encoded in
a vectorh?, called the initial hidden state vector. Similarly, interatomic distances are en-
coded in edge vectorg(,). The MPNN is a functiori that maps fronG to some atomic
propertyy.:

f:(fhigfewma) !'f yuo: (3.6)

As indicated by its name, the MPNN is an iterative function, runninglfonessage-
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Figure 3.1: Schematic of a standard MPNN used to predict atomic properties. (a) The
MPNN model operates on an entire molecule, de ned by a set of coordinates. (b) In the
model, the molecule is represented as a graph, with vertices denoting atoms and edges en-
coding interatomic distances. (c) Vertices are initialized with state vedipthdt initially

only encode the atom type. Aftemessage passing iterations, in which vertices send and
receive messages from neighboring vertices, each updated state vector encodes the unique
atomic environment of the respective atom. (d) This nal state vector is used to predict a
desired atomic property.
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passing iterations or time steps. Conceptually, at every iteration the hidden state vectors
of the vertices are re ned to better describe the associated atom's environment. Initially,
every vertex is represented by the relatively uninformative hidden tdteAt each time

stept 2 [0;::;; T 1], the hidden state of is updated fronh! to h{*! based on a message
mt*1 sent to vertex from the other nearby vertices. To do this, an MPNN must implement

a message functiofM,) and update functioflU;):

X
mttt = M¢(hi;h;ew); (3.7)

v
W2 N (v)

hit = Uy(hl;mit): (3.8)

M; produces a message for a vertekrom each of its neighbor verticas 2 N (v). The

sum of all messages received by venerm !, is used by the update functith to update

the hidden statd!, into h{**. The superscript indicates that the message and update
functions may be iteration dependent. Lastly, every MPNN implements a readout function

(R) that is used to predict atomic properties from the nal hidden state:
yv = R(h}): (3.9)

We note that this de nition of the readout function can be expanded to use all of the hidden

states of the vertex, not just the nal hidden state:
yv = R(hY; 5 hisrhl): (3.10)

The utility of the MPNN framework is a result of the intentionally abstract way in
which the functiondM¢, U;, andR are invoked. These functions may be concatenations,
dot products, matrix multiplications, neural networks, or any combination of these and

other operations.
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3.3.3 RotationallnvarianceandEquivariance

We denote a rigid molecular rotation Bs The predictions of the MPNN as described in

subsection 3.3.2 are invariant to rotation of the molecule:

f(RG) = fy,g 8R: (3.11)

Invariance occurs because the molecular gr@ph itself invariant to rotation, containing

only Cartesian distances between atoms. This is the desired behavior for modeling many
chemical properties, like energy or charge. It is useful to consider how the same MPNN
would fare at modeling a directional property, like the atomic dipole vec{operhaps by
predicting the three vector components,.{, ., v,) for all v. Directional properties

require rotational equivariance:

f (RG) = fRy,g 8R: (3.12)

The rotational invariance of the MPNN is clearly incompatible with rotational equivariance
of directional properties like dipoles.

One workaround to this problem might be to instead use the MPNN to predigt
which is invariant to rotation. However, the dipole norm is not particularly useful without
the associated direction. Alternatively, one could rotate every molecule (or every atomic
environment) prior to applying the MPNN using some system of rules, e.g. closest atom
de nes the positivex-axis, etc. This kind of local axis frame is sensible for modeling small
symmetric molecules, but it is not clear that a set of rules exists that would be appropriate

for a general and transferable model of directional atomic properties.
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3.3.4 Atomic Dipole MPNN

Modeling directional atomic properties with an MPNN requires modi cation of the molec-
ular representation. We will introduce directional information by way of the edge features
in G. The edge feature vecta&,, as de ned in subsection 3.3.2 is an encoding of the
scalar distance between nucleandw. This scalar distance doesn't encode the direc-
tion of the vector,,,, only the magnitude, making it the source of directional invariance.

To address this problem, we will de ne a tuple of three Cartesian edge feature vectors

(evw;x  Evwy s evw;z):
Fow "
€w; = €y ; (313)

" irwi

where ” is the unit vector along the positive-axis. The Cartesian edge feature vectors
ew: differ from the original feature vectas,,, by a scaling factor that is a function of
angle betweem and . We note that this scaling factor gives the collection of vectors

(evw:x; Bvwyy s €vw:z) the same equivariance to rotation as
ﬁ(eVW;X 1 evw;y; eVW;Z) = Q \" (314)

For example, if we rotate a molecule about #yaxis, neithere,,,.x nor . change. A
180 rotation about thex-axis ips the signs ofe,,,, ande,,., as well as ., and ..
This makes,,,. an excellent candidate for an edge feature to use in the CMPNN.

In many applications, one wants to predict a combination of rotation invariant and di-
rectional atomic properties (e.g. atomic monopole and dipole). Instead of implementing
separate models to perform these two types of predictions, we can develop a multi-target
model that performs both simultaneously. [94] The model is an extended version of the
MPNN described earlier, using the directional edge feat(freg,. g) in addition to the
original features. For the directional task, we invoke a separate set of directional message,

update, and readout functionlgl( ; U, ; R ) that are used to determine directional hidden
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state vectorsfh). g):

X
mit = M, (hi;hl e ); (3.15)
W2 N (v)
hy™ = U (hy;mit): (3.16)
v =R (hi ;u5hl sashy): (3.17)

These dipole functions have the same functional forms as their rotation-invariant coun-
terparts, but their weights are optimized for the task of reproducing atomic dipole vector
components instead of rotation-invariant atomic properties. Note that all three Cartesian
dipole components are predicted by the same message, update, and readout functions. Also,
the rotation-invariant hidden state vectgris present in the directional message function,
allowing the prediction of both monopoles and dipoles to bene t from a shared internal

representation.

3.3.5 Atomic QuadrupoleViPNN

A number of force eld such as AMOEBA [49] and MASTIFF [40] include the atomic
guadrupole moment to describe electrostatic interactions. We can further extend the mul-
titask CMPNN to this additional task. To model the quadrupole, we will have six unique
edge vectors corresponding to the six components that de ne the Cartesian quadrupole

moment. yx; Xys XZr Yy yz;and zz-

(tw ")(rw

irvwi?

)

(3.18)

eVW; - VW
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As in the dipole case, this feature vector has the same equivariance to rotation as the target

property. An additional set of message, update, and readout functions is also needed:

X

myt = M (hyihyiew: ); (3.19)
w2N (v)

htt = U (h, ;mi): (3.20)

yv =R (hy. ;unhl sushy ) (3.21)

which again have the same functional forms as the monopole and dipole functions, but have
weights optimized for the task of predicting quadrupole components.

Generalizing this model to predict multipoles of any order would be straightforward.
However, atomic multipoles beyond the quadrupole are rarely used in force elds, so the
multitask CMPNN model described in this work will be limited to monopole, dipole, and

guadrupole prediction.

3.4 Methodology

3.4.1 TrainingandTestingData

For developing and testing the CMPNN, a dataset of unique, neutral molecular fragments
was created using the following procedure. Chemical structures were obtained from version
25 of the ChEMBL database [95] and subsequently Itered by employing Lipinski's rule

of ve to retain drug-like molecules. [96, 97] These molecules were fragmented using
in-house software, and a structurally diverse subset was chosen in which molecules were
limited to an atom count of 40, molecular weight of 250, and comprised only of the atomic
elements most commonly encountered in drug discovery: H, C, N, O, F, P, S, Cl, and

Br. The molecules were subjected to energy minimization with MacroModel using the
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Figure 3.2: A summary of the 46,623 molecule dataset. The distribution of molecular
weights and a selection of representative structures are shown.

OPLS3e force eld and the GBSA implicit solvent model. [98] This new dataset of 39,912
molecules was additionally augmented with QM7, [99, 100] which contains 7,165 small
organic molecules, resulting in a nal count of 46,623 molecules after removal of molecules
occurring in both sets. Figure 3.2 shows the distribution of molecular weights and a sample
of structures in this dataset. Additional details regarding data set generation, curation, and
characterization can be found in the Supporting Information.

Reference electron densities for each molecule in the dataset were calculated with a
development version of the Psi4 program [101] at the PBEO/aug-cc-pV(T+d)Z level of
theory. The PBEO functional has been shown to reliably approximate the coupled-cluster
singles and doubles (CCSD) method for molecular electron density calculations. [102]
Next, molecular densities were partitioned into atomic electron densities with the MBIS
[90] routine of the Horton program. [103] These atomic densities are described with a
multipole expansion, and only the rst three terms are retained: the monopole, dipole,
and quadrupole. In addition to the PBEO/aug-cc-pV(T+d)Z multipoles, we also calculated
atomic multipoles at the less accurate HF/jun-cc-pV(D+d)Z level of theory in order to
easily compare electrostatic interactions computed with atom-centered multipoles to elec-

trostatic interactions computed with intermolecular perturbation theory. Unless otherwise
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stated, all reference MBIS multipoles and CMPNN predictions are at the PBEO/aug-cc-
pV(T+d)Z level of theory. Throughout this work, a 80/10/10% split of the dataset is used
for training, validating, and testing the MPNN. The split is random, with the exception
that molecules with less than eight heavy atoms were con ned to the training subset. This
dataset is available in the Supporting Information.

The 93,246 Psi4 computations were completed in a period of less than 24 hours on
Georgia Tech's Hive cluster. [104] The QCFractal platform was used to evenly distribute
jobs across 256 24-core nodes. Four jobs ran concurrently on every node. All results,
including molecular orbitals, were deposited into the central Molecular Sciences Software

Institute (MolSSI) QCArchive server.[105]

3.4.2 MPNN Implementation

There is much room for experimentation in the implementation of the CMPNN. We report a
simple architecture that performs well for atomic multipoles. The hyperparameters present
in this architecture were coarsely tuned, and an exhaustive optimization may yield further
improvements in accuracy. The model described here is developed with the TensorFlow
2.3 library, [106] and all associated code is publicly available for download.

The initial atomic hidden state vectb is formed by embedding the scalar atomic
numberZ, into a vector of dimension 10. The edge feature veetgris formed from
the scalar distancig,,j by projecting the distance onto a set of 43 Gaussian radial basis

functions (RBFs). Each RBF has two associated paramgters:

RBF; = e iUrwi )% (3.22)

The distances; are initialized uniformly between 08 and 5.0A, and all width pa-
rameters ; are initialized to 100.0. The RBF parameters are free to optimize during train-

ing. RBFs are preferred to raw distances as they are an easier basis for learning non-linear
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functions. For distant pairs of atoms, the edge feature vector evaluates as the zero vector,
making the atoms effectively non-interacting. Therefore, the number of actual edges in a
molecular system scales asymptotically linearly with system size.

The message functiod, is de ned as an outer product between the edge feature vec-
tor and hidden state vector of the neighbor vertex; the current hidden state vector is not
included in the message. The update functipywhich determines a vertex's next hidden
state, is a dense neural network composed of three hidden layers (256, 128, and 64 neurons)
and an output layer of size 10. The dense neural network is applied to the concatenation
of the vertex's current hidden state vector and message vector. Note that there separate
weights are optimized for the monopole, dipole, and quadrupole tasks. Lastly, the readout
function is sum of linear transformations of all hidden states, the weights of which are also

made speci ¢ to the order of the multipole:

X
R= w' hl+b: (3.23)

t

It should be emphasized that each of these functions is a replaceable component the model.
The CMPNN reported in this work uses three message passing iterations, as we found no
appreciable improvement beyond this value. Total system charge is conserved by uniformly
adding or subtracting charge from all atoms. Similarly, traceless quadrupoles are enforced
by uniformly adding or subtracting from the three diagonal quadrupole components.

There are additional choices associated with multitask aspect of the model. Since the
CMPNN simultaneously models the atomic monopole, dipole, and quadrupole, the relative

importance of each target's accuracy can be weighted by de ning the loss function:

L=clL9+cL +cL (3.24)

wherecd, ¢ , andc are weights of the loss functions for the three tasks. We use the

mean squared error for each individual loss function and set all loss coef cients to 1.0.
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The message, update, and readout functions for the dipole and quadrupole tasks are of
the same form as the monopole task, but with a different set of optimized weights. The
quadrupole task is further split into predicting diagonal(; ,y; 2,) and off-diagonal

( xys xz; yz) components.

An 80%/10%/10% dataset split was used for training, validating, and testing on the
dataset. The entire training procedure required approximately 5.5 days on a single P100
GPU. Once trained, a CMPNN model running on the same GPU can predict the atomic
multipoles of a 40 atom molecule in 26 milliseconds. Additional details about the training

process can be found in the supplementary material.

3.4.3 Online DataAugmentation

Figure 3.3: lllustration of data augmentation by rigid rotation. By randomly rotating all
training molecules every epoch, the CMPNN is forced to make accurate predictions across
all molecular orientations.

The directional CMPNN model proposed here is more exible than the original rotation-
invariant MPNN. Because the CMPNN only uses equivariant features and is not rigorously
equivariant, a concern associated with this exibility is that it may result in directional
over tting. A CMPNN trained on a speci ¢ molecule will correctly predict the dipole and
guadrupole of the molecule in that same orientation. However, we cannot know that the

model will make equally correct predictions if presented with the molecule rotated into a

different orientation. This behavior is at odds with rotational equivariance; an ideal model
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would correctly predict dipoles and quadrupoles regardless of the orientation.

The concern of directional over tting can be alleviated by a strategy referred to as "data
augmentation,' illustrated in Figure 3.3. Data augmentation is the process of supplement-
ing a training dataset with additional data derived by performing simple operations on the
original training data. In the case of image models, this might be mirroring or rotating
images. [107] A useful form of data augmentation for the CMPNN is to randomly rotate
the training molecules (and the corresponding atomic multipoles). This data augmenta-
tion could be performed of ine, i.e. a few rotated copies of each molecule are created and
appended to the training dataset. Instead, we perform online augmentation, which entails
randomly rotating every molecule each time the CMPNN is trained on it. This strategy is
both more memory ef cient than of ine data augmentation, and it ultimately exposes the
CMPNN to more orientations of each molecule. For every batch of molecules of every
epoch, we uniformly generate a random 3D rotation matrix, and rotate all molecules in the

batch. This minimizes over tting and greatly improves generalization.

3.5 Results and Discussion

3.5.1 Multipole Prediction

The accuracy of the atomic multipoles predicted by the CMPNN with respect to reference
MBIS multipoles from PBEO/aug-cc-pV(T+d)Z densities is shown in Figure 3.4. Over the
entire test set, the model achieves a mean absolute error (MAE)@8(e) for monopoles,
0:002(e ay) for dipole vector components, a@d03(e a3) for quadrupole tensor com-
ponents. High accuracy on these test molecules, which were entirely excluded from the
training procedure, verify that the CMPNN has learned a general representation of atomic
electrostatics for drug-like molecules. Not only are MAEs low, the maximum errors are
also small and the distribution of errors appears to be unsystematic. The correlation be-
tween predicted and reference multipoles indicates that the higher order multipole compo-

nents are slightly more dif cult for the CMPNN to predict.
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Figure 3.4. Atomic multipoles predicted by the CMPNN are compared with reference
MBIS multipoles over the 4,663 molecule (116,204 atom) test set at the PBEO/aug-cc-
pV(T+d)Z level of theory. The CMPNN prediction error (top) and CMPNN correlation
with MBIS (bottom) is shown for atomic monopoles (left), dipole vector components (cen-
ter), and Cartesian quadrupole tensor components (right).

Figure 3.5: Learning curve for CMPNN predictions of monopoles, dipole components, and
guadrupole components. CMPNN models were trained on various fractions of the dataset,
and MAEs were computed on the test set for each model.
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The saturation of the model with respect to the amount of training data used is shown
in Figure 3.5. The supplementary material contains additional element-speci c learning
curves. We see that the accuracy of all three multipole moments continues to improve with
more data, suggesting that the CMPNN would bene t from an even larger and more diverse
dataset. The CMPNN can be indirectly compared to the KRR model of Betedu[25],
which also predicted MBIS multipoles, albeit using a different dataset. The performance of
the two models is comparable for small datasets, but the CMPNN errors quickly diminish
with additional training data. The CMPNN is also relatively better at predicting the higher
order multipoles, likely because of the use of rotationally equivariant, and not invariant

features.

3.5.2 Multipole OrientationDependence

The CMPNN uses explicit Cartesian information to predict atomic dipoles and quadrupoles,
which because the model is not rigorously equivariant, may cause prediction accuracy to
depend on the orientation of the molecule. The training data was augmented with ran-
dom rotations in order to minimize this behavior. We test the effectiveness of this strat-
egy in Figure 3.6 by predicting the atomic dipole vector of the oxygen ateg i N-
methylacetamide (NMA) at 100 randomly generated orientations. According to the refer-
ence MBIS calculations, the oxygen dipole vector has a magnitude of approximately 0.085
e ap and is nearly aligned with the carbonyl bond, making an angle of ab6utAcross

all 100 orientations, the CMPNN slightly but consistently overestimates the magnitude of
this dipole vector, with predictions ranging from 0.087 a, to 0.091e ay. The aver-

age predicted dipole angle (relative to the axis of the carbonyl bond) is similarly slightly
but consistently underestimated, with predictions from 1®4.2. All 100 predictions

are reasonable when compared to the true MBIS values, given that this geometry does not
appear in the training dataset. More importantly there is little variability between predic-

tions, suggesting that the representation of atomic multipoles learned by the CMPNN is
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approximately rotationally equivariant.

Figure 3.6: A test of the orientation dependence of the CMPNN's predictions. The CMPNN

is used to predict the dipole of the oxygen atom in NMA (pictured in the upper right cor-
ner) across 100 randomly generated reference frames. The predicted atomic dipole vector
at each rotation is compared to the calculated MBIS atomic dipole at the PBEO/aug-cc-
pV(T+d)Z level of theory. The dipole magnitude-6j) and angle relative to the molecule's
carbonyl bond () are used for this comparison, as both quantities should be independent
of the orientation of the coordinate system.

3.5.3 Multipole ConformationaDependence

Using the CMPNN to model atomic properties allows one to capture conformationally
dependent changes of each atom's local environment. The potential impact of this exi-
bility is demonstrated in Figure 3.7, in which the atomic charge of a carbon on the aspirin
molecule is modeled for a segment of a molecular dynamics (MD) trajectory. Although
the partial charge on the carbon as computed with MBHEis39 at the optimized aspirin
geometry, the partial charge uctuates betwedn29 to +0:44 throughout the rst 800

time steps. This large range of values conveys the potential importance of conformation-
dependent force eld parameters in MD simulations. The CMPNN predictions approxi-
mately match the reference MBIS values throughout the trajectory, and are on average a

signi cant improvement over the static optimized-geometry charge. Note that this result
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Figure 3.7: A test of the CMPNN's ability to model different conformations of the same
molecule. The atomic charge of the ester-adjacent aromatic carbon of the aspirin molecule
(shown in the lower left corner) is calculated and predicted for each of the rst 800 time
steps of a MD trajectory. [30] For reference, the atomic charge from the optimized geome-
try is also shown.

is achieved without any aspirin conformations present in the training data. Adding a few
non-equilibrium aspirin conformations to the dataset would likely improve the CMPNN
predictions. The supplementary material contains a similar demonstration that uses a small
ensemble of three CMPNN models, providing an approximate measure of model uncer-

tainty.

3.5.4 ElectrostaticEnergyPrediction

In subsection 3.5.1, we examined the accuracy of the multipoles predicted by the CMPNN.
These predictions are only valuable to the extent that multipole errors are not magni ed in
guantities derived from the multipoles, namely electrostatic interaction energies. We exam-
ine this propagation of errors in the multipole electrostatic interaction energy of the dou-
bly hydrogen-bound formamide dimer along the dissociation coordinate from the HBC6
dataset. [108] The dimer geometry is optimized at each point in the dissociation coordi-
nate, so this test requires conformationally dependent multipoles. Figure 3.8 shows that the

MBIS and CMPNN multipoles, both computed and predicted separately for each monomer
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Figure 3.8: Atomic multipoles (predicted by the CMPNN and computed with MBIS) are
used to calculate the electrostatic interaction energy of the formamide dimer across the dis-
sociation coordinate, which is de ned by.c and has a minimum near 44 Multipole
electrostatics are compared with the signi cantly more accurate SAPTO electrostatics com-
ponent. The CMPNN-predicted multipoles and reference MBIS multipoles yield similar
electrostatic energies across all geometries. At close separations the multipole electrostat-
ics, which lack charge penetration, are underbound compared with SAPTO.
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at the HF/jun-cc-pV(D+d)Z level of theory, yield similar electrostatic energies. Even at the
closest dimer geometry, at which the carbons are separated BytB&d CMPNN multipole
electrostatics differs by 4.5 kcal mdl from the MBIS multipole electrostatics of 32.8, a
14% error. Both the absolute and relative errors improve along the dissociation coordinate
as the small differences between the CMPNN and MBIS multipoles become less impactful.
Beyond 3.8A, the CMPNN multipole electrostatics error relative to the MBIS multipole
electrostatics is consistently within 1.0 kcal mbl6%) and by 5.8A it decreases to 0.1

kcal mol 1 (2%).

Regardless of the source of the multipoles, calculating electrostatics from the truncated
multipole expansion is an approximation in and of itself, since both high-order multipole
moments and charge penetration effects are not accounted for. As a reference, the exact
electrostatic interaction energy of a dimer (at a given level of theory) can be computed
with symmetry-adapted perturbation theory (SAPT) in the same jun-cc-pV(D+d)Z basis.
Figure 3.8 also shows that the difference between the MBIS multipole electrostatics and
CMPNN multipole electrostatics is quite small compared to the difference between either
source of multipoles and exact SAPT electrostatics. Thus, the errors associated with the
CMPNN multipoles are much smaller than errors arising from use of the multipole ex-
pansion. If used in aab initio force eld, the short-range discrepancy between CMPNN
multipole electrostatics and the reference SAPT electrostatics would be described by a sep-

arate charge penetration term.

3.6 Conclusions

The MPNN framework yields state of the art results in the prediction of many chemical

properties. However, standard MPNN models are incapable of modeling directional atomic
properties. Here, we introduce an extension of the MPNN framework to address this de-
ciency, and the newly developed CMPNN is used to predict Cartesian tensors, hamely

atomic charges, dipoles, and quadrupoles. A multitask architecture is used to simulta-
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neously predict all three atomic properties, and equivariance of the higher order atomic
multipoles is approximately achieved by performing rotational data augmentation during
training.

The CMPNN is accompanied by a newly developed and easily accessible dataset of
46,623 small, neutral, drug-like molecules and corresponding atom-centered multipoles
calculated from both PBEO/aug-cc-pV(T+d)Z and HF/jun-cc-pV(D+d)Z densities. The
fully trained CMPNN can predict atom-centered multipoles of unseen molecules with very
high accuracy. We demonstrate that any small errors in the predicted multipoles lead to
similarly small errors in multipole-multipole electrostatic interaction energy. In fact, the
greatest source of error in multipole-multipole electrostatics arises from using the mul-
tipole approximation itself. Compared to reference quantum chemistry calculations, the
CMPNN approach is orders of magnitude faster and scales asymptotically linearly with
system size, meaning MD simulations of large systems could potentially use dynamically
updated atomic multipoles. We expect this model to be of use in the development and

parameterization of high-accuraa initio force elds.
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CHAPTER 4
A PHYSICS-AWARE NEURAL NETWORK FOR PROTEIN-LIGAND
INTERACTIONS WITH QUANTUM CHEMICAL ACCURACY

4.1 Abstract

Quantifying intermolecular interactions with quantum chemistry (QC) is useful for many
chemical problems, including understanding the nature of protein-ligand interactions. Un-
fortunately, QC computations on protein-ligand systems are too computationally expensive
for most use cases. The ourishing eld of machine-learned (ML) potentials is a promising
solution, but it is limited by an inability to easily capture long range, non-local interac-
tions. In this work we develop an atomic-pairwise neural network (AP-Net) specialized
for modeling intermolecular interactions. This model bene ts from a number of physi-
cal constraints, including a two-component equivariant message passing neural network
architecture that predicts interaction energies via an intermediate prediction of monomer
electron densities. The AP-Net model also bene ts from a comprehensive training dataset
composed of paired ligand and protein fragments. This model accurately predicts inter-
action energies of realistic protein-ligand systems with quantum chemical accuracy at an

order-of-magnitude reduced computational cost.

4.2 Introduction

Non-covalent interactions (NCIs) play a key role in the chemical sciences. Although they
are weaker than covalent bonds, the presence (or absence) of NCls can have profound ef-
fects on chemical and biomolecular systems. For example, NClIs drive DNA intercalation—
the insertion of a molecule between consecutive DNA base pairs—which is the mechanism

of action in anti-cancer drugs such as doxorubicin. [109, 110] Not only can an understand-
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ing of NCls provide mechanistic insights into intercalation and other small molecule bind-
ing modes, careful consideration of NClIs allows one to control the selectivity of reaction
catalysts [111], enhance electrochemical reaction kinetics [112], or optimize the properties
of nanostructures [113].

NCls play a particularly important role in small molecule drug design. The ef cacy of
a drug depends in part on the presence of strong interactions with the target protein. Often,
preliminary drug design efforts produce a promising but sub-optimal “lead” compound.
This lead compound is then iteratively revised in an attempt to enhance desired properties.
Maximizing favorable intermolecular contacts is a critical aspect of the lead optimization
process, and can be aidedibysilico models of NCls.

The strength of a protein-ligand interaction can be rigorously quanti ed by using the
tools of quantum chemistry to compute an interaction energy. Quantum chemistry methods,
which seek to solve the many-body Satlinger equation, are subject to a well-established
trade-off between computational cost and accuracy. Highly accurate interaction energies
can be obtained from wavefunction-based methods such as coupled cluster theory (CC)
theory, but such calculations are often too expensive for all but the smallest systems. Less
expensive methods like density functional theory (DFT) yield slightly less robust interac-
tion energies. Simple, transferable force elds like GAFF are orders of magnitude faster
than any quantum chemistry method, but force eld interaction energies are only qualita-
tively accurate.

Recently, advances in machine learning (ML) have led to the reevaluation of this clas-
sic cost-accuracy trade-off. Models like neural networks (NNs) are capable of expressing
arbitrarily complicated non-linear functions such as molecular potential energy surfaces.
[4, 114, 115] Large datasets of quantum chemical computations [116, 117, 118, 119] make
it possible to parameterize general atomistic NN potentials to quantum chemical accu-
racy [19, 22, 120], and these potentials can be evaluated at near force eld computational

cost. The emergence of NN potentials has also bene ted from the development of “mes-
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sage passing” NN architectures (MPNNS) tailored to the graph-like structure of molecular
geometries. [6] The most data-ef cient architectures employ locally equivariant represen-
tations of atoms in molecules. [7, 8, 9, 10]

The locality of atomic environments used in NN potentials allows these models to easily
describe local, mostly covalent interactions, like distortions of bonds, angles, and dihedrals.
Unfortunately, a consequence of this locality is that NN potentials are either indirectly or
explicitly unable to model the long-range interactions that are essential to protein-ligand
interactions. [11] The lack of these long-range effects has been demonstrated to affect the
guality of simulated properties of bulk water and small peptides. [121] In a recent work,
we proposed an atomic-pairwise NN framework for modeling NCIs, which we called AP-
Net. Extending this basic proof-of-concept, we now develop a robust, chemically accurate
AP-Net model for quantifying arbitrary protein-ligand interactions. This is accomplished
by constraining the AP-Net architecture to respect the known physics of intermolecular

interactions.

4.3 Results

4.3.1 A Physics-AwardntermoleculatArchitecture

In this work, we develop a physics-aware neural network architecture specialized for mod-

eling intermolecular interactions. This architecture adheres to four physical principles:

1. Intermolecular interactions are fundamentally a function of molecular properties,

some of which can be partitioned into atomic properties.
2. For the most part, intermolecular interactions are largely atomic-pairwise additive.

3. Intermolecular interactions are decomposable into different types of interactions (elec-

trostatics, exchange-repulsion, induction/polarization, and dispersion).
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4. In the dissociative limit, intermolecular interactions obey simple functional forms of

molecular and atomic properties.

In reference to the second principle, this physics-aware architecture is designated AP-
Net, short for atomic-pairwise neural network. The AP-Net name was rst used in a previ-
ous proof-of-concept study that differs signi cantly from the current work in applicability
and complexity. [11] A schematic of the current AP-Net architecture is provided in Fig-
ure 4.1. AP-Net enforces the four physical principles above via a pair of independently
trained NNs, which are respectively referred to as the atomic property module and the in-
teraction energy module. These two NNs are used to predict protein-ligand interaction
energies through an intermediate prediction of the electron density of both molecules via
an atom-centered multipole expansion. This physically motivated functional form yields

accurate, generalizable interaction energy predictions for protein-ligand systems.

Atomic Property Module

The atomic property module (Figure 1A) is trained to predict properties of an atom within
a molecule, in accordance with the rst principle. Speci cally, this network predicts an
atomic decomposition of the electron density in the form of an atom-centered multipole
expansion through second order. The atomic property module is related to our previous
Cartesian MPNN (CMPNN), which was also used to predict atomic multipoles. [12] Un-
like the original CMPNN model, in which predicted atomic multipoles were approximately
rotationally equivariant, the atomic property module enforces rigorous rotational equivari-
ance via the directional hidden state scheme of [7]. The atomic property module also
conserves the total molecular charge, allowing the model to handle neutral molecules and

ions alike. [122]
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Interaction Energy Module

The second neural network constituting AP-Net, the interaction energy module (Figure
1B), is an equivariant graph neural network trained to predict the interaction energy of a
molecular dimer. This interaction energy is predicted as a sum of atom-pair contributions.
Rather than directly predict the total interaction energy, this module predicts the SAPT
decomposition of the interaction energy into four physically meaningful components: elec-
trostatics, exchange, induction, and dispersion. The interpretability of the SAPT interaction
energy decomposition provides useful insight into the nature of protein-ligand interactions.

Most notably, instead of operating on only the dimer geometry, the interaction energy
module operates on the output of the atomic property module, which is evaluated on both
monomers. The output of the atomic property module is used by the interaction energy
module in two ways. First, the learned representation of each atomic environment from the
atomic property module is incorporated into the corresponding atomic environment in the
interaction energy module. This shared representation allows the interaction energy mod-
ule to indirectly make use of the monomer data used to train the atomic property module.
Second, the predicted atomic multipoles of the atomic property module are used to evaluate
a multipolar electrostatic energy. The interaction energy module is then trained to predict
the interaction energy as a correction on top of the multipolar electrostatic energy. Because
the multipolar electrostatic energy captures the leading long-range behavior of intermolec-
ular interactions, the interaction energy module is effectively limited to predicting a much
more local, short-range quantity.

This strategy of combining two different methods is similar to the conceptlgfarning,
in which one reformulates a regression task as a predicted correction on top of a computa-
tionally affordable baseline result. However, unlike conventional delta-learning use cases
in quantum chemistry, the baseline model, multipole electrostatics via predicted multipoles,

is as computationally affordable as the machine learning correction.
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Figure 4.1: An overview of the AP-Net architecture.

4.3.2 Systematically-Generatd®lotein-Ligandnteractions

The Splinter dataset is a collection of over one million systematically generated protein-
ligand fragment dimers and interaction energies computed at the SAPTO/aDZ level of the-
ory. The construction of this dataset is illustrated in Figure 2A. The Splinter dimers are not
only chemically diverse, they also were intentionally generated in variety of repulsive, op-
timized and dissociated con gurations. Consequently, the interaction energies associated
with the Splinter dimers span a range of over 500 kcal rhol

A large fraction of Splinter dataset was used to train the interaction module of the AP-
Net model. The performance of AP-Net on 150K held-out validation dimers, which were
not used to t the model, is shown in Figure 2B. AP-Net predicts the SAPT interaction
energies with a mean absolute error (MAE) of only 0.201 kcal hahd a maximum error
of less than 15 kcal mot. The interaction energy of over 97% of the validation dimers is
predicted within 1 kcal mol 1, a metric commonly referred to as chemical accuracy. [123]
The individual SAPT components of the interaction energy are predicted with even greater
accuracy than the total interaction energy. As observed in previous efforts to predict the
SAPT decomposition with ML models, errors in electrostatics and exchange are largest,

followed by induction, and then dispersion. [29, 11] Dispersion is predicted particularly
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Figure 4.2: A) Depiction of the Splinter dimer dataset. This dataset was constructed
by exhaustively pairing small protein and ligand fragments. Between 50 and 500 dimer
con gurations were generated for each pair of fragmenB. Oistribution of interaction
energies (left) and AP-Net errors with respect to interaction energies (right) over 150,000
validation dimers of the Splinter dataset, in kcal mol The respective mean absolute
interaction energies and mean absolute errors of the two sets of distributions are labeled.

accurately, with a MAE of only 0.021 kcal mdl. It should be noted that the error in this
prediction is much smaller than errors inherent in the SAPTO approximation or even the

choice of nite basis set.

4.3.3 Crystallographid®rotein-Ligandnteractions

The ultimate goal of the AP-Net intermolecular potential is to accurately predict interaction
energies of realistic protein-ligand systems. Therefore, it would not be suf cient to only
evaluate the model on dimers sampled from Splinter, which are procedurally generated
and come from the same chemical space as the training data. For this reason, we devel-
oped a more diverse, realistic dataset of dimers, referred to as Splinter-PDB. The 13,216
dimers in Splinter-PDB consist of an entire ligand interacting with one or two capped amino
acids. The protein and ligand geometries are taken from crystallographic Protein Data Bank

(PDB) entries, making them a realistic and practical test case. An illustrative dimer from
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