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SUMMARY  

Lower-limb exoskeleton technologiesðrigid or soft devices that provide assistance 

to usersðshow promise in restoring and augmenting human movement. However, current 

state-of-the-art exoskeleton control primarily addresses consistent, time-repeatable tasks 

and device-specific, state-machine-based transitions that stand in stark contrast with the 

fluidity and variability of natural human movement. As I demonstrate in this work, even at 

its theoretical best, the current control paradigm cannot handle the uncertain and ever-

changing environment we live in. In this work, I expand controllers based on deep learning 

estimates of physiological state to operate in the expansive regime of human activities 

while also generalizing to novel activities. I show that, when deployed on a hip and knee 

exoskeleton, these controllers can augment human performance across tasks and time-

varying conditions, promising task-agnostic and user-independent control. The process of 

training these models, however, is device-specific and highly costly in terms of resources 

and personnel. This threatens to negate its potential for real-world viability. In this work, I 

also present a novel framework that uses deep domain adaptation to reduce or eliminate 

the need for costly device-specific data. When deployed on an exoskeleton in real-time, 

these data-limited models still achieved performance comparable to models with complete 

access to costly data. These advances are a promising step toward enabling exoskeletons 

to break the critical task- and device-specific barriers to everyday, outside-laboratory use, 

and thereby achieve their transformative potential to aid ordinary people. 
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CHAPTER 1. INTRODUCTION  

1.1 Motivation  

Recent advances in robotics have promised technologies that can aid humans by 

handling menial, difficult, and dangerous tasks potentially with minimal human input to 

make our lives easier. But robots also have the potential to directly change our lives by 

working with humans to enable us to perform tasks more efficiently and effectively while 

also enhancing our abilities to perform previously impossible tasks. Robotic exoskeleton 

technologiesðwearable devices fitted to the human body to improve mobilityð

demonstrate potential for restoring, assisting, and augmenting human movement. 

Exoskeleton technologies provide a structure, rigid or soft, outside the body that can 

provide assistive support and augmentation. Over the past decade, many exoskeletons have 

demonstrated the ability to make humans more energy efficient in specific tasks like 

walking and running [1]. Exoskeletons have shown promise in augmenting strength and 

endurance in industrial applications as well [2]. Beyond augmentation, recent advances in 

exoskeletons have demonstrated usefulness for addressing many disabilities in patient 

populations. For post-stroke patients, these technologies can allow them to begin walking 

again [3]. In patients with spinal cord injuries, robotic exoskeletons can provide a 

rehabilitation protocol that restores some of their natural function [4]. In patients with 

cerebral palsy, exoskeletons can decrease energy cost and increase walking speed [5]. In 

patients with Parkinsonôs disease, exoskeletons can reduce freezing of gait [6].  

But with all this potential, there is a surprising lack of active exoskeleton 

technologies in the real-world, specifically for lower limbs. Given this dichotomy between 
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exoskeletons potential and their real-world use, we must consider what current roadblocks 

are inhibiting exoskeletons from reaching their potential in real world applications. I argue 

that the main roadblock stems from a fundamental disparity between the nature of human 

movement and the capabilities of the current exoskeleton control paradigm. The dynamic 

and variable nature of human movement necessitates a flexible and generalizable control 

strategy, but the structure of the current control paradigm cannot provide that flexibility. 

Human movement in daily living varies from consistent and steady activities, such 

as walking and running, to more dynamic movements that vary by person and situation, 

such as lifting, lunging, or side-stepping. Not only do the biomechanics of these motions 

vary, but the actual activities are sporadic. We stop, start, and switch from one task to 

another rapidly, often with transitions that are difficult or impossible to define. This 

variability is reflective of the diverse and dynamic goals for human movement, the 

flexibility of the human musculoskeletal system [7], and the many environmental factors 

that impact movement [8]. The sporadic nature of human activity is evidenced by the lack 

of continuous movement in everyday activities. The most common walking bout lasts only 

about 4 steps and 75% of both walking and resting bouts last less than 70 seconds [9]. 

Baroudi et al. demonstrated that their participants did not prioritize steady-state or 

energetically optimal walking speeds [10], and Orendurff et al. pointed out that gaits of 

daily living consistently reflect a dynamic approach with more emphasis on 

maneuverability than highly efficient consistent walking [9]. Thus, non-cyclic and 

asymmetric movements are essential for real world applications. 

Not only is human movement complex, but the human response to assistance is 

complex as well. Humans respond differently to exoskeleton assistance based on both 
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external environmental factors and unique human variability [11], [12]. Even over time, 

humans can adapt their responses to a device, leading to the necessity for participants to 

have time to adjust to novel devices and changes in control parameters [13]. This has led 

to much research into the human optimal control parameters through human-in-the-loop 

optimization [12], [14]. The results from these human-in-the-loop studies highlight the 

need for exoskeletons to be able to handle the unique variability from person to person. 

Thus, potential exoskeleton control strategies must be able to handle both task variability 

and human uncertainty. 

Contrast this necessary fluidity with the fact that current exoskeleton control 

focuses on cyclic, repeatable tasks and state-machine based transitions. Providing assistive 

power for common walking modes (i.e., level ground, sloped, and stair walking) has 

historically required different task-specific control strategies. Thus, efforts have been made 

to identify these state variables themselves and the transitions between states to inform 

exoskeletons of which task specific strategy to adopt [3], [15]. These environmental 

variables are difficult to generate reliably in real time and the current approach is plagued 

by the challenge of scaling to recognize many various modes of locomotion and a complete 

inability to apply directly to unstructured and novel tasks. Additionally, these systems often 

require long calibration times and application to various unique users is challenging 

because assistance cannot adapt to the userôs individual needs [3]. 

This demonstrates the gap that exoskeletons often fail to translate to the real world 

because their control paradigms cannot scale to handle the human and environmental 

variability encountered in daily life. Thus, to account for the fact that various terrains, non-

cyclic movements, and human variability are an indispensable and essential part of human 
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mobility, a new paradigm must be developed to enable robust and flexible exoskeleton 

control. Exoskeletons that provide intelligent assistance for encountering a multitude of 

tasks represent an important effort for handling the uncertainties and variability of real-

world human movement in non-clinical applications and restoring complete independent 

function to individuals in clinical settings.   

Recent work has demonstrated a potential method to overcome this task 

generalization barrier that could enable exoskeletons to break out of the lab and be 

ubiquitous in helping users spanning the age and mobility spectrum. Successful 

exoskeletons often take state parameters such as gait phase and walking modes (i.e., level 

ground, sloped, and stair walking) to determine assistance torque profiles similar to 

biological torque [16], [17]. Recent work has shown promise that using only mechanical 

sensors and machine learning techniques, we can directly estimate biological moment [18], 

[19]; this estimate can then be used to directly inform control independent of the cyclic 

task being performed, thus bypassing the need for complex state-variable estimation. This 

novel approach has the capability to radically alter the current paradigm for exoskeleton 

assistance and substantially increase the inherent adaptability of exoskeletons to unique 

motions and environments. While this has yet to be tested, direct estimation of biological 

moment has the potential to allow highly robust intent recognition across the wide variety 

of activity types experienced in daily living. This method is promising, but there are still 

several crucial hurdles that must be addressed before this type of control can be viable in 

the real-world: 

First, although this method has shown an unprecedented ability to assist during 

cyclic activities and seamlessly transition between these activities [19], no current control 
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methods have unified control across either many structured tasks beyond ambulation 

modes (e.g. squatting, lifting, and lunging while still handling walking and ramps) or 

unstructured activities that cannot easily be categorized. As highlighted above, these are 

vital for real-world applicability. Thus, one important barrier to overcome is demonstrating 

generalizability of control beyond cyclic activities in terms of performance and human 

outcomes. 

Second, deep learning based estimation techniques require highly specialized 

equipment and significant data collection time. Training joint moment estimation models 

utilizes a supervised learning approach that requires labels from the internal biological 

moment at the joint of interest [18], [19]. This is estimated using subject-specific skeletal 

models that require as inputs the kinematics of the user as well as the ground reaction 

forces. Measuring these is typically performed using motion capture and in-ground force 

plates. These requirements limit the ubiquity of such techniques to only those with access 

to such specialized facilities and technical skills. The process of collecting and processing 

such data is also time consuming, thus generating labeled training data for exoskeletons is 

another prohibitive barrier. 

To further compound this problem, progress in developing biological moment 

controllers is bounded by the device specific nature of the data. Machine learning by its 

nature performs well on tasks within the scope of its data domain, but often fails when 

called on to extrapolate to a new domain [20]. Data-based approaches to joint moment 

estimation then are limited to the specific device, sensor configuration, and biological joint 

targeted during training. Thus, if any changes need to be made to the device or sensors, 

there is no established path to enable the application of this control strategy other than 
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collecting new data with this new device configuration, let alone an entirely different 

device. The fact that data can easily become outdated limits the ability of this control to 

scale into real-world scenarios and restricts scientific progress because advances in one 

device are limited to that specific device. Without the ability to handle these two significant 

barriers, task generalizability and device specificity, exoskeleton control based on task-

agnostic joint moment estimation will be prohibitively difficult as a real-world control 

approach. 

1.2 Objectives 

Thus, the objective of my dissertation is to overcome these barriers to enable 

scalable, robust, and versatile exoskeleton control by the integration, synthesis, and 

estimation of usersô physiological state through deep learning. My central hypothesis is 

that by creatively using sensing, data synthesis, and domain adaptation algorithms, we can 

scale joint moment estimation-based control to handle the variability of human movement 

and be deployable without extensive data collection. This objective can be broken down 

into three main components needed to facilitate its fruition: 1. Control architectures must 

be designed and tested for non-cyclic activities and additional sensing modalities must be 

explored to facilitate the jump from cyclic tasks to non-cyclic tasks. 2. A strategy must be 

developed to utilize easily accessible data to improve deep learning models within 

exoskeleton control. 3. Frameworks must be created to easily adapt moment estimators 

across different tasks and devices. Enabling these three areas leads to a paradigm that I 

believe will enable the exoskeleton expansion beyond the laboratory. For the sake of this 

dissertation, these have been split into three main aims. 
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Aim 1: To enable task-agnostic control by expanding joint moment estimation 

to non-cyclic activities and validating that joint moment based assistance is beneficial 

across these activities. Previous approaches to joint moment estimation have been 

primarily validated during cyclic tasks, such as walking, where there is a more direct 

relationship between kinematics and kinetics. However, these methods may be limited 

when translating to non-cyclic tasks where the mapping from kinematics to moments is not 

unique. I hypothesized that electromyography (EMG) and simulated insoles, both 

individually and together, would improve joint moment estimation on left-out-tasks as 

compared to a kinematic-only baseline and improve estimation during non-cyclic activities 

more than cyclic. Based on these results, my co-author and I trained a moment estimator 

on both cyclic and non-cyclic activities and deployed that estimator in the real-time control 

loop for a hip and knee exoskeleton. We hypothesized that this moment estimator would 

outperform a theoretical best-case model based on the current state-of-the-art control 

technique. We also hypothesized that users receiving assistance based on these estimated 

moments would show reductions in metabolic cost and joint work relative to receiving no 

assistance. 

Aim 2: To leverage large, readily-available biomechanics datasets and 

unlabeled exoskeleton data to enable training of joint moment estimators when 

exoskeleton data with labels is limited or completely unavailable. Training a subject-

independent joint moment estimator requires hardware-specific data from an exoskeleton 

collected in a highly specialized gait lab and any hardware changes can quickly render this 

data less relevant. This limits the ability for this control method to be used beyond specific 

research groups or in scalable commercial devices. Open-source human movement data is 
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readily available, but currently there is no method for exploiting this for training a moment 

estimator. In this aim, I explore using the human modeling simulated domain as a common 

domain in which accessible data can be converted to be used for device training. Then, 

using techniques from domain adaptation, a transform can be learned between this common 

shared space and the unique real sensors for a given device. Within the context of 

estimating joint moments, I hypothesized that using this translation strategy we could 

outperform the best current strategy without this translation for both the semi-supervised 

case (limited labeled exoskeleton data) and the unsupervised case (no labeled exoskeleton 

data). 

Aim 3: To deploy joint moment estimators trained with limited data on a real 

hip and knee exoskeleton and assess its real-time performance at joint moment 

estimation. Offline testing allows quick verification of a method, but when models are 

deployed for control, the human now becomes an integral part of the control loop in a way 

that is impossible to capture in offline data. To further prove that the translation method 

from aim 2 is truly real-world viable, I deployed the semi-supervised and unsupervised 

models in real-time on physical hardware as well as the parallel best strategy without 

translation for the semi-supervised case. I hypothesized that, in real-time, both the semi-

supervised and unsupervised model would outperform the corresponding best strategy 

without translation. I also hypothesized that online performance would be similar to offline 

performance based on the similar offline to online performance for moment estimation 

models in Molinaro et al. [19]. 

1.3 Innovation 
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1.3.1 Innovations from Aim 1 

The datasets presented in this dissertation represent the largest data collection of 

tasks for human movement without an exoskeleton and with an exoskeleton to date. Both 

sets of data will be open-sourced to allow for other researchers to benefit from these data 

collection efforts. These datasets will allow wearable device designers and controls 

engineers to incorporate a more holistic view of human movement into their devices [10]. 

Incorporating kinetic signals into exoskeleton control allows joint moment 

estimators to respond to otherwise unmeasurable needs of the user such as additional 

carried load or interactions with the environment not contained in the training data. 

Incorporating further physiological signals (such as EMG) as inputs into joint moment 

estimation could allow for further adaptation to userôs specific needs by altering the 

assistance profile based on muscle specific contributions to joint demand. Providing 

assistance tailored to a given user can improve user acceptance and result in improved 

human outcome measures. 

Deploying and testing a moment estimator with the ability to estimate a wide range 

of tasks validates that this control approach is not only feasible across the tasks of human 

movement, but also beneficial to users. Four aspects of this controller are completely novel 

to the field. First, this is the first controller to demonstrate the ability to handle the wide 

array of movements common in daily life while seamlessly transitioning between tasks. 

Second, this is the first controller to demonstrate an ability to generalize and provide 

assistance during completely novel tasks. Third, this is the first controller capable of 

coordinating joint moment control across multiple joints. Fourth, this is the first controller 
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to demonstrate positive human outcomes across a wide array of tasks. This paradigm 

allows exoskeleton systems the ability to dynamically respond to the needs of the specific 

user in the way that the user chooses to engage with the world around them, all while only 

using a single control law. 

1.3.2 Innovations from Aim 2 

Creating a generalized framework for incorporating open source data enables a path 

for improving current models by incorporating new tasks and increasing participant 

diversity. A universal domain that can be translated into a specific application allows 

designers to incorporate specific tasks available in open source data without collecting 

those specific tasks. It also gives more potential training data that can enable more 

complicated deep learning algorithms. 

Training deep learning models using labels from only simulated data expands the 

group of feasible users from a few select labs and devices to be broadly accessible and 

applicable across the globe. Designers who have no access to a gait lab space cannot 

currently directly benefit from many of the data-driven approaches. Access to rapid 

methods for training these models could further accelerate research progress and 

collaboration with sharable models. Due to the data hungry nature of machine learning 

models and the difficulty of extrapolating beyond training data, generalized models are 

integral for facilitating general exoskeleton use.  

1.3.3 Innovations from Aim 3 
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Using open-source data without an exoskeleton directly for wearable robotic 

control could facilitate breakthroughs for populations where extensive data collections 

while wearing a device might be prohibitive. By making use of other researchersô work 

characterizing these new populations, we can begin to test new deep learning models for 

those populations. 

A strategy to perform time-series translation on raw time-series data could be 

incorporated beyond just exoskeletons and prosthetics to other fields within wearable 

sensing and robotics. The equivalent of image style translation on time-series data marks a 

novel step forward for using domain adaptation in new areas. 

1.4 Outline 

This dissertation is split into seven additional chapters. Chapter 2 provides relevant 

background for understanding the biomechanics of human movement, exoskeletons, and 

machine learning as they relate to the rest of this dissertation. 

 Due to the data intensive nature of this work, chapter 3 is dedicated to delineating 

two large open source biomechanics datasets that form the foundation of the work 

presented here. The first section includes content from my peer reviewed publication [21]: 

© 2024 Nature. Reprinted, with permission, from K. L. Scherpereel, D. D. Molinaro, O. T. 

Inan, M. K. Shepherd, and A. J. Young, ñA human lower-limb biomechanics and wearable 

sensors dataset during cyclic and non-cyclic activities,ò Scientific Data, 10, 924 (2023) 
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The second section includes a brief excerpt on data analysis from my co-first-authored 

publication on task agnostic control during real-world activities that is currently under 

review in Nature: 

© 2024 Nature. Reprinted, with permission, from D. D. Molinaro, K. L. Scherpereel, E. B. 

Schonhaut, G. Evangelopoulos, M. K. Shepherd, and A. J. Young, ñTask-Agnostic 

Exoskeleton Control via Biological Joint Moment Estimation,ò Nature, (In review) 

Chapter 4 is dedicated to exploring the benefits of adding EMG and insoles into 

joint moment estimation during cyclic and non-cyclic tasks. This is in pursuance of the first 

part of Aim 1 from the objectives section. This is currently in press in IEEE Transactions 

on Biomedical Engineering: 

© 2024 IEEE. Reprinted, with permission, from K. L. Scherpereel, D. D. Molinaro, M. K. 

Shepherd, O. T. Inan, and A. J. Young, ñImproving Biological Joint Moment Estimation 

During Real-World Tasks with EMG and Instrumented Insoles,ò IEEE Transactions on 

Biomedical Engineering, (In press) 

Chapter 5 focuses on developing and deploying a joint moment estimator in the 

control loop of an exoskeleton and assessing its performance in terms of estimation 

accuracy and human outcomes. Included in this chapter are figures and excerpts that I 

created and are part of my co-first authored publication referenced above. This is in 

pursuance of the second part of Aim 1. 
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Chapter 6 is dedicated to the development and offline testing of a domain adaptation 

framework to translate simulated data to real data for training joint moment estimators. 

This is to answer the questions in Aim 2 of the objectives section. 

Chapter 7 is dedicated to the online deployment and validation of the above domain 

adaptation framework. This is in fulfillment of Aim 3 from the objectives section. Both 

chapter 6 and chapter 7 are portions of a manuscript currently in preparation: 

K. L. Scherpereel, M. C. Gombolay, M. K. Shepherd, O. T. Inan, and A. J. Young, ñA 

Deep Domain Adaptation Framework that Enables Real-time Exoskeleton Control Without 

Costly Data Collection,ò (In prep) 

Chapter 8 presents a summary of the significance of this work. It also presents some 

final thoughts on the future of exoskeleton control and potential applications of the 

frameworks developed in this dissertation. 
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CHAPTER 2. BACKGROUND  

This chapter describes the background information that is vital to understanding the 

work presented in the rest of this dissertation. It is broken down into four main sections 

focusing on 1) the biomechanics of human movement, 2) augmentation through 

exoskeletons, 3) sensing human movement onboard an exoskeleton, and 4) processing 

sensor signals into useful information specifically through deep learning. 

2.1 Biomechanics of Human Movement 

Movement is part of our everyday life and we often take it for granted, but human 

movement is highly complex and has interested scientists for generations [22]. As with any 

scientific discipline, to understand it we break it down into different categories and create 

a taxonomy that facilitates exploration. Throughout this dissertation I will use several 

levels to break down human lower-limb movement. The primary level that I will consider 

is a distinction between cyclic and non-cyclic activities.  

2.1.1 Cyclic Activities 

For the sake of this dissertation, cyclic activities will be those with continuous 

movement where each cycle looks like the preceding cycle. This time repeatability makes 

it easy to break them down into a small portion for easier analysis. Cyclic movements can 

be broken down by gait cycle which is typically defined from heel strike to the next heel 

strike [23]. We can further break cyclic activities down into common ambulation modes 

and those beyond. Modes typical in community ambulation have received most attention 

in wearable robotics and consist of level ground walking, ramp ascent, ramp descent, stair 
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ascent, and stair descent [19], [24]. Running has also received significant attention and thus 

Iôve included it within common ambulation modes [1], [25]. Beyond these modes, cyclic 

activities can include activities like weighted walking, skipping, and backward walking as 

highlighted in chapter 3. 

2.1.2 Non-cyclic Activities 

Non-cyclic activities can be thought of as sporadic and dynamic movement without 

time repeatability. This makes it much more difficult to analyze these activities. However, 

many of them can be constrained to follow a more cyclic structure such that they can more 

easily be segmented even if they are sporadic in daily life. Some examples include 

squatting, lifting, and lunging. For the sake of this dissertation, I considered these to be 

structured non-cyclic activities or, in chapter 5 and chapter 7, impedance-like activities. 

This latter categorization is drawn from the fact that these movements often exhibit spring 

like properties that have inspired impedance control [26], [27], [28]. Many movements 

cannot be structured in this way; thus, these have been lumped into a final category of 

unstructured activities. 

2.1.3 Gold Standard Measurement of Biomechanics 

Motion capture has become the gold standard for assessing human movement [29]. 

By tracking specific locations on the human body, an accurate picture can be generated of 

how the body is moving relative to a global fixed reference frame. To turn that into useful 

information at the level of joints and muscles, a model must be matched to the recorded 

motion. In this dissertation, OpenSim [30], [31] is used as the modeling platform and the 

Gait 2354 [32] model is used for the human as further described in chapter 3.1.2. After 
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matching the marker locations to a subject-specific skeleton, motion of the model can be 

fit to marker trajectories collected by motion capture. This process is called inverse 

kinematics and gives an estimate of how the angles at each joint change over time [33].  

While this is an important part of describing motion, kinematics do not describe the 

forces behind motion. Moments at the joints are created by muscles pulling across the 

joints. These moments then result in the limb applying forces to the ground to enable 

movement. We cannot directly measure muscle forces or moments in vivo [34], [35], but 

we can assess the ground reaction forces. If we can directly measure the magnitude, 

direction, and point of application for these forces we can back calculate the net moments 

that must have created those resulting ground reaction forces. This is termed bottom-up 

inverse dynamics and has become the gold standard for calculating net joint moments [36]. 

As soon as external moments are applied at a joint by something other than the 

human body (e.g. an exoskeleton), there is then a distinction between the biological joint 

moment (the portion of the moment supplied by the human) and the net joint moment (the 

total moment that combines the contribution of all factors both biological and external) 

[37], [38], [39]. This distinction will become important in chapter 5 where our deep 

learning model estimates net joint moment but the controller operates based on biological 

moment calculated by subtracting the joint torque contribution of the exoskeleton from the 

net joint term. 

2.2 Augmentation of Human Movement through Exoskeletons 

As outlined in the introduction, exoskeletons have potential to allow humans to 

perform more tasks, more accurately, for longer periods of time [1], [2], [40], but they also 
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have potential clinical applications for both long-term assistance and shorter-term 

rehabilitation [4], [5], [6]. This dissertation focuses on the augmentation portion of these 

applications; however, advances in controlling devices for able-bodied humans provides 

insights that could be vital for clinical work. For this dissertation, the focus will be on 

active exoskeletons that can provide net positive power to the user (through active elements 

like electric motors) as opposed to passive exoskeletons that rely on passive elements such 

as springs to assist users [41], [42]. 

2.2.1 Design Considerations 

While this dissertation focuses entirely on the control of exoskeletons, the design 

of the device can play an important role in impacting how the user responds to any specific 

device. Typical active exoskeletons have had a large profile and rigid components that can 

make them uncomfortable and at times unusable [3], [43]. Softer and more compliant 

exoskeletons have become more readily available [1], [6], [25] and were an inspiration for 

the exoskeleton used for the studies in this dissertation (see chapter 5.2.1).  

2.2.2 Assessing Human Performance 

There are several methods for assessing human performance with an exoskeleton. 

The gold standard has historically been metabolic cost (energy cost) [3]. Because additional 

mass is added when donning the device, there is an inherent metabolic cost to simply 

moving in an exoskeleton. Thus, to augment userôs energetics, a controller must not only 

overcome the additional mass penalty from wearing the device, but also provide enough 

additional assistance to make wearing the device beneficial [1]. Metabolic cost can 

currently only be assessed on activities that can be performed consistently for long periods 
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of time [44]. To assess performance on other tasks, human outcome metrics such as lower-

limb biological joint work [19], human preference [45], and electromyography [46] must 

be examined. 

2.3 Sensing Movement for Exoskeleton Devices 

Although motion capture and in ground force plates are the ground truth for 

collecting human biomechanics, exoskeletons need to access human movement data in 

real-time and function beyond the laboratory environment. Thus, they must rely on onboard 

sensing. Typically, exoskeleton sensing can be broken down into three types: kinematic, 

kinetic, and physiological signals, although these are certainly not the only types (e.g. 

optical sensing [47]). 

2.3.1 Kinematic Sensing 

At the segment level, inertial measurement units (IMUs) can be used to measure 

the acceleration and angular velocity of a particular segment (as well as heading if a 

magnetometer is included). To capture motion at the joint level, encoders have historically 

been used since they are often already integrated if actuation is provided with electric 

motors [48]. This provides a good estimate of biological angles if there is accurate 

alignment between the exoskeleton and the joint and if the interface provides a relatively 

rigid connection to the user. Recently work has focused on estimating joint angles directly 

from IMUs mounted on the segments [49]. The challenge lies in overcoming the drift and 

noise inherent in these measurements. For the models in chapter 5, we tested removing the 

encoders from the model and found that with that setup (6 axis IMUs at the thigh and 

shank), the encoders still added value. 
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2.3.2 Kinetic Sensing 

Currently, there are no low-profile wearable measurement systems for 3D ground 

reaction forces that currently would be feasible for real time implementation [50]. 

However, pressure insoles have been used to estimate at least vertical ground reaction 

forces and the center of pressure (more details are given in chapter 4). While forces can be 

difficult to access, a more binary version to determine heel strike and toe off can come 

through force sensitive resistors mounted on the soles of the shoe [15]. 

2.3.3 Physiological Sensing 

Much research is being performed to access brain signals for use in wearable 

robotics [51], [52], however, directly accessible signals from lower-limb wearable devices 

are restricted to capturing the surface electrical activity of muscles through 

electromyography. This can give insight into the commands that the brain is sending to the 

muscles and in some cases can relate to muscle forces [53]. Research in other areas may 

be relevant for wearable assessment of fatigue [54] or joint contact forces [55]. 

2.4 Processing Information from Sensing Modalities 

With the plethora of signals from various modalities that can be captured, it 

becomes necessary to synthesize those raw signals into useful information for control. One 

of the main ways this can be accomplished is through the use of machine learning or deep 

learning [56], [57]. 

2.4.1 Deep Learning 
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In traditional machine learning, hand-engineered features are extracted from data 

and then fed into the machine learning model. While this can be beneficial, more powerful 

and more flexible algorithms can be trained if we allow the model to extract its own features 

from raw data [58]. This often comes at the cost of requiring more training data to learn 

these features and typically requires deeper networks. This leads to the term deep learning 

to describe a subset of the broader field of machine learning. The deep learning algorithms 

presented in this dissertation rely on convolutional layers where kernels are passed over 

the raw data to extract relevant features. 

2.4.2 Supervised versus Unsupervised 

Machine learning can be thought of in several categories based on access to ground 

truth labels for training [59]. In supervised algorithms, all of the training data has associated 

ground truth labels from which to train. Thus, a model can easily learn the relationship 

between input data and output label in a way that can generalize to new samples. In 

unsupervised algorithms, the ground truth label is not available and thus relationships are 

sought in the data but without an anchoring to specific labeled categories. In this 

dissertation, unsupervised algorithms are used to match the distribution of data with and 

without an exoskeleton when no time-synched data is available (chapter 6). A hybrid 

between the two is termed, semi-supervised; a few ground truth labels are accessible but 

most of the relationships must be drawn based on the unlabeled data [60]. This method is 

also used in chapter 6 and directly compared to the unsupervised case. 

2.4.3 Data Considerations for Training and Testing 
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One of the most important aspects of machine learning is carefully planning what 

data can be used for training and what should be reserved for testing [61]. This is vital for 

correctly interpreting the results from a black box model. In this dissertation, testing is 

always performed on a leave-one-task or leave-one-subject out basis. This means that an 

entire task or participant is left out of the training data and reserved for testing, thus 

ensuring that the results are representative of what a device might encounter in real-time 

applications. When we have access to limited data, our testing set is, out of necessity, small 

and thus one testing set (a single left out subject or single left out task) might be either 

unusually hard or unusually easy. To surmount this issue, a cross-fold validation strategy 

can be used where separate models are trained while cycling through the available tasks or 

participants as the testing set. These results can then be averaged to neutralize the effect of 

any individual testing set being too easy or hard. 

There is often one further split of the data that is required beyond simply training 

and testing that is termed validation. When training a model, we must decide when to stop 

training. There are two main strategies for accomplishing this: 1) we can choose to simply 

stop after a certain number of training epochs and then no validation set is needed (this is 

the strategy adopted in chapter 4.2.3 where the number of epochs was chosen based on 

tests run with a different dataset) or 2) we can choose to stop when the performance of the 

model on a left-out validation set stops improving (this can be determined by checking a 

certain number of epochs beyond the minimum point, called patience, to make sure no 

improvement is made) [62]. This second strategy, termed early stopping, requires separate 

training, validation, and testing sets. For chapter 6, the testing and validation sets consist 

of a different left-out participant. For that chapter, it was also important to only use labeled 
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data that was accessible from the specific labeled tasks or labeled domains in this validation 

set. 

Many choices must be made about aspects of models that are not trained parameters 

(such as learning rate, dropout, model depth, etc.) and these are called hyperparameters. 

These can be based off similar models that have previously been published or can be 

optimized either by brute force or an optimization scheme. In chapter 5 and chapter 6, 

Bayesian optimization is used to select hyperparameters by intelligently searching the 

possible space of values based on a gaussian process model of the effect of each parameter 

[63]. This allows a much larger search space to be explored within reasonable time and 

resource costs. 

In the case where additional data is available or the system can be deployed in real-

time, the most rigorous testing of an algorithm is to use a completely new set of data to 

verify the performance of the algorithm. This is part of the reason why deploying the 

algorithms in real-time as performed in chapter 5 and chapter 7 is vital.  
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CHAPTER 3. BIOMECHANICS DATASET  COLLECTION AND 

CURATION  

 This chapter covers the detailed methods and analysis involved in collecting the 

two large biomechanics datasets that form the backbone for the studies conducted in this 

dissertation. The first section covers the creation of a varied and extensive task set 

capturing the diversity of human movement as well as the processing methods for obtaining 

joint angles and joint moments based on musculoskeletal models. This first section covers 

collection without wearing an exoskeleton. The second section covers collection of the 

same tasks, but this time while the user is wearing an autonomous hip and knee 

exoskeleton. 

3.1 Wearable Sensors and Biomechanics Dataset during Cyclic and Non-cyclic 

Activities  

3.1.1 Introduction 

As highlighted in the introduction, human movement is often sporadic and 

dynamic. Tasks of everyday life like cooking or cleaning might involve a few steps, a squat 

to pick something off the floor, a few more steps, and then again stopping to reach for 

another object from a high shelf. To highlight this fact, several studies have demonstrated 

that, just within walking, many strides are not steady state [10], resting and walking bouts 

are sporadic [9], and turning makes up a significant portion of everyday ambulatory 

movement [64]. Even when humans are walking, their movement is dynamic and varied, 

which doesnôt even account for the rest of human movement during daily tasks. Despite 
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this fact, the vast majority of biomechanics research has focused on long-duration, steady-

state walking bouts. 

Open-source datasets to date have largely centered around the most common cyclic 

and steady-state activities, which can be easily segmented and averaged across strides. 

Winterôs seminal dataset characterizing human biomechanics focused only on the time-

repeatable task of level-ground walking [29]. Since then, publicly available datasets have 

begun to increase the variety of data available by including more walking speeds [65], [66], 

[67], [68] and more subjects [69], [70]. These datasets have not been limited to level-

ground walking but have included other time-repeatable tasks including running [71], [72], 

walking on stairs and ramps [73], [74], [75], [76], [77], [78], sitting and standing [73], [74], 

[79], [80], heel and toe walking [81], [82], and even walking on irregular terrain [83], [84]. 

In addition to increasing the task space, other sensor modalities have been explored, such 

as muscle specific information measured through electromyography (EMG) [69], [70], 

[73], [74], [75], [76], [77], [78], [81], [82], [85], [86]. Research from Camargo et al. has 

filled a critical gap by providing a single dataset of the same subjects performing multiple 

terrain conditions at multiple speeds with consistent and comprehensive sensors [75], [76], 

[77], [78]. Reznik et al. also filled some of these gaps with their public dataset, including 

additional ambulation mode transitions, sit-to-stand movements, and constant acceleration 

tasks [79], [80]. Still, there exists very limited publicly available data for transitions [73], 

[74], [75], [76], [77], [78], [79], [80], and non-cyclic dynamic tasks that represent the 

variability of daily life are largely absent. The state of current open-source datasets in 

literature is summarized in Table 1 for cyclic and Table 2 for non-cyclic activities. 
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Table 1 - Cyclic Tasks in Open-source Biomechanics Datasets for Able Bodied 

Individuals  

Metadata Common Cyclic Tasks 
Uncommon Cyclic 

Tasks 
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[29] 
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 SS (1 
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Moore 2015 

[67], [68] 
15 

19-32 ~0.8-

1.6 
     

    

Fukuchi 2017 

[71], [72] 
28 

19-51  2.5-4.5     

    

Fukuchi 2018 

[65], [66] 
42 

21-84 SS (8 

speeds) 
     

    

Hu 2018 [73], 

[74] 
10 

23-29 SS (1 

speed) 
 197 197 10 10 

    

Lencioni 2019 

[81], [82] 
50 

6-72 SS (5 

speeds) 
 180 180   

x    

Schreiber 2019 

[69], [70] 
50 

19-67 SS (5 

speeds) 
     

    

Moreira 2021 

[85], [86] 
16 

20-27 0.28-

1.1 
     

    

Camargo 2021 

[75], [76], 

[77], [78] 

22 

19-33 
0.5-

1.85 
 102-

178 

102-

178 

5.2-

18 

5.2-

18 
    

Reznick 2021 

[79], [80] 
10 

20-60 
0.8-1.2 1.8-2.4 

97-

162 

97-

162 
5, 10 5, 10 

    

Our Dataset 12 18-30 0.4-1.8 2.0-2.5 152 152 5, 10 5, 10 x x x x 

* SS indicates self-selected walking speed 

Table 2 - Non-Cyclic Tasks in Open-source Biomechanics Datasets for Able Bodied 

Individuals  
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Fukuchi 2017-
18 [65], [66], 
[71], [72]                   

     

Hu 2018 [73], 
[74]   x               

     

Lencioni 2019 
[81], [82]                   

     

Schreiber 2019 
[69], [70]                   

     

Moreira 2021 
[85], [86]                   

     

Camargo 2021 
[75], [76], [77], 
[78]     x             

     

Reznick 2021 
[79], [80]   x x             

     

Our Dataset x x x x x x x x x x x x x x 

Dynamic, non-cyclic activities in biomechanics literature have received attention 

due to their relevance to rehabilitation, sports, and injury prevention as well as their 

prevalence in everyday life. Activities such as sit-to-stand and obstacle avoidance are 

important for independent daily living and the ability to maintain stability [87], [88]. Other 

studies have examined the biomechanics of highly dynamic activities, such as cutting [89], 

[90], jumping [91], lifting [92], [93], lunging [94], and squatting [95] and their relevance 

for athletes in preventing injury and rehabilitation. These motions differ significantly from 

walking but directly and indirectly have bearing on the majority of movements that an 

individual might encounter in daily life. Despite the relevance to daily living, there are no 

open-source datasets containing many of these tasks, let alone collecting all these types of 

maneuvers with continuous time series data and corresponding wearable sensors.  

This section presents an open-source biomechanics dataset that includes a wide 

range of both dynamic non-cyclic tasks and cyclic tasks. It represents the most diverse 

open-source set of biomechanics data across weight bearing lower limb tasks available in 

Table 2 (continued) 
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the literature. This includes the specific non-cyclic tasks mentioned above as well as unique 

tasks that involve perturbations from external objects. Additionally, representative tasks 

are included from cyclic walking, such as level ground walking, stairs, and inclines as well 

as unique cyclic tasks such as heel and toe walking and backward walking. For each of 

these tasks, kinematics from motion capture as well as real and simulated IMUs are 

supplied. Kinetics from force plates and the resulting joint torques calculated through 

OpenSim [30] are also included, as well as virtual insole data. Finally, time-synchronized 

EMG from eight muscles on each leg is provided. The data from this complete suite of 

wearable sensors are a valuable contribution to the literature for many applications, such 

as machine learning, wearable device design and controller development, health 

monitoring, and human modeling. The dataset is hosted on the SmartTech repository [96]. 

3.1.2 Methods 

In this dataset, 3D biomechanics from marker-based motion capture and force 

plates, as well as wearable signals from IMUs and EMGs, were collected for a diverse 

range of ambulatory tasks as well as numerous non-cyclic tasks. Virtual sensors were 

created to increase the usefulness of the dataset by providing data for sensors that were not 

included in this study, such as pressure insoles and foot IMUs. This also provides data for 

comparison, replication, and advancement of research with simulated sensors [18], [97]. 

3.1.2.1 Participants 

Twelve able-bodied subjects (7 males, 5 females, mean ± SD: age = 21.8 ± 3.2 

years, height = 176.7 ± 8.6 cm, weight = 76.9 ± 14.4 kg) were recruited to participate in a 

single-day gait analysis study. For inclusion, the subjects had no history of neurological 
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injury, gait pathology, or cardiovascular condition that would limit their ability to ambulate 

for multiple hours, up and down steep inclines and stairs, and participate in fatiguing 

exercises. Each subject gave informed written consent to participate in a Georgia Tech 

Institutional Review Board-approved study under IRB H17240. 

3.1.2.2 Performed Tasks 

Tasks were selected to provide large inter-joint variability in kinematics and 

kinetics, and to provide examples of similar kinematics but differing kinetics. The tasks 

can be split into several different subcategories within the broad categories of cyclic and 

non-cyclic as shown in Figure 1. A full list and description of how each of the activities 

was performed is given in Table 3 and in the videos (not taken during actual collections) 

included within the dataset. 
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Figure 1 - A representation of the cyclic and non-cyclic tasks broken into their 

constituent conditions. 

Table 3 - Task Descriptions 

Task Family Specific Task Task Description 

ball toss 

ball_toss_#_center A 6.8 kg medicine ball was caught by the participant and 

then tossed back 5 times. This is done with the ball 

coming from three positions: left, center, and right. The 

participants were shown the activity using a knee bending 

strategy to dampen the catch. 

ball_toss_#_left 

ball_toss_#_right 

curb 

curb_down_# 

For curb up, the participant walked at a constant speed, 

stepped onto a force plate, stepped up onto a 0.15 m raised 

platform with another force plate, and finally continued 

walking (across an additional force plate). They completed 

5 circuits. Similarly, for curb down they stepped from a 

raised platform (1 force plate) onto a ground level force 

plate and continued walking (2 force plates), completing 5 

circuits. 

curb_up_# 

cutting 

cutting_#_left-fast The participants were instructed to run at two self-selected 

speeds (slow and fast) down three force plates and then 

made a 90̄ turn to either the left or right turning their hips 

and stepping on a final force plate. This was completed 5  

cutting_#_left-slow 

cutting_#_right-fast 
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Table 3 (continued)  

 cutting_#_right-slow 

times for each condition (left slow, left fast, right slow, 

right fast) for a total of 20 cuts. (average center of mass 

(COM) speed slow 0.7 m/s, fast 0.9 m/s) 

calisthenics 

dynamic_walk_#_butt-

kicks 
Butt kicks and high knees were performed at 0.8 m/s after 

the maneuver was demonstrated. Contact was not made 

during butt kicks to avoid shifting the calcaneus markers 

on the foot. Heel and toe walking were performed at 0.4 

m/s where the participant was instructed to walk with all 

of their weight on their heel and toe respectively. All of 

these were performed for 20 seconds. 

dynamic_walk_#_high-

knees 

miscellaneous 

dynamic_walk_#_heel-

walk 

dynamic_walk_#_toe-

walk 

incline 
incline_walk_#_up5 

The treadmill was inclined at the desired angle (5 and 10 

degrees) and the participant walked at 1.0 m/s up and 

down the incline. Each condition (up 5, down 5, up 10, 

down 10) was performed for 20 seconds. 

incline_walk_#_up10 

decline 
incline_walk_#_down5 

incline_walk_#_down10 

jumping 

jump_#_fb 
Forward/backward jumps were performed across force 

plates where each set (1 forward jump and one backward 

jump) was performed 5 times. Hopping was performed by 

completing 10 hops in place in a row. In vertical jumps, 

the participants were instructed to jump for maximum 

height by bending their knees prior to lift off. This was 

completed 5 times. 180̄ jumps consisted of jumping and 

spinning 180̄  in the air clockwise and then 

counterclockwise 5 times. Lateral jumps consisted of 

jumping to the side and then back 5 times. The 90-1 and 

90-2 jumps consisted of 90̄  spins in the air. The 90-1 

consisted of 5 sets of 4 jumps where the participant 

jumped 90̄  clockwise and then counterclockwise and then 

back with one foot jumping and landing on the same force 

plate. The 90-2 jumps consisted of side jumping with a 

90̄  clockwise and counterclockwise rotation with both 

feet changing force plates. 

jump_#_hop 

jump_#_vertical 

jump_#_180 

jump_#_lateral 

jump_#_90-1 

jump_#_90-2 

lifting  

lift_weight_#_25lbs-l-c 
These lifting trials consisted of lifting a bag from the side 

and the center with either the left or right hand. The trials 

marked l-c and r-c are lifts with the weight centered in 

front of the participant lifting with either the right or left 

hand. In the l-l and r-r trials, the bag is positioned on the 

left or right of the participant with the same hand used to 

lift. Each individual lift was done 3 times. First, the 

participant was instructed to lift ñnaturallyò. Second, they 

were instructed to use their opposite leg to counterbalance 

the weight, and third the participant was instructed to use 

mainly their knees for the lift. These four trials of 3 lifts 

each were performed with a 11.3 kg weight in the bag and 

also with no added weight in the bag. 

lift_weight_#_25lbs-l-l 

lift_weight_#_25lbs-r-c 

lift_weight_#_25lbs-r-r 

lift_weight_#_0lbs-l-c 

lift_weight_#_0lbs-l-l 

lift _weight_#_0lbs-r-c 

lift_weight_#_0lbs-r-r 

front lunges lunges_# 

Each set of lunges consisted of lunging forward with the 

right and then left foot, stepping forward, lunging 

backward with the right and left foot, and then stepping 

back. Participants were instructed to lunge with their knee 

almost touching the ground but without making contact. 

Each participant completed five sets of these lunges 
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Table 3 (continued)  

side lunges 
lunges_#_left Each trial consisted of lunges toward the left or right as 

indicated. Each was completed 5 times. lunges_#_right 

meander meander_# 

This task consisted of walking/sauntering around the force 

plates in an aimless fashion with frequent pauses for 45 - 

60 seconds. The participant was instructed to treat it as if 

they were waiting in an informal line. 

walk 

normal_walk_#_0-6 
Each of these trials consist of 20 seconds of normal 

treadmill walking at the indicated speed (0.6, 1.2, 1.8 m/s) 

on level ground. 

normal_walk_#_1-2 

normal_walk_#_1-8 

run 
normal_walk_#_2-0 Each of these trials consists of 20 seconds of treadmill 

running at the speed indicated (2.0 and 2.5 m/s) on level 

ground. normal_walk_#_2-5 

shuffle normal_walk_#_shuffle 

For this task, participants were instructed to shuffle across 

the treadmill at 0.4 m/s with little knee bend for 20 

seconds. 

skipping normal_walk_#_skip 

This task consisted of skipping on the split belt treadmill 

at 1.2 m/s for 20 seconds. Participants were given time to 

grow accustomed to skipping on the treadmill before the 

20 second recording. 

obstacle walk obstacle_walk_# 

This task consisted of the participant walking on the 

treadmill at 1.0 m/s while a foam block was set on the 

treadmill that they were instructed to step over. The block 

was placed on the right side five times and then on the left 

side five times. 

poses poses_# 

This task consisted of the participant performing a series 

of static poses on the force plates. These poses include: 

standing, standing with legs apart, stand with left/right leg 

forward, squat, balance on left/right foot, stand on toes, 

thrust hips to left/right/forward/backwards, stand with toes 

pointing in/out, stand while holding a 11.3 kg weight out 

to left/right, stand with legs far apart laterally/left leg 

forward/right leg forward, stand while squeezing/dropping 

an imaginary watermelon between knees in order to create 

shear forces on the force plates. 

push push_# 

In this task, the participants shoulder was pushed or pulled 

forward or backward so that the participant stepped back 

or forward. This was performed for 30-45 seconds. 

side shuffle side_shuffle_# 

This task was similar to a basketball side shuffle drill 

where the participant switched feet on the center force 

plate as quickly as possible to shift from the right to the 

left and back. This was performed 5 times. 

sit to stand 

sit_to_stand_#_short-

arm 

For these tasks, participants were instructed to sit as far 

forward on a shower stool as possible and then stand up 

and sit down. They did 15 stand-to-sit-to-stands in each 

trial (3 normal, 3 loading their left leg more heavily, 3 

loading their right leg more heavily, 3 very slow, and then 

3 fast). In the first set (short-arm), the participants used the 

arm rests to aid in standing. In the second and third sets 

(short-noarm and tall-noarm), the participants did not use 

the arm rest. In the first and second sets, the stool height 

was 0.46 m and in the third it was 0.53 m. 

sit_to_stand_#_short-

noarm 

sit_to_stand_#_tall-

noarm 
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Table 3 (continued)  

squats 

squats_#_0lbs 
For these tasks, the participants were instructed to squat 

with either no additional weight or while holding a 11.3kg 

weight. Each trial consists of 5 squats: 3 normal squats, 1 

with the left leg more heavily loaded, and then 1 with the 

right leg more heavily loaded. 
squats_#_25llbs 

stairs 

stairs_#_#_up 

Participants were instructed to walk up and down the 

instrumented stairs and the individual ascents and descents 

were split into distinct files. The first three passes of each 

condition (ascent or descent) were at the participants self-

selected speed then they were instructed to go slowly for 

one circuit and finally quickly for the final circuit. The 

stair height for these trials was 0.152 m. (average COM 

horizontal speed up: slow 0.23 m/s, normal 0.31 m/s, 0.44 

m/s down: slow 0.26 m/s, normal 0.35 m/s, fast 0.52 m/s) 

stairs_#_#_down 

starting 

stopping 
start_stop_# 

Participants were instructed to begin on the force plates 

and then walk forward and off the force plates and then 

return and stop on the force plates. They performed this 

task 5 times alternating the starting foot. 

step up 

step_ups_#_left 
A 0.46 m chair was placed on a force plate and the 

participant was instructed to step up onto the chair with 

the respective leg (left or right) then pause for a moment 

and step back down without touching the dangling leg to 

the chair. This was performed 5 times for both left and 

right legs 

step_ups_#_right 

tire run tire_run_# 

For this task, participants were instructed to step over a 

series of six force plates touching their foot to each one as 

if there were tires surrounding each force plate. Once they 

reached the end of the set of force plates, they returned 

backward performing the same motion. The starting leg 

was alternated between left and right. This was completed 

a total of 10 times (5 starting with the left leg and 5 with 

the right). 

tug of war tug_of_war_# 

Participants grasped a stick and first pushed and pulled to 

create shear forces on the force plates. The second half 

consisted of pushing and pulling on the stick with an 

experimenter to move back and forth on the force plates. 

The total trial time was between 45- 60 seconds. 

turns 

turn_and_step_#_left-

turn 

These tasks consisted of starting from standing on the 

force plate, turning to one side (left or right) and then 

walking off the force plates. This was performed five 

times for each direction (left or right); the first three were 

at the participants self-selected normal speed, the fourth 

was slow, and the final circuit was fast (average COM 

speed slow 0.19 m/s, normal 0.23 m/s, fast 0.29 m/s) 

turn_and_step_#_right-

turn 

twister twister_# 

For this task, participants moved their leg to the force plate 

called out by the experimenter in a specific pattern similar 

to twister with only their legs. 

walk backward 

walk_backward_#_0-6 
The treadmill was set to run backward at the desired speed 

(0.6, 0.8, 1.0 m/s) and the participant walked backward for 

20 seconds for each speed. 

walk_backward_#_0-8 

walk_backward_#_1-0 

3.1.2.3 Motion Capture 
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Retroreflective markers were placed based on a modified Helen Hayes marker set 

[75] including markers on the medial malleoli, medial femoral condyles, greater 

trochanters, and posterior superior iliac spine (Figure 2 abbreviations detailed in the 

dataset). 

 

Figure 2 - The modified Helen Hayes marker set used for data collection. 

Motion capture data were collected at 200 Hz (Vicon. Ltd., Oxford, UK) using 29 

cameras overhead and 4 ground cameras. Gaps were filled (with rigid body fill and pattern 

fill) using an automatic pipeline (max gap length 200 frames) to fill some gaps and then 

manual examination was used to verify and fill the remainder. Trajectories were then low 

pass filtered (zero-lag 6 Hz 5th order Butterworth filter [75], [79], [98]) before processing 
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in OpenSim. Subject specific models were based on the OpenSim gait2354 model [32]. 

They were scaled based on anatomical landmarks and subject mass as measured via force 

plate data during static trials. During scaling, mass distribution between segments was 

preserved and main anatomical landmarks were used for pose positioning (highest weight: 

LASI, RASI, LPSI, RPSI, RKNE, LKNE, RMKNE, LMKNE, LANK, RANK, LMANK, 

RMANK, C7; lower weight: LGTR, RGTR, LMT1, LMT5, LCAL, RCAL, RMT1, 

RMT5). Sagittal joint angles were required to be within °5  ̄of 0 for neutral standing static 

trials to verify that the model matched the humanôs pose. 

3.1.2.4 Ground Reaction Forces 

Ground reaction forces were collected with both an instrumented treadmill (Bertec 

Corporation, Columbus, Ohio) as well as over ground force plates (Bertec Corporation, 

Columbus, Ohio) depending on the task. Force plate data were collected at 1000 Hz and 

then low pass filtered (20 Hz 5th order Butterworth zero-lag [99], [100]) and clamped to 

zero for forces less than 20 N. Force plates and the treadmill were re-zeroed upon 

configuration changes. Forces were split into steps based on the 20 N threshold (except for 

the treadmill trials that included running in which a 50 N threshold was applied due to 

higher noise) and then were automatically assigned to their respective feet based on 

matching marker and center of pressure data in the global coordinate system. 

3.1.2.5 Joint Angles and Velocities 

The subject-specific models were used to calculate inverse kinematics based on 

marker data where each marker was weighted equally. In the event of a marker falling off, 

a new static calibration was performed and then the marker placement on the model was 
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shifted to match the new placement without changing the scaling of the skeletal model 

(details on specific trials are provided in the dataset). Inverse kinematic calculations within 

OpenSim were performed to estimate joint angles based on marker positions. The 

unfiltered kinematics are provided in the dataset. However, for any further steps such as 

inverse dynamics or joint velocities, a filter (6Hz lowpass forward-reverse Butterworth 

filter) was applied [30]. The hip, knee, and ankle velocities were computed from the filtered 

inverse kinematics using central finite differencing (MATLABôs gradient function). 

3.1.2.6 Joint Moments and Powers 

Filtered inverse kinematic data were used in conjunction with ground reaction force 

data to calculate inverse dynamics. Steps not on the force plates were marked as NaN for 

inverse dynamics from heel strike of the first step off the force plates to toe off of the last 

step before returning to the force plates. Joint moments were then lowpass filtered using a 

forward-reverse 5th order Butterworth filter with a cutoff frequency of 6Hz. These 

moments were then multiplied by the above velocities to compute joint powers. 

3.1.2.7 Electromyography 

EMG data were collected at 1259 Hz bilaterally (Trigno Avanti Wireless EMG, 

Delsys, Natick, MA) and upsampled to 2000 Hz (default for Delsys digital sensor data 

acquisition in Vicon Nexus). EMG data was synched with the motion capture data using 

the Delsys trigger module (Delsys, Natick, MA). EMG were recorded from the following 

muscles bilaterally: gluteus medius (GMED), gluteus maximus (GMAX), gracilis 

(GRAC), biceps femoris (BF), vastus lateralis (VL), rectus femoris (RF), tibialis anterior 

(TA), medial gastrocnemius (MGAS). Seniam guidelines were used to determine EMG 
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placement [101] and is shown in Figure 3. The location was prepared with alcohol and then 

the sensor was adhered to the skin using double sided adhesive. EMG data are provided as 

raw unfiltered data.  

 

Figure 3 - The orientations, placement, and axes definitions for physical inertial 

measurement units (IMUs) and surface electromyography sensors (EMGs). 

3.1.2.8 Inertial Measurement Units (IMUs) 

IMU data (Trigno Avanti Wireless EMG, Delsys, Natick, MA) from experimental 

sensors were collected at 148.6 Hz at several locations in combination with EMG (Delsys). 

Due to these data coming from the same sensor package as the EMG, the system and 

automatically upscaled upsampled to 2000Hz to match the EMG data. In the dataset, IMUs 

have been downsampled back to 200Hz to better reflect the collection frequency and to 
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match the rest of the mechanical data. IMUs were collected bilaterally at the same locations 

as EMGs on the gluteus medius, biceps femoris, rectus femoris, and tibialis anterior. The 

placement for EMGs and actual IMUs is presented in Figure 3. 

3.1.2.9 Virtual IMUs 

Filtered kinematics in OpenSim were used to calculate transformation matrices to 

transform segment positions into global frame coordinates for each individual time step. 

Simulated IMUs were positioned on the pelvis, thigh, shank, and foot bilaterally as shown 

in Figure 4 with all of the medial-lateral positions located at the center of their respective 

segments. 
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Figure 4 - The orientations, placement, and axes definitions for the simulated inertial 

measurement units (IMUs). 

These above positions in the local frame were converted via the transforms to the 

position in the global frame at each time point. Then these positions were differentiated 

twice to find acceleration. Gravity was then included along the proper axis. The rotational 

transformation matrix was again used to find the rate of rotation at each point to calculate 

gyroscope measures. This process is outlined and verified in Molinaro et al. [18]. 

3.1.2.10 Virtual Insoles 

These same transformation matrices were inverted and used to convert the global 

force plate measures into the foot reference frame. This provides forces with respect to the 

foot for both vertical ground reaction force as well as anterior-posterior shear and 
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mediolateral shear. The center of pressure was calculated in a similar fashion based on the 

position of force application on the force plate converted to global coordinates and then 

transformed to the foot reference frame based on the instantaneous transformation matrix. 

This provides an anterior-posterior center of pressure as measured from the back of the 

foot and a medio-lateral center of pressure with respect to the center of the foot. 

3.1.3 Data Analysis 

3.1.3.1 Task Specific Joint Dynamics 

A summary of the biomechanics for several tasks that can be segmented is 

presented below in Figure 5 while the complete set of figures is included directly within 

the dataset. Each figure consists of nine subplots with each column representing the three 

joints (hip, knee, and ankle) in the sagittal plane and each row representing angle, moment, 

and power respectively. Individual subject lines are included in grey while the across 

subject average and standard deviation are presented in color. In these figures, hip 

extension is positive, knee extension is positive and ankle plantarflexion is positive. 
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Figure 5 - Representative biomechanics for a selection of tasks averaged across 

participants. Walking at 1.2 m/s (a) and running at 2.5 m/s (b) were segmented by 

gait cycle while squats with a 25lb weight (c) and jumps (d) were segmented by a 

pelvis velocity threshold. Figures for all of the tasks and segmentation information 

are contained in the dataset. 

3.1.3.2 Motion Space Comparison of Cyclic and Non-Cyclic 

To visually demonstrate the differences between cyclic and non-cyclic domains and 

further illustrate the uniqueness of these non-cyclic activities, the data were examined 

within the torque and angle regime, thus quantifying both the kinematic and kinetic scope 

of this data. Joint torque and angle data over time were combined for three distinctions of 

activities: 1. Cyclic: the most commonly studied activities consisting of walking on stairs, 

ramps, and level ground 2. Cyclic+: all collected cyclic tasks (including running, backward 
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walking, heel & toe walking, etc.). 3. Non-cyclic: the 20 non-cyclic tasks described above. 

A kernel density estimator [102] was then passed over the data and the largest continuous 

contour containing 99.5% of the data across all subjects was created to represent the motion 

space in the kinematic (as represented by angle) and kinetic (as represented by torque) 

domains. These plots are presented in Figure 6 for the hip, knee, and ankle. 

 

Figure 6 - Moment angle representation of the conventional cyclic tasks (level ground, 

ramps, and stairs), augmented cyclic (all collected cyclic tasks including the common 

cyclic tasks as well as unique cyclic tasks such as backward walking and high knee 

walking), and non-cyclic (such as sit-to-stand and cutting) domains. 

This demonstrates that these non-cyclic activities cover a new domain within both 

the kinematic and kinetic regime of human movement specifically for the hip and the knee. 

3.1.3.3 Task Specific Torque-Velocity Requirements 

As a separate visualization to examine specific tasks, a similar approach was taken 

to determine the biological torque-velocity demands for specific tasks. This provides the 

biological analog for a torque-speed curve for electric motors. As in 3.1.3.2, a kernel 

density estimator was used to form a continuous non-parametric estimate for density. A 
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continuous contour for 95% of the data was then taken to capture the maximum biological 

torque and velocity demand for each task. This visualization highlights the required 

operating ranges and specifications for designing wearable devices to handle extremes of 

human tasks. Figure 7 provides an example of several of these plots and the rest are 

included within the dataset itself. 

This visualization highlights how the power requirements of different tasks vary, 

thus further emphasizing the differences between the cyclic and non-cyclic domains. 
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Figure 7 - The maximum biological moment and velocity demand for walking and 

running (a) as well as for a series of the non-cyclic, non-locomotion tasks (b). Figures 

for all of the tasks are contained in the dataset. 

3.1.4 Technical Validation 

3.1.4.1 Data Collection 

For data collection, the motion capture cameras were calibrated and verified to be 

within an acceptable error prior to data collection. In the case of a marker falling off during 

a trial, the marker was replaced and then a new static calibration was performed (the 

specific model that corresponds to each trial is given in RawData folder of the dataset). 
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EMGôs were placed according to the Seniam guidelines [101] and to verify placement, the 

signals were visually inspected while the subject performed movements to activate those 

muscles.  

3.1.4.2 Data Processing 

Inverse kinematics marker errors were visually examined to verify that markers 

were not mislabeled. Each task was examined to invalidate the inverse dynamics during 

segments where the participantôs external ground reaction forces were not captured. 

Inverse kinematics errors (as measured by the Euclidian distance from the motion capture 

location and the model location) above an 8 cm threshold were examined to determine the 

cause and corrected if possible. This is slightly higher than the error during normal gait 

analysis threshold [103] due to the uniqueness of these activities. This was chosen based 

on visual inspection of true marker trajectories that resulted in inverse kinematics errors 

maxing out near 8 cm. The average root mean squared marker error across tasks and 

subjects for this dataset was 1.5 ± 0.2 cm. Sensor signals were compared across subjects to 

verify that IMU orientations and other signals were consistent. The orientation of the IMUs 

was verified by comparing the orientation of the gravity vector across subjects during 

standing. Other signals were compared visually across subjects to verify that a single 

subject was not an extreme outlier using plotting tools similar to those presented in Figure 

5. 

3.1.4.3 Comparison to Public Datasets 

Many of the tasks included in this dataset are novel and unique tasks, however, 

some have been collected and published, specifically for the cyclic data. Comparing our 
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dataset to that of Camargo et al. (speeds ranging from 0.5 m/s to 1.85 m/s) for level ground 

walking, the kinematics and kinetics are similar. For 1.8 m/s, both demonstrate sinusoidal 

hip kinematics and torques ranging from ~20 ̄of hip flexion to 20̄ of extension with torque 

ranging from 1 Nm/kg of extension to 1 Nm/kg of flexion and hip power peaking around 

2 W/kg. Knee kinematics range from 0̄ to 70̄  of flexion with a double peak and torques 

ranging from 0.5 Nm/kg of extension to 0.5 Nm/kg of flexion. Ankle kinematics range 

between 20̄ of dorsiflexion to 20̄ of plantarflexion and torque peaking around 1.5 Nm/kg 

of plantarflexion. Comparing to Reznick et al. (1.2 m/s), similar trends can be seen with 

the exception of smaller reported hip extension angles. This is similar for running with a 

slightly higher knee torque for level ground walking in this study as well as stairs and 

ramps. 

Our dataset covers a range of walking speeds similar to previous datasets (0.6-1.8 

compared to 0.5-1.85 m/s [75] and ~0.28-1.1 m/s [85] though with less granularity. Our 

running speeds were limited to a max speed of 2.5 m/s (compared to a max 4.5 m/s [71]) 

because our inclusion criteria did not involve being an active runner. One limitation of our 

work is that due to the rigorous nature of our protocol, this study recruited healthy young 

able-bodied adults (ranging from age 18-30 compared to previous larger ranges such as 19 

to 67 [69]). 

3.2 Exoskeleton Sensors and Biomechanics during Cyclic and Non-cyclic Activities 

3.2.1 Methods 

This dataset was collected over three phases in order to facilitate the model training 

and validation in chapter 5. Over the three phases, a total of 22 able-bodied participants 
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participated in the study protocol. Participants provided written informed consent to 

participate in the study under IRB protocol H21184. In each phase, participants wore a hip 

and knee exoskeleton and performed both cyclic tasks (e.g. walking, running, etc.), 

impedance-like tasks (e.g. lunging, squatting, etc.), and unstructured tasks similar to the 

above dataset but categorized as shown in Figure 8. 

 

Figure 8 - Task breakdown of the exoskeleton dataset labeled with ground-truth 

biomechanics. The 28 tasks were binned into three categories: cyclic, impedance-like, 

and unstructured based on their normative biomechanics. Additionally, many tasks 

contained multiple  experimental conditions (66 conditions total). 

For the portion of each phase devoted to capturing human biomechanics, the tasks 

performed followed those outlined above. During these tasks, retroreflective markers on 

both the body and the exoskeleton (based on the marker set used above) were tracked to 
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capture human movement at 200 Hz (Vicon Motion Systems, United Kingdom) and over-

ground force plates and an instrumented treadmill (Bertec, OH, USA) were used to capture 

the ground reaction forces at 1000 Hz. Due to previous software limitations, two subjects 

BT02 and BT03 during phase one were collected at 120Hz and then upsampled to 200Hz. 

For the portion of each phase with the exoskeleton on the user, exoskeleton data was 

collected at the operating frequency for the device (~55Hz) and later upsampled to 200Hz. 

To sync the exoskeleton data with the motion capture data, participants kicked 3 times with 

their right-leg before each task and before commanding torque in conditions where the 

exoskeleton actuation was on. This was used post-hoc in an R2 minimization algorithm 

(fmincon MATLAB) to find optimal timing alignment that best matched the knee encoder 

angle with the inverse kinematics results for knee joint angle.  

3.2.1.1 Phase 1: Training Data for a Preliminary Biological Joint Moment Estimator 

In phase 1, 10 participants (6 males, 4 females, mean ± SD: age = 23.7 ± 2.0 years, 

height = 176.3 ± 8.7 cm, weight = 76.5 ± 13.3 kg) participated in a single day protocol 

centered around collecting exoskeleton data and ground truth human joint moments during 

a wide range of tasks. To collect data that most closely matches the characteristics of the 

goal system, we designed heuristic controllers (spline-based and impedance-based) that 

were deployed during their respective tasks. The heuristic control parameters for spline 

controllers (8 and 6 points for piecewise cubic Hermite interpolating polynomial splines at 

the hip and knee respectively) were based on the joint moments from the study above and 

applied in real time using a time-based gait phase estimator using an average of the 

previous two strides measured by the insoles. The impedance stiffness was set to a specific 

stiffness (5 Nm/rad) which allowed for all of the tasks to be completed without saturating 



 48 

the motor commanded torque. This was applied in real time using a ñstance-swingò state 

machine that only applied torque during stance phase as determined by the pressure insoles. 

We collected data with the exoskeleton powered on using the appropriate controller for 

each task in the cyclic and impedance-like categories. We also collected all of the activities 

(both those for which we created controllers and those we could not) with the exoskeleton 

actuation turned off but while still collecting exoskeleton data. Before beginning data 

collection in Phase 2, all of the data from Phase 1 was processed and used to calculate the 

actual biological joint moments. Both actuated and unactuated exoskeleton data were used 

as inputs with their respective biological moments as labels to train a preliminary biological 

moment estimator. 

3.2.1.2 Phase 2: Additional Training Data for Fine Tuning the Biological Joint Moment 

Estimator 

During Phase 2, 5 participants (4 males, 1 female, mean ± SD: age = 23.4 ± 4.9 

years, height = 171.4 ± 7.4 cm, weight = 68.0 ± 12.7 kg) participate in a single day protocol 

similar to phase 1. However, during phase 2 the preliminary joint moment estimator was 

deployed on the exoskeleton for all of the tasks including those which had only previously 

been collected without the exoskeleton actuated. For this phase, participants did not 

perform tasks with the exoskeleton unactuated. Before beginning Phase 3, all of the data 

were again processed and used to create the final model trained on all 15 subjects from 

both phase 1 and phase 2. 

3.2.1.3 Phase 3: Validation Data for the Biological Joint Moment Estimator 
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During Phase 3, 10 participants (7 males, 3 females, mean ± SD: age = 21.8 ± 2.5 

years, height = 174.8 ± 8.5 cm, weight = 71.7 ± 10.2 kg) participated in a multi-day protocol 

consisting of two main sessions where motion capture was recorded: accuracy testing and 

joint level mechanical work testing. A third session for metabolic analysis was also 

performed; no motion capture data was recorded and thus it is not included in the dataset 

but the protocol is described below.  Three participants were repeat participants, two from 

Phase 1 and one from phase 2. In order to account for this, we trained moment estimation 

models separately for each of these participants in which their data from the previous phase 

was withheld to ensure that each participant was truly novel to the model.  

The session focusing on testing the accuracy of the model was performed using the 

same protocol as phase 2 where the exoskeleton was actuated for all of the activities while 

kinematics from motion capture and kinetics from ground reaction forces were collected 

in order to calculate the ground truth joint moments.  

The session for testing joint level mechanical work involved collecting kinematic 

and kinetic data as above, but the tasks were constrained to facilitate accurate comparison 

between conditions. This session was always placed on a day following the accuracy 

session to ensure that users were comfortable with the device. Three conditions were tested 

for each task: No Exo, Zero Torque, and Exo On. The order of these conditions was 

randomized however, No Exo was always placed either at the beginning or at the end and 

all of the No Exo tasks were completed in succession while the Zero Torque and Exo On 

conditions alternated based on the random selected starting condition. This was chosen to 

minimize don-doff time during the experiment. The tasks for this session are outlined in 

Table 4. Due to an error in the exoskeleton data logger during the experimental protocol, 
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stair ascent results for one participant and lunging results for one participant were not 

included. 

Table 4 - Activities for Testing Exoskeleton Effects on Lower-L imb Biological Joint 

Work  

Task Speed Description 

Lift  & Place Weight 12 lifts per min 

Participants were instructed to lift a 

25lb weighted bag with both hands. On 

the first tone, participants started from 

standing and lifted the bag to waist 

height. They then paused for the second 

tone, at which they set the bag back on 

the floor and then returned to standing. 

   

Squat 15 squats per minute 

Participants were instructed to squat 

with the 25lb weight until they barely 

touched a pillow resting on a low stool. 

Then they returned to standing. 

   

Lunge 15 lunges per minute 

Participants were instructed to lunge 

with their right leg forward until their 

left knee barely touched a pillow laid on 

the ground. Then they returned to 

standing. 

   

Sit & Stand 12 sit & stands per minute 

Participants were instructed to alternate 

sitting down and standing up on the 

tone without using their arms for 

assistance. 

   

Right Leg Step Up 12 step ups per min 

Participants were instructed to step up 

onto a 46 cm box with their right leg. 

On the first tone, participants stepped 

up with their right leg and paused 

standing on one foot. On the second 

tone they stepped back down to have 

both feet on the ground. 

   

Stair Ascent Self-selected speed 

Participants were instructed to complete 

four bouts of walking up a six-step 

staircase at their natural walking pace. 
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Metabolic cost measurements were performed using the Parvo TrueOne metabolic 

measurement system (TrueOne 2400, ParvoMedics, UT, USA) during 4 activities: lifting, 

level ground walking at 1.25 m/s, running on level ground at 2.5 m/s, and incline walking 

at 1.25 m/s on a 5° incline. For lifting, a metronome was set at 10 bpm and participants 

were instructed on each tone to use both hands to lift a 25lb kettle bell weight off a waist 

height shelf, touch that weight to the floor between their feet and then replace the weight 

on the shelf. Three conditions were tested for each activity: Exo On, No Exo, and Exo Off. 

For lifting, level ground walking, and incline walking, participants performed the activity 

for six minutes and conditions were tested using a within-participant counter-balanced 

design (ABC ï CBA). The order of the three conditions was randomized; however, within 

a given task the No Exo condition was placed at either the beginning (A) or the end (C) for 

don doff efficiency. The first 3 subjects performed running in the same fashion as the other 

tasks. However, due to the strenuous nature of running, we used this data to verify that we 

could reduce the time to only 3.5 minutes and forgo the counter-balanced design. Thus, the 

final 6 subjects only performed 3.5-minute running tests for each condition without the 

counter-balanced design (ABC). Results for all metabolic cost measurements are reported 

based on an average of instantaneous metabolic cost (as calculated with the Brockway 

equation) for the final three minutes of each activity. 

Metabolic cost for the variable speed and incline analysis was assessed in the same 

way using a counter-balanced design and 6-minute tests. Users walked and ran on the 

treadmill while a predefined speed and incline trajectory was played on the treadmill. 

Speeds ranged from 0.6 ï 1.5 m/s for walking and 2.0, 2.25, and 2.5 m/s for running. 

Inclines ranged from 0° to 15°.  
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3.2.1.4 Data Processing and Biomechanical Modeling 

To calculate the ground truth net joint moments, the same processing approach from 

Scherpereel et. al was followed with marker trajectories being cleaned, labeled, filtered; 

ground reaction forces filtered and assigned to the proper foot; and then all data formatted 

for use in OpenSim to calculate inverse kinematics and inverse dynamics for the lower 

limbs [30], [31]. The OpenSim gait2354 model was used as the base model for each subject 

specific skeleton. To model the participant in the exoskeleton, the OpenSim model was 

first scaled based on a biological static pose and biological weight without the exoskeleton 

so that segment masses and sizes were as accurate as possible. To model the exoskeleton, 

cylindrical masses were placed on the shank and femur segments at the appropriate 

locations to match the motors on the exoskeleton. The mass of these modeled actuators was 

0.485 kg and was held constant across participants. The additional mass of the exoskeleton 

aside from the actuators was added to the model torso segment since that weight is 

primarily contributed by the exoskeleton backpack. Finally, the markers were adjusted 

based on a static pose with the participant wearing the exoskeleton. Inverse kinematics and 

inverse dynamics were then performed, and marker inverse kinematics errors were again 

verified to be below the 0.08 m threshold as above. 

To calculate joint powers and biological moment, the exoskeleton measured current 

was converted to a torque value and then the torque necessary to achieve the measured 

motor dynamics were used to calculate the exoskeleton interaction torque experienced by 

the user. This exoskeleton interaction torque could then be subtracted from the net moment 

to find the biological moment. This was then used in conjunction with the filtered inverse 

kinematics angular velocities of each respective joint to compute the biological power 
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produced by the user. Positive mechanical work was then computed as the integral of the 

positive regions of this power curve. 

3.2.2 Data Analysis 

3.2.2.1 Lower-Limb Kinematic Effects from Wearing the Exoskeleton 

To understand the potential kinematic impact of wearing the exoskeleton, we 

compared the joint angles at the hip, knee, and ankle under three conditions (Exo On, No 

Exo, and Zero Torque) during the six joint work tasks as shown in Figure 9. As explained 

in Table 4, environmental factors, such as squat depth and timing were controlled across 

conditions, allowing a fair comparison between the kinematics. These results demonstrate 

that there is very little difference between the kinematics when wearing the exoskeleton 

(assistance on or zero torque) and not wearing the exoskeleton. Even though we controlled 

each task with a metronome, some tasks (like squatting, lunges, and step ups) have greater 

variability in the exact timing of the task within each individual condition (as shown by the 

higher standard deviation); however, across conditions the average kinematics still follow 

the same profile. These results indicate that the exoskeleton was able to achieve 

transparency with respect to the desired range of motion of the participant, while still 

providing enough assistance to significantly reduce the positive lower-limb biological joint 

work. This also confirms the validity of the joint work analysis by demonstrating that the 

improvements seen with the exoskeleton assistance are not primarily coming from a change 

in the way participants performed the tasks; however, we do note that upper body 

kinematics were not measured or investigated. 
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Figure 9 - Lower limb joint a ngle comparison during joint work activities. Hip (a), 

knee (b), and ankle (c) angles are shown for three conditions: wearing the exoskeleton 

using the task-agnostic controller (Exo On), without wearing the exoskeleton (No 

Exo), and while wearing the exoskeleton without assistance (Zero Torque). The solid 

lines represent the subject-average joint angle, and the shaded fill represents the 

standard deviation.  

3.3 Conclusion 

These two datasets form the most task diverse open-source datasets in literature. 

This is a vital contribution to the field because it enables biomechanical insights into the 

unique and diverse aspects of human movement beyond typical locomotion. It further 

allows comparison between human movement with and without an exoskeleton and 

provides valuable training and testing data for future research with data-driven models. 
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CHAPTER 4. IMPROVING BIOLOGICAL JOINT MOMENT 

ESTIMATION DURING REAL -WORLD TASKS WITH EMG 

AND INSTRUMENTED INSOLES 

4.1 Introduction  

Accurate estimation of human joint moments using wearable sensors could provide 

a useful signal for health monitoring [104], [105] and exoskeleton control [18], [106] 

during real-world activities. The gold standard approach to quantify joint moment is 

through inverse dynamics enabled by optical motion capture and in-ground force plates 

[107]. However, these systems are not accessible outside of the lab; thus, recent efforts 

have explored methods for estimating joint moments directly from wearable sensors. Three 

main categories of approaches have emerged as possible wearable alternatives: analytical 

models driven by inertial measurement units (IMUs) and instrumented insoles [108], 

electromyography (EMG)-driven models [109], and machine learning data-driven models 

[108], [110]. Deep learning methods have shown great promise in accurately estimating 

joint moments with a limited sensor suite of kinematic sensors [18], [111] and do not 

require the same assumptions entailed by analytical methods [108]. However, this 

approach, as well as its alternatives, have mostly been tested during limited tasks such as 

walking and running or on a few individual alternate tasks [108]. The question remains 

whether these approaches will be viable on highly dynamic, constantly changing tasks. 

The machine learning biological moment estimation approach has a potential 

weakness in these unique non-cyclic activities. Most of the current approaches use only 
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kinematic sensor inputs such as joint angles and IMUs [18], [110]. However, changes in a 

personôs kinematics do not directly predict changes in their joint moments, especially in 

these unique activities because similar kinematic patterns do not necessarily result in 

similar kinetic patterns. Although studies have shown promising results in estimating 

ground reaction forces directly from kinematic sensors during standard cyclic activities 

[111], [112], these relationships may not hold in the same way during unusual cyclic and 

non-cyclic tasks as shown in Figure 10 [96]. Thus, a kinematic-based machine learning 

model is potentially lacking distinguishing information for tasks with similar kinematics 

but differing moments or vice versa. 

 

Figure 10 - Several non-cyclic tasks that demonstrate similar kinematic profiles but 

different kinetic profiles at the hip and knee. The curves are subject average profiles. 

To add this missing information, there are two potential avenues inspired by both 

the current musculoskeletal modeling techniques and the alternate approaches to moment 

estimation. The inverse approach uses ground reaction forces traced up the kinematic chain 

to the joint of interest to estimate joint moments. This line of reasoning has given rise to 



 57 

the gold standard of inverse dynamics [107] and the analytical models for moment 

estimation. The forward approach notes that fundamentally muscle activations lead to 

muscle forces which are ultimately responsible for the resulting torque exerted on the joint. 

This line of thinking has inspired EMG-driven modeling techniques [113], [114]. Although 

current real-time wearable systems cannot directly measure 3D ground reaction forces [50] 

or muscle forces and activation [53], the substitute wearable sensors, pressure insoles and 

EMG, have the potential to provide insight into kinetic changes in human movement. 

Pressure insoles estimate the vertical ground reaction force (vGRF) and center of 

pressure (COP) within the reference frame of the foot [115]. Pressure insoles have recently 

grown in popularity for wearable robotic technologies [116], specifically for discrete gait 

event detection and even locomotion mode recognition [117]. More recently, analytical 

methods for moment estimation have used continuous signals from insoles as a surrogate 

for force plates, but their success is varied [118]. Only a few studies have examined insoles 

in machine learning approaches, two for estimating internal loading [119], [120] and a 

single study using vGRF as an input in hip moment estimation for a single treadmill 

walking speed [121]. An analysis of the benefits of insoles on deep learning moment 

estimation has yet to be explored. 

Electromyography (EMG) has the capacity to encode information about muscle 

activation, which relates to muscle forces and thereby joint moments. Thus, information 

from surface EMG signals could provide a machine learning model with the ability to 

distinguish between situations where the mapping between kinematics and kinetics may be 

highly nondeterministic. EMG inputs in deep learning models have conventionally been 

used for gesture recognition on upper limbs, but have also been beneficial for angle and 
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force/torque estimation [122]. On upper limbs, various types of neural networks have been 

used to estimate forces at the wrist [123] as well as multi-degree-of-freedom torques at the 

wrist [124]. Work on lower limbs has included using deep learning for estimation of gait 

events with EMG [125] as well as several attempts to estimate biological moments with 

EMG and neural networks [126], [127], [128]. In 2008, Hahn and OôKeefe used a neural 

network with EMG, kinematics, and other subject information as inputs to estimate lower-

limb joint moments [126]. More recent studies have used EMG as well as kinematics to 

estimate ankle moments [127] and all three lower-limb joints [128] using deep learning 

models. The benefits and feasibility of estimating biological moment during unique non-

cyclic tasks has yet to be examined and a direct comparison of the benefits of EMG over 

kinematic sensors alone has yet to be performed. 

In this chapter, a deep learning joint moment estimation approach was used to 

estimate joint moments in both common, time-repeatable cyclic activities as well as unique 

non-cyclic activities. Using subject dependent models, we analyzed the benefits of adding 

EMG, simulated instrumented insoles, and both as compared to a purely kinematic sensor 

baseline. Sensors were chosen to replicate those most accessible to two devices: a hip 

exoskeleton and a knee exoskeleton, and the associated joint moment was selected as the 

appropriate estimation label. Our main hypothesis was that EMG and simulated insoles, 

both individually and together, would improve joint moment estimation on left-out-tasks 

as compared to the kinematic-only baseline. This is due to the additional information that 

these sensors provide to distinguish between tasks with similar kinematics but different 

moments. Our secondary hypothesis was that the benefit of adding these sensors would be 

higher for the unique non-cyclic activities over the cyclic activities. Because the model 



 59 

architecture received time history information, we expect that the cyclic tasks will be easier 

to model without additional information from EMG or simulated insoles than the non-

cyclic activities. 

4.2 Methods 

This study utilized a temporal convolutional network (TCN) [18] in concert with 

different sensor inputs (EMG, virtual insoles) to create models that estimate joint moments 

based on wearable sensor data. This allowed a rigorous examination of the benefits of 

including EMG, instrumented insoles, or both in estimating joint moments for unique tasks. 

Due to the left-out-task training approach, our results represent the expected benefit during 

truly novel tasks. Our experimental approach is outlined in Figure 11. 

 

Figure 11 - Overview of our approach for estimating biological joint moments on a 

task independent basis. Wearable signals were collected over many different tasks of 

daily living and then used as inputs to a temporal convolutional network (TCN) to 

estimate biological moment. 

4.2.1 Network Architecture 

The network was designed based on the TCN introduced by Bai et al.  [129]. This 

model architecture was chosen based on its ability to incorporate significant time history 
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information without excessive model complexity, as well as previous data demonstrating 

its ability to accurately predict biological moments [18]. Inputs to the model are sequences 

of time-history data where the length of time history is determined by the kernel size for 

the convolutional layers as well as the depth of the network. Dilated causal convolution is 

used to increase the size of the input time series. The kernel size for the convolutional 

layers was set to four, and we chose a depth of five layers. Each layer consisted of a set of 

two convolutions with weight normalization and rectified linear unit (ReLU) activation 

functions with a dropout term to avoid overfitting. Each hidden layer consisted of fifty 

nodes. This particular architecture represents an effective time history of 0.93s given a 

200Hz sampling rate. The details of the generic TCN architecture are included in Bai et al. 

[129]. The depth, kernel size, learning rate, and dropout are parameters that were set based 

on previous testing with this network for estimating hip moments from purely mechanical 

sensors [18]. This network architecture employed input-level sensor fusion where 

information from the various sensor modalities (EMGs, joint angles, IMUs, and virtual 

insoles) were allowed to influence each other from the beginning of the network. 

Inputs consisted of only the sensors relevant to the specific exoskeleton (hip or 

knee). For a sensor suite simulating a knee exoskeleton, the baseline kinematic sensors 

included knee angle, knee velocity, a shank IMU, and a thigh IMU similar to Lee et al. 

[130]. EMG inputs consisted of four channels of EMG from knee spanning muscles: vastus 

lateralis (VL), rectus femoris (RF), biceps femoris (BF), and medial gastrocnemius (MG). 

For a system simulating a hip exoskeleton, the baseline kinematic sensors included hip 

angle, hip velocity, a thigh IMU and a pelvis IMU inspired by a combination of research 

devices [16], [131]. EMG inputs consisted of four channels of EMG from hip spanning 
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muscles: rectus femoris (RF), gluteus medius (GMed), gluteus maximus (GMax), and 

biceps femoris (BF). For both analyses, virtual insoles consisted of vGRF in the frame of 

the foot as well as COP for both the anteroposterior and mediolateral directions. This is 

summarized in Figure 12. 

 

Figure 12 - Detailed view of sensors and locations used as inputs to the model. Angles 

were computed using motion capture trajectories and wearable sensors were placed 

for the surface electromyography (EMGs) and the inertial measurement units 

(IMUs). Dotted sensor symbols indicate the posterior side. Insoles were simulated 

based on vertical ground reaction force (vGRF) and center of pressure (mediolateral: 

COPML and anterior -posterior: COPAP) transformed from the force plate to the 

reference frame of the foot. EMG sensors for the hip included: rectus femoris (RF), 

gluteus medius (GMed), biceps femoris (BF), and gluteus maximus (GMax). For the 

knee, BF and RF were again used as well as the vastus lateralis (VL), and medial 

gastrocnemius (MG). 

Training was performed in mini batches for 15 epochs. To choose this number, we 

trained models similar to those presented here (subject-dependent models with kinematic 

sensors to estimate knee joint moment) with a completely separate dataset [75], [76], [77], 

[78] to determine the average point at which the models stopped improving. Model weights 

were initialized to random values. Mean squared error was used for the loss function. 
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4.2.2 Data Overview 

The data used in this study comes from the dataset delineated in chapter 3.1 without 

an exoskeleton. 

The mocap joint angles (VICON, UK), IMUs (Avanti Wireless EMG, Delsys, 

Natick, MA), and virtual insole data (Bertec Corporation, Columbus, Ohio) from the 

dataset at 200Hz were fed directly into the model (Angles: rad, velocity: rad/s, IMU data: 

Accel Gs Gyro rad/s, Insoles: Force N/kg COP m). For EMG processing, the raw EMG 

signal was centered by subtracting the mean, then bandpass filtered between 30 and 300 

Hz using a 4th order forward-reverse Butterworth filter. Then the signal was rectified and 

lowpass filtered at 6Hz with another 4th order forward-reverse Butterworth filter. This 

envelope was then downsampled to match the frequency of the rest of the mechanical 

sensors (200 Hz). We scaled the magnitude of the EMG envelope to be similar to the 

magnitudes of the other input signals by changing the units (constant scaling factor of 

10,000) because we chose not to use feature normalization in keeping with Molinaro et al. 

[18]. This was performed for each channel of EMG. Other additional EMG features such 

as EMG frequency features (short time Fourier transform analysis and wavelet analysis) 

were tested, but no substantial improvement in estimation error was obtained so these were 

not included in the final analyses. Labels for the model were joint moments calculated with 

inverse dynamics based on kinematics from motion capture, ground reaction forces from 

in-ground and treadmill force plates, and a subject specific model created in OpenSim 

(chapter 3.1.2). The joint moments were scaled by subject mass (Nm/kg) to allow easier 

comparison across participants. 
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To increase the data available for training the model, the left leg data were mirrored 

to match the coordinate system of the right leg allowing a single leg model that can be 

trained and tested on both legs. This strategy has been used for kinematic sensors [132]. 

To verify that we could use a similar strategy for EMG, we ran a direct comparison between 

models trained separately for the left and right leg and models trained with both right and 

left leg data. We found that training with combined right and left leg EMG did not decrease 

performance of the estimator. 

4.2.3 Model Training/Testing and Evaluation 

To train and test these models, a leave-one-group-out cross-fold validation was 

performed. Groups of trials were left out such as walking (at three speeds), running (for 

two speeds), sitting (two chair heights), declined walking (two inclination angles), etc. 

Training was then performed on all of the held-in tasks for the given subject, and the model 

was used to predict the torques of the left-out group of tasks. This was then folded across 

all of the task groups and performed individually for each subject to yield the final results. 

To evaluate the modelôs performance and compare different approaches, root mean squared 

error (RMSE) was calculated between the ground-truth joint moment labels and the 

estimated labels to demonstrate the overall performance of the model. To further evaluate 

how well the shape of the estimate matched the ground truth moment, R2 was calculated 

based on a best fit line between the ground truth joint moment and the estimate for each 

participant and task group (e.g. walk) as a whole (subtasks within each task such as walking 

speeds are combined before computing a single best fit line). Mean absolute error (MAE) 

at peak joint moments was also examined. These were then compared between models and 

across subjects to establish the benefits of the different approaches. 
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While this examination of left-out-task performance provides a rigorous 

comparison of the impact of sensor additions, the question remains whether all of these 

tasks are necessary to achieve the observed accuracy and if not, which tasks are the most 

important to include when generalizing to left out tasks. To answer these questions, a 

forward task selection algorithm was used to sequentially select the most important task 

for improving the modelôs ability to generalize to the rest of the tasks. To select the initial 

task, a model was trained using each individual task from each participant as the training 

set and then testing on the rest of the tasks for that participant. The task that produced the 

lowest moment estimation RMSE on the rest of the tasks across participants was selected. 

After this initial iteration, the following tasks were selected by sequentially testing each of 

the remaining tasks (those not chosen yet) and choosing the specific task that, when added 

to the training set, resulted in the greatest reduction in RMSE for the rest of the remaining 

tasks as compared to not including that specific task. This was performed for the sensor 

case that included all sensor types (kinematics, EMG, and insoles). 

Statistics across different sensor input types and task types (cyclic and noncyclic) 

were computed using a two-way repeated measures analysis of variance (ANOVA) test 

with a significance level of Ŭ = 0.05. Participants were the random factor while sensor 

combinations and task types were the independent variables. Moment estimation RMSE 

was the dependent variable and was first averaged across trials within the same task group 

and same participant and then averaged across task groups within the same participant. 

This means that we compare a single value per participant per sensor set. To further explore 

these effects, we ran separate simple main effect one-way ANOVAs for each task 

delineation (all, cyclic, and non-cyclic) at each joint (hip and knee) to compare the four 
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sensor combinations (kinematics, kinematics + EMG, kinematics + insoles, kinematics + 

EMG + insoles). To parse out pairwise differences between different sensor additions, we 

applied paired t-tests with Bonferroni correction for the six possible comparisons. On each 

individual task, we ran comparisons between sensor combinations. Due to the number of 

comparisons, we controlled the false discovery rate (q < 0.05) using the method proposed 

by Benjamini & Hochberg [133]. This test controls for both the comparison of sensors 

within task and its use across tasks. To test the second hypothesis, the difference in RMSE 

with respect to the kinematic baseline was computed for each task and sensor addition 

within each subject (equation 1). 

 ὙὓὛὉ ὈὭὪὪὩὶὩὲὧὩ ίὩὲίέὶ

ὙὓὛὉ ὙὓὛὉ  

(1) 

The difference was then averaged separately across cyclic and non-cyclic tasks within each 

subject. The reduction in RMSE for cyclic and non-cyclic activities was compared with a 

paired t-test for each sensor combination. This tested whether adding additional sensors 

showed more benefit during noncyclic tasks than cyclic tasks. All statistical analyses were 

performed in MATLAB  (MathWorks, Natick, MA). 

4.3 Results 

Our two-way ANOVA across sensor additions and task types (with subjects as a 

fixed effect) revealed statistically significant decreases in RMSE from adding different 

sensor inputs in the deep learning model for both the hip (F=91.70, dfM=3, dfE=33, p < 

0.01) and knee (F=204.64, dfM=3, dfE=33, p < 0.01). It also revealed a statistically 
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significant difference between cyclic and non-cyclic tasks at both the hip (F=32.49, dfM=1, 

dfE=11, p < 0.01) and knee (F=34.51, dfM=1, dfE=11, p < 0.01) and a significant 

interaction effect between sensors and task type at both the hip (F=45.43, dfM=3, dfE=33, 

p < 0.01) and knee (F=16.49, dfM=3, dfE=33, p < 0.01). Because of these significant 

effects, we further explored these differences with simple main effects ANOVAs across 

sensor additions for different task types (all, cyclic, and non-cyclic) each of which showed 

statistical significance at both the hip and knee (p < 0.01). These were followed up by 

pairwise multiple comparisons tests as shown in Figure 13a&b. When comparing results 

across all tasks, the models with EMG (Hip RMSE: 0.233 Nm/kg, Knee RMSE: 0.154 

Nm/kg), simulated insoles (Hip RMSE: 0.219 Nm/kg, Knee RMSE: 0.146 Nm/kg), and 

EMG + insoles (Hip RMSE: 0.189 Nm/kg, Knee RMSE: 0.130 Nm/kg) all showed 

statistically significant reductions in joint moment estimation error as compared to the 

kinematic baseline (Hip RMSE: 0.280 Nm/kg, Knee RMSE: 0.221 Nm/kg). This was also 

the case when broken down between cyclic and non-cyclic tasks. Similar results can be 

seen for R2 in Figure 13c&d where an increase in R2 indicates a better match between the 

shape of the estimate and the shape of the ground truth moment. Again, a two-way ANOVA 

revealed statistically significant effects for sensors (Hip: F=99.26, dfM=3, dfE=33, p < 

0.01; Knee: F=215.27, dfM=3, dfE=33, p < 0.01), tasks (Hip: F=9.04, dfM=1, dfE=11, p 

= 0.012; Knee: F=15.84, dfM=1, dfE=11, p < 0.01), and the interaction effect (Hip: 

F=35.60, dfM=3, dfE=33, p < 0.01; Knee: F=21.79, dfM=3, dfE=33, p < 0.01) with 

significant simple main effects ANOVAs (p < 0.01). Across all tasks, R2 significantly 

increased when adding EMG (Hip R2: 0.68, Knee R2: 0.81), insoles (Hip R2: 0.69, Knee 

R2: 0.83), and both EMG and insoles (Hip R2: 0.76, Knee R2: 0.86) as compared to the 
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kinematic only baseline (Hip R2: 0.56, Knee R2: 0.62). This also held when separated into 

cyclic and non-cyclic tasks. Across task groups, models with EMG + insoles had lower 

estimation error and a higher R2 value than models with either EMG or insoles individually 

(p < 0.01). When broken down into cyclic and non-cyclic tasks, this held for the non-cyclic 

tasks (p < 0.01), but not in cyclic task RMSE at the knee or R2 at either joint. No statistically 

significant difference was detected between adding EMG versus adding insoles across all 

tasks. However, when broken down by cyclic and non-cyclic, there was a detectable 

difference in RMSE between adding EMG and insoles at the hip during non-cyclic tasks 

and in R2 at the knee for cyclic activities (p < 0.05), both favoring insoles over EMG. 

However, the opposite can be seen favoring EMG over insoles for R2 at the hip. Similar 

results are shown in Appendix A for mean absolute error at the peak joint moments. 
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Figure 13 - Summary of results from comparing different sensor inputs in a deep 

learning model for joint moment estimation. Hip (a) and knee (b) moment estimation 

errors (RMSE) across sensor additions are presented for all of the tasks and then 

broken down into cyclic and non-cyclic tasks. The corresponding R2 value for the hip 

(c) and knee (d) are also shown. Error bars represent the standard deviation across 

the 12 subjects. 

The results for specific task groups for both the hip and knee are shown in Figure 14 

broken into cyclic and non-cyclic tasks to show the performance differences on each 

specific task group. Performance on different task groups varies significantly based on the 

complexity of the task, but more of the non-cyclic tasks demonstrate statistically significant 

differences based on sensor additions than the cyclic tasks. Changes relative to kinematics 

for each individual task are provided in Appendix A. 
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Figure 14 - Results broken down by task groups for the hip (a) and the knee (b). This 

is shown based on the performance for each left out task from a model trained on the 

other tasks. Lines above the bars show the standard deviation across the 12 subjects. 

Statistically significant comparisons as determined by controlling the false rate of 

discovery are indicated with colored bars above each task. 

The results from the reduction in RMSE of noncyclic versus cyclic tasks are shown 

in Figure 15. All three additional sensor combinations showed a statistically significant 

improvement in the noncyclic activities as compared to the cyclic activities for both hip 

and knee (p < 0.01). 
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Figure 15 - RMSE difference relative to the kinematic baseline for each sensor 

addition during non-cyclic tasks and cyclic tasks for the hip (a) and the knee (b). 

Error bars represent standard deviation across the 12 subjects. Asterisks indicate 

statistical significance. 

Task selection optimization results are presented in Figure 16a&b for the hip and 

knee. The performance of kinematic + EMG + insole models trained with the tasks up to 

that iteration are subtracted from the corresponding participant and task results presented 

in Figure 14. Thus, zero represents performance equivalent to the performance from Figure 

13 and Figure 14 with many fewer tasks in the training set. At the hip, RMSE drops to 

within 5% of the RMSE of the average left-out-task accuracy for this sensor set in the first 

9 tasks and for the knee this occurs within the first 11 tasks. A similar result can be seen 

for R2 in Figure 16c&d. 
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Figure 16 - Task optimization performance compared to the corresponding leave one 

task out performance are shown in terms of moment estimation error (RMSE) for the 

hip (a) and the knee (b) and also in terms of R2 for the hip (c) and knee (d). Each 

datapoint represents the average performance on a given task group across all 12 

participants when including kinematics, EMG, and insoles. Error bars were omitted 

for visual clarity.  

4.4 Discussion 

As hypothesized, adding kinetic sensor information in the form of EMG or insoles 

significantly aided in estimating joint moments using a deep learning model. This 

contributes a formal comparison of these unique sensor modalities that has not yet been 

explored, and it expands joint moment estimation to unique non-cyclic activities where we 

show that these additional sensor inputs are more essential. 
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In general, EMG or insoles added additional information that improved model 

performance. For RMSE during non-cyclic tasks at the hip and R2 during cyclic tasks at 

the knee there are statistical differences between adding only EMG versus adding only 

insoles. This indicates that either the EMG added less relevant information for these tasks 

at that joint compared to the insoles or that the EMG information could not be utilized as 

well without the added information from the insoles. The opposite can be seen for the hip 

R2 during cyclic tasks. This contrasts with our assumption that proximal joints would 

benefit less from insoles given that ground reaction forces must be traced farther up the 

kinematic chain, and unmeasured shear forces have a larger effective moment arm. The 

counterintuitive result for RMSE at the hip may be due to the fact that fewer EMGs were 

available for direct sagittal plane actuation at the hip and the only accessible hip flexor 

muscle (rectus femoris) is a biarticular muscle where placement may play a role in which 

action (hip flexion or knee extension) is captured more clearly in the signal [134]. 

Including both EMG and insoles compared to either on their own showed significant 

benefits overall, but this difference was more substantial in the non-cyclic activities than 

the cyclic activities. This demonstrates that the information provided by these modalities 

is unique, though they may contain some overlapping information. The lack of significance 

for some comparisons during cyclic activities may reflect that the model cannot benefit 

from this additional information due to the repeatable nature of the activity. Thus, the time 

history embedded in the model architecture may provide enough information to accurately 

predict moments without the need for as much additional information. 

The task-by-task breakdown demonstrates that more statistically significant 

differences are detectible in the non-cyclic tasks than in the cyclic tasks. This may be due 
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to the fact that these activities lie more often on the extremes of the sensor input ranges. 

Thus, when left out of training, these tasks require the model to extrapolate to new unique 

conditions which may be easier with more information. Particularly at the hip, the most 

commonly heretofore tested tasks like walking, running, stairs, and ramps do not show 

significant improvements with additional sensing while the less commonly tested cyclic 

and non-cyclic activities do. This may explain the lack of apparent benefit to including 

EMG at the hip and knee in Camargo et al. [128]. 

Differences between cyclic and non-cyclic activities are hinted at in the previous 

analyses but to further elucidate this effect, we compared the relative improvement of these 

sensor additions from non-cyclic to cyclic tasks. In all cases, adding additional sensors had 

a statistically larger reduction in moment estimation error during the non-cyclic activities 

than during cyclic activities. This is most likely due to the inherently more challenging 

nature of non-cyclic tasks as highlighted by the similar kinematics but different kinetics 

shown in Figure 10. 

The task optimization results demonstrate that while the above analyses used 27 tasks 

as the training set and then evaluated performance on the left-out task, similar performance 

can be achieved with only ~10 tasks in the training set. Also, although the ordering differs, 

seven out of the first ten tasks are shared between the hip and the knee optimizations. These 

results indicate that this moment estimation approach could be feasible for real-time 

implementation while promising a small subset of tasks necessary for task generalization. 

Again, non-cyclic tasks are more highly represented in the most important tasks than are 

the cyclic tasks. 
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A direct comparison to current joint estimation models is difficult because this study 

explores subject dependent models trained on many unique tasks in a left-out-task group 

manner whereas other studies examine small subsets of tasks with subject independent 

models and without full task withholding. However, it is useful to note that even with tasks 

completely withheld and the requirement that the model generalize to a wide range of tasks, 

the accuracy of the models presented here is in line with other studies examining joint 

moment estimation. Molinaro et al. reported hip moment estimation errors of 0.13 Nm/kg 

for walking, ramps, and stairs with slight increases due to left out slopes and speeds [18]. 

This is slightly better than the kinematic baseline presented here perhaps due to our training 

paradigm leaving out the entire walking group at once and using a subject dependent model 

with much less training data. Our results for walking (0.070 range normalized RMSE for 

the hip and 0.063 for the knee) are also slightly above Hossain et al. who included more 

sensors [111] but lower than Mundt et al. [135]. Thus, our performance on cyclic tasks has 

similar error magnitudes to previous studies that do this without generalizing to new tasks. 

For the non-cyclic tasks, only a few papers have examined tasks that could be similar, but 

the ranges are again comparable. Chaaban et al. presented knee extension moment 

estimation during jumping of 0.028 (normalized to BW*HT) for an independent model 

with only thigh IMUs [136] whereas our results for a similar activity are lower at 0.0143 

but with both thigh and shank IMUs. Thus, while our model can estimate many more tasks 

than previous deep learning approaches, it still maintains comparable accuracy for similar 

activities, showing the great extensibility of deep learning. Beyond comparisons to deep 

learning approaches, our results can be compared to both analytical and EMG-driven 

approaches with similar restrictions as above prohibiting a direct comparison. To compare 
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to analytical models, Wang et al. present results using IMUs and instrumented insoles for 

several cyclic and non-cyclic activities. Across subjects their error was 0.37 Nm/kg at the 

knee and 0.85 Nm/kg at the hip which are much higher than those presented here even with 

only kinematic sensors [118]. To compare to EMG-driven models, Sartori et al. reported 

their lowest errors of 23.75 Nm at the knee and 26.06 Nm at the hip for the stance phase of 

walking, side-stepping, cross-stepping, and running combined [137]. Although there is no 

direct comparison, our results averaged across running and walking for the entire gait cycle 

are 17.9 Nm for the hip and 12.0 Nm for the knee with kinematics and EMG. These results 

demonstrate that the key contributions from our analyses rest upon baseline results that fit 

well within the current literature.  

There are several limitations of this work. First, these models are subject dependent 

due to the nature of EMG as a very subject specific signal. Future work could explore the 

usefulness of EMG in independent systems but this was beyond the scope of this work and 

likely would still necessitate some subject specific data incorporated through adaptive or 

transfer learning approaches [138], [139]. Second, although the IMUs and EMGs were real 

sensors, the insole portion of this analysis was run with simulated insoles. This means that 

these results represent the best possible case for the benefit of instrumented insoles. Real-

time studies with physical insoles may reveal that the current state-of-the-art sensors may 

not provide as much benefit as shown here. To maintain as fair a comparison as possible, 

we also present the best-case EMG results by using non-causal filtering techniques. Real-

time estimation would require causal filtering techniques which may result in a slight 

decrease in performance, but that decrease can be mitigated by optimizing the filtering 

strategy. Third, if this strategy were applied to exoskeleton control, changes in kinematics 
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and possible interaction noise in sensor signals could have an impact on model 

performance. 

4.5 Conclusion 

This chapter demonstrates that EMG and insoles can provide highly useful 

information in estimating joint moments for wearable systems. While they show some 

benefit in normal cyclic activities like walking and running, the situations where these 

additional sensors become highly important is during unique non-cyclic activities where 

the relationship between kinematics and kinetics may be highly nondeterministic. This 

study provides pivotal information for device designers choosing sensor inputs for both 

wearable robotic devices and health monitoring devices. This study also provides another 

step to encourage scientists in these fields to begin testing on more activities than just the 

conventional gait lab activities in order to advance technologies that can be deployed in 

real-world scenarios. 
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CHAPTER 5. TASK-AGNOSTIC EXOSKE LETON CONTROL THROUG H DEEP 

LEARNING MODELS OF P HYSIOLOGICAL STATE  

This chapter covers work from a joint collaboration between me and another former 

Ph.D. student, Dr. Dean Molinaro. We co-first authored our publication, but the following 

text was adapted from an initial draft written by myself and I also laid out these figures. 

My other contributions included processing all of the biomechanical data from marker 

trajectories to ground truth moment; curating the open-source data; constructing the 

average biomechanical curves for implementing our best-case baseline method; 

segmenting both ground truth and exoskeleton data by cycles, strides, and activities; 

performing the novel task analysis; designing, implementing, and analyzing the varying 

speed and incline metabolic test; leading participant scheduling and collection of all of the 

data; and helping to design the experimental protocol and make decisions about the 

controller implementation. 

5.1 Introduction  

Exoskeletons have transformative potential to improve mobility and enhance 

performance for users spanning the age and mobility spectra [5], [14], [25], [140], [141], 

[142], [143], [144], [145], [146], [147]. Recent work has highlighted the ability of 

exoskeletons to augment user performance by reducing metabolic cost during long bouts 

of walking and running [1], [25] and demonstrated positive user outcomes for other tasks 

encountered during everyday life [46], [147]. Despite this success, very few exoskeletons 

have been deployed in the real-world and this stems from a fundamental dichotomy 

between the way exoskeletons function and real-world human movement. Human 
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movement is sporadic and dynamic. We constantly shift between tasks [9] and many 

activities of daily life lack the structure necessary for clear categorization. However, 

exoskeleton control has focused on continuous and structured activities. Most exoskeleton 

controllers have been designed around a single activity [15], [28], [148], [149] or at most 

a few different activities [24], [25], and most studies are assessed on long bouts of a single 

movement [1]. Thus, there is a gap between movement in daily life and the current state of 

exoskeleton control. 

The fundamental inability of exoskeletons to handle these tasks lies in the nature of 

exoskeleton control. Current exoskeleton control theory breaks down control into a 

hierarchical structure. The first stage focuses on broad task classifiers that categorize 

human activities and state estimators that categorize pertinent environmental details (e.g. 

slope or stair height) as well as how the human is interacting with the environment (e.g. 

gait speed and gait phase). Then based on the activity classification and the state estimates, 

highly-tuned time or angle dependent equations, specific to each task, are applied to 

generate a desired torque trajectory. This is then realized for the user with a low-level 

controller. However, as new tasks are added, not only does the classifier need to become 

more sophisticated to accurately classify the growing number of activities, but the number 

of monitored state estimates needed to describe the motion also increase. To further 

compound this problem, many human movements do not fall into clean task categories, 

and real-world deployment requires an ability to handle completely novel tasks that a 

controls engineer may not have foreseen. This means that the current state-of-the-art 

control framework cannot handle the sheer number of different tasks encompassed by 

human movement nor the unstructured nature of many of those tasks.  
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Recent work has shown that instead of parameterizing control by variables external 

to the person (as described above), it may be possible to parameterize control based on 

internal physiological state, specifically biological moment. Many of the afore mentioned 

approaches have even utilized biological moment as a mid-level control law to generate 

exoskeleton torque commands or have been inspired by biological moment information 

[24], [150], [151]. The work of Gasparri et al. showed that during the stance phase of 

walking, a simple mathematical model could track biological joint moments across variable 

speeds and provide assistance that decreased metabolic cost relative to a zero-torque 

condition [152]. Thus, if biological moments can be estimated in real-time across different 

tasks, they could potentially provide a task-agnostic variable upon which control 

frameworks can be built. Work based on the above mathematical model showed that it 

could be used to estimate moments across variable speeds during level ground walking, 

ramps, stairs, and turns both inside the lab [153] and outside [154]. This work also 

demonstrated the value of this method for clinical populations [152], [153], [154], [155]. 

The mathematical model however is limited to the ankle, unless sensing is provided for all 

joints distal to the joint of interest, and also requires some measure of ground reaction 

forces (which may be impossible for joints that are substantially impacted by shear forces 

on the ground). Others have examined energy shaping methods but these have struggled to 

show real-time performance against joint moments and user outcomes have been mixed 

[156], [157], [158]. The work of Molinaro et al. used a similar approach, grounding 

exoskeleton control in joint moment estimation, but using a machine learning model; thus, 

enabling estimation at the hip and relying only on sensors readily available onboard the 

device [19]. This work also demonstrated the superiority of joint moment estimation over 



 80 

state-of-the-art spline-based methods in augmenting human energetics. This method shows 

promise, but no studies have yet demonstrated task agnostic exoskeleton control that can 

handle the range of activities encompassed by human movement or that has the ability to 

beneficially coordinate control across multiple joints. 

 

Figure 17 - Our task-agnostic control strategy based on estimating userôs internal 

physiological state. In real-time, our neural network based moment estimator can 

estimate biological joint moments across a wide range of human activities while 

seamlessly transitioning between them. This estimated moment can then be used to 

provide real-time control across activities that are both structured and unstructured. 

In this study, we propose that by using a deep learning framework that estimates 

internal physiological state, we can provide exoskeleton control in a task-agnostic manner 

while seamlessly transitioning between tasks (Figure 17). To accomplish this, we collected 

a large biomechanics dataset with an extensive diversity in tasks to form the training data 

for deep learning models. We then optimized a smaller subset of tasks that provided 

generalization to other tasks and used those to train a moment estimator that we deployed 

in real-time on an autonomous hip and knee exoskeleton. We then assessed both the 

performance of the joint moment estimator as well as human performance while users were 

receiving assistance based on those estimated moments. First, we hypothesized that our 
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control strategy would outperform a best-case, state-of-the-art, hierarchical control scheme 

across tasks in terms of RMSE error between ground truth moments and model estimates. 

Second, we hypothesized that receiving assistance based on biological joint moments 

would significantly reduce userôs metabolic cost and joint work compared to having no 

assistance from an exoskeleton. This study provides novel contributions to scientific 

literature by 1) providing the most task diverse opensource dataset of exoskeleton sensor 

data to date, 2) presenting a novel deep learning paradigm for unified control within both 

training set tasks and beyond, 3) demonstrating superior performance of our approach over 

a baseline representing the best-case performance of a task-classification-based approach, 

and 4) demonstrating substantial benefits to human users using this unified control 

paradigm. We believe these contributions are vital to enabling real-world applications of 

exoskeleton devices. 

5.2 Methods 

5.2.1 Exoskeleton Design for Diverse Tasks 

To facilitate a wide array of tasks representative of human movement, we needed 

an exoskeleton with the capacity to support such movement while still providing efficient 

torque transmission, back drivability, and ease of control. The novel clothing-integrated 

research exoskeleton presented here (Figure 18) and designed by our collaborators at X, 

the moonshot factory, combines advantages of rigid exoskeletons from the past [159] with 

newer insights about using soft textiles for the human-exoskeleton interface [1]. The 

integration of stiff and stretchable fabrics allows efficient torque transmission in regions 

where forces are comfortable to the user while also providing stretch across the joints 
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(Figure 18a). The semi-rigid structure provides effective torque transmission for the motors 

to the human body while still providing flexibility for human movement. Sagittal plane 

actuation is provided at the hip and knee while passive degrees of freedom at the hip 

(translation and rotation) provide the flexibility (Figure 18b) needed to perform this diverse 

range of structured and unstructured activities. 

 

Figure 18 - Hybrid rigid and soft exoskeleton design. (A) The autonomous hip and 

knee exoskeleton used for this study combines selectively stretchable fabric, for user 

comfort and effective torque transmission, as well as a semi rigid structure for 

applying forces to the body. (B) Passive degrees of freedom provided by flexible 

carbon fiber struts and passive sliding translation permit users to have a full range of 

motion needed to complete tasks. (C) The device is fully autonomous with onboard 

sensing (from pressure insoles, encoders, and IMUs), actuation (from actuators 

mounted at the hip and knee), and control (through onboard computation housed in 

the electronics backpack). 

To provide assistance, actuators (T-Motor AK80-9s, Nanchang, China) were 

mounted coaxially to both the hip and knee joints. These also provide estimates of joint 

angles via integrated encoders. Additional sensing was provided by inertial measurement 

units (OpenIMU, Tewksbury, MA) on the thigh and shank as well as foot IMUs embedded 

in the insoles (Moticon, Munich, Germany). The insoles also provided center of pressure 

and vertical ground reaction force estimates via wireless Bluetooth connection. Sensor 

inputs were processed by a single board computer (Raspberry Pi, Cambridge, UK) housed 
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in the backpack that handled all the input/output communication with the systems as well 

as data logging. Inputs for the real-time deep learning model were passed over ethernet to 

an on-board co-processor (NVIDIA Jetson Nano, Santa Clara, CA) for real-time model 

inference. The estimated moments were then passed back to the main processor to be 

mapped to commands for the motors. Experimenter inputs to start and stop data logging 

and visualize signals were passed via a Wi-Fi connection hosted by the main processor. 

The flow of information is pictured in Figure 19. 

 

Figure 19 - Data flow diagram for our autonomous hip and knee exoskeleton. Sensor 

input signals are received and processed by an onboard Raspberry Pi (RPi) and then 

passed over ethernet to a Jetson Nano for real-time inference. The joint moment 

estimates are then passed back to the RPi and used to create the exoskeleton 

commands that are passed to the motors. Visualization of the signals is provided by 

an offboard laptop connected to a Wi-Fi network hosted by the RPi. 

5.2.2 Dataset 

To form the dataset around which we designed our protocol, we chose 28 different 

task groups consisting of 66 total conditions as our base set of human movements. We 

collected data of these tasks from 15 participants wearing a fully autonomous exoskeleton 

that assisted both hip and knee joints bilaterally (see chapter 2.2). Based on the resulting 

joint dynamics, the 28 activities were categorized as cyclic, impedance-like, or 

unstructured. The 28 task groups are presented in Figure 20b. 
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Figure 20 - Training and implementation of a joint moment estimator for task-

agnostic control. (A) Motion capture, ground reaction force, and exoskeleton sensor 

data were collected and used to train our joint moment estimator. In real-time, 

moment estimates were passed through a mapping function consisting of a scale, 

filter, and delay to create the exoskeleton commands that were sent to the motors. (B) 

The 28 task groups were split into 3 categories: cyclic, impedance-like, and 

unstructured. (C) The training set for the deployed moment estimator was selected 

based on optimizing the task order to promote generalization to new tasks while still 

achieving comparable performance to including all tasks. The average performance 

for hip and knee tested on all tasks is presented for each task addition. We selected 

our training set of 19 tasks to reach within 5% of the performance with all 28 tasks 

included. 

5.2.3 Generalizability of Joint Moment Estimation for Task-Agnostic Control 

To lay the foundation for this study, we determined whether a subset of tasks exists 

that could allow a deep learning model to generalize to the rest of human activities. We 
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also sought to determine what specific human movements were most important for task 

generalizability. We tested this by optimizing the training tasks for our model to maximize 

task generalization as seen in Figure 20c. We seeded our optimizer with level ground 

walking and then sequentially added tasks based on how much they improved performance 

on all other tasks. Aside from level ground walking, which was used to seed the optimizer, 

the most important tasks tended to be unstructured tasks. The most important data to add 

to level ground walking for model generalization was standing in static poses, which was 

responsible for 73.5% of the total generalization achieved. 

Although the generalization score (improvement on other tasks) settled within the 

first 7 tasks, the overall model performance did not saturate until 19 activities were 

included. These 12 additional tasks beyond the seven generalization tasks contributed an 

additional 12.3% reduction in RMSE. This shows that while the information contained 

within these new tasks does not contribute to generalization, there is still additional benefit 

to be gained from training on activity-specific data, even when that data is collected from 

someone other than the end user. Based on the understanding gained from this analysis, we 

trained our final task-agnostic moment estimator with these 19 activities. 

5.2.4 Exoskeleton Control 

We designed our moment estimator to use a temporal convolution neural (TCN) 

network architecture based on similar rationale to chapter 4.2.1 as well as the performance 

of this architecture in [18], [19]. Because we desired estimation of both the hip and knee 

moments, we created a two headed output for the model (Figure 20a). Training of the model 

was performed in a side independent manner as in chapter 4.2.2 and [18], [19], thus in real-
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time data from the right and left sides were separately passed through the same model to 

estimate hip and knee moments for their respective sides. Early stopping on a left-out 

subject was used to determine when to stop training the model to avoid overfitting. We 

optimized the hyperparameters for our model based on our training data in a multistage 

approach combining Bayesian optimization and a grid sweep. These optimized parameters 

are shown in Table 5. 

Table 5 - Optimized TCN Hyperparameters 

Hyperparameters 
Selected 

Value 

Number of Filters 80 

  

Number of Levels 5 

  

Kernel Size 5 

  

Activation 

Function 
ReLU 

  

Learning Rate 5e-5 

  

Block 

Normalization 

Weight 

Normalization 

  

Spatial Dropout 0.15 

  

While directly applying joint moments can be beneficial, human-in-the-loop 

optimization studies have shown the that optimal assistance profile at the hip looks more 

like a shifted biological moment curve [160]. Ding et al. demonstrated that this delay 

increased the positive mechanical work performed by the exoskeleton [161]. Thus, we 

included a continuous mapping from biological moment in order to improve user 

performance that consisted of a scale, filter, and delay similar to Molinaro et al. [19]. For 
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the knee, user testing demonstrated that users did not prefer a knee delay and as the human-

in-the-loop optimal assistance does not show the delay for the knee, we did not delay the 

knee signal. 

We chose to train the TCN to estimate hip moments delayed by 50 ms relative to 

the input sequence for two reasons. First the exoskeleton controller intentionally delayed 

the hip moment estimates by an additional 50 ms relative to the minimum achievable 

system delay, thus no loss was incurred by adding this delay into the model. Second, our 

previous work found that delaying TCN joint moment estimates relative to the input 

sequence can in some cases further improve model accuracy [162]. This approach resulted 

in an additional 5% improvement in hip moment validation mean absolute error. 

5.3 Accuracy of Joint Moment Estimation for Task-Agnostic Control 

To test our first hypothesis, we deployed our final real-time, task-agnostic 

exoskeleton controller on ten human users and assessed its ability to accurately estimate 

human joint moments while providing assistance. For these users, the model was not 

trained with any subject-specific data demonstrating that this control approach requires no 

unique calibration or tuning.  

5.3.1 Developing a Theoretical Best Baseline using Current State-of-the-Art Techniques 

Because no other studies have tested an exoskeleton controller in such a wide array 

of tasks, we developed a best-case baseline method to compare against our joint moment 

estimator. This baseline was implemented as an extension of previous mode-based 

exoskeleton controllers. Many exoskeleton controllers use an activity classifier to switch 
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between exoskeleton control modes [25], [163], [164], [165], [166], [167], [168]. Within 

each state, different control laws can be applied [26], [28], [168], [169], [170]. We opted 

to use a 28-mode classifier approach for our best-case baseline since it matched our 

delineation of task groups in the rest of this chapter. Substantially fewer classes would 

result in very poorly tuned control laws within each task group and increasing to a separate 

class for each subtask (66 mode classifier) would unreasonably increase misclassifications. 

This baseline is a best-case model because whenever possible we gave this approach ideal 

inputs that represent the ceiling of what a real system could achieve. For the classifier, this 

meant that we applied the model post hoc and assumed perfect classification accuracy, 

which currently would be nearly unachievable in a real scenario, especially given 28 

classes to choose from.  

We used data from the same 15 training participants that we used to train our deep 

learning approach to create the baseline method. We then tested it on data from the same 

10 participants that we collected to verify our deep learning-based approach. To design the 

control laws to apply during each mode, we used the three categories of cyclic, impedance-

like, and unstructured. During cyclic tasks, many controllers rely on gait events and gait 

phase percentages to look up the corresponding biological moment [24], [150], [151]. 

Thus, to create the control law during cyclic tasks, the stride averaged curves from the 

training data (Phase 1 and Phase 2) were used to design a single moment profile for the hip 

and one for the knee in each of the cyclic activities. We accomplished this by first 

segmenting the weight-normalized ground-truth moment data by gait cycle, normalizing 

time to percent cycle, and then averaging the curves across participants for each subtask. 

We then averaged those subtask participant-averaged curves across all the subtasks within 
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a larger task group. This gives a single average biological moment profile that can be 

applied to any task that is classified as belonging to that task group. Although any real-

time gait phase estimator will have associated errors in the estimate, we chose again to use 

a best-case model where we assume that we have perfect gait phase estimates when we 

applied these splines to the real data. 

During impedance-like tasks many controllers use spring and damper parameters 

along with joint angles and joint velocities to compute the desired torque [26], [27], [28]. 

To create our impedance control laws, we concatenated the ground-truth weight-

normalized joint moment data, joint angle data, and joint velocity data across training 

participants and subtasks within each larger task group. We then used an optimizer 

(fmincon in Matlab) to find the optimal spring stiffness and damping to minimize the error 

between the impedance-based estimate of net joint moment and the actual ground-truth 

values. This process was performed for each task group within the impedance-like category 

and was performed separately for the hip and the knee. Although real-time implementations 

of this method would likely operate on joint angles and velocities from exoskeleton 

encoders, which may not resemble the biological kinematics due to soft tissue deformation 

and sensor noise, we again chose to use a best-case model where we provide the impedance 

equation with the actual biological joint angles and velocities based on motion capture and 

inverse kinematics.  

Because standard control architectures have no methods for handling highly 

unstructured activities, we did not compute a baseline method for the unstructured tasks. 

5.3.2 Real-time Performance of the Joint Moment Estimator 
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Figure 21 - Online joint moment estimation performance. (A) The resulting RMSE of 

our joint moment estimator when deployed online (i.e., in the exoskeleton control 

loop) is shown for the cyclic, impedance-like, and unstructured task groups (n=3). 

The results of the baseline method, computed post hoc, are also shown. (B) The 

resulting R2 of our approach and the baseline method are shown. Each black square 

depicts the inter-subject mean; each colored box depicts the interquartile range; each 

horizontal line within the boxes depicts the inter-subject median; each error bar 

depicts the inter-subject minimum and maximum. The resulting (C) hip RMSE and 

(D) knee RMSE of our joint moment estimator is shown for each activity and is 

compared to the baseline method. The bars depict the inter-subject mean, and the 

error bars depict standard deviation. Asterisks indicate statistical significance (p < 

0.05). (E) Representative time-series plots are shown for each of the cyclic, 

impedance-like, and unstructured tasks. 
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During real-time testing, our approach outperformed the baseline for the hip and 

knee in both the cyclic and impedance-like activities and it maintained a similar accuracy 

in the unstructured activities (Figure 21a). For cyclic activities, our approach reduced 

RMSE at the hip by 0.043 ± 0.020 Nm/kg (22.4 ± 10.4%, p = 0.0303) and at the knee by 

0.070 ± 0.017 Nm/kg (34.6 ± 8.2%, p = 3 × 10-8) as compared to the baseline method. 

These results indicate that our approach captured the variability in joint moments across 

users and possibly stride-to-stride variability within specific conditions since it 

outperformed the static moment profile used in the baseline method. For impedance-like 

tasks, our approach reduced RMSE by 0.111 ± 0.030 Nm/kg (34.5 ± 9.4%, p = 8 × 10-7) 

at the hip and by 0.143 ± 0.026 Nm/kg (46.8 ± 8.6%, p = 3 × 10-15) at the knee as compared 

to the baseline method. This demonstrates that our approach accurately modeled the 

nonlinear relationship between joint kinematics and moments beyond what can be captured 

with an impedance approximation. For the unstructured tasks, our approach had similar 

error to the cyclic and impedance-like tasks with an average hip RMSE of 0.154 ± 0.016 

Nm/kg and knee RMSE of 0.127 ± 0.016 Nm/kg. All of these results can also be seen in a 

statistically significant increase in R2 as well (Figure 21b). 

These results are also confirmed on the task group level (Figure 21c&d). Our 

approach statistically improved hip RMSE for 10 tasks and knee RMSE for 14 tasks out of 

the 19 tasks with a baseline. The baseline method did not significantly outperform our 

approach on any of the activities and the performance of our approach on the individual 

unstructured tasks were not outside the range of the structured tasks. 

The ability of our approach to significantly outperform the baseline method 

represents a paradigm shift in exoskeleton control. While the accuracy of our approach was 
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achieved in real-time onboard the exoskeleton, the baseline method was implemented after 

the experiment with perfect gait phase estimation and activity recognition. In practice, the 

real-time versions of these systems have error [171], [172], [173], [174], [175], [176] which 

would reduce the performance of the baseline method even further. Our joint moment 

estimator acted as a dynamic, end-to-end high-level estimator naturally adapting to changes 

in the exoskeleton user and activity. It also provided more insight into the underlying joint 

moments of the user than the best-case predictions based on activity recognition. In 

addition to this performance on the structured activities, our control paradigm can estimate 

joint moments accurately and operate during unstructured tasks where current approaches 

cannot provide assistance. Thus, for the first time, exoskeleton systems can venture into 

highly unstructured activities without loss in performance of the high-level controller. 

In comparison to current literature, our results performed similarly to other subject 

independent moment estimators on the limited tasks that have previously been tested while 

simultaneously giving similar performance across a wide range of other tasks. The only 

joint moment estimation study that has reported performance across more than ambulation 

modes is a physics-driven estimator by Wang et al. that estimated moments with an 

additional four non-locomotion tasks with performance of 0.85 Nm/kg at the hip and 0.37 

Nm/kg at the knee. Our results (hip RMSE 0.173 Nm/kg and knee RMSE 0.142 Nm/kg) 

substantially outperform this estimator. For only ambulation modes, Molinaro et al. 

reported offline RMSE results of 0.131 Nm/kg at the hip [18] and online of 0.142 Nm/kg 

[19] while Hossain et al. reported a Pearsonôs correlation of 0.929 offline [111]. We found 

similar performance during these activities (average RMSE of 0.148 Nm/kg and Pearsonôs 
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correlation of 0.896) and our model was simultaneously estimating knee moments and 

maintaining model performance across an additional 23 task groups. 

5.3.3 Novel Task Performance 

As highlighted above, 19 of the 28 total tasks were used to train the final model 

tested in this study. This left 9 tasks out of the training set that were then tested online in 

our validation experiment with the results presented above. The hold-out tasks were lunge, 

stair ascent, declined walking, start and stop, medicine ball toss, step over, squat, curb, and 

step up. Thus, these tasks were new to our controller. To further test the generalizability of 

our controller, we designed eight new tasks (Table 6) that were completely novel (i.e., 

never tested during previous experiments). These tasks were designed to test the absolute 

limits of the deep neural network controller and attempt to find edge cases where 

performance might deteriorate. Three participants completed these eight tasks while 

wearing the exoskeleton running our task-agnostic controller. The accuracy of our 

estimator was then compared to the ground-truth joint moments (Figure 22). 

Table 6 - Activities for Testing Exoskeleton Performance on Entirely Novel Tasks 

Task  Description  

Burpees  

Participants were instructed to place their hands on the 

ground and step back into a push up posture. Then they 

stepped forward to return to standing. This was performed 3 

times leading with the right leg and 3 with the left.  

    

Cart Walk  

Participants were instructed to push a stationary rod 

(simulating a heavy cart) while walking on the treadmill at 

0.8 m/s for 20 seconds. They then performed the same task 

while pulling on the rod and walking backward.  

    

Crouch Walk  
Participants were instructed to walk on the treadmill at 0.8 

m/s while in a crouched posture for 20 seconds.  
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Table 6 (continued)  

Dizzy Walk  
Participants spun around for 10 seconds and then walked back 

and forth across the force plates until no longer showing signs 

of dizziness.  

    

Steep Incline/Decline Walk (15°)  
Participants were instructed to walk up a 15° incline at 1.2 

m/s for 20 seconds. They then repeated this while walking 

down the same decline.  

    

Layup  

Participants were instructed to run up to the force plates, plant 

a single foot, and jump to maximum vertical height while 

landing with both feet on the force plates. This was performed 

3 times for both right and left legs.  

    

Mountain Climbers  
Participants were instructed to assume a push-up posture and 

then alternate bringing each knee up toward their chest as 

quickly as possible. This was performed for 20 seconds.  

    

Split Walk  

Participants walked on a treadmill with the right leg belt at 

1.6 m/s and the left leg belt at 0.8 m/s for 20 seconds. They 

then repeated this task with the left belt at 1.6 m/s and the 

right at 0.8 m/s.  

  

In general, the estimator performed well for the 9 left out tasks as well as the 

majority of the completely novel tasks (Figure 22a&b). However, three of the extreme 

activities showed decreased estimator performance (Figure 22c&d). For the layup task, R2 

remained within the distribution of the training tasks, but RMSE was much higher than the 

other tasks. This indicates that the shape of the estimated moment curve approximated the 

true joint moments; however, the magnitude was not scaled correctly (as demonstrated in 

Figure 22e). For burpees and mountain climbers, both R2 and RMSE were worse than other 

tasks.   
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Figure 22 - Novel task analysis. The (A) R2 and (B) RMSE for both hip and knee are 

compared for three categories (19 tasks matching those inside the training set, 9 tasks 

matching those withheld from the training set, and 8 completely novel tasks). Each 

symbol represents a 3-subjects average across the subjects that performed the novel 

tasks. The (C) R2 and (D) RMSE of hip and knee for the eight novel tasks are grouped 

for easier visualization based on the estimatorôs performance on the tasks. The bars 

represent the average across the three subjects and the error bars represent standard 

deviation. (E) A single representative time series is shown from three selected 

activities where the ground-truth joint moments are presented in black behind our 

approachôs estimate. The exact RMSE and R2 for each specific time-series trace is 

included at the top of each graph (F) A comparison of the ground-truth joint moments 

between the training set tasks and those outside the training set is presented in terms 

of moment magnitude and shape similarity. The colored backgrounds are based on 

the performance of the estimator and are included to give additional intuition that 

the estimator didnôt perform as well on tasks where ground truth moments were far 

outside the bounds of the training set. 

To explore the uniqueness of these novel tasks relative to the distribution of the 

training set, we compared the ground-truth joint moments across different tasks using two 

metrics. 1) We computed the average peak joint moment for each task for both the hip and 
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knee. We then averaged the hip and the knee to give a magnitude score for each task. 2) 

We also broke each task into its constituent subtasks (e.g., walking has several speeds, each 

of which is a subtask) and created a reference table of kinetic profiles based on all of the 

subtasks within the training data. We then used R2 to compare the joint moment profiles 

from each of the subtasks (both those inside the training set and those outside) to each of 

the profiles in the training data for both the hip and knee. The maximum R2 value for each 

subtask (best match between shape in the training set and each task shape) was chosen (this 

returned 1.0 for every task in the training set since it had a perfect match whereas those 

outside the training set returned a score based on how similar they were to their best 

matching subtask in the training set). These values were then averaged across subtasks 

within each task group and across hip and knee to give a similarity score for each task.   

These two metrics, a joint moment magnitude score and a kinetic similarity score, 

were used to compare all of the task groups (Figure 22f). These results show that the areas 

where the estimator performance decreased were on tasks at the extreme boundaries of the 

tasks that were tested. For tasks where the joint moment magnitude was excessively higher 

than any training data, the model had difficulty correctly scaling the estimated torque even 

though the shape was accurate (as shown by a high R2 but also high RMSE). For tasks 

where the kinetic shape was substantially different from those tasks in the training data 

(possibly due to the fact that both of these tasks involve using the hands for bodyweight 

support), the model had difficulty accurately estimating moments. However, even in these 

cases, the moment estimator remained stable and defaulted to low torque estimates that did 

not impede the userôs movements (Figure 22e). This effect may have also been 

compounded by the insole sensing breakdown when most of the force is transmitted 
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through the ends of the toes, which is the case for both burpees and mountain climbers. 

These results demonstrate the ability of our approach to handle completely novel tasks, 

which is vital to exoskeleton performance in the real world. Even when confronted with 

tasks at the extreme ranges of human movement, the controller remained stable without 

hampering human movement. 

5.4 User Outcomes Testing 

To test our second hypothesis, we used both metabolic cost and positive joint work 

to assess the assistance benefit to the user. Metabolic cost measures a personôs net energy 

consumption but is limited to tasks that can be performed repetitively for an extended 

period of time [44]. Lower limb positive joint work measures the summed mechanical 

energy added by the ankle, knee, and hip, to accomplish a specific movement [177]. These 

two metrics have been used to evaluate exoskeleton performance because they measure 

aspects of the userôs energy expenditure, indicating whether the exoskeleton is reducing 

user effort [19]. When compared to the user wearing the exoskeleton without assistance 

(Zero Torque), the userôs metabolic cost was significantly lower using our approach for all 

tested conditions (p < 0.05). Relative reductions ranged from 8.0% while lift ing a weight 

to 19.7% during inclined walking (Figure 23a). While these are steady state activities, we 

also performed a small analysis with a rigorous varying speed and slope task to examine 

metabolic cost across time-varying conditions. These results demonstrate a 12.9% 

reduction compared to the Zero Torque condition. Similarly, the positive joint work 

performed by the userôs lower limbs was significantly lower for our approach than for the 

Zero Torque condition for all tested conditions (p < 0.05). Relative reductions ranged from 

5.3% during stair ascent to 15.7% during transitions from sitting to standing (Figure 23c). 
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These comparisons isolate the impact of our controller by directly comparing the effect of 

the controller on or off, thus, demonstrating that our task-agnostic control paradigm is able 

to provide useful assistance across a wide array of cyclic and impedance-like tasks. This is 

the first exoskeleton controller without experimenter intervention to demonstrate such a 

capability. 

 

Figure 23 - User outcome performance of our task-agnostic controller. (A) Metabolic 

cost for three conditions (Exo On, No Exo, and Zero Torque) was measured for 4 

different tasks across 9 users and normalized by body mass. The average commanded 

torque profile for the Exo On condition at the hip and knee is given below the human 
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outcome measures. (B) An additional (N=3) analysis of metabolic cost was performed 

during variable speed and variable slope walking and running. Each bar represents 

the inter-subject mean and the error bars represent standard deviation. The exact 

protocol of speed and incline is presented in the profiles below the human outcome 

results. (C) Lower-limb positive biological joint work is presented for the same three 

conditions across 6 activities with the commanded torque presented below the human 

outcomes. For (A) and (C) each black square depicts the inter-subject mean; each 

colored box depicts the interquartile range; each horizontal line within the boxes 

depicts the inter-subject median; each error bar depicts the inter-subject minimum 

and maximum. Asterisks indicate statistical significance (p < 0.05). 

In comparison to previous studies, our results (14.3% reduction during level 

walking and 13.7% reduction during running) are above or at the top range of previous 

autonomous exoskeleton studies where metabolic reductions compared to an unpowered 

or Zero Torque condition range from 12.2%-15.4% during level walking and 7.1%-8.2% 

during running [25], [143], [178]. 

When compared to the user not wearing the exoskeleton, our approach significantly 

reduced userôs metabolic cost while lift ing a weight by 8.0 ± 2.6% (p = 0.0062) and while 

running by 4.8 ± 5.1% (p = 0.0185). However, it significantly increased metabolic cost 

during level ground walking by 8.0 ± 5.0% (p = 6 × 10-4). On varying speed and slope, 

our approach resulted in a 1.6% decrease compared to not wearing the exoskeleton. Our 

approach also reduced the userôs lower limb positive joint work for four of the six tested 

conditions (p < 0.05) with no significant differences for stair ascent and stepping up on a 

box. These results demonstrate that even with this early device our approach was able to 

overcome the mass-penalty for human users and augment human performance. Although 

metabolic cost increased for walking, it is important to consider the relatively poor 

performance of knee exoskeletons compared to other exoskeletons in reducing metabolic 

cost during walking [179] and also the lack of literature examining hip and knee 
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exoskeleton systems to compare against [160]. Additional improvements in the 

exoskeleton design, such as decreased weight [180] and increased levels of assistance, as 

well as further optimization of the continuous mapping to exoskeleton torque [140], [145], 

[181] promise even further reductions. These results suggest that deployable exoskeletons 

with the capability to effortlessly assist humans while handling the variability and 

uncertainty of the real-world may soon be a reality. 

Our deep learning approach to exoskeleton control provides the first task-agnostic 

framework capable of seamlessly augmenting human effort by coordinating exoskeleton 

assistance across joints during structured and unstructured tasks. By relying on the userôs 

internal physiological states rather than human-engineered gait parameterizations, control 

is given back to the user and the exoskeleton can respond to that userôs specific, real-time 

moments without user specific calibration. In a world where fluid natural movement is vital 

to accomplishing goals in an ever-changing environment, this control framework could be 

pivotal in addressing the diverse needs of manual laborers trying to be productive on the 

job site, elderly individuals attempting to exercise more, or even first responders saving 

lives. We hope that by leveraging this control framework researchers can break outside 

laboratory confines and study human-exoskeleton interaction in the wild. 

5.5 Conclusion 

In this study, we show that using a deep learning framework that estimates internal 

physiological state, we can provide exoskeleton assistance regardless of the performed 

task, and the assistance provided results in a meaningful decrease in userôs effort. We found 

that our approach significantly outperformed the theoretical-best current control approach 
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across all 19 tested tasks and was able to provide accurate assistance during additional 

unstructured tasks. Our approach generalized well to new tasks reflective of typical human 

movement and when pushed to extreme tasks, our approach remained stable and provided 

directionally-correct assistance. This demonstrates an ability to handle completely novel 

tasks that humans might encounter in the real world which was previously impossible. 

Furthermore, we found that our controller reduced userôs metabolic cost on all four tested 

tasks and joint energetics on all six tested tasks as compared to wearing the exoskeleton 

without assistance. We also augmented users beyond their normal performance without an 

exoskeleton in two metabolic tasks and four energetics tasks. Similar results were found 

for time-varying conditions. Our results demonstrate that estimating internal human 

variables for exoskeleton control provides a unified strategy that can allow exoskeletons to 

break laboratory confines and aid users in the real world. 
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CHAPTER 6. A FRAMEWORK FOR BRID GING THE SIM -TO-

REAL GAP TO TRAIN DE PLOYABLE DATA -DRIVEN  MODELS 

FOR WEARABLE ROBOTS  

6.1 Introduction  

Increasingly, exoskeleton control is relying on data-driven methods with over 1500 

research papers published in 2023 alone. Models are fit to sensor data to estimate all 

different aspects of human activity, including parameters of human movement (such as 

speed [182], [183], gait phase [15], [24], [170], gait state [168], locomotion mode [167], 

[184], joint angles [185], [186], and joint moments [19], [156]), environmental conditions 

(such as slope [130], [183] or terrain [187], [188]) and human response characteristics 

(such as metabolic cost [189], [190] or preference [191]). Deep learning methods, like 

biological joint moment estimation, promise user-independent, task-agnostic controllers 

that are viable in the real-world [19] (also chapter 5). These data-driven models have 

enabled breakthroughs in control that, if continued, promise to unlock exoskeletonsô 

potential to improve quality of life and augment human strength and endurance [1], [40]. 

These data-driven models attempt to exploit patterns in the complexity of human 

movement. As the relationships between variables become more complex, more data is 

needed to discern the relevant patterns. Not only do these models require a substantial 

amount of data for initial training, but recent work has shown that as data from additional 

participants [19] or tasks (chapter 5.2.3) are added, data-driven model performance 
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continues to improve. Thus, to sustain continued growth and improvement, there is a need 

for large datasets of high-quality, device-specific data. 

Obtaining these datasets requires highly specialized equipment, many hours of 

rigorous data collection, and expertise in appropriate labeling techniques. Thus, research 

progress using these data-intensive methods is impeded by limited access to state-of-the-

art facilities and the shear man-hours needed to collect enough mechanical and 

physiological data. To further compound this problem, the collected data are also often 

highly specific to one device configuration. As device improvements result in shifting 

sensor placement, changing sensor specifications, or adding novel sensors, previously 

collected datasets become irrelevant and brand-new data is required. Even beyond data 

driven approaches, control engineers face this same challenge; beneficial hardware 

upgrades often result in retuning the entire control approach. Thus, there remains a 

dichotomy between the insatiable need for specific, high-quality data and the short life-

span and prohibitive barriers to obtaining that data. 

Researchers have recognized the need for readily available data and in recent years, 

there has been an increase in open source datasets for human motion (chapter 3.1.1). Most 

readily-available data, however, is collected without an exoskeleton and, as noted above, 

even data collected with a device is device- and configuration-specific (chapter 3.2). To 

surmount this device-specificity problem and generate data that are more similar to a 

different device configuration, simulated sensors can be created and positioned to mimic 

data from a real sensor [18], [97], [165]. However, these simulated sensors represent ideal 

sensor signals that cannot capture the richness of real sensor inputs. Thus, it is unclear how 

to bridge the sim-to-real gap to benefit from this related simulated data. 
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Other fields relying on deep learning have encountered similar barriers where the 

correct label for a supervised algorithm is costly to obtain, but data from a related domain 

may provide useful information if a method can be developed to exploit it. Efforts in 

transfer learning have enabled the application of relevant data from various domains to 

enhance performance on similar or related tasks [192], [193]. Domain adaptation, a 

subfield of transfer learning, focuses on utilizing data from one domain in another where 

the distribution of data differs but the outcome objective remains the same [194]. While 

the applications for domain adaptation algorithms have often been focused on computer 

vision [194], time-series applications have recently garnered more attention, specifically 

within the field of human activity recognition [195]. Relevant work from this area has 

shown that domain adaptation techniques can handle wearable sensor variability in sensor 

location [195], [196], [197], [198], sensor type [199], and user usage [197]. Much of this 

work has focused on discovering a feature space, often through generative adversarial 

network (GAN) approaches, that is shared between the source and target domains and 

contains the relevant information for training a classifier. However, with the emphasis on 

classification, only a few studies have focused on generating raw time-series sequences in 

a new domain [197], [200]. Generating time-series sequences provides versatility and could 

enable training of more powerful downstream models. 

Nevertheless, these methods have still shown promise in human activity 

recognition with wearable sensors, but much less work has been done to address the data 

relevance and scarcity problem within wearable robotic devices. For lower limb devices, 

broader transfer learning methods have been applied to enable inter-subject and inter-

activity transfer of deep learning models, but with the constraints that 1) some subject or 
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activity specific data exists, 2) the specific sensors remain the same, and 3) testing occurred 

without a device [201], [202], [203]. A more direct approach to overcoming the scarcity of 

data is to utilize GAN architectures, similar to those successfully used in domain 

adaptation, to create synthetic data for training deep learning networks. But this work has 

focused on dataset augmentation rather than translation to a new domain [204], [205]. Kim 

et al. demonstrated that GANs could be used for synthetic data creation within the able-

bodied domain [205], but their translation to a new domain, the amputee domain, relied on 

impedance parameters estimated through classic supervised approaches [206]. Thus, the 

feasibility of integrating large open-source datasets directly into real-time deployable 

algorithms for exoskeleton control remains an unanswered question. 

In this study, we present a framework for addressing data scarcity and relevance by 

translating human movement data between the simulated sensor domain and a real sensor, 

device-specific domain. We propose considering the virtual biomechanical model domain 

(for our case OpenSim [30], [31]) as a common shared domain across devices and datasets. 

By creating simulated sensors based on models within this domain, we can create a bridge 

between the real sensors on the device and this common domain into which we can bring 

readily available open-source data as well as data from other devices. Using GANs 

operating between unlabeled exoskeleton data in the real domain and general biomechanics 

data without an exoskeleton in the simulated domain, our framework learns to perform 

bidirectional translation of sensor data between the real and simulated sensor domains. We 

propose measuring the usefulness of our translation by using a downstream deep learning 

model trained on that translated data. The reason for this is twofold: first, direct translation 

performance cannot be assessed due to the inability to collect time-matched samples 



 106 

between domains and second, the ultimate goal for this method is to enable training of deep 

learning models for control. As our chosen downstream model to prove the efficacy of our 

translation, we use a moment estimator that can estimate real-time joint moments for 

controlling a hip and knee exoskeleton similar to chapter 5. This control framework has 

shown promise to augment human performance across tasks but relies on large training 

datasets that make it an ideal candidate for our method where solving the data scarcity 

problem could scale this approach to further real-world relevance.  

We hypothesize that 1) When the number of training tasks with labeled exoskeleton 

data is limited (semi-supervised), our framework will reduce joint moment estimation error 

compared to using only the limited labeled exoskeleton data. 2) When the number of 

participants in the training set is limited (semi-supervised), our framework will result in 

reduced moment estimation error compared to only using the limited labeled exoskeleton 

data. 3. When labeled exoskeleton data is completely unavailable (unsupervised), our 

framework will generate models with lower joint moment estimation error than only using 

a conventional model trained directly on simulated data. Our work tackles the costliness of 

device-specific data and its fleeting relevance by: 1) proposing the use of human 

biomechanical models with simulated sensors as a universal domain for aggregating data 

with and without a device; and 2) presenting a bidirectional domain adaptation network 

that translates between this universal domain with readily-available data and the device-

specific, real sensor domain. These contributions are vital for enabling universal access to 

data-driven approaches within wearable robotics. 

6.2 Methods 
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6.2.1 Algorithm Design 

For our approach, we consider three separate sources of data each with a different 

level of accessibility in terms of costliness to collect, and each lying within the simulated 

domain, the real sensor domain, or across both (Figure 24). The first source is generic 

human biomechanics data collected without an exoskeleton which represents data that is 

readily available from open source biomechanics datasets. It is therefore the least costly to 

obtain, but also lies solely within the simulated domain. The second source is unlabeled 

exoskeleton data which represents data collected from a human user wearing a specific 

target device, but without any need for external measuring equipment or a deployed 

controller. This data is relatively easy to obtain as a user must simply wear the device while 

performing different activities without any assistance being provided. This data lies solely 

in the real domain. The third source is labeled exoskeleton data which represents data 

collected from a user wearing the exoskeleton while motion capture and ground reaction 

forces are being measured. This is the most costly data to collect because it requires a gait 

lab with instrumented floors and motion capture. However, from this source we can obtain 

information from both the real and simulated sensor domains that is time synched and 

therefore easy to use to create a translation between the two domains. Our framework uses 

previously under-utilized data from the first two less costly sources to reduce the need for 

the third costly data source, which is traditionally the only source utilized for deployed 

machine learning algorithms [19], [170]. 
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Figure 24 - Our strategy for replacing costly device-specific data with less costly data 

uses the biomechanical modeling domain with simulated sensors as a universal 

domain for aggregating data. To utilize this data, we propose a network that performs 

domain adaptation to translate simulated sensors into any specific device domain 

based on unlabeled data from that device. This translated data can be used to train 

downstream deep learning models (for our case a moment estimator) that are 

deployable in real-time on a device. Labeled device-specific data can still be used but 

are not necessary. 

To achieve real-time deployable models for exoskeleton control, we propose a two-

part approach. First, we tackle the domain adaptation problem by training translator 

networks through several GANs to convert between the real and simulated domains. For 

translation, we have access to many unpaired samples from the simulated domain (human 

biomechanics datasets) and the real domain (unlabeled exoskeleton data). Thus, while there 

is no direct time-point-by-time-point comparison for conventional supervised training, 

these unpaired samples can be used for domain adaptation. This is all we have access to in 

the unsupervised case. In the semi-supervised case, we have limited access to paired 

samples from both the real and simulated domain (labeled exoskeleton data). These data 
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allow a more direct comparison across real and simulated domains; however, this pairing 

doesnôt perfectly represent our target translation because the simulated data from this 

source comes from a person wearing an exoskeleton whereas our target translation is from 

simulated data without an exoskeleton present. Thus, while this paired data captures the 

noise characteristics of real sensors and any orientation differences between the simulated 

and real sensors, it fails to capture the userôs kinematic changes due to wearing the device 

itself (whether from human adaptation to assistance or the exoskeleton mass and range of 

motion constraints). Those changes are something we desire the translator to learn. Thus, 

these data provide a few samples with labels that partially constrain, although imperfectly, 

the translation. 

Second, using this translator, we translate data from generic human biomechanics 

datasets (the common shared domain) into the real domain. Because this data came from 

datasets that contain inverse dynamics, the appropriate joint moment labels associated with 

the data are available. These paired data samples (translated sensor data and joint moment 

labels) can now be used to train a moment estimator that can operate based on data from 

the real device. If we have access to some real device data with joint moment labels (semi-

supervised case), these can also be added in the training set for the moment estimator. 

6.2.2 Network Details 

The sensor translation portion of the network combines two GANs that either 

generate data in the real sensor domain conditioned on data from the simulated domain or 

vice versa. Each GAN consists of a UNet style translator as the generator and a 

convolutional neural network (CNN) as the discriminator. For the translator, we tested 
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several styles including encoder-decoder designs, variational autoencoders, and self-

attention networks as well as different architectures including recurrent networks (long-

short term memory network), convolutional networks (temporal convolution), 

convolutional-recurrent networks (often used in human activity recognition [207], [208]), 

and transformer networks. The UNet architecture [209] performed best when considering 

training time and translation performance on labeled exoskeleton data and has also been 

shown to effectively translate IMU signals for use in human activity recognition [210]. The 

discriminator is based on the discriminator in An et al. [211] altered to use 1D rather than 

2D convolution and was chosen by comparing performance across several types of 

discriminators including different types of convolutional discriminators (based on 

networks in [129], [211], [212]), recurrent discriminators, and UNet style discriminators. 

These two GANs are set up bidirectionally, following a CycleGAN framework 

[213]. Results from image translation and human activity recognition have demonstrated 

that this bidirectional translation increases performance by encouraging minimal 

information loss across the cycle as well as forcing the translations to be inverses of each 

other [200], [211], [213]. For moment estimation, a temporal convolutional network (TCN) 

architecture was selected based on its success in chapter 4 and chapter 5 as well as [18], 

[19]. Because of the bidirectional nature of the translation, the moment estimator could be 

trained to operate based on simulated data or based on real data. We found that training the 

moment estimator on the real side outperformed the moment estimator on the simulated 

side. Because of this and the added benefit of only requiring one model to be deployed in 

real-time, all results are based on a moment estimator trained with data converted into the 
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real domain. The networks are depicted in Figure 25 along with the flow of data necessary 

to compute the training loss as described below. 

 

Figure 25 - Bidirectional domain adaptation is accomplished through two pairs of 

translator and discriminator networks that function as generative adversarial 

networks (GANs) in both simulated and real domains. The forward pass of data is 

pictured by the arrows with the color indicating the original data source. The outline 

colors depict the portions of the forward pass that contribute to different components 

of the loss function including: supervised loss, cycle loss, GAN loss, identity loss, and 

moment loss. The red dashed lines indicate labeled exoskeleton data that is only 

available for the semi-supervised case. The final fifth network, the moment estimator, 

is trained along with the other components but is the only portion required at run 

time for deployment on the device. 

Several components are incorporated in the loss function of the network based on 

the available information. 

6.2.2.1 Supervised Loss 

In the semi-supervised case, sensors can be simulated using the body segment 

positions and velocities at the same location as the real sensors. This creates matched data 
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that can be used as part of the translator network loss. Data from the simulated domain (ὢ) 

can be compared with data from the real domain (ὢ) that is translated using the appropriate 

translator (Ὕᴼ ). To compute reconstruction loss, we used mean squared error (MSE) 

normalized by sensor modality. Thus, each sensor modality (e.g. thigh acceleration or 

shank angular velocity) was weighted equally in reconstruction, but the individual vector 

components (e.g. thigh x acceleration or thigh y acceleration) were weighted by the 

maximum value across all components of that modality. This ensures that off-axis signals 

do not get over-emphasized in reconstruction. Reconstruction loss for the sim-to-real and 

the real-to-sim translators were weighted equally as summarized in equation 2. 

 
ὒ  

ρ

ς
 ὓὛὉ  Ὕᴼ ὢ ȟ ὢ

 ὓὛὉ  ὝO ὢ ȟ ὢ  

(2) 

6.2.2.2 Cycle Consistency Loss 

Due to the bidirectional translation, sensor data from the simulated domain (ὢ)  

when passed through both the sim-to-real translator (ὝO ) and then the real-to-sim 

translator (Ὕᴼ ) should return data that matches the original data. To compute the 

reconstruction loss for these signals, the same sensor normalized MSE metric as above and 

the loss from ίὭάOὶὩὥὰᴼίὭά and from ὶὩὥὰOίὭάOὶὩὥὰ was equally weighted as 

summarized in equation 3. 
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ς
 ὓὛὉ  Ὕᴼ ὝO ὢ ȟ ὢ

 ὓὛὉ  ὝO ὝO ὢ ȟ ὢ  

(3) 

6.2.2.3 GAN Loss 

The least squares objective was chosen as the loss function for the GAN portion of 

the network. This approach lends stability to training by providing more gradient 

information to the generator [214] and has been used successfully for human activity 

recognition [211]. Thus, the goal of the discriminator is to minimize mean squared error 

between the output of the discriminator and the correct classification (1 for data from the 

same domain, 0 for data translated from another domain) as shown in equations 4 and 5. 

 ÍÉÎὒ  ὓὛὉὈ ὝO ὢ ȟπ  ὓὛὉὈ ὢ ȟρ (4) 

 ÍÉÎὒ  ὓὛὉὈ Ὕᴼ ὢ ȟπ  ὓὛὉὈ ὢ ȟρ (5) 

The goal of the translator is to produce outputs that appear to come from the true 

data distribution. Thus, the objective for the translator is to minimize the mean squared 

error between the discriminatorôs classification label and our goal of achieving a 

classification that it comes from the original domain (1 represents data that appears to come 

from the same domain). Again, the loss from both the sim and real sides are weighted 

equally as in equation 6 and the goal is to minimize the loss. 



 114 

 
ὒ

ρ

ς
ὓὛὉὈ ὝO ὢ ȟρ ὓὛὉὈ Ὕᴼ ὢ ȟρ  (6) 

6.2.2.4 Identity Loss 

Some image based techniques like CycleGAN have used an additional component 

of the loss function that ensures data from one domain passed through the translator to that 

same domain returns itself (e.g. data from the simulated domain (ὢ) when passed through 

the real-to-sim translator (ὝO ) should produce the original data) [213], [215]. This 

regularized color for these images. When testing the unsupervised case, we found that a 

similar loss helped to constrain the translators and stabilize convergence. Again, the sensor 

normalized MSE was used to compare the data, and sim and real sides were equally 

weighted as in equation 7. 

 
ὒ

ρ

ς
 ὓὛὉ  ὝO ὢ ȟ ὢ

 ὓὛὉ  ὝO ὢ ȟ ὢ  

(7) 

6.2.2.5 Moment Loss 

The final component of the framework, the moment estimator (ὓὉ), is trained to 

take real data and estimate the userôs biological moment. Samples used to train this portion 

of the network consist of translated data from biomechanics datasets in the simulated 

domain (ὝO ὢ ) with their respective labels (ώ) and in the semi-supervised case any 

available labeled real exoskeleton data (ὢ) with respective moment labels (ώ). MSE was 
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used as the metric to measure error between ground truth joint moments and estimates from 

the model. Thus, the objective for the moment estimator can be summarized in equation 8. 

 ÍÉÎὒ  

ὓὛὉὓὉ ὢ ȟώ ὓὛὉὓὉ ὝO ὢ ȟώ  

(8) 

Because a portion of the moment estimation loss is contingent upon the sim-to-real 

translator (ὝO ), this loss can also be backpropagated through the translator and can be 

used as a component of the translator loss. This is summarized in equation 9. 

 ὒ ὓὛὉὓὉ ὝO ὢ ȟώ  (9) 

6.2.2.6 Total Loss 

The total loss for the translator portion of the network can be computed as the 

weighted sum of the above loss components. In the semi-supervised case, we tested using 

the moment loss (equation 8) with both a moment estimator operating on simulated data as 

well as the moment estimator on the real side, but we found that accuracy did not improve. 

Therefore, due to training time considerations, the moment loss for the translator was 

removed from the loss function for the semi-supervised case. Thus, the total loss for the 

semi-supervised case can be written in terms of equations 2, 3, 6 and 7. The objective is 

shown in equation 10 where the weights (‗ , ‗ , ‗ ) are hyperparameters to 

tune. 
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 ÍÉÎὒ ὒ  ‗ Ͻὒ ‗ Ͻὒ ‗

Ͻὒ  

(10) 

In the unsupervised case, there is no data to compute a supervised loss, thus the total loss 

for the translator can be written in terms of equations 3, 6, 7, and 9. The objective is shown 

in equation 11 where the weights (‗ , ‗ , ‗ ) are hyperparameters to tune. 

 ÍÉÎὒ ὒ  ‗ Ͻὒ  ‗ Ͻὒ ‗

Ͻὒ   
(11) 

6.2.3 Training Data 

In training our framework, we chose to estimate hip and knee moments in keeping 

with chapter 5. For exoskeleton sensors, we chose to use purely kinematic sensors on the 

thigh and shank. Thus, our sensor suite consisted of a hip and knee encoder (angle and 

velocity) and a thigh and shank inertial measurement unit (IMU). This mimics the most 

basic set of mechanical sensors easily available to a hip/knee exoskeleton without placing 

sensors outside the device.  

For each source of data, we used an open-source dataset that we published. The 

generic human biomechanics data is highlighted in chapter 3.1. This data includes joint 

angles, joint moments, and simulated inertial measurement units (IMUs) on each segment 

for 12 participants performing 28 cyclic and non-cyclic groups of tasks. We used the 

inverse kinematics data from the hip and knee for simulating encoders, inverse dynamics 
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data from hip and knee for the joint moment labels, and simulated, location-matched IMU 

data for the thigh and shank to match IMUs on our hip and knee exoskeleton.  

The exoskeleton data came from chapter 3.2. This dataset includes several phases 

of collection with 22 different participants. For our unlabeled real exoskeleton data, we 

used sensor data collected from the hip and knee exoskeleton while the participant 

performed tasks without the exoskeleton providing assistance. Because of the data 

collection method, data with an unactuated exoskeleton was only available for the first 10 

subjects (labeled phase 1 in that dataset). We used the real IMU data for the thigh and shank 

(OpenIMU, Tewksbury, MA) and encoder data from the hip and knee (T-Motor AK80-9s, 

Nanchang, China). In the semi-supervised case, we included data from the first 15 

participants for certain tasks which included 1) data where assistance was not provided 

(first 10 participants labeled phase one), 2) data where assistance was provided based on 

heuristic controllers (first 10 participants labeled phase one), and 3) data where assistance 

was provided based on a preliminary model (participants 11-15 labeled phase two). These 

latter five subjects formed the internal test set for cross-fold validation because they were 

the closest representation of what a real time deployed model would encounter. For the 

semi-supervised case, the same exoskeleton sensors were used as the unlabeled data with 

their associated joint moment labels. Simulated sensors that matched those used in the no 

exoskeleton dataset were created from the inverse kinematics on the exoskeleton data for 

use in supervised, sensor-translation training.  

We used the final participants from this dataset to form our true test set (participants 

labeled phase 3). Although this dataset includes 10 participants, 2 were removed because 

they had participated in the original study without an exoskeleton and thus were in the 
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training data. These final 8 subjects were used to evaluate performance and thus the real 

exoskeleton data with the same sensors used in training was passed through the moment 

estimator and the accuracy of the estimated moments was assessed. 

6.2.4 Assessing the Joint Moment Estimation Performance of the Model 

We assessed the estimator performance using root mean squared error between the 

model estimated moments and the actual ground truth joint moments calculated using 

inverse dynamics from OpenSim. We then averaged the RMSE as well as R2 across 

subtasks within the larger 28 task groups and then across tested participants.  

To provide suitable comparisons to demonstrate the performance of our algorithm, 

we present the results in terms of a best-case model (our goal being to achieve accuracies 

similar to this model) and a current approach baseline (this represents training with limited 

data and without domain adaptation). To construct the best-case comparison, we trained a 

moment estimator using all of the training tasks and subjects, thus replicating the results of 

chapter 5, but without insoles or a foot IMU and using all 28 tasks for training. Although 

it would be theoretically possible given a significantly larger set of no exoskeleton data to 

achieve higher accuracies with our method than this best-case, our no exoskeleton dataset 

was not larger. For the semi-supervised case, the current approach baseline consisted of 

training a moment estimator in the same way as the best-case but with only the same limited 

number of tasks and limited number of participants that we gave to our own approach. For 

the unsupervised case, no labeled exoskeleton data was used in our approach so the current 

approach baseline was trained only with simulated data (10 participants and 28 tasks). 
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To report our results, we computed the percent increase in error for our algorithm 

and for the current approach baseline with respect to the best-case model as seen in 

equation 12. 

 
Ϸ ὭὲὧὶὩὥίὩ Ὥὲ ὙὓὛὉ

ὙὓὛὉ ὙὓὛὉ

ὙὓὛὉ
Ͻρππ (12) 

The value of this percent increase expresses how far the approach is away from the best-

case and the percentages can be compared between our approach and the baseline. 

6.2.5 Architecture and Optimization 

To optimize the different networks, we ran preliminary tests to choose the general 

architecture and then performed Bayesian optimization using a high-performance 

computing cluster to select the hyperparameters for the network. We initialized the UNet 

translator based on hyperparameters presented in [210] and then further optimized relevant 

parameters around moment estimation RMSE for the hip with all tasks and participants 

included (due to long run times this was limited to 30 iterations). The chosen network 

architecture for the UNet translator as well as the optimization search space are given in 

Table 7. We also found that using linear upsampling rather than transpose convolution 

increased the performance of our final model. For the discriminator, we selected some 

hyperparameters based on AdaptNet [211] and then chose specific hyperparameters based 

on the constraints of the UNet (such as an input sequence length of 256). The optimized 

hyperparameters from chapter 5.2.4 Table 5 were selected for the moment estimator. 
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Table 7 - Hyperparameter Optimization of the UNet Translator 

Hyperparameter  Search Space  Selected Value  

Sequence Length  32, 64, 128, 256  256* 

      

Depth  2, 3, 4, 5 4  

      

Kernel Size  

(Convolution) 
2, 3, 4, 5  5  

      

Dropout  [0.0, 0.3]  0.0  

   

FSize - 32 

   

Kernel Size 

(Pooling) 
- 2 

   

* Further optimization after the fact revealed no added benefit from 

increasing to the next power of two, 512 

Once the individual networks were in place, we again used Bayesian 

hyperparameter optimization to determine the hyperparameters for the network as a whole 

(including loss function weighting parameters from equations 10 and 11 as well as learning 

rates and training schedules). The objective for optimization was moment estimation error 

in terms of RMSE. For the semi-supervised case, initial tests showed that 4 tasks appeared 

to be an inflection point where additional tasks contributed less to performance, thus the 

optimization was based on four included tasks following the optimal task order in chapter 

5.2.3. For the unsupervised case, a similar procedure was followed but no labeled tasks 

were included. The bounds of the optimization as well as the selected hyperparameters are 

given in Table 8. Both optimizations were stopped after 75 iterations. 
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Table 8 - Hyperparameter Optimization of our Complete Network 

Hyperparameter  

Search Space  

(Semi-

Supervised) 

Selected Value 

(Semi-

Supervised)  

Search Space  

(Unsupervised) 

Selected Value 

(Unsupervised)  

‗  [0, 2] 0.68 [0, 2] 0.90 

      

 ‗  [0, 2] 4.9e-3 - 1 

      

 ‗  [0, 2] 0.31 [0, 2] 1.86 

      

 ‗  - 0 [0, 2] 1.21 

     

Learning Rate 

(Translator) 

5e-5,1e-4,5e-

4,1e-3 
5e-4 

5e-5,1e-4,5e-

4,1e-3 
1e-4 

     

Learning Rate 

(Discriminator) 

5e-5,1e-4,5e-

4,1e-3 
5e-4 

5e-5,1e-4,5e-

4,1e-3 
1e-4 

     

Learning Rate 

(Moment Est.) 

5e-5,1e-4,5e-

4,1e-3 
1e-3 

5e-5,1e-4,5e-

4,1e-3 
5e-4 

     

Discriminator 

Training Schedule 

(Epochs) 

1,5,10 1 1,5,10 1 

     

Moment 

Estimator 

Training Start 

(Epochs) 

0,5,10,15,20 0 0,5,10,15,20 20 

     

All models were trained until the RMSE on a left-out validation subject stopped 

improving (with a patience of 25 used to determine when this occurred). Early stopping 

was found to be important given the volatility of the GAN networks over epochs. Once 

training was stopped, a new previously unseen subject with all 28 tasks formed the testing 

set. Thus, for the 15 participants (from Phase 1 and 2) reserved for training and 

hyperparameter tuning, 13 participants were used as a training set, 1 as a validation 

participant to determine the early stopping criterion, and 1 was used as a testing participant. 
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To determine hyperparameters that were best across multiple participants, we used 5-fold 

cross validation leaving out participants from Phase 2. Thus, the validation and testing 

participants were always chosen from Phase 2 data and each participant was used as the 

testing participant once. 

To determine the specific tasks that would be included for our semi-supervised 

approach, we used a forward task selection algorithm similar to that used in chapter 5.2.3. 

To seed the optimization, we chose the task that, when used by itself during training, 

resulted in the lowest RMSE error across all tasks. From there, tasks were added 

sequentially by selecting the task that when added to training set resulted in the greatest 

decrease in RMSE across all tasks other than itself with respect to the previous iteration. 

The RMSE differences were averaged between hip and knee. Because the tasks for the 

current approach baseline had already been optimized in chapter 5.2.3, we continued to use 

that set of tasks for the current approach baseline. 

To determine the number of participants to include for the semi-supervised 

approach, we folded across all of the participants to determine the benefit of adding an 

average participant. We first added participants from phase 2 and then phase 1, but the 

performance was always assessed on left-out participants from phase 2 in keeping with the 

task optimization. 

6.2.6 Statistical Analyses 

All statistical analyses were performed in MATLAB (MathWorks, Natick, MA) 

using a significance level of a = 0.05.  
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For the task and participant performance sweeps, significance was assessed by 

controlling the false rate of discovery (q < 0.05) across model conditions (our approach 

versus the current approach baseline) where percent RMSE increase compared to the best-

case was the dependent variable [133]. We assessed the significance of our approach versus 

the current approach baseline with each added task or participant and used the false rate of 

discovery to control the family wise error rate across all comparisons (9 comparisons for 

the task case and 13 for the participant case). 

For the final offline testing set, we assessed significance using paired t-tests 

between the current approach baseline and our approach at the hip and separately at the 

knee. Percent RMSE increase compared to the best-case was the dependent variable which 

was averaged across task groups. The independent variable was the model type; 

participants were the fixed effect. 

6.3 Results 

6.3.1 Optimization Results 

To optimize the tasks included in our semi-supervised approach, we sequentially 

added labeled tasks based on the average hip and knee generalization score; a score which 

measures how well each additional task improved moment estimation on the other tasks. 

This is shown in Figure 26a. Optimization was stopped at nine tasks because there was no 

longer a statistically detectable difference between our approach and the best-case baseline. 

Figure 4b shows the corresponding RMSE across all tasks averaged between hip and knee 

for each task addition. RMSE continues decreasing because including a task reduced the 

error on that particular task even if generalization did not improve. Using this optimized 
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set of tasks as well as the previously optimized task set for the baseline, we compared our 

approach to the optimized baseline with limited tasks. This is presented as a percentage 

error increase compared to a best-case model (with access to all the tasks) for both the hip 

and knee Figure 26c&d. For all tested task inclusions, our approach statistically 

outperformed the baseline approach trained with its own optimized tasks. 

 

Figure 26 - Task optimization and performance on limited labeled tasks in the 

training set. (a) After seeding the optimization with the initial task that resulted in the 

lowest RMSE across all tasks, tasks were sequentially added based on maximizing the 

generalization score to other tasks. The corresponding RMSE for both the unselected 

and selected tasks is shown in (b). Standard deviation across the five test participants 

for each circle are omitted for visual clarity. Using this optimized task set, the 

performance of our approach using limited data with domain adaptation at the hip 

(c) and knee (d) can be compared to a baseline moment estimator with limited data 

and without domain adaptation. The comparison is made in terms of the increase in 
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RMSE compared to a best-case with access to all labeled data. Error bars represent 

the standard deviation across five cross-folded left-out participants. Statistical 

significance was determined by controlling the false rate of discovery (q < 0.05) across 

all nine comparisons. 

While additional tasks continue to improve moment estimation, the goal of this 

work was to demonstrate high performance on a minimal task set. Thus, we chose four 

tasks based on the plateau in the generalization score as seen in Figure 26a. The resulting 

percentage increase from the best-case model at four tasks was 12.0±3.8% at the hip and 

13.6±6.9% at the knee (compared to the baseline of 37.9±4.4% at the hip and 44.8±6.1% 

at the knee). For future analyses we chose to limit both the baseline and our approach to 

include only labeled exoskeleton data from four optimized tasks in the training set. The 

optimized tasks for our approach were: calisthenics, jump in place, level ground walk, and 

twister. The optimized tasks for the baseline approach were: level ground walk, standing 

poses, calisthenics, and push & pull recovery based on chapter 5.2.3. 

In addition to limiting the tasks accessible to the semi-supervised baseline and our 

approach, we also considered how few participants were necessary for the labeled training 

set. By folding across left-out participants, we assessed the average performance benefit of 

adding additional participants. The performance of the baseline approach versus our 

approach for the hip and knee are presented in Figure 27 in terms of percent increase 

compared to a best-case model with all participants and all tasks. Regardless of the number 

of participants included, our approach statistically outperformed the baseline approach. 

Only the four optimized tasks were included for each participant; thus, the datapoints with 

13 participants correspond to the datapoints at four tasks in the task optimization. 
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Figure 27 - Sweep of estimator performance across limited participants included 

within the labeled training set. By cross-folding across participants, we assessed the 

average RMSE for our approach and the baseline for the hip (a) and knee (b) when 

sequentially increasing the number of labeled participants included in the training 

set. Based on the task optimization only the four optimized tasks were included for 

each participant. Results are presented with respect to a best-case model with access 

to labeled data from all tasks and all participants. Error bars represent the standard 

deviation across five cross-folded, left-out participants. Statistical significance was 

determined by controlling the false rate of discovery (q < 0.05) across all 13 

comparisons. 

As with the task optimization, labeled data for additional participants continued to 

improve model performance, but with decreasing effect. To select the number of labeled 

participants to include for the semi-supervised models, we averaged the hip and knee 

RMSE for our approach and found the number of participants needed to reach 5% of the 

RMSE with all 13 participants. This occurred at four participants with a percent increase 

in RMSE compared to the best-case of 13.7±5.2% at the hip and 19.7±9.7% at the knee 

(compared to the baseline of 42.5±8.5% at the hip and 55.6±12.1% at the knee). Thus, for 

all future analyses, semi-supervised models include labeled data for four participants 

performing four tasks. 

6.3.2 Performance on the Offline Testing Set 
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After the optimizations to select the semi-supervised limitations, models trained 

using the baseline approach, our approach, and the best-case model were tested on a true 

testing set of eight novel participants performing all 28 tasks. For the semi-supervised case, 

our approach (percent increase in RMSE compared to the best-case of 11.3% at the hip and 

20.3% at the knee) significantly outperformed the baseline approach (percent increase in 

RMSE compared to the best-case of 35.5% at the hip and 45.3% at the knee) as seen in 

Figure 28a&b (p < 0.01). For the unsupervised case, our approach (percent increase in 

RMSE compared to the best-case of 19.9% at the hip and 44.4% at the knee) significantly 

outperformed the baseline approach (percent increase in RMSE compared to the best-case 

of 49.5% at the hip and 60.3% at the knee) as seen in Figure 28d&e (p < 0.01). Figure 

28c&f presents a comparison between the baseline and our approach for both the semi-

supervised and unsupervised cases in terms of R2. Each point on the scatter plot represents 

one of the 28 tasks where higher numbers at the hip and the knee (closer to the upper right-

hand corner) indicate a better match between the estimate and the ground truth joint 

moment. 
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Figure 28 - Offline model performance for moment estimators trained with translated 

sensors. For the semi-supervised case, the performance of our approach versus the 

baseline is presented for the hip (a) and knee (b) in terms of percent increase in RMSE 

compared to the best-case model. Parallel results are presented for the unsupervised 

case at the hip (d) and knee (e). Averages are first taken across all 28 activities and 

then across participants. Error bars represent the standard deviation across eight 

participants. The R2 between ground truth joint moment and estimate for each of the 

28 tasks at the hip and knee are presented for the semi-supervised case (c) and 

unsupervised case (f). Each point represents the average across eight participants, but 

error bars were omitted for visual clarity. 

6.4 Discussion 

These results demonstrate that by leveraging our novel domain adaptation strategy 

to exploit data from the biomechanics domain without an exoskeleton, we can create high 

performing methods for control with only limited or even no access to device-specific, 

labeled data. While these results are framed within the context of joint moment estimation 
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for task-agnostic control, the downstream performance of models trained with translated 

data shows that the sensor translation is able to take data without an exoskeleton and 

replicate characteristics of exoskeleton data in such a way that the downstream models 

within the real exoskeleton data domain can beneficially use that new data. This unified 

framework for incorporating data from many different sources has the potential to open 

new possibilities within device control by creating a large dataset for improving current 

algorithmic techniques as well as potentially enabling new more complex deep learning 

algorithms. 

The statistically significant performance of our approach across task additions 

demonstrates the flexibility of this approach to improve performance on different size 

datasets. This sweep provides a potential look-up table for the number of tasks needed to 

reach a predefined performance accuracy. This also confirms our first hypothesis that with 

limited tasks our approach could significantly outperform the baseline method trained with 

limited data. In general, there is a tradeoff between the number of labeled tasks and the 

corresponding estimator performance with diminishing returns as the number of included 

tasks increases. However, our approach makes that difference much less pronounced, 

making it feasible to train with far fewer tasks. The task generalization optimization 

performed here provides an example of the most important types of tasks for training this 

framework. Although the exact optimized tasks differ from those of the baseline, similar 

trends appear (level ground walk and calisthenics are included in both) emphasizing a 

diverse set of tasks that covers the extremes of human movement.  
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The sweep across participants reveals a similar trend as the task sweep. Including 

additional labeled participants improves model performance but again with decreasing 

benefit with each additional participant. Including four participants of labeled data 

achieved moment estimation error within 5% of including all 13 participants; therefore, it 

is feasible to collect fewer participants and still achieve comparable results. This confirms 

our second hypothesis that our approach would achieve improved estimator performance 

on limited participants compared to simply using the baseline method with limited labeled 

data. 

While the participant and task sweeps involved testing on a left-out subject that was 

unseen in the training process, aggregate decisions such as hyperparameters were made 

based on performance on those participants. Thus, the performance of our models on the 

truly novel participant set further confirms our first two hypotheses: our approach 

outperforms the baseline approach with limited tasks and participants. Additionally, when 

compared to the best-case model with access to all of the labeled data, our approach, 

operating with only 5.1% of the labeled data (525 thousand labels versus 10.3 million 

labels), only incurred between 10 - 20% increase in moment estimation RMSE at the hip 

and knee. 

The results for the unsupervised model on the true testing set demonstrate the 

superior performance of our training approach compared to only simulated sensors. This 

demonstrates the benefits of making use of unlabeled exoskeleton data to facilitate the 

translation from simulated to real sensors. Although using no labeled data did incur 

additional error compared to the best-case model, the performance still remained within 20 

- 45% of the best-case moment estimation RMSE at the hip and knee. These results 
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demonstrate the potential for controls engineers without access to a gait lab to be able to 

utilize control architectures which would otherwise have been impossible. Because the 

framework presented here performs sensor translation first and then downstream moment 

estimation, this same framework could potentially be applied to many different types of 

data-driven models beyond joint moment estimation, and thus enable faster development 

and broader use of these powerful techniques. 

While we have argued that this framework provides a solution to the data relevance 

and scarcity problem, this is not the only area where these domain adaptation strategies are 

relevant. Our task optimization results as well as those from chapter 5.2.3 demonstrate that 

having data from a specific activity continues improving data-driven approaches for that 

specific activity even if the additional data doesnôt promote generalization to other 

activities. Thus, if researchers and designers want to add additional functionality for a 

specific task (e.g. a golf swing) currently they would have to collect exoskeleton data with 

that specific task. However, with the framework presented here, this data could come from 

an open-source biomechanics dataset without incurring data collection costs. Additionally, 

although we used data without an exoskeleton for training, data from a different device 

could be translated into the biomechanical modeling domain and then utilized to train a 

completely different device. Furthermore, this approach could be a valuable tool for 

creating models for unique populations. It is difficult to collect large participant datasets of 

movement for elderly individuals or for those with impaired mobility while wearing a 

device, but some datasets without a device are readily available [216], [217], [218]. Again, 

our framework could potentially make use of those datasets for use on new devices targeted 

toward these populations. 
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This study has several limitations. First, we did not perform a formal analysis of 

the minimal quantity of unlabeled data necessary for training these models. Future work 

could explore both the minimal set of tasks and participants necessary as well as the 

benefits accrued by including additional unlabeled data during training. Second, only IMUs 

and encoders were used in translation. Future work could explore the ability of this 

framework to translate other sensing modalities. Third we performed initial optimization 

of individual network hyperparameters on a network-by-network basis; however, 

additional gain could potentially be found by optimizing those hyperparameters within the 

context of the entire network. 

6.5 Conclusion 

In this chapter, we present a framework that views the biomechanical modeling 

domain as a universal domain for aggregating data and then simulating different device-

based sensor configurations. We then present the development and optimization of a deep 

domain adaptation network capable of translating data from simulated sensors within that 

biomechanical modeling domain into the device-specific, real sensor domain. These 

translated signals can then be used for training downstream deep learning models. Using 

this network, we trained models using limited and no labeled data from the target device 

domain. These models incurred only small additional estimation error compared to a best-

case model with a complete labeled dataset from the target device, and significantly 

outperformed models trained without domain adaptation. These results demonstrate a 

method to overcome the data scarcity and relevance problem to scale data-driven methods 

to real-world usability.   
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CHAPTER 7. DEEP DOMAIN ADAPTATI ON ENABLES REAL -

TIME EXOSKELETON CON TROL WITHOUT COSTLY DATA 

COLLECTION  

7.1 Introd uction 

As highlighted in chapter 6, data-driven models have radically transformed our 

ability to assess and respond to human movement through wearable robotic devices, thus 

promising real-world benefits in augmentation and rehabilitation. But with the proliferation 

of these methods, the need for device-specific, high-quality data grows and with it the 

attendant resource and personnel costs that make procuring this data prohibitive [219]. In 

the previous chapter, I proposed a framework to overcome the data scarcity problem by 

using simulated sensors drawn from biomechanical models as a universal domain from 

which we can translate data for use in device-specific contexts. We developed and 

optimized a deep domain adaptation network (using UNet and CNN architectures) that 

utilizes large biomechanics datasets and unlabeled data from a device to replace costly, 

device-specific, labeled data. This translation still enables high accuracy on downstream 

data-driven models. 

While this represents a pivotal step toward making deep learning models more 

accessible and scalable for exoskeleton control, it is vital to test these models in the loop 

on an exoskeleton to verify that they can achieve the desired performance. Previous work 

has shown that often offline models often do not perform as well online [220]. Closing the 
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loop on machine learning models for control is vital because errors at one moment in time 

can propagate to further errors in the future [221]. 

Due to these concerns, we deployed the models from chapter 6 in a real-time control 

loop for a hip and knee exoskeleton (N=8). We hypothesized that our models (both 

supervised and unsupervised) trained with our domain adaptation framework would 

outperform their counterpart models without domain adaptation when deployed in real-

time. Based on the success of the moment estimators in Molinaro et al. [19], we also 

hypothesized that results from our online deployed models would result in similar 

performance to our offline results. This work is important because it validates the 

usefulness of this translation strategy by deploying models in real-time that are trained 

from translated data. This further validated our approach to enabling universal access to 

deep learning estimators for wearable robotic devices. 

7.2 Methods 

To validate performance during real-time experiments, we chose three of the 

models used during offline testing (and developed in chapter 6) to deploy as part of the 

control for the real-time system. For the semi-supervised case, we chose to deploy both the 

current approach baseline and our approach in real-time. Based on the results from chapter 

6.3.1, four tasks and four participants were selected for use in the labeled training set. The 

specific four tasks were based on their respective optimal task ranking. For the 

unsupervised case, we deployed a model trained with our deep domain adaptation 

approach. Although we attempted to deploy the current approach baseline model for this 
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case, the model accuracy with only simulated data was so poor that the controller was not 

stable for real time deployment (see Appendix C Figure 37). 

7.2.1 Exoskeleton Device 

To deploy the models in real-time, we used the autonomous hip and knee 

exoskeleton developed by X, the moonshot factory, and detailed in chapter 5.2.1. Due to 

the fact that the moment estimators are directly real-time deployable, no additional 

computational loss was incurred by running our models in comparison to our previous 

work. As detailed in chapter 5.2.1, a main single board computer (Raspberry Pi, 

Cambridge, UK) handled the I/O for the device as well as data logging while a separate co-

processor handled deep learning inference (NVIDIA Jetson Nano, Santa Clara, CA). All 

experimenter interaction was handled through an offboard laptop connected to a Wi-Fi 

network hosted by the onboard microprocessor. The device as well as the mechatronics are 

pictured in Figure 29a. 

 

Figure 29 - Real-time testing methods. (a) The autonomous hip and knee exoskeleton 

used in this study relies on sensing from encoders at the hip and knee and inertial 

measurement units (IMUs) on the thigh and shank. This information is passed to a 

microprocessor and then on to an onboard machine learning (ML) co-processor for 

real-time inference. Those commands are then sent to actuators that provide 

assistance bilaterally at the hip and knee. (b) Models that included labeled 
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exoskeleton data (semi-supervised) included four tasks each. Seven of the real-time 

tested tasks were selected to be novel to both approaches while the eighth, level 

ground walking, was part of the semi-supervised training set. Unlabeled exoskeleton 

data and biomechanics datasets included all tasks. 

7.2.2 Experimental Protocol and Data Processing 

We performed a similar protocol to that used to collect the training data (see chapter 

3.2) with a paired down task list. Eight participants (4 male, 4 female, age: 23.0 ± 3.8 years, 

height: 173.4 ± 2.6 cm, body mass: 68.2 ± 10.7 kg) performed eight tasks with three 

different controllers. Informed consent was obtained for each participant under Georgia 

Institute of Technology IRB protocol H21184. The tasks were split between the three larger 

task categories used in chapter 5 with seven outside of the labeled training set for both 

models in the semi-supervised case as seen in Figure 29b. These tasks were: medicine ball 

toss (15lb center, right, left), cutting (left & right, fast & slow), sit-to-stand (short and tall 

chair, with and without armrests), starting & stopping, stair ascent (slow, normal, fast), 

stair descent (slow, normal, fast), and walking backward (0.6 m/s, 0.8 m/s, 1.0 m/s). More 

details on the protocol for each task can be found in chapter 3.1.2.2 Table 3. We also 

included one task that was in the training set for both semi-supervised models: level ground 

walking (0.6 m/s, 1.2 m/s, 1.8 m/s, and shuffle). The order of the models was randomized 

for each participant; all tasks were performed with a single model before switching models. 

During each task, exoskeleton data for the encoders (hip and knee) and IMUs (thigh and 

shank) were recorded as well as the estimated joint moment from the current model. Motion 

capture data were recorded at 200 Hz and ground reaction forces at 1000 Hz. 
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Data processing was performed in a similar manner to chapter 3 where subject 

specific models were fit to each participant standing in a static pose. The exoskeleton mass 

was then added for the actuators at their respective joints and the additional mass at the 

torso. Inverse kinematics matched the model to the measured motion capture locations and 

inverse dynamics were then calculated based on the ground reaction forces. An activity 

flag was computed to determine when the activity was occurring and then used to 

determine the sections for assessing model performance. Ground truth joint moments were 

filtered before being compared to the real-time estimates. Further details on biomechanical 

processing and analysis can be found in chapter 3.1.2 and 3.2.1.4. 

7.2.3 Assessing Real-time Performance 

To assess the real-time model performance, we captured the joint moment estimates 

and then post-hoc aligned those estimates with the ground truth moment labels as in chapter 

5. We did not deploy the best-case model in real-time but instead ran the collected sensor 

signals through the best-case model post-hoc, thus allowing a more fair comparison of 

performance. We did this individually for the data from each model; thus, the best-case 

model performance is unique to each specific modelôs data. As noted above, the 

unsupervised baseline model trained only on simulated data could not be run in real-time 

due to instability at the hip. Thus, to provide a fair comparison we took the real-time data 

when running our approach in the unsupervised case and gave that as model inputs to the 

unsupervised case baseline. 
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As in chapter 6.3, we present several of our results relative to the best-case model 

with access to all of the training data using equation 12 from that chapter. Other results are 

presented in terms of the shape similarity between the ground truth joint moments and the 

estimates as measured by R2. 

7.2.4 Statistical Analysis 

For real-time testing, comparisons between the current approach baseline and our 

approach were performed with paired t-tests separately at the hip and the knee and for the 

supervised and unsupervised cases. Tests were performed with percent RMSE increase 

compared to the best-case as the dependent variable. The independent variable was the 

model type and participants were the fixed effect. To assess offline versus online 

performance, separate two sample t-tests with assumed equal variance were performed for 

each deployed model at each joint to determine if running the model in real-time had 

statistically significant impact on performance. To assess the statistical significance for 

each individual task with R2 as the dependent variable, we controlled the false rate of 

discovery to account for the number of comparisons between model types (3 models were 

run in real-time) and number of tasks (8 performed in the real-time validation). Thus, 

controlling for all 24 comparisons. Tests were performed with R2 as the dependent variable 

separately for each model type with offline versus online as the independent variable. We 

also compared the average performance across all tasks directly between the three models 

that were run in real-time using a one-way analysis of variance (ANOVA) test with 

participants as the fixed effect. This was followed up by Bonferroni multiple comparisons 

tests between model types. 
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7.3 Results 

When these models were tested in real-time while providing assistance to the user, 

the model trained with our semi-supervised approach (percent increase in RMSE compared 

to the best-case model of 11.0±6.4% at the hip and 19.5±9.6% at the knee) significantly 

outperformed the model trained with the baseline method (percent increase in RMSE 

compared to the best-case model of 37.5±10.5% at the hip and 48.3±19.0% at the knee) at 

the hip (p < 0.01) and the knee (p = 0.011) as shown in Figure 30a&b. The final 

performance of our semi-supervised approach was 0.19±0.01 Nm/kg RMSE and 0.71±0.04 

R2 at the hip and 0.16±0.02 Nm/kg RMSE and 0.75±0.04 R2 at the knee. For the 

unsupervised case, our approach (percent increase in RMSE compared to the best-case 

model of 25.6±13.9% at the hip and 32.9±6.7% at the knee) significantly outperformed the 

baseline approach (percent increase in RMSE compared to the best-case model of 

63.4±24.8% at the hip and 54.6±8.1% at the knee) at both the hip and knee (p < 0.01) as 

seen in Figure 30c&d. The final performance of our unsupervised approach was 0.21±0.01 

Nm/kg RMSE and 0.68±0.04 R2 at the hip and 0.18±0.01 Nm/kg RMSE and 0.71±0.03 R2 

at the knee. 
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Figure 30 - Real-time model performance for moment estimators trained on 

translated data. For the semi-supervised case, the performance of the deployed 

models for our approach versus the baseline is presented for the hip (a) and knee (b) 

in terms of percent increase in RMSE compared to a best-case model (computed post-

hoc). Similar results are presented for the unsupervised case at the hip (d) and knee 

(e); however, the unsupervised baseline model was also run offline, post-hoc due to 

real-time controller instability. Averages are first taken across all eight tested tasks 

and then across participants. Error bars represent the standard deviation across eight 

participants. 

For the three models that were deployed in real-time, results can be broken down 

into each specific task. These are presented in terms of R2 between the ground truth joint 

moments and the estimates in Figure 31. The tasks are separated between cyclic, 

impedance-like, and unstructured activities to demonstrate the performance across all 

categories. While the first seven tasks were novel tasks not included in the semi-supervised 
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baseline, level ground walking was part of the labeled data accessible to both of the semi-

supervised models, but not the unsupervised model. 

 

Figure 31 - Real-time deployed model performance broken down into specific tasks. 

The individual performance of each deployed model on each task is presented for the 

hip (a) and the knee (b). Tasks are segmented into four categories. Three are based 

on the category of activity: cyclic, impedance-like, and unstructured; the fourth 

comes from the fact that level ground walking was one of the tasks for which the semi-

supervised models had access to ground truth labels during training while the 

unsupervised model did not. Error bars represent the standard deviation across eight 

participants. Statistical significance was assessed using the false rate of discovery (q 

< 0.05) to account for all 24 comparisons. 

To further compare the difference across the three real-time models in a single test, 

a one-way ANOVA was used and found statistical differences between the three real-time 

models for R2 at the hip (F = 27.63, p < 0.01) and at the knee (F = 14.47, p < 0.01). Follow-

up pairwise multiple comparison tests with Bonferroni correction showed a statistically 

significantly higher R2 for our semi-supervised approach over the semi-supervised baseline 
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(p < 0.01), our unsupervised approach over the semi-supervised baseline (p = 0.012), and 

our semi-supervised approach over our unsupervised approach (p = 0.035). At the knee, 

statistically significant improvements in R2 were found for our semi-supervised approach 

over the semi-supervised baseline (p < 0.01) and our semi-supervised approach over our 

unsupervised approach (p = 0.011). 

Figure 32 shows representative time-series plots from a single cycle of each type 

of activity. Because each activity is performed individually with each model, the ground 

truth joint moments are not the same for each repetition of the maneuver. To provide the 

best comparisons, these specific strides were selected such that the ground truth moments 

matched as closely as possible (by optimizing the strides that had the lowest RMSE 

between ground truth joint moments). 
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Figure 32 - Time series comparison of deployed models. Representative time-series 

plots are shown for each category of activity with the ground truth moment in black 

and the real-time joint moment estimate in color. Stair ascent is representative of 

cyclic tasks (a), medicine ball toss of impedance-like activities (b), and the outside leg 

for a single stride in cutting for unstructured tasks (c). To facilitate comparison, 

individu al cycles were chosen by finding strides where the ground truth moments 

were similar. 

To compare the performance between offline and online, we matched the tasks from 

the offline analysis in chapter 6.3.2 to those tasks chosen for the real-time experiment. 

Figure 33 shows the comparison for each real-time deployed model for both the hip and 

the knee in terms of R2 between estimate and ground truth joint moment. 










































