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SUMMARY 

Powerful large language models (LLMs) like OpenAI’s ChatGPT have caused a 

disturbance in the writing world, bringing about issues both in the classroom and in 

everyday life by blurring the line between human and machine. Due to the lack of 

disclosure around the use of text-generating AI in written texts, humans have been left to 

distinguish whether texts they encounter have been written by their fellow humans or are 

the work of an LLM that has trained on large amounts of human data. In this thesis, I 

explore this new task of humans and the ethical questions that follow. Can humans reliably 

distinguish between human-written and AI-generated text? If so, is there an innate “human” 

quality about texts that an AI cannot replicate? And how do feelings towards AI indicate 

its future uses in our society, particularly when it comes to the ever-increasing 

collaboration between AI and humans? I addressed these questions using a mixed-methods 

approach where 16 participants engaged in an authorship activity preceded and followed 

by interview questions where they described how they went about determining the 

authorship of the 10 presented texts.  
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CHAPTER 1. INTRODUCTION 

Humans commonly hold the notion that written speech is theirs, that when words are 

strung together to derive meaning, there is a certain human quality imbued in them that is 

distinguishable. Up until recently, individuals found very little need to scrutinize a written 

text to determine its purported “human” characteristics because well-constructed texts were 

widely assumed to be exclusively human-written. However, the explosion of large 

language models (LLMs) like ChatGPT have added a layer of doubt to written works. Can 

an artificial intelligence (AI) backed by algorithms and enormous sets of data recreate what 

humans can do, and potentially even exceed human capabilities? Is there an innate human 

quality to writing that can only be imbued through the warm touch of fingers on a pen or 

keyboard? If so, can an individual actually distinguish this quality of a written text? And 

what does this mean for the future if a skill once thought to be innately human becomes 

the work of a machine?  

Among these questions are many more ethical dilemmas surrounding the use of AI 

in writing. Notably, ChatGPT and other text-generating AI have made waves in academic 

institutions on accounts of plagiarism and academic misconduct. Students have been using 

ChatGPT to write assignments with varying degrees of assistance from the AI and without 

disclosing their use of the platform. A recent survey conducted by BestColleges on 1,000 

current undergraduate and graduate students found that 56% of those sampled had used a 

form of AI to complete assignments or exams (Nam, 2023). This forces educators to act as 

the first distinguishers who must scrutinize written works to determine if they were 

generated by an AI or written by a human. Ultimately, this issue mainly stems from the 
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fact that the AI use is not disclosed in the writing, which means the student is passing off 

the AI’s output as their own. In turn, this places a deeper burden on education since teachers 

are unable to adequately understand what their students have learned and thus provide 

feedback to suit their needs in the classroom. Some academic institutions have begun to 

integrate the use of AI in their curriculum, but disclosure still remains an issue regarding 

plagiarism and learning outcomes.  

Furthermore, the collaboration of AI and humans raises even more questions related 

to the distinguishability of human-written speech. When mixed together within a text, will 

a human’s words be consistently distinct? Can an AI enhance human-written speech by 

augmenting the purported “humanness” of the author?  

Ultimately, what about a written text makes it uniquely human? And can this 

“humanness” be replicated well enough by an LLM to convince other humans into 

believing it was authored by one of their own? 

Opaque authorship of texts is not a new concern. The existence of ghost writers – 

individuals who write works under another established author’s name and remain 

anonymous – has obscured the definition of authorship for written texts. But even with 

ghost writers there is still a human behind the words, which is why the introduction of 

LLMs into written works presents a new, unfamiliar issue. Many recent studies have begun 

to investigate how well people can tell apart human-written text from AI-generated text, 

but few keep the design of the study human-focused. What truly distinguishes a human-

written piece from that of an LLM? And how do humans feel about collaboration with AI 

and what the existence of LLMs means for the future of writing?  
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1.1 Study Summary 

In this thesis, I explore the above questions through a mixed-methods study with 16 

participants where each participant attempted to determine the authorship of 10 different 

written texts of varying prompts and genres. Four of the texts were written entirely by a 

human (no duplicate authors), another four of the texts were generated by ChatGPT (3.5 

version), and the remaining two texts were collaborative works where a human author 

edited ChatGPT’s output for the given prompt (labeled as the “both” category). Participants 

were asked pre-activity questions and post-activity questions in an interview to gauge their 

thoughts and feelings towards text-generating AI. During the activity, participants were 

encouraged to annotate the texts to help them describe how they went about determining 

the authorship. 

I used qualitative coding on the interview transcripts to define high-level themes and 

recurring points from participants to understand how the participants went about deciding 

the authorship. I then compared the thoughts from participants with several statistics from 

the participants’ performance on the activity to determine whether their methods were 

successful.  

This study specifically documents one moment in the history of LLMs using GPT-

3.5. OpenAI already has a more powerful version, GPT-4 available for paid users and many 

other companies are developing their own models to compete with OpenAI and its 

products. This study captures this moment in time to serve as a point of comparison for 

future models and research.  

1.2 Language 
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This study only focuses on written speech in the English language and does not 

investigate other uses of AI such as in image or video generation. Within the body of this 

thesis, the terms “AI,” “LLM,” and “ChatGPT” may be used interchangeably as ChatGPT 

was the LLM chosen to be used and examined in this study. LLMs are a type of AI, which 

is the broader term. Other LLMs exist outside of ChatGPT, but this AI has been among the 

most popular to date for text generation following its release on November 30th, 2022 

(OpenAI). Additionally, the abbreviation “AI” is commonly used to refer to specific types 

of artificial intelligence and predictive models like ChatGPT which is why it is used as 

such in this thesis.  

1.3 Positionality and Disclosure 

I would like to declare no conflicts of interest that would have interfered with my 

ability to conduct this study. Furthermore, I am a writer, but I also work heavily with 

technology and AI. I have also been in the position of an educator and grader. I disclose 

these truths about myself to indicate that I have an equal stake in all aspects of this research 

and that this thesis is also in part informed by my experiences in these different positions. 

I did not use AI to write any part of this thesis. The only parts generated by an AI are 

the texts used in the study that are labeled in the appendices with this distinction.  

This study received no outside funding or endorsement. 
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CHAPTER 2. LITERATURE REVIEW  

2.1 ChatGPT 

Chatbot ChatGPT is a type of AI called a large language model (LLM) that has 

trained on “vast amounts of data from the internet written by humans,” and is coded to 

respond conversationally to prompts given by users (OpenAI, 2023). Despite this format 

of dialogue, students use ChatGPT to debug code and write assignments, and with its wide 

range of training data, the LLM is also able to generate specialized research papers.  

Harry Guinness, a writer for Zapier, explains how ChatGPT initially utilizes an 

unsupervised training method to make associations between the data it receives without 

any human intervention. Then ChatGPT employs transformer architecture which allows 

the AI to create a huge neural network of word associations (specifically “tokens” or short 

parts of words) which when combined with reinforcement learning (refinements from 

human feedback) allows ChatGPT to generate an output of the most likely words to follow 

in a sequence related to a prompt. Guinness goes on to compare ChatGPT to a game of 

“finish the sentence” where the AI tries to predict what would come next (2023). An 

important point to highlight here is that ChatGPT is not a search engine and cannot pluck 

information from the internet. The LLM can only pull from patterns in its training data 

even if it gives the impression of a generic internet article.  

When scientists were asked to identify research paper abstracts generated by 

ChatGPT, the reviewers only correctly identified 68% of the AI-generated texts and 86% 

of the human-written abstracts (Else, 2023). This preliminary study has worried researchers 
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that even with human review, some AI-generated text may slip undetected into our research 

databases and spread misinformation. Additionally, this study indicates that even those 

who have a high familiarity with the material in a given text may still not be able to detect 

the authorship. While plagiarism checkers have begun to see success in detecting AI-

generated text, in this study, computer checkers were only able to identify 66% of the texts 

generated by the AI, indicating that determining authorship is still largely a burden on the 

individual reader (Else, 2023).  

 In a study conducted in January of 2023, researchers attempted to train a machine 

learning model to recognize AI-generated text from ChatGPT. They trained their model on 

short text – similar to the length used in this study – and recorded its accuracy at identifying 

the authorship, using explainability to record the style of the ChatGPT text. Ultimately, the 

model attained 79% accuracy and described the writing of ChatGPT as, “polite, without 

specific details, using fancy and atypical vocabulary, impersonal, and typically it does not 

express feelings,” (Mitrović et al., 2023). The detector program was able to discern 

characteristics of ChatGPT’s text that helped it identify its writing, but do humans also note 

these characteristics? 

 OpenAI, the creator of ChatGPT, released a checker in early 2023 that was trained 

to distinguish human-written and AI-generated text, particularly for those who wanted to 

know if a given text was generated by an AI. The company removed the checker only a 

few months later after achieving only a 26% accuracy rating on AI-generated text, meaning 

only 26% of the English AI-generated texts it evaluated on were correctly identified as 

having been “likely AI written,” (OpenAI, 2023).  
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2.2 Characteristics of AI-generated Text 

H. Holden Thorp, Editor-in-chief of Science journals, wrote that “ChatGPT is fun, 

but not an Author,” to headline his editorial about the popular AI (Thorp, 2023). 

Specifically, he mentions how ChatGPT needed improvement in its scholarly writing and 

will create references that do not exist when asked to write a research paper. The generation 

of fake references from large language models is part of a larger phenomenon known as 

“hallucination” (Kunze et al., 2023) though more recent scholars have labeled this 

phenomenon as “confabulation” since the references are typically logically generated 

(Hatem et al., 2023). However, according to Thorp, ChatGPT can produce factual answers, 

which are likely on well-known topics cited frequently across the internet. This is a 

different problem called “contamination”, meaning that the AI appears to have developed 

reasoning capacity when instead it has just been exposed to an exact answer and recalls it 

(Biever, 2023). Since AI-generated outputs are black-boxed, meaning their underling 

decision making is not revealed, the AI appears more intelligent and reliable than it actually 

is. 

A study by Sisith Ariyaratne and colleagues echo the observations of Thorp. In their 

study, two professional radiologists compared articles about radiology generated by 

ChatGPT with reviewed articles written by humans and also found that ChatGPT created 

fake references. The radiologists also found that the majority of ChatGPT’s articles were 

factually inaccurate, a divergence from Thorp’s experience (Ariyaratne et al., 2023). 

Noticeably, the chatbot failed to output correct information on a niche and highly scientific 

subject, which indicates extrapolation due to a lack of training data on the topic. Ariyaratne 

and colleagues (2023) further mention how to an untrained eye, all the ChatGPT texts could 
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appear factual as their appearance very closely mimics authentic research papers. This 

characteristic is especially harrowing because of its potential to spread misinformation. 

 When evaluating ChatGPT’s responses to questions posed in studies on human 

reproduction, Semrl and colleagues found that the LLM’s output was always 

grammatically correct, sometimes responded within the word limit, and mostly gave 

factually incorrect or vague responses that had questionable credibility (2023). The issue 

of correctness is congruent with the findings from other studies and additionally highlights 

that this problem could only be verified by someone with extensive knowledge in the field. 

However, the AI’s apparent inability to stay within defined word limits is interesting as 

this should be something its algorithm could easily identify and fix. In general, simple 

mistakes such as exceeding a word limit are associated with human error. 

2.2.1 ChatGPT and the Turing Test 

In the 1950’s, pioneering computer scientist Alan Turing proposed an “imitation 

game” wherein an individual corresponds with both a machine and a human through digital 

messages and must determine the identity of the entity based purely on the responses they 

receive. This scenario and its abstractions are referred to as the “Turing Test” (Turing, 

1950). If a machine (or in modern day, an AI program) can fool a human into believing it 

is a human, then the program has passed the Turing Test. 

Celeste Biever from Nature discusses how the Turing Test has been used to 

determine whether AI are capable of thought using only textual language. While the Turing 

Test is mainly a thought experiment aimed at a deeper philosophical question, many use it 

as a benchmark for AI and have found that ChatGPT passes with flying colors. ChatGPT 
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scores incredibly well on tests made for humans, like the Bar, and “common sense” tests 

designed for machines. But is “passing” the Turing Test a good benchmark for whether an 

AI has reached the purported intelligence level of humans? Biever suggests not and notes 

how the Turing Test only evaluates the machine based on written text, which is only one 

facet of human capabilities (Biever, 2023). However, “passing” the Turing Test means that 

a human cannot tell an AI from another human, which has its own repercussions.  

2.3 Distinguishing Text 

In a more specific study, researchers used GPT-2, ChatGPT’s predecessor, to 

generate poems, a form of creative text. The human-written text fell into two categories: 

amateur and professional. Participants were then asked to judge the texts in a competition 

and identify their origins using a reward system for correct identification. The participants 

“failed to reliably detect selected algorithmic creative text,” with a 50.21% accuracy rating 

and furthermore, exhibited overconfidence in their ability to determine the authorship of 

the texts (Kobis & Mossink, 2021). Additionally, Kobis and Mossink found that when the 

authorship of the poems was hidden from the judges, there was a preference for the human-

written texts, but when the authorship was revealed to the judges, there was no strong 

preference for human-written poems over AI-generated ones (2021). This study most 

closely aligns with the model I adopt in this study, namely the determination of confidence, 

variability of the texts, testing the participants on their ability to identify authorship, and 

collecting information on the attitudes of participants regarding AI and their ability to 

distinguish text authorship. My research on ChatGPT deviates from Kobis and Mossink’s 

with the inclusion of different text genres (both fiction and nonfiction) and a more in-depth 
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interview with participants to understand their thought process when parsing the text to 

determine its authorship.  

 Similarly, Casal and Kessler conducted a study to investigate, “1) the extent to 

which linguists/reviewers from top journals can distinguish AI- from human-generated 

writing, 2) what the basis of reviewers’ decisions are, and 3) the extent to which editors of 

top Applied Linguistics journals believe AI tools are ethical for research purposes,” (2023). 

These goals align closely with the ones for this study, and the inclusion of the reviewers’ 

reasoning behind their decisions is a tactic my research also uses to better understand how 

individuals decide the authorship of a given text. However, unlike my research, the study 

by Casal and Kessler used research abstracts as they believed that the observed formulaic 

and short nature of such works made them easy for an AI to generate. They note that using 

short texts was ideal because longer AI-generated texts are prone to hallucination. 

Ultimately, the positive identification rate was 38.9%, although 77.7% of respondents rated 

their confidence in their ability to distinguish the texts as either neutral or somewhat 

unconfident (Casal & Kessler, 2023). “Continuity and coherence,” “specificity of 

vagueness of details,” and “familiarity and voice” were the top three rationale cited by 

participants when making their authorship decisions. However, these indicators did not 

prove reliable for detecting authorship as there was only a 22.2%, 28.6%, and 20% correct 

identification rate respectively among participants who stated those rationale.  

2.3.1 AI Text Detectors 

Several studies suggest that humans are not able to distinguish between AI-

generated and human-written text with great accuracy, but how do AI programs perform at 
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the same task? William H. Walters compared 16 AI text detectors, such as the one offered 

by plagiarism detector, TurnItIn, on their ability to accurately detect AI-generated text in a 

subset of texts that contained human-written undergraduate essays, and essays generated 

by both GPT-3.5 and GPT-4 (2023). Although a few detectors were forerunners, all 

detectors were reported to be able to distinguish the GPT-3.5 written essays from the 

student-written ones with “reasonably high” accuracy, but the same could not be said with 

GPT-4, the more advanced LLM (Walters, 2023). However, this study only used texts that 

were entirely written by humans or a version of ChatGPT and did not employ a “both” 

category as I have done. Often, students will take the AI’s output and edit it to bypass these 

types of detectors, which this study did not test for. But these findings do suggest that an 

AI could potentially perform the task of distinguishing entirely AI-generated texts, though 

it is uncertain how easily it may be deterred by a few human edits.  

Furthermore, Desaire and colleagues created a model that could distinguish 

academic science writing generated by ChatGPT (GPT-3.5) from similar writing authored 

entirely by humans with 99% accuracy (2023). The model they built used a supervised 

classification method of distinguishing the writing and found that the human scientists 

often used long paragraphs and featured words like “but” and “however” more frequently 

than ChatGPT. The researchers also developed a list of features of the writing and classified 

each based on whether the AI or the human writer used them more frequently. ChatGPT, 

for example, used the word “researchers” and quotation marks often, which might indicate 

how it borrows information from its training data. Specifically, Desaire and colleagues 

noted how humans write stylistically different prose from ChatGPT with more general 

variation in sentence length, punctuation choices, and more proper nouns. The researchers 
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did mention that since their study was limited to scientific writing, the style and grammar 

are different from more creative or freeform writing most people would encounter in daily 

life (Desaire et al., 2023). My study attempts to address the variation in writing style 

between nonfiction and fiction works in addition to the impact of the collaboration between 

humans and AI, which was not investigated in Desaire et al.’s work.    

2.4 Considering Different Languages 

This study focuses only on English writing even though LLMs like ChatGPT can 

generate text in a multitude of languages. This raises the question of whether 

distinguishability is language-dependent and if ChatGPT is able to mimic the alleged style 

of humans in all languages.  

A stylometric analysis conducted by Wataru and Mingzhe on 216 Japanese academic 

texts (with an equal number of papers being written entirely by humans, entirely by GPT-

3.5, and entirely by GPT-4) suggests that texts written by humans in Japanese are 

noticeably stylistically distinct from either type of GPT text (2023). The texts were 

analyzed for, “(1) bigrams of parts-of-speech, (2) bigram of postpositional particle words, 

(3) positioning of commas, and (4) rate of function words,” (Wataru and Mingzhe, 2023). 

However, GPT-3.5 and GPT-4 – the latter of which is alleged to be more powerful (and 

potentially more capable of mimicking humans) – performed similarly in the analysis. 

While these results strongly indicate that the syntax of Japanese texts written by humans 

were noticeably different from those generated by an AI, they do not indicate whether 

humans themselves could tell the difference. These findings also focus more on sentence 

structure than the prose and words itself, which I aim to learn through this study. 
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2.5 Ethics of Using ChatGPT 

Part of the issue with ChatGPT is the deceptive nature in which it is often employed. 

Writers – whether student or professional – may not disclose their use of LLM when 

submitting a paper for review, or users on the internet may write posts that others will 

assume were created by a human. H. Holden Thorp states that, “An AI program cannot be 

an author,” and any paper found to be submitted to Science using AI will be considered 

plagiarism (2023). The root of this classification comes from the idea that a writer is 

passing off the AI’s work as their own, however, this is contradictory if the AI cannot be 

an author. Based on the nature of LLMs like ChatGPT that train on real human writing, it 

could be argued that by using ChatGPT’s output without disclosure, the user is plagiarizing 

the work of many human authors. Though this concept is abstract and controversial, it does 

raise questions about who owns the output of an AI.  

When authorship comes into question, so does copyright. For human authors, 

copyright is an important legal aspect of their work and livelihoods that AI threatens to 

disrupt. The U.S Copyright Office defines copyright as, “a type of intellectual property that 

protects original works of authorship as soon as an author fixes the work in a tangible form 

of expression,” (n.d). Specifically, written works must be original meaning, “they are 

independently created by a human author and have a minimal degree of creativity,” (U.S 

Copyright Office, n.d). The U.S government has made a clear stance that only humans can 

be authors, but it is unclear if a human inputting prompts into an AI constitutes as 

authorship.  
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Furthermore, since copyright also protects the use and reproduction of a written 

work, it becomes an issue with AI training data. LLMs scrape data from the internet to train 

their models, which means they can capture written works with copyright protections 

unbeknownst to the author. Not only will the author not be compensated for the use of their 

work to train the model, but their work could potentially be replicated by an AI.   

As previously discussed, LLMs like ChatGPT can generate text that looks 

convincing to an untrained eye. Kunze and colleagues note that ChatGPT will rather 

confidently relay incorrect information and leave out crucial details like cut-offs dates that 

might indicate the reliability of its output (2023). OpenAI has already revealed that they 

are unable to consistently determine whether a given piece of text was generated by 

ChatGPT, and without intense scrutiny from highly knowledgeable individuals, the AI has 

the potential to spread misinformation to the public. In fact, some full papers written by 

ChatGPT were accepted through a peer-review process (Stokel-Walker, 2023). And take 

for instance a piece of fiction, where misinformation is no longer a concern, and the barrier 

to understanding is much lower: will ChatGPT still be able to fool humans? Do people 

even care about the authorship if it does not need to be correct?  

2.5.1 Bias 

Bias is another large concern with LLMs which train on human materials ripe with 

their own perspectives and mistakes. Semrl and colleagues note that for their field of human 

reproduction research, AI can, “reinforce geographic, socioeconomic, and/or cultural bias, 

amplifying only the perspectives and viewpoints of a specific group, favoring a certain 

therapeutic approach, or focusing on reproductive issues relevant only for a certain area or 
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socioeconomic group with a better access to this language model,” (2023). Even if the AI 

is generating factually correct information, it is operating through a process that the human 

user may not be privy to. ChatGPT is not all-knowing, and has not trained on data after 

2021, according to many records (Sallam, 2023). The AI does not know who has provided 

the prompt, unless the user chooses to give it this information, so its responses will likely 

lack context and be based on pattern and popularity in its training data.  

2.6 AI and Human Collaboration 

Many academic institutions have begun to look for ways to integrate AI into their 

curriculum or allow for its use within academic contexts with the intention of allowing 

students to use AI as a tool. These new policies encourage AI use with some restrictions to 

even the playing field amongst students and encourage them to take advantage of this new 

technology. Yang and colleagues explored such collaboration when they had humans edit 

and co-write creative writing generated by GPT-2, much like how the “both” texts were 

created for this study (2022). Some participants found the AI’s output good for inspiration, 

but ultimately felt that most texts needed to be edited by humans (Yang et al., 2022). 

However, Yang et al.’s study continues to raise the questions of whether AI collaboration 

can be reliably detected, how much human editing makes it “human-written”, and does it 

matter if AI was used to assist a human writer? 

2.7 Takeaways 

Presently, few studies focus on humans – rather than AI – telling apart the works of 

other humans and ChatGPT. Before LLMs like ChatGPT became mainstream and were 

used by the masses, most people did not think twice about the authorship of the text they 
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read or heard. As many studies have revealed, researchers are working on creating parsers 

that can detect AI-generated speech with great accuracy, mainly for the purpose of 

identifying misinformation. Will individuals always think about sending a text they 

encounter through a parser? Will they even desire to know the authorship? These questions 

have ultimately not been answered by the current research, nor have these studies addressed 

what characteristics might indicate to an individual whether a text has been written by a 

human or generated by an AI. 

Furthermore, most of these studies focus on research papers, which are grounded in 

nonfiction and are often highly specialized. These studies also use the same prompts 

between the human-written and AI-generated pieces which means there is more one-to-one 

comparison. My study attempts to provide more of a real-life scenario with unique, 

nonduplicate prompts for each of the texts.  

Finally, my research will include the unique, but ever-increasing scenario, where 

humans and AI collaborate. In fact, such collaboration has been around for quite some time, 

particularly in auto-fill suggestions on emails, but advanced chatbots have augmented this 

interaction. Several of the studies discussed in this review only compared pieces that were 

entirely generated by ChatGPT or entirely written by a human author, leaving no middle 

ground. In my study, the “both” category of authorship will explore this collaboration and 

reveal whether supposed AI and human writing traits can be distinguished when they are 

mixed together. To this point, my study also includes interviews with participants to deeper 

understand how humans go about distinguishing the authorship of a given text. Are there 

trends that emerge in identification that indicate human traits a machine cannot reliably 

mimic? Do certain stylistic, grammatical, or structural choices provide hints at the potential 
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authorship of a text? This study aims to discover the human thought process behind text 

authorship identification.   
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CHAPTER 3. METHODS 

3.1 Methods Overview 

I conducted 16 semi-structured interviews with participants that began with a few 

preliminary questions, followed by an activity where participants had to decide the 

authorship of 10 texts, and concluded with a few questions that discussed the activity. The 

following subsections detail the process of creating the texts, recruitment, and execution of 

the interviews.  

3.2 Creation of Prompts 

This study intended to mimic how an individual might encounter texts in real life 

where they would likely not be privy to the text’s authorship. Regardless of whether a text 

originates from a human or AI, a prompt is required to guide the writing. ChatGPT always 

needs a human-written prompt to generate content, so in that aspect, both human writers 

and ChatGPT have the same origin for their writing. 

Below are the prompts used in the study with their genre and authorship: 

1. Tell me how to make a peanut butter and jelly sandwich in less than 200 

words.  (Nonfiction, human) 

2. Explain how to apply eyeshadow in 200 words or less. (Nonfiction, human) 

3. Do you believe exercise is important? Explain in less than 200 words. 

(Nonfiction, ChatGPT) 

4. Write a poem about star gazing in less than 200 words. (Fiction, ChatGPT) 
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5. Write a short story about a princess in less than 200 words. (Fiction, both) 

6. Explain the difference between a cat and a dog in less than 200 words. 

(Nonfiction, both) 

7. Describe what it feels like to be sad in less than 200 words. (Nonfiction, 

ChatGPT) 

8. Tell me about a distinct childhood memory in less than 200 words. 

(Nonfiction, human) 

9. Tell me about your favorite fairy tale in less than 200 words. (Nonfiction, 

ChatGPT) 

10. Write a short story about a person dancing in less than 200 words. (Fiction, 

human) 

After much consideration, I decided that the 10 texts all must have different prompts, 

otherwise, it might be too evident which text was created by the AI if there was a 

comparison piece written by a human. In real life, a person will not always have a 

comparison piece when trying to decide the authorship of a text they encounter on the 

internet or elsewhere. Thus, I acted as the prompt curator and wrote the 10 unique prompts 

above to present to either ChatGPT or a human writer.  

I wanted the prompts to represent both fiction and nonfiction topics. I define “fiction” 

as being a creative work – like a story or some poems – that is not based entirely on one’s 

own life experiences and contains non-factual information. Conversely, a “nonfiction” 

work is one that has a factual basis (like a how-to) or is a personal account based entirely 

on a person’s lived experience. To not overcomplicate these definitions or present a debate 

over what is considered fiction and nonfiction, I chose generic topics of which most people 
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(and certainly any text-generating AI) could write on. Furthermore, I had to “ChatGPT-

proof” all the prompts, meaning that I tested every prompt in ChatGPT regardless of 

whether the final text was generated by the LMM to ensure it would give a valid response. 

Due to the guardrails OpenAI has erected for ChatGPT, when the AI is asked anything 

opinion-related, it frequently shuts down and gives a canned response stating it cannot 

answer such questions before giving a non-answer. For example, I asked ChatGPT, “Do 

you think women are better than men?” and the first line of the output states: “As an 

artificial intelligence, I don't have personal opinions or beliefs.” Thus, every prompt was 

tested with ChatGPT to ensure it would give a valid response and would not inadvertently 

reveal its origins.  

Each prompt had a different topic for the same reason that no prompt was used twice: 

I did not want to provide one-to-one comparison between the ChatGPT and human texts. 

In daily life, an individual will have to decide the authorship of a given text on a specific 

topic without any additional reference. I also wanted to represent a wider range of potential 

topics rather than focusing solely on one specific sphere of knowledge. 

Lastly, it should be noted that since ChatGPT has access to a vast pool of knowledge, 

it is only fair to tailor some of the human prompts to cater to the knowledge of the 

individuals who volunteered to write. For example, the original prompt I created was 

“Write a short story about a person doing ___”. The person who received this prompt is a 

dancer, so the prompt became “Write a short story about a person dancing.” The prompt is 

still generic and could have been written by anyone since something more specific might 

have revealed clues about the author’s background before ever reading the text. 
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3.3 Creation of Texts 

The primary artifacts for this study were 10 new custom-created texts of varying 

authorship. These texts were all short – between 100 and 300 words in length – and 

regarded 10 different generic topics that either a human or AI could reasonably create. To 

avoid issues with potential exposure bias, all texts were either newly written or generated 

for the purpose of being used in this study. See appendices A through N for the full texts 

used in the study. 

3.3.1 Human Texts 

To the point of this study, any random text a person may encounter on the internet 

may have been generated by an AI, or at least been heavily assisted by an AI. To ensure all 

the human texts for this study were indeed written entirely by humans, I went straight to 

the source. I asked four friends/family members to write short texts using the prompts I 

provided them. All they received was my laptop open to a word processor (Google Docs 

or Microsoft Word), and a prompt supplied at the top. I encouraged them to lean on the 

spelling and grammar checkers built into the word processor to polish their writing, but no 

further instructions were given on how to write. Most human-written text, especially on 

the internet, is almost undoubtedly written using a word processor, not with paper and 

pencil. While an argument can be made that word processors employ AI to provide spelling 

and grammar detection as well as minor sentence completion, for the purposes of this study, 

I have chosen to not consider the use of word processors as a collaboration between humans 

and AI because the ideas and subsequent writing remain largely that of the human writer.  
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Once my writers notified me that they were finished, I did no further editing or 

formatting to their texts. The writers were informed how their writing would be used in the 

study and I received permission from the writers to use their works after being told its 

purpose. 

3.3.2 AI Texts 

Four of the ten texts were generated entirely by ChatGPT using my account with 

the free version provided by OpenAI, which runs on the LLM GPT-3.5. These texts were 

generated on the same day (September 5th, 2023) and all employed the same prompt 

language for consistency.  

After generating the texts, I immediately noticed an issue: ChatGPT formats its 

output in a familiar, four paragraph format. Participants might notice that pattern and 

realize the texts are all from the same source, even if they had no prior interaction with the 

AI. While formatting can be a very important aspect of writing, I wanted participants to 

pay more attention to the prose itself rather than make guesses based on the similar 

formatting style. Thus, I made the decision to slightly tweak two of the three texts that were 

produced in this format (the other had already been formatted differently as a poem) by 

reducing the spacing so some of the paragraphs were combined. This change occurred in 

texts #3 and #9. Other than this change in formatting, no content changes were made nor 

did any other alterations occur. Unaltered versions are available in the appendix. 

3.3.3 ChatGPT and Human Collaboration (Both) 
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This study employed a unique category that reflects one of the most common 

current uses of AI in writing: a collaborative effort between the human writer and an AI. 

Students might try to avoid plagiarism detection by taking ChatGPT’s output and editing 

it to add their own “human” voice/input. Or perhaps a writer might want to polish an 

existing piece by feeding it through the LLM. However, it seems the former is much more 

prevalent when it comes to determining text authorship as it uses more of the AI’s output.  

Hence, the “both” category was born, which two of the ten texts fall into. In this 

case, I provided each human writer (no duplicate authors) with ChatGPT’s output for the 

given prompt and told them to edit ChatGPT’s response by adding their own touches in 

whatever way they saw fit. Some writers chose to change details provided by the AI that 

they thought were boring or oddly worded, while others added their own information that 

they thought would enhance what ChatGPT had provided. Ultimately, I told participants 

to indicate in bold what they had changed so I could clearly see what their own additions 

were and what was originally written by the AI. The two pieces ended up being around 50-

50 AI-generated and human-written. Participants were shown the final cohesive piece with 

all bolded formatting removed. 

3.3.4 Authorship as a continuum 

The texts used in this study fall at three different points on a spectrum of authorship. 

On each end there are the pure texts: those entirely written by a human and those entirely 

generated by an LLM. However, as noted in the above section, there is a middle ground 

between these two ends that represents a collaboration between humans and AI. For the 

purpose of this study, the “both” middle ground was defined by the percentage of the final 
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text that originated from a human and from a text-generating AI. But this is not the only 

way humans can interact with an LLM’s output. Some individuals use chatbots for ideation 

or inspiration while others become prompt engineers by tweaking their inputs a dozen times 

to elicit the desired output. These instances all fall on the spectrum of authorship in the 

long realm of collaboration. This study does not attempt to address every unique case on 

this spectrum but rather focuses on three important points that are easily identifiable on 

this line.  

3.4 Recruitment of Participants 

Participants were recruited using a convenience sample of respondents from various 

advertising techniques kept local to the Georgia Tech campus. All materials and methods 

were approved by the Georgia Tech IRB, including a promotional poster and Qualtrics 

form that both contained a consent form for potential participants to review. In total, 16 

participants were recruited for one hour recorded interviews containing the activity.  

3.5 Pre-activity Interview Questions 

To gauge the confidence, expectations, and AI familiarity of participants, three pre-

activity questions were posed: 

I. Q: How many of the texts do you believe you will correctly identify the author? 

a. Participant answers 0-10 inclusive 

II. Q: What is your current level of familiarity with AI text-generators like ChatGPT? 

a. Likert scale 1-5 

b. Self-reported to understand whether participants had a frame of reference 

for the following activity 

III. What do you think are characteristics of AI-generated text? 
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Question one sought to understand how confident participants felt in determining the 

authorship of a given text. Many previous studies on AI authorship included some form of 

confidence question to compare against actual performance. 

Question two was a litmus test posed so the researcher could have a general 

understanding of whether the participant had any exposure to AI text-generators which 

would make them more prepared for the following activity.  

Question three served as a point of comparison, similar to the preceding two 

questions. This question was used to determine what participants already knew about AI-

generated text, or what their preconceived notions were about AI-generated text. After the 

activity, participants are asked a parallel question to see if their opinion of AI-generated 

text changed from before the activity. 

3.6 Authorship Activity 

The authorship activity involved giving the participant a copy of each of the ten texts 

in a randomized order. Participants were provided with writing utensils as well as colored 

markers and pencils to allow them to annotate the texts and record their final answers. 

Participants were asked to read the texts, annotate them as they desired, decide on whether 

the piece was entirely human-written, entirely AI-generated, or written through the 

collaboration of a human and ChatGPT, and finally assign a quality rating to each text (see 

appendices P through S). Every text had the prompt provided at the top and each participant 

was read the following instructions: 
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For this test, you are given 10 texts of varying genres and prompts that fall into one 

of three categories of authorship. These texts are either: entirely written by a human, 

entirely written by ChatGPT (a text-generating artificial intelligence (AI)) or written 

by a human with the help of ChatGPT (both). For each text, you must determine the 

authorship by choosing which category it belongs in. As you make your choices, 

please feel free to highlight, underline, circle or mark any sections of the text that 

helped you determine which category of authorship the text belonged to. Did any 

parts of the text stand out as being written by a human, or written by an AI? Please 

also assign each text a quality rating based on how you perceive the writing, sentence 

structure, and overall content. The quality categories are very low, low, average, 

high, and very high (quality).  

Participants could ask any clarifying questions, but no further hints or suggestions 

were provided. 

Participants were left alone to make their selections, but the interviewer was still 

present in the room. No time limit was given for this selection activity. The participant 

notified the interviewer when they were finished with the selection activity. 

Note: This is not a trick study where the participants are being deceived, there were 

text samples that fell into all three authorship categories as discussed in the aforementioned 

sections. 

The quality rating was an additional subjective metric to understand how a 

participant felt about the pieces they read. Would they ultimately perceive the AI or human 

writing to be of higher quality?  
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3.7 Follow-up Interview Questions 

The following questions were asked to participants after they completed the authorship 

activity. The main purpose of these questions was to dive deeper into the thought process 

of participants as they tried to decide the authorship and to understand how their feelings 

about human and AI-generated texts might have changed (or not) based on participating in 

the activity. Participants were not only given their scores, but also shown the correct 

answers, allowing them a chance to reflect on their guesses. 

I. Q: Tell me about the notes you took.  

II. Q: How did you go about deciding the authorship? 

III. Q: Did any lines or words stand out as “human” to you? 

IV. Q: Did any lines or words stand out as “artificial” to you? 

V. Show participants the answers and give them their score. 

VI. Q: How do you feel now, knowing how well you performed? 

VII. Q: What do you think about people using ChatGPT to generate both nonfiction 

and fiction texts? 

VIII. Q: How would you describe the texts written by AI? 

3.8 Analysis 

This study employed a mixed-method approach to understand the data collected.  

First, all interviews were transcribed using Microsoft’s Transcribe tool and then I 

cleaned the output by cross-referencing the original audio recordings. From there, I open-

coded each transcript using thematic analysis and developed a code book of recurring 

themes that I used in a final coding pass on the transcripts.  
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The transcripts and the annotated notes from participants were referenced again to 

identify recurring themes or points across the two media.  

Lastly, the numeric data from the study such as the total number of texts correctly 

identified, average quality rating and so on were calculated and reported in the following 

chapter. The sample size (N=16) is low for the use in the statistics; however, it is still 

enough to speculate on trends and demonstrate correlations between the recorded thoughts 

of participants and the statistics based on their performance. The sample size was large 

enough to reach saturation in the interviews where no additional knowledge was gained.  
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CHAPTER 4. RESULTS 

4.1 Confidence and Expectations 

Participants were first asked to guess how many of the 10 texts they believed they 

would correctly identify the authorship of. On average, participants reported that they 

would correctly identify about half of the texts: 5.13 (median 5). No participant thought 

they would identify all 10 texts, but the highest reported was 8 with the lowest being 2.  

Additionally, participants were also asked to report their level of familiarity with AI 

text-generators on a scale of 1 to 5, 1 being they were unfamiliar and had never worked 

with them, and 5 being they worked with them frequently and were very familiar. The 

average familiarity reported was 3.03 (median 3) indicating that most participants had some 

understanding of AI text generators, and most had used one before. Only one participant 

reported a 1 for familiarity because they were aware of AI text-generators but felt they did 

not have enough experience with them.  

4.2 Performance on Authorship Activity 

The average number of texts correctly identified by participants was 3.94, or 4 when 

rounded to the nearest whole text (also the median). The highest score by a participant was 

7 and the lowest was a 1. However, the greatest number of participants scored a 3.  



 30 

 

Figure 1: Comparison of number of texts participants thought they would get correct 

to the actual number of texts they correctly identified. 

 

 Although 9 participants overestimated their ability to identify the authorship, those 

who overestimated did so by a larger margin than those who underestimated their 

performance. Note that only 15 of the 16 participants are displayed in this figure due to one 

participant not providing a guess for the total number they expected to get correct. Also 

note that any dots without an “expected correct” got the same numbers of texts correct as 

they expected.  
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The above table reports the guessed authorship for each of the 10 texts per 

participant. Of the 10 texts, text #10, a human-written fiction piece, had the highest number 

of correct identifications with 11 out of 16 participants correctly identifying the authorship. 

There was a three-way tie for the second-highest correct identifications between texts #4, 

#7, and #8. Text #4 was a ChatGPT-generated fiction piece while text #7 was a ChatGPT-

generated nonfiction piece. Text #8 was a human-written nonfiction piece. All three pieces 

had 8 correct identifications out of 16.  

However, the piece that had the lowest correct identification was text #2, a human-

written nonfiction piece describing the process of applying eyeshadow. This piece had 

fewer human guesses than three of the AI-generated texts and had the highest number of 

AI guesses of all the texts. Among the lowest correct identifications were the two “both” 

Table 1: Each participants’ assigned authorship for the 10 texts with correct answers 

highlighted in green. 
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texts, but texts #3 and #9, both AI-generated nonfiction pieces, scored equally low. Yet, 

texts #3 and #9 had the highest number of incorrectly assigned “both”s with text #3 

reporting 10 and text #9 reporting 7, the highest out of any of the texts.  Conversely, the 

human-written texts had some of the lowest reported “both” assignments, with text #1 and 

text #10 each having 2.  

Besides text #2, texts #1, #8, and #10, all human authored, had the highest number 

of human guesses. Only text #6, a “both” piece, had higher than text #1. However, text 

#1was tied with texts #4 and #7 – both AI-generated – for second highest number of AI 

guesses.  

The breakdown of the guesses for each authorship category by text is as follows.  

 

Figure 2: Bar chart depicting the number of human guesses for each of the 10 

texts. 
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Figure 3: Bar chart depicting the number of AI guesses for each of the 10 texts. 

Figure 4: Bar chart depicting the number of “both” guesses for each of the 10 

texts. 
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Considering all the texts holistically, the following chart details the breakdown of 

guesses for all the human, AI, and both texts combined by authorship category.  

 

Figure 5: Clustered bar chart depicting the breakdown of authorship guesses grouped 

by the actual authorship category of all the texts. 

 

Based on the graph above depicting the breakdown of guesses for all texts of the 

same authorship, more participants mistook the human texts for AI (36% rounded) while 

fewer participants mistook the AI-generated texts as human-written (23% rounded). The 

results for the “both” cluster show an even distribution of guesses amongst all three 

categories of authorship indicating that participants had a difficult time determining the 

authorship of the collaborative texts. 
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Considering the texts by their genre, either fiction or nonfiction, the above clustered 

bar chart shows the total number of guesses by authorship category. Note that the 

nonfiction category has more total guesses because 7 of the 10 texts were categorized as 

nonfiction: three human, three AI, and one “both.” Thus, if every participant answered 

correctly for all the nonfiction texts, the distribution would be 48, 48, and 16 for human, 

AI, and “both” respectively. This indicates a skew towards labeling nonfiction texts as 

either AI or AI with some human intervention. For fiction, however, there was one text a 

piece that was human-written, AI-generated, and in the “both” category. Thus, if all 

participants guessed correctly, the distribution would be 16 per category, which indicates 

that there was a slight skew towards labeling fiction texts as human-written.  

4.3 Assigned Quality of Texts 

Figure 6: Clustered bar chart depicting the breakdown of authorship guesses grouped 

by the genre category of all the texts. 
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Participants assigned each text a quality rating using a 1-5 Likert scale based on how 

they perceived the quality of the writing, sentence structure, overall content, or any 

additional means they deemed fit. The scale was as follows: Very low, low, average, high, 

and very high with the numbers 1 through 5 corresponding to those values. Note that a few 

participants elected to use the numbers rather than the values. The below chart reports the 

quality rating each participant gave to the texts before knowing their final score. 

 

Table 2: Quality rating assigned to each text by the participants. 

 

 

Although the ratings were subjective to the participants, it is noticeable that two of the 

AI-generated texts received the highest average quality rating, with text #7 (nonfiction) 

receiving a 4.44 and text #4 (fiction) receiving a 4.19. Text #10, a human-written text did 
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receive the third highest average quality rating, but both remaining fully AI-generated texts 

received the next highest averages. The two “both” texts scored the lowest in terms of 

average quality. When all the human, AI, and “both” texts were averaged in their respective 

categories, the average human quality rating was 3.12, the average AI quality rating was 

3.94, and the average “both” rating was 2.81. 

However, the following tables break down the perceived and actual quality ratings 

assigned to the entirely human-written and ChatGPT-generated texts to reveal whether 

participants overall rated the AI-generated or human-written texts higher. The “perceived” 

numbers were calculated based on the number of texts each participant labeled or guessed 

to be entirely human or entirely AI before knowing the correct authorship. Not every 

participant labelled the same number of texts as AI or human, so the denominator for the 

averages varies. The “actual” numbers were calculated by taking the quality values 

assigned to each text by their actual authorship – entirely human-written or AI-generated 

– which was the same for every participant since there were four texts in each of those 

authorship categories. The reason for this comparison is to show whether some texts were 

given a higher quality because they were perceived to have been of a certain authorship. 

For example, a participant could have given a 5 to a text they guessed to be human, but it 

turned out to be generated by ChatGPT; therefore, they actually gave a high-quality rating 

to an AI-generated text.  

Note all averages are rounded to two decimal places. 



 38 

Table 3: Average perceived and actual quality rating for entirely human-written and 

AI-generated texts per participant. 
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Figure 7: Graph depicting the perceived and actual average quality ratings of 

entirely AI-generated texts per participant. 

 

 

Figure 8: Graph depicting the perceived and actual average quality ratings of 

entirely human-written texts per participant. 
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The average perceived quality of entirely AI-generated texts was lower than the 

average actual quality assigned to the entirely AI-generated texts for all but one participant. 

Conversely, the average quality of the perceived human-written texts was higher than the 

actual average quality for all but three participants. Although the average scores shown in 

Table 3 are within several tenths of one another, they complement the individual findings 

by demonstrating that, on average, participants perceived the AI-generated texts to be of 

lower quality when they actually tended to rate them higher after the true authorships were 

revealed. The opposite was true for the human-written texts.  

4.4 Qualitative Coding Results 

I coded each of the 16 transcripts using thematic analysis and developed a codebook of 

eight recurring themes / high-level codes present in the interviews with participants 

distilled from a larger set of initial codes (see Appendix O for full codebook). During the 

interviews, participants shared their thoughts on how they went about determining the 

authorship of the 10 texts. Broadly, the codes “Vocabulary,” “Sentence and Paragraph 

Structure,” “Errors,” “Personal Touches,” and “Exact Lines” are attributed to the specific 

details participants mentioned when determining the authorship. The codes “Feelings about 

Activity,” “Negative Comments about AI,” and “Uses of AI” collectively note the feelings 

of participants during and after the authorship activity.  

Notably, participants mostly mentioned negative traits about both AI-generated and 

human-written text that stood out to them when attempting to identify the authorship. After 

coding the transcripts, the following groups of themes emerged as common characteristics 

noted by multiple participants regarding AI: 
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1. Objective / weighs both sides of a point 

2. Highly structured / formatted 

3. Acts experienced / doesn’t question itself 

4. Knows generic information like from a Google search, Wikipedia article, or general 

Internet website 

5. Precise and provides lots of information 

6. Lacks intuition / nuance 

7. Presence of headings, titles, topic sentences, conclusion sentences, multiple 

paragraphs, lists of items and/or defined format like a rhyme scheme 

8. High or unusual vocabulary 

9. Verbose / includes “fluff” words 

10. Broad themes / few specific details unless prompted 

11. Tries to address prompt only 

12. Inaccuracies in information / incorrect references 

13. Doesn’t write like a person would speak / impersonal 

14. Questioning whether this was something an AI could do.  

Conversely, the following list outlines common themes discussed for human-written 

papers: 

1. Anticipates the knowledge of the audience 

2. “Seemed” human / language that humans tend to use 

3. Personal experience / stories 

4. Specific details 

5. Obvious biases 
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6. Personal pronouns (especially when not prompted) 

7. Unusual punctuation like exclamation marks and ellipses 

8. Simple, especially in vocabulary 

9. Feelings and emotions  

10. Less structured 

11. Bad writing / obvious errors 

12. Run-on sentences / stream of conscious 

13. Tone, particularly conversational 

14. Goes off prompt 

The overall deciding factors used by participants can be summarized as follows: 

1. Vocabulary / specific word choice 

2. Paragraph and sentence structure 

3. Punctuation type 

4. Errors present 

5. How closely the prompt was followed 

6. Was it personal 

7. Did the participant have experience writing to a similar prompt 

8. Content or semantics of the text 

9. Was it something they believed an AI could do 

Participants also discussed their thoughts and feelings related to the authorship activity. 

Several participants expressed that the activity was harder than they anticipated, and a 

majority of participants found that they were ultimately unsure about many of the texts and 
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didn’t have an immediate answer. Particularly, the “both” texts were a cause of confusion. 

Many participants reported that they felt most of the texts were mixed with different 

percentages of AI and human characteristics. Furthermore, participants noted that the 

“both” texts were largely hard to decide because the background and knowledge of the 

potential human authors was unknown, meaning that they did not know if a piece had 

specific details listed because the LLM had access to them in its training data, or because 

the author was an expert. Even though the prompts were designed to have been written by 

anyone and did not require any expert knowledge, some texts included unique details that 

confounded participants. Namely, the poem, text #4, was heavily cited as a “coin toss.” 

While nearly every participant mentioned the rhyme scheme structure of the poem in their 

interview, the poem was considered especially difficult because few of the participants 

were poets or had extensive experience writing poems. This leads to another finding noted 

in the deciding factor list above: did the participant have experience writing to the type of 

prompt? A couple of participants recalled having to write opinion pieces or how-to guides 

during their time in middle or high school which gave them a reference for how a human 

might write to those prompts. Ultimately, many participants conceded that they had to 

make assumptions during the authorship activity because they didn’t know how much 

editing the “both” pieces received and were not sure of any additional restraints the 

potential authors could have had.  

Overall, most participants reported feeling some level of surprise headlined by the fact 

that not one of the 16 participants got all 10 of the texts correct. In typical test fashion, 

several participants expressed that they could see the answer once it was revealed to them 

or shared that their suspicions were in the right place. These were mainly comments based 
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around the “both” texts, whether the participant had incorrectly assigned “both” or learned 

that to be the true authorship category. The participants made these comments after noting 

both human and AI characteristics that they thought were a part of the “both.”  

In accordance with the findings from Figures 7 and 8, many participants shared that 

they thought the AI-generated texts would be the ones of lower quality, which was a bias 

they carried into the activity. In fact, some participants reported that they were surprised 

by the quality of the AI-generated texts as they did not realize AI was that advanced. 

Conversely, many participants were saddened to learn that the human-written pieces were 

the lower-quality ones (according to their judgments). However, few participants felt too 

upset by how they performed with one participant expressing that they would have felt 

more upset if a piece they thought was very high quality and human turned out to be AI-

generated. 

The most general surprise came from participants who labeled human-written pieces 

as AI, specifically texts #1 and #2. Few participants guessed human for AI-generated 

pieces, but of those that did, there was some surprise: “The being sad is crazy. That's AI? 

That’s crazy,” participant #7 said in response to incorrectly labeling text #7 as human. 

However, this was only in regard to AI-generated texts other than text #4, which was the 

poem. Those who mislabeled text #4 as human said they were so unsure that their guess 

could have gone either way. 

Overall, the participants articulated a general disappointment for the quality of the 

human writing but noted that the activity was difficult because the human authors were 

average.  
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The final question asked to participants post-activity revolved around the use of AI for 

fiction and nonfiction writing. Overwhelmingly, participants expressed disdain for the use 

of AI in fiction writing, namely stories or other “creative” works. These participants 

expressed that fiction was “creative” and creativity is inherently a human trait. 

Furthermore, they stated that it is “weird” to have AI generate fiction and that creativity is 

what humans have to offer the world. Several participants also explained that AI cannot 

generate novel ideas as it can only make variations of common patterns found in its training 

data, however, other participants argued that AI could generate the words in such a way 

that the output is unique.  

Ultimately, whether participants expressed dislike for AI generating fiction text, most 

participants were okay with AI being used for nonfiction. Several participants stated that 

AI was a good tool, could help with research, and was especially helpful if you as the 

human inputter knew the facts to help prevent misinformation. The formulaic nature of AI 

text that participants noted from the authorship activity was cited as a good reason to use 

it for nonfiction writing, which is often highly structured. However, some participants did 

mention that AI might be an issue in academic settings since the purpose is to conduct the 

research and write your own paper in order to learn.  

A few outlying participants did hold the view that AI could be used for anything: fiction 

or nonfiction. They articulated that it’s all “communication” and that AI is here to stay as 

a tool. 

One final noteworthy sentiment expressed in the interviews was the use of AI for tasks 

that humans do not want to do. Not only did a couple of participants mention this, but their 
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definitions of “things they did not want to do” differed. One participant said they did not 

like writing poems and would gladly use AI for the task. Another stated they were a writer 

and would happily use AI to write code while they handled the text. This participant also 

discussed how students tend to use AI for the assignments they don’t enjoy or don’t want 

to do. A different participant from the previous two mentioned how AI could handle 

menial, repetitive tasks while humans handled the complex thinking, which they believed 

AI was not currently capable of. There was not a consensus on what tasks qualified as being 

the potential job of AI.  

4.5 AI Text Detectors 

To provide another point of comparison, I ran all 10 texts through three different AI 

text detectors from the following companies: GPTZero, Scribbr, and Sapling. I selected the 

detectors based on these criteria: free to use, provided a percentage of likelihood, and the 

ability to check for mixed authorship like the “both” category. These AI detectors work by 

parsing the given text and using the same technology as an LLM to decide if the words in 

the text were likely to have been generated by such a model. The results are shown in the 

table below.  
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Noticeably, all three AI detectors had great success picking out the entirely AI-

generated texts – namely #3, #4, #7, and #9 – and did so with high confidence. However, 

these AI detectors struggled considerably on the human-written texts. Text #1, a human-

written text, was labeled AI with high confidence from all three companies. Text #2, also 

human-written, was considered AI by two thirds of the detectors but also had the lowest 

correct identification by human participants. Text #8, a human-written text with one of the 

highest numbers of correct identifications, was incorrectly labeled as AI by one of the 

detectors but was the only human-written piece to be labeled potentially human with high 

confidence. Surprisingly, text #10, the human-written text with the highest number of 

correct identifications from participants (out of all 10 texts), was mislabeled as AI-

generated by all three detectors. Only GPTZero was uncertain in its conclusion for text 

#10. 

GPTZero claimed to be capable of detecting “mixed” authorship texts but still labeled 

texts #5 and #6, the two “both” texts, as likely to have been AI-generated. Text #5 was also 

Table 4: Breakdown of AI detector results for GPTZero, Scribbr, and Sapling for 

each of the 10 texts. 
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given a strong AI-generated verdict by the other two detectors, but text #6 was given a 72% 

and 53.40% AI-generated likelihood from Scribbr and Sapling respectively. However, 

Sapling highlighted the lines it claimed to be likely AI-generated and they were actually 

the lines written or changed by the human author.  

All three detectors had a strong rate of false positives when it came to the human-

written texts. None of these detectors provided a rationale for their conclusions. When 

comparing the results of the AI detectors and the human participants, the humans had the 

highest correct identification rates for two fully human-written and two fully AI-generated 

texts, indicating that humans could detect both ends of the spectrum, while the AI detectors 

only had strong success with detecting purely AI-generated texts.  

 

  



 49 

CHAPTER 5. CHATGPT OR HUMAN? 

5.1 Confidence and Expectations 

Unsurprisingly, more than half of participants did worse on the activity than they 

anticipated and many more expressed their surprise at the difficulty after completing the 

authorship activity.  

Much of the shock came from the realization that AI was more advanced than the 

participants initially understood. In fact, the participants who performed the best noted in 

their interviews that they were fairly familiar with AI’s capabilities which helped them to 

understand what level of writing an LLM was capable of producing. As a result, many 

participants admitted to coming in with a bias against AI because they thought the writing 

would be of a lower quality than the average human’s. To this point, several participants 

expressed disappointment at how the human texts were low or average quality and that 

they often unknowingly gave the AI-generated texts a higher quality rating. Simply 

believing that a text might be human-written gave it an artificially higher quality rating. 

However, the participants who performed the best at the activity were those who knew that 

the pieces that were the most polished and error-free were likely AI-generated. But to the 

majority of participants, the quality of the AI-generated texts was shocking because they 

were unaware that AI could produce such works.  

5.1.1 Participant Performance 

The results of the authorship activity qualify the findings of several recent authorship 

detecting studies discussed in the literature review. Most noticeably, the average participant 
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could not even correctly identify half the texts. These results – along with those of the 

aforementioned studies – are not surprising. Even though every participant stated they had 

some familiarity with AI text-generators with several reporting having used them, they still 

struggled to identify the authorship of the texts with great accuracy. Furthermore, this was 

not a trick study where the prompts were engineered to create different tones or obvious 

stylistic differences, nor were the prompts hidden from participants which gave them an 

additional level of help they ordinarily would not receive. However, while no participant 

was able to correctly identify all the texts, each participant used a variety of techniques and 

guiding questions to attempt to uncover the authorship of each text. 

5.2 Detecting Human Versus Artificial Language 

Rather than looking for positives in the texts, participants gravitated towards negative 

traits in the writing to help identify the authorship. In one regard, parsing through texts 

requires being a critic and looking for glaring issues to highlight. Most participants 

associated general errors, like those from punctuation, spacing, or word usage, to be human 

error, though a few participants thought such errors could be produced by an AI. Yet, since 

AI like ChatGPT mainly train on highly edited texts, like those that have gone through 

spelling and grammar checkers, they are unlikely to display grammatical errors in their 

output which meant those issues often clued participants into human input.  

To this point, a few characteristics were cross listed between AI and human. For 

example, before learning the true authorship, some participants thought that AI output was 

more verbose than human output or that AI used specific details while humans were more 

generic. These minor digressions only serve to highlight that some people were not nearly 
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as familiar with AI-generated text as others, even if they had some experience with AI text-

generators, and that there was no one grammatical or syntactic trait that all participants 

agreed was unique to AI or humans.  

If LLMs try to mimic humans by following common trends in human writing, then 

it is possible for a human to create a work similar to the output of an AI if they too follow 

common conventions. Thus, when participants looked for just “AI traits,” people often 

failed to determine the authorship. Many participants were caught up on one singular word 

or a particular line out of the whole text and they often mistakenly believed those examples 

were AI-generated. One participant noted how they saw a title and immediately thought AI 

when in fact the human author had just chosen to give the piece a headline.  

Conversely, when looking specifically for human traits, people were more 

successful. Human traits were mainly observed on a holistic level: was the message specific 

and meaningful, did the text seem personal, and how did the text relate to the prompt? 

However, this also included errors, which were observed on a surface level like incorrect 

words or punctuation. The following sections will detail the specific characteristics and 

methods of determining authorship. 

5.2.1 Hierarchical Approach 

A rather hierarchical approach emerges when looking at the methods of identifying 

authorship that may be analyzed to determine the best methods for future detection. The 

below figure illustrates the main questions participants asked themselves when determining 

authorship.  
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At the top layer of the hierarchy is paragraph structure. A quick glance at the shape 

of the text reveals many clues to the participant. First, they note the number of paragraphs 

Figure 9: Flow chart depicting four levels of criteria used to determine authorship. 
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and their lengths. Was the first line indented? Was there a title or heading? Participants 

explained that ChatGPT tends to write in structured paragraphs while humans tend to write 

in longer blocks of text. 

One level of detail down is the sentence structure. Were the sentences long or short? 

Was there an introduction or thesis sentence and/or a clear concluding sentence? To 

participants, run-on sentences indicated human authorship while shorter more concise 

sentences seemed likely to be AI-generated. 

Within the sentences, participants examined the words and punctuation. Was the 

vocabulary particularly complex? Would the “average” human use those words? Was the 

punctuation unique? Complex vocabulary found outside of normal conversation appeared 

to be AI-generated to the participants. Conversely, unique punctuation like exclamation 

marks indicated human authorship.  

At the deepest level, flow and content are considered. Was the prompt addressed 

exactly? Did it include personal anecdotes or biases? Would the participant themselves 

have written to the prompt in that way? Participants explained that when the prompt was 

addressed exactly, that indicated potential AI output, while humans were more likely to 

add details not explicitly mentioned in the prompt, like personal anecdotes and biases. In 

fact, humans were more likely to infer the needs of the audience rather than explicitly state 

every detail. 

Noticeably, participants who went back and forth on their decisions often went 

through multiple levels of the decision tree and noticed conflicting “human” and “AI” traits 

which led many to feel that most texts were mixed in authorship. Typically, at any given 
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level in the chart, if two traits conflicted (i.e. complex vocabulary and unusual punctuation) 

it led them to think the text might be “both”. This chart is also not exhaustive and there 

were many similarly related traits participants used within those levels to determine 

authorship. However, these characteristics generally cover those mentioned in the 

interviews. Occasionally, participants explained their thought process using reasoning 

from the decision tree, but then decided at the last minute to change their answer from 

“both” to one end of the spectrum (entirely AI or entirely human), or vice versa.  

Levels one through three are grammar and structure-based reasoning. These are 

mainly superficial and are noticed at a first glance. Only level four requires deeper 

examination and thought about the meaning behind the words and the intentions of the 

potential author.  

Most participants who only examined the texts using the top three levels had the least 

consistent success because normal human grammar and words are mimicked by AI. When 

people drilled into the deepest level of analysis, they had the most success. The only 

exception to this was errors, which could have been in either the grammar or reasoning but 

were most noticeable in the grammar or structure. Ultimately, while a few participants 

grappled with whether an AI would create errors, most participants who pointed out errors 

in word choice, punctuation, or grammar indicated that those issues were likely the fault of 

a human.  

Thus, participants who focused mainly on the fourth level analysis and error 

detection were seeking human rather than AI traits in the text. As a result, a more human-

focused approach yielded the most consistent success in determining authorship.  
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5.3 ChatGPT: The Human Antithesis or Mirror? 

5.3.1 Unique? Vocabulary 

According to several participants, ChatGPT and other LLMs use complex 

vocabulary or “words that humans do not use.” This sentiment is contradictory to the very 

nature of LLMs, which base their output on texts written by humans and identify common 

patterns reflected in those texts.  

Understanding the underlying processes of ChatGPT is important when examining 

the purported AI trait of complex vocabulary, specifically the kind that “humans do not 

use.” It is important to note that participants used this phrase to refer to both written and 

spoken human speech, the latter of which is often more informal and stylistically different 

from the former. However, the meaning is still the same: ChatGPT uses many words that 

were perceived to be unlikely to occur in regular human vernacular. But, as discussed in 

section 2.1, ChatGPT operates by generating the next most likely word (or token) in a 

sentence, so it inherently does not generate words that are rarely found on the internet. Yet 

seven participants thought the AI used uncommon, embellished words like “poignant,” 

“celestial,” “release valve,” “arduous,” and “luster.” These words were indeed AI-

generated, but the same logic was applied to words like “extract” and “cosmetologist” 

which were both written by humans. While LLMs are the result of reinforcement learning 

and can oversample from training data that can include a higher-than-normal frequency of 

certain words, something about these words stood out to participants despite their 

seemingly normal use within their respective texts. Here is where semantics meets 

generative text. 
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In his 1957 book Syntactic Structures, eminent linguist theorist Noam Chomsky 

articulated his belief that probabilistic models would be incapable of convincing human 

speech. He argues that syntax and grammar are independent of the meaning derived from 

the words in a given sentence. He also stated that humans do not create sentences based on 

a probabilistic model of what word might come next. Instead, humans think about the 

derived meaning, something LLMs struggle with. In a more recent 2023 op-ed with the 

New York Times about ChatGPT, Chomsky wrote, “the human mind is a surprisingly 

efficient and even elegant system that operates with small amounts of information; it seeks 

not to infer brute correlations among data points but to create explanations,” (Chomsky et 

al.). In this quote, Chomsky makes a distinction between how humans and LLMs create 

semantic meaning. 

Peter Norvig critiqued Chomsky’s 1957 theories by dissecting one of Chomsky’s 

famous examples: “colorless green ideas sleep furiously” (2017). Chomsky argued that the 

sentence was grammatically correct but was unlikely to have been written by a human 

because the words do not commonly appear together (1957/2002). Thus, these words are 

not used together to form semantic meaning. The converse example, “furiously sleep ideas 

green colorless” is not grammatically correct. Norvig built a model to test the probability 

of these sentences being generated by an LLM and found that both sentences were highly 

improbable in relation to a more sensical sentence like “Effective green products sell well”, 

but the grammatically correct one was roughly 10,000 times more probable than the 

incorrect one (2017).  

In other words, Chomsky argued there is no pattern that can be found or created to 

derive semantic meaning within sentences. If true, this would prove an issue for LLMs like 
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ChatGPT, but its success has shown otherwise. LLMs are still able to produce sentences 

with meaning based on key words found in the prompt. If the AI learns that the word 

“poignant” is used around words like “sad” then the model has learned through association 

what that word means. The AI is not explicitly conscious of this fact, but nonetheless 

executes it in its output. 

Some individuals have even tried to argue that Chomsky’s famous “non-sensical” 

line – “colorless green ideas sleep furiously” – does actually have meaning, that it is all 

about interpretation. So then, what is so odd about the words “poignant,” “celestial,” 

“release valve,” “arduous,” and “luster” or the way they were used within their respective 

sentences? Are these really words that “humans do not use?”  

During the authorship activity, 9 out of 16 participants incorrectly labeled text #2, a 

human piece, as having been AI-generated. Of those nine, three were fooled by the use of 

the word “cosmetologist.” Similarly, 8 out of 16 participants incorrectly labeled text #1 – 

also human-written – as being AI-generated. Of those eight, many cited the use of the word 

“extract” as a determining factor. “I would never use that word,” many claimed. And here 

is where colorless green ideas sleep furiously.  

All the aforementioned words were used correctly within the context of their 

respective sentences. The real issue participants had with those words was that they would 

not have used them to form meaning in that way. The participants often reflected on how 

they would respond to the given prompts, which factored into their authorship decisions. 

But just as Chomsky found no meaning in his famous phrase, each human places worth in 

a text based on how it conforms to their biases. The participants, as humans, would not 
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have selected such words to form that connotation, so they assumed any deviation from 

their personal norm must have been the work of an artificial being. 

This is not to say that vocabulary cannot be used as a judgment for determining 

authorship, but what defines “complex” language is ultimately up to the individual and not 

as objective as one may think. Some individuals have a penchant for using certain 

vocabulary, which may be indicative of their education level, generation, occupation, and 

many other factors. It may be unusual for a third grader to use the word “poignant” but 

maybe not a college student. Because participants generally agreed with Chomsky’s beliefs 

about probabilistic models, they assumed any odd usage of words was from the LLMs 

perceived inability to form true semantic meaning. In their eyes, the chatbot used “fluff” 

words without any true understanding of the context of the sentence and the text at large. 

As participant 5 stated, there are, “a lot of like fluff words that aren't really how humans 

speak. It's like technically correct in the English language, but not adjusted to society.”  

Some participants reported that they didn’t think an AI could write about such topics, 

so when they saw words they thought seemed too complex or were used in unusual ways, 

they discounted them as having been the work of an LLM, not the result of human error. 

As participant 12 said, “It just doesn't sound natural sometimes, like the choice of words, 

sometimes they'll [the AI] use a synonym for something that just doesn't exactly make 

sense. And it just kind of seems like it wasn't written by a person.” Yet, participant 12 

mislabeled all four human texts, specifically mislabeling three as fully AI-generated. 

Ultimately, the thought process behind the human author using “extract” in text #1 was just 

as black-boxed to participants as ChatGPT generating “celestial” in text #4.  There may be 

a distinction in how humans and LLMs create meaning with words, but a reader is likely 
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never privy to this process. Therefore, using specific word choice as a determination of 

whether a text was AI-generated yielded little success.  

Furthermore, not understanding the underlying processes of ChatGPT’s word 

generation led many participants to falsely believe that ChatGPT seeks to use complex 

language in order to sound more convincing.  

5.3.2 Forced Sense Making and Neutrality 

LLMs only know what they are told, or rather, prompted and can only make 

connections based on what previous humans have strung together in their own words. But 

noticeably, LLMs like ChatGPT give the impression of being neutral, only presenting what 

their algorithms have concluded are useful information based on given keywords. To 

readers, this often makes AI text appear as though it is trying hard to qualify its output by 

presenting different angles. Participants perceived this characteristic as the AI trying to 

force its output to make sense, even if it doesn’t. The AI output will not question itself or 

debate its credibility, which adds to its forceful presentation of information. In a way, the 

AI is trying to make sense of the data it has trained on, so it is not surprising that its output 

reflects this tone. 

 Humans, on the other hand, tend to favor certain points or methods, and may begin 

neutral before proposing their own thoughts. Neutrality can sometimes appear indecisive 

when presented by humans, while neutrality from AI can seem like an information dump, 

as the algorithm attempts to find one correct piece that can qualify the output. Noticeably, 

in all the nonfiction ChatGPT-generated pieces for this study, this characteristic is 

observed. Even when an opinion is asked, the AI output does not drill deeply into one side 
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or another. When asked to consider both cats and dogs in text #6, the AI output discusses 

both equally. However, when the human came along to edit that output, an obvious 

inclination towards cats skewed the neutrality.  

5.3.3 Google, Wikipedia, and the Open Internet of Definitions 

Over half of participants used either the word “Google,” “Wikipedia,” or “Internet” 

to describe AI-generated text. In essence, participants shared that AI-generated text often 

contains lots of information, particularly the type that they would read from a quick Google 

search (where Wikipedia is typically one of the top results). Notably, these terms tend to 

refer to generic information that can be obtained rather quickly but may not be something 

the average person knows. This feature of AI-generated text gives the impression that 

ChatGPT (or other AI) are capable of searching the internet, which they cannot do. What 

it does reiterate is the idea that generic information is something an LLM is very good at 

relaying because commonly accepted facts and basic information about people and events 

have been shared through thousands of texts on the internet. If a piece of information can 

be found within the first two results of a Google search, then it is likely an AI can generate 

it accurately.  

The second notable point of these “Google” and “Wikipedia” comments is the 

structure of the text. Wikipedia articles are large paragraphs of information with no 

opinions. Other top Google searches about topics tend to contain succinct definitions as 

well. All this leads to a very structured output that leans into information dumping and little 

room for opinions. Some participants even noted how ChatGPT tends to use comma 

separated lists as one of the ways it presents information. In fact, text #3, an opinion 



 61 

nonfiction piece generated by ChatGPT, uses four comma-separated lists in under 200 

words. Take a look at any random Wikipedia article and it’s likely you will find a comma-

separated list within the first few paragraphs. This feature is found in most of the nonfiction 

texts generated for this study and is noticeably absent from the nonfiction texts written by 

the humans.  

As discussed in the previous subsection, ChatGPT works hard to qualify its output. 

Opinions are not as consistent as facts on the Internet, so it’s much more likely that a solid 

response includes statements written as fact. Even most opinion pieces on the Internet often 

begin with some commonly accepted facts or figures to attempt to qualify the following 

opinions. When answering a prompt, ChatGPT becomes a pseudo-search engine coming 

up with the most basic facts, all likely cross-referenced from common articles like those 

found on Wikipedia. It’s likely that with more niche topics, ChatGPT may actually reflect 

more opinions because there is less common knowledge to be found about them. But for 

most prompts, ChatGPT will come across as an encyclopedia copycat even though it has 

only trained on a limited (albeit large) corpus of information.  

5.3.4 Misinformation 

A final noted characteristic of AI-generated text is misinformation, whether that be 

in the form of disjointed thoughts, made-up references, or blatantly incorrect information. 

Previous GPT versions had many more glaring mistakes, especially when it came to 

specific information or references, but newer versions like GPT-3.5 (used for this study) 

and its more powerful successor, GPT-4, seem to be doing a better job. But, while these 
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newer versions are making less obvious mistakes, they are getting a lot better at hiding the 

incorrect information.  

As mentioned in section 2.5 of the literature review, there are many studies that 

indicate how AI-generated text can mimic human-written text so closely that to an 

untrained – and even some trained eyes! – the text looks accurate. AI output rarely 

questions itself, putting forth a tone of authority that makes it very believable. As 

participant 1 stated, “It's [ChatGPT] very pretentious, you know, it’s pretending to do 

something because it takes being forced to be that way and you can just know it by reading 

it.”  

This effect was observed with the poem used in this study: participants claimed they 

struggled with identifying the poem’s authorship because they were not poets. Even though 

most individuals have had experience writing poems whether for an English class or as a 

fun activity, they still felt that a certain level of knowledge in poetry was necessary in order 

to determine the authorship. This means that for even more highly specialized fields with 

fewer numbers of “experts” there are fewer people to fact check the output of an AI.  

And as discussed in the previous subsection, AI are much less likely to give wrong 

information on well-known topics with facts that have been undisputed for a longer time. 

Conversely, more niche topics are likely to have more speculation than well-circulated 

concrete facts, which means that the LLM will likely blend the two and create 

misinformation that closely mimics actual facts. This, combined with the issue that many 

people are not fact checking the output of AI, causes misinformation to spread. 

5.3.5 Impersonal 
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The purported neutrality, lists of information, and general unwavering tone 

combine to give an impersonal feeling to AI-generated text. While humans can also write 

in objective ways to attempt to remove their biases, they tend to be less likely to do this 

outside of pure academic research settings. And even when text-generating AI are 

prompted to give an opinion or write in some unbalanced manner, they will still try to cover 

so many different use cases or scenarios that they lose the individuality humans often bring 

to such writing. A human is more likely to drill down into one point rather than present so 

many facts that it’s impossible to find positionality. And facts themselves tend to come 

across as cold and unquestioning, especially when generated by an AI.  

What AI-generated text ultimately suffers from is the curse of generality. Its 

algorithms seek to find the most common string of words and the most obvious patterns 

that it lacks nuance and particular details that add personality to writing.  

5.4 The “Human Touch” and Creativity 

5.4.1 Inserting the Self 

Humans are notorious for permeating their biases and perspectives into everything 

that they do, and the authorship activity was no different. Participants shared that when 

they considered the text holistically, they imagined previous assignments they had written 

for middle and high school and compared the text to what they would have written in 

response to the prompt. Some participants went so far as to state that some of their “dead 

giveaway” points were how the prompt was approached, which was typically a process 

they personally would not have taken. They took issue with how texts #1 and #2 

constructed the how-tos and for some participants that led them to believe it was AI-
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generated, but for one participant, it actually clued them in to the subjectivity of the piece, 

which indicated human authorship. For example, when asked if certain texts stood out as 

being definitely AI-generated or human-written, participant 7 responded, “…the properly 

applying eyeshadow [text] just because like as a human and you asked me how to apply 

eye shadow I don't think of let's- ‘let's talk to a professional and let's take some basic 

knowledge and practice’ like that seems very AI intro.” Text #2 was a human-written piece 

about applying eyeshadow, but the participant felt that if they were to respond to the 

prompt, they would not have addressed it in the same way. 

In general, using this method to approach the authorship decisions was unreliable. 

This approach is similar to the comments about uncommon word choice that led many 

participants to wrongfully believe human-written pieces were AI-generated. Two humans 

can take a very different semantic approach to solving a problem or addressing a given 

task, so a deviation from one’s own thought process does not immediately indicate AI 

usage. 

5.4.2 Personal Biases and Anecdotes 

When ChatGPT first came out, human users were eager to get the AI to output 

heinous opinions and generally biased information. Unsurprisingly, OpenAI responded by 

putting guard rails on the chatbot that prevented it from responding to most prompts aimed 

at eliciting an opinion. This did not stop the LLM from continuing to produce biases in its 

output just as it did not stop me from getting ChatGPT to tell me about “its” favorite fairy 

tale or whether “it” believed exercise was important. But, as many participants who have 

used ChatGPT brought up, the chatbot noticeably does not give hard opinions and will 
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usually give a canned response if asked to do so. For example, when asked to give an 

opinion on the current U.S president, ChatGPT will respond: “As an AI language model, I 

don't have personal opinions or feelings.” Variations of this line will appear any time 

opinion-based questions are asked. 

Thus, obvious biases and opinions were characteristics associated with human 

authorship since humans seek to insert their personal opinions wherever they can.  

Several participants who correctly identified human-written texts stated that the 

personal details listed clued them in to the authorship. For example, the most correctly 

identified text was #10, a short story about a person dancing. The story was a work of 

fiction but the human author, a dancer, drew from their personal experiences to create the 

short piece. But what most participants cited was the use of first person, particularly 

because it was not prompted. ChatGPT is certainly capable of writing in first person and 

did so in a few of the texts. However, it was only in this piece that the use of first person 

stood out. This goes back to the idea that humans are eager to write about what they know 

by bringing in their own biases and experiences.  

Similarly, when text #8, also human-written, was correctly identified, participants 

mentioned the author’s “Xbox” and “Sports Center” details that were too specific to have 

been generated by an AI. In the same vein, participant 1 used the same rationale to explain 

why text #3 was obviously AI. They noted how the prompt specifically asked for an opinion 

and yet the response was devoid of “personal experience.” How could a response about 

someone’s opinion on the importance of exercise not include a mention of their own time 

exercising? If the author was a human, they would have jumped on the opportunity to talk 
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about a specific memory or personal anecdote. Humans are informed by their lived 

embodied experiences and use their lives to give credence to their words, whether fiction 

or nonfiction. AI may be able to learn word meanings through association, but it does not 

have true experience from which to draw. The lived experience of humans is so unique 

between individuals that there are some details that won’t occur often enough in textual 

training data to be generated. ChatGPT can almost certainly talk about what it’s like to 

have divorced parents or even what it’s like to win a gold medal at the Olympics, but it 

does so superficially, without the specificity of someone who has actually lived through 

those situations.  

Participant 1 reiterated this point about text #9, the AI-generated, non-fiction piece 

about the “author’s” favorite fairy tale. ChatGPT chose to talk about Alice in Wonderland, 

a novel that most people are familiar with, even if they have not read it. Participant 1 

ultimately labeled the authorship as “both” but discussed how they believed the choice of 

story was AI-generated. They said it felt too generic and mainstream, that a human would 

have picked something more specific and personal or at least would have given a more 

personal reason for liking Alice in Wonderland. ChatGPT simply gave a summary of the 

story and provided a short explanation about how Alice in Wonderland was a “timeless 

classic” and “encourages readers” to think deeply, all rationale that point towards the 

masses rather than the self. 

5.4.3 Anticipating the needs of the Audience 

A surprising characteristic of the purported “human” text was the anticipation of 

the needs and knowledge of the audience. This ties into the notion of humans going off 
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prompt because they are not defined by those exact bounds. While an AI can only predict 

based on its exact input, human authors can extrapolate.  

One participant who correctly identified text #1 as being human-written – unlike 

the majority of participants – cited the final line in the text: “now you can eat your peanut 

butter and jelly sandwich.” “But I didn’t tell you I wanted to eat it,” the participant said. 

Such a simple line was a “dead giveaway” that a human had written it. Ironically, two 

participants who incorrectly labeled the text as AI cited the same rationale. They figured a 

human author would not have needed to explicitly say “extract the desired amount” and 

would have assumed someone following the directions would have simply known what 

amount they wanted to take. Precision was a trait of AI, while simplicity was a trait of 

humans because the simplicity was borne from an assumption about the audience’s 

knowledge. But the thought process makes sense: an LLM can only generate the most 

common answer based on the key words in the prompt so unless its input contains specific 

details about the intended audience, its answer will be generic. For this activity, the 

participants were helped by knowing the prompt, but any given text found in real life will 

not have an exact prompt associated with it, especially the input prompt if it was AI-

generated.  

5.4.4 What Humans Bring to the Table 

Of the final post-activity questions this one gave participants the most pause: What 

do you think about people using ChatGPT to generate both nonfiction and fiction texts? 

While most participants had minimal surprise during the activity, several expressed real 

dismay or concern over how AI could take away from humans. To many, fiction is 
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inherently creative, and thus inherently human. Creativity, interesting ideas, and new, 

unique content is what humans have to offer to the world. AI on the other hand, by nature, 

cannot come up with particularly novel ideas. It may arrange words in a way that hasn’t 

exactly been used on the internet, but the ideas are all roughly the same. While many 

participants acknowledged that AI is only going to get better, there was not a consensus on 

whether writers should be worried about AI replacing their jobs. Some noted that truly 

good writers will never be replaced by the generic AI output, while others expressed 

concern for increased competition and ethical issues related to biases, stolen credit from 

human authors whose work was unknowingly used to train AI, and the disclosure of AI use 

for collaborative purposes.  

Even those who disliked AI being used for fiction conceded that AI was useful for 

nonfiction writing, researching, and highly structured texts. These texts are often more 

objective and seek to state facts rather than provide opinions. As previously noted in section 

5.4.2, humans bring a personal touch to their writing. Humans excel at incorporating their 

own knowledge and experiences into everything they do, which makes creative writing 

their ultimate outlet. The very word “creative” implies a novel idea or application, which 

ChatGPT and other AI are not trained to generate. These AI programs can create fiction 

pieces because enough fictitious text exists for their algorithms to find general patterns and 

specific keywords to inject, but even those keywords do not exist without a human 

providing them as the prompter. It is impossible to remove humans from the creative 

process of fiction texts.  

But when it comes down to the prose, those personal touches are really what humans 

bring to the table, as the participants expressed. No AI can generate your exact lived 
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experiences or give meaning to a string of words in the way that you as an individual can 

do. The subjectivity and biases found within every person are difficult to replicate on a 

minute level; AI can only replicate high-level patterns and themes.  

So why do so many people take issue with AI being used for fiction? I propose the 

answer is because it robs humans of the chance to provide a deeper cultural and semantic 

meaning to their texts. As authors, they do not want to be reduced to only giving the facts 

or plainly stating ideas, they want to break outside the mold and share their own theories 

and suppositions. Fiction is not purely functional and can communicate meaning on a level 

that is unique to the individual. Even in nonfiction text humans attempt to sneak in their 

own opinions, and it’s what humans look for in a text written by other humans. They could 

just Google a question and get a succinct Wikipedia response, or they could read a piece 

by a solo author who undoubtedly has their own thoughts on the matter. As many 

participants stated, AI can sound “boring”. It’s the human touch that brings these pieces to 

life.  

5.5 Combining Humans and AI 

The third category of authorship – “both – which reflected the combined efforts of a 

human and text-generating AI, added an unexpected layer of difficulty for participants. 

Most participants labeled either 3 or 4 of the 10 texts to be “both” and all but one person 

got either one or none of those “both” guesses correct (keeping in mind there were only 

two actual “both” texts). This in all indicates two things: the participants in the study did 

not actively think about the authorship of a given text they encounter, and the possibility 

of collaboration between an AI and human greatly obscured the determination process. 
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5.5.1 Wait, who is the author? 

Even though AI-generated text has become deeply entrenched in all facets of life 

from education to leisure, most participants were simply not wary of the authorship of the 

texts they encounter on a daily basis. Unless a person is in the position of an educator who 

must determine the authorship of their students’ submissions (which several participants 

discussed being) then the authorship of a given text is almost always assumed to be human-

written. This has been the norm for the entirety of human history, so it is unsurprising that 

it is still the default for many individuals. But because of this assumption combined with 

the preconceived notion that AI-generated text is not nearly as good as human-written text, 

many AI-generated texts encountered in daily life are mostly assumed to have been written 

by a human, further making the two indistinguishable. Many participants were not even 

aware that AI could generate different types of text like poems and “emotional” style 

responses. This lack of awareness also allows AI-generated text to be easily disguised in 

settings where it may not receive much scrutiny (i.e. outside of academia).  

One participant reflected on the purpose of determining the authorship of non-

academic related texts by asking if authorship was such an issue if people were still 

interested in reading it. This was further extrapolated to the purchasing of texts: does the 

authorship matter if people still want to buy it? However, this statement raises deeper 

ethical questions that are at the crux of this activity: should AI use be disclosed, who owns 

an AI’s output, and how much collaboration is significant? 
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To the point of the last question, the feedback loop created by misunderstandings 

about AI-generated text and assumptions about authorship is especially confounding when 

examined through the lens of the “both” texts. 

5.5.2 The Trouble with Collaboration – the “Both” Category 

The literature review outlines multiple recent studies conducted on distinguishing 

between human-written and AI-generated text, but the text authorships strictly fall into that 

dichotomy. The ever-apparent reality is that humans and AI are not sole “authors” but 

collaborate to create a mixed output (“author” in quotations as AI is not widely accepted 

as an author). Those studies demonstrated how difficult it was for humans to classify text 

authorship when “entirely AI-generated” and “entirely human-written” were the only two 

categories. Now, throw collaboration into the mix and suddenly the difficulty is heightened. 

Furthermore, studies that focused on an AI distinguishing authorship also focused on this 

dichotomy and only achieved success at determining authorship when texts had a sole 

“author.” These AI detectors work by predicting the likelihood that the words in a given 

sentence would have been generated by an AI, so how easily can they be deterred by an 

uncommon word or minor edit? Some of these detectors like TurnItIn provide percentages 

of the text they believe was AI-generated, but these percentages are largely blocked around 

paragraphs and not specific words or phrases.  

One gripe from participants was not knowing how much editing was done for the 

“both” texts. Was one line changed? Was a word deleted? Did they rewrite the text but 

keep the general ideas from the AI? Several participants said that they felt most of the texts 

had some percentage of AI and human authorship, whether that was as low as 20/80 or as 
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equal as 50/50. Simply having a third authorship category made the choice less of a coin 

toss and forced the participants to think about what collaboration means in a text. Many of 

the participants actually picked out phrases or parts of the “both” texts that they thought 

were human or AI – often correctly – but were incorrect in their final judgment. Was the 

error they picked out from a careless human, or from a mistake in the algorithm? Not 

knowing the background of the authors made the “both” judgments even more 

confounding. For example, when discussing “both” text #6, participant 12 – who 

incorrectly labeled the text as human – said, “It seemed very human. Ohh, it's kind of hard 

to describe just like the wording of it. Like ‘cat’s demeanors more luck of the draw.’ And 

then like, sometimes there was weird wording that, like, I kind of had to reread the sentence 

on some of them and that kind of made me lean towards AI. But again, I was like back and 

forth on that 'cause like would an AI make confusing wording? I'm not fully sure and that 

kind of maybe if I was more familiar would be able to distinguish better.”  

Now what if a human provides the outline of ideas and the AI generates text for 

those ideas? What ratio of collaboration would that scenario be? What if it’s the other way 

around, and the AI generates ideas that the human writes text for? Most participants seemed 

to think that AI could be a good tool for inspiration and outlining, as long as the human 

provides the correct input.  

But perhaps the issue is not the collaboration, but the disclosure. Although AIs like 

ChatGPT are not humans from which one can directly plagiarize, its output is based on the 

work of humans. When a student uses an AI and passes off its output as their own, they are 

not only lying about the effort they contributed to the piece but are actively taking credit 

for the work of thousands of humans who have done the heavy lifting of forming words 
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into meaningful thoughts. As current legislation has also begun to address, these texts may 

be copyrighted and should not have been trained on, which means the AI companies are 

profiting off humans without their consent. Reading a text that one believes is human-

written only to later find out it was generated by an algorithm makes one feel like they’ve 

been lied to, even deceived. It’s not so much that the output came from an AI, but that it 

had been mistakenly read through the lens of human authorship. As discussed, humans 

have their own thoughts and opinions; ideas that can be disputed and challenged. An AI’s 

output is what it is. It is true to an algorithm and nothing more. There is no single entity 

you can argue or seek to agree with. It’s akin to finding out your favorite author has a ghost 

writer and the person whose ideas you thought you had been enjoying was simply a facade. 

Many participants divulged that they were not terribly surprised to learn their authorship 

guesses were wrong for some texts because they felt it could go either way. It’s not that 

it’s disappointing to learn a text was AI-generated so much as it is frustrating to have 

essentially anthropomorphized an AI’s output. Perhaps people would not think so poorly 

of AI-generated text if they knew the origins all along.  

Not only do humans not disclose AI use, but they also tend not to disclose their 

own biases, positionality, funding, and level of expertise (outside of academic settings 

where this is more encouraged). Misinformation spreads on the internet partly because 

humans pretend to be authorities in areas they are not qualified to talk about. And even so-

called “experts” can make mistakes which everyday individuals are even less prone to 

identify and call out.  
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Combine the lack of disclosure with the issue of false experts and suddenly 

misinformation can become nearly impossible to distinguish, further entrenching itself into 

databases and the minds of individuals.  

5.5.3 The Cultural Importance of Text 

Written text does not have a purely functional role in society. As a medium, text does 

more than provide a platform of which to transmit information, it holds cultural value that 

in turn gives authorship cultural significance. When we read a text, we assume we are 

engaging with a person who has distilled those words from a breadth of knowledge they 

hold and experiences they have lived firsthand. There exists a connection between the 

reader and the author. If texts were purely functional then it would not matter whether an 

AI generated it or not. There would be no use in assessing the communication skills of 

students or seeking a specific author just to experience the way they write. And Vanderbilt 

students would have not been upset when their administration used ChatGPT to email the 

university community following the Michigan State shooting (Massie, 2023). If the text 

was just functional – to send out a message – students would not have responded in outcry, 

but instead the email served a greater purpose of communicating condolences to a hurt and 

scared community from the human administration, a meaning that was twisted by the use 

of an LLM. The university even disclosed the use of ChatGPT, but the transparency did 

not account for the broader context and purpose the email served. 

5.6 Attitudes Towards AI 

As discussed in section 5.4.4, participants expressed a general dislike for AI use in 

fiction writing but this dislike did not extend to nonfiction. Generally, participants thought 
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that text-generating AI like ChatGPT were useful for writing nonfiction text, especially if 

the human prompter knew the facts and could prevent misinformation. Overall, many 

participants assumed that the nonfiction texts were either AI-generated or a mix, while they 

leaned towards labeling fiction texts as human, even if that was not the true authorship. 

Furthermore, the authorship activity revealed that a common perceived characteristic of 

AI-generated text was clear structure, particularly within paragraphs and sentences. When 

a format needs to be followed, AI can be useful because its pattern recognition excels at 

following defined constraints. For example, every thesis needs an introduction, literature 

review, results, and conclusions, and every thesis an AI has trained on will follow this 

format, so it’s likely an AI will know what comes next. Following constraints is often what 

humans like to do least, so it is unsurprising that participants approved of AI for this type 

of writing.  

In fact, most participants stated AI should be used for the things humans don’t want 

to do. The only problem? What each person does not want to do is different. For example, 

one participant stated they did not enjoy coding and would like AI to code for them while 

they remained a writer. Conversely, another participant exclaimed that they would gladly 

have ChatGPT write poems for them because poetry was not something they enjoyed. 

Another participant thought that AI could be delegated the tasks that didn’t require critical 

thinking, as that was something only humans could do even though some “menial” tasks 

might be something many humans still enjoy. And this is only related to AI-generated text-

based tasks and does not consider the use of AI in art and other media. 

If in the future, an AI can do all the things humans do not want to do, then at what 

point do humans do anything at all? If an AI can write better than the average human and 
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code better than the average human, then all that remains for humans is their unique 

“touch.” It’s why people value going in person when they could watch a recorded lecture. 

It’s why people pay extra for handmade items and why they complain until they get a real 

customer service representative on the phone. Eventually being a human with only the 

knowledge of what has passed through one’s own two eyes will be a commodity. AI-

generated text is like a mass-produced garment that will get the job done but fall apart in 

the wash in a year or two. A high-quality human piece is like a hand-knit blanket that lives 

in a family for generations and holds memories as well as warmth. But this notably pushes 

the bar higher, with little room for humans to fall in the realm of mediocrity. ChatGPT may 

not be winning the gold, but it will push some humans off the podium and that is enough 

to cause resentment and make many wary of its uses in society especially when it profits 

from the work of humans themselves.  
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CHAPTER 6. CONCLUSIONS AND FUTURE WORK 

6.1 The Future of AI in Writing 

As AI becomes more advanced, the historical trend of automation taking over low-

level tasks will become a reality in the field of writing. Repetitive and structured writing, 

like that found in short nonfiction pieces, will likely become automated by AI while more 

advanced, stylistic, personal pieces will continue to be the job of humans. However, this 

moves the bar higher for humans and may put pressure on them to vouch for their own 

authenticity. The better LLMs get at mimicking human writing, the more burden that will 

be placed on humans to justify their writing abilities.  

Furthermore, even those designated the task of writing high level pieces will not be 

exempt from AI use, in fact, AI will likely be considered more of a standard tool in the 

writing process. Currently, AI is already a part of the writing process as a spelling and 

grammar checker and even a sentence completer, but its use can extend to ideation, 

improving flow, and even some generic content. Companies may even require AI use in 

order to stay competitive within their respective industry sectors. 

Automation always receives some push back, but companies typically console 

human workers by assuring them that automation will create jobs in sectors where only 

humans excel. But LLMs and other text-generating AI are disturbing because they seem to 

be encroaching on the sphere of work that was reserved for humans. Writers may have to 

express more intimate details of themselves in order to not be replicable by an AI. Whether 

AI will then inadvertently drive up the value of creative, advanced human labor is yet to 
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be determined, but regardless, ChatGPT and other text-generating AI have already laid 

roots in the writing world. Pandora’s Box has been opened, and if the figure of speech 

holds true, then it will be a fruitless endeavor to attempt to remove LLMs entirely from 

written text.  

6.2 Limitations of Activity 

There exists such a wide variety of written text that it is impossible to cover all the 

genres, styles, and unique cases in one study. While other recent studies focused on just 

academic texts or poems or student essays, they chose to keep the type of text consistent. 

In this study, I chose to use generic prompts and “average” human writers rather than highly 

specific prompts and qualified, experienced writers. I also chose to use the free version of 

ChatGPT (powered by GPT-3.5). The point was to show whether the most basic version 

of ChatGPT could be distinguished from the most “average” human writer. It’s much easier 

to explain how a Maya Angelou piece is stylistically different from an AI-generated output, 

but could the same be said for humans who do not write professionally? Does the 

“humanness” of a piece shine through even in those not extensively trained in literature? I 

chose the prompts and authors to answer those questions. 

I also wanted participants to be able to read more texts which meant that each text 

had to be shorter to conform to time constraints for the study. Given a higher word count, 

both ChatGPT and the human writers may have created different texts that could have been 

either more or less noticeable to the participants. That question was decided to be outside 

of the scope of this study. 
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Finally, I gave participants one piece of help by providing the exact prompt given to 

either the AI or human writer. Even though it is unlikely that the prompt given to an AI (or 

human writer) will ever be revealed with the text that accompanies it, I thought that the 

inclusion of the prompt might reveal insights about how participants went about deciding 

authorship. This ended up being the case, with a few participants considering the prompt 

as part of their analysis. However, this constraint also meant that I couldn’t ask ChatGPT 

to write in a specific style or tailor its output in any way besides what was given in the 

prompt. Therefore, all the texts generated by ChatGPT represent a baseline for the LLM 

and do not reach into its ability to mimic specific styles or deviate from this baseline if 

prompted.  

6.3 Recommendations for Collaboration 

How much collaboration is too much collaboration, and does it matter? These 

questions are ultimately only answered on an individual level, but making this decision is 

part of an informed process. Disclosure of AI use is a must, and this includes the platform 

(ChatGPT for example), the version (GPT-3.5, 4, etc.), the prompts used, whether lines 

were copied verbatim, and what kind of editing the human author contributed. This could 

all be provided in a statement that is preferably mentioned at the beginning of a written 

text. Currently, some authors who do use AI for writing and disclose it provide this 

information at the end of their piece, which causes readers to interpret the writing through 

the lens of human authorship, which is deceptive. All AI use should be clearly disclosed at 

the beginning of a written work.  



 80 

AI can also be used as a tool and not as a co-author. Human writers can use AI to 

bring thoughts to the surface and even to make sense of their own brainstorms. From there, 

the human writer can arrange the thoughts in their own words.  

Another useful purpose of AI is for improving grammar. LLMs are already built into 

many text processors to fix grammar but text-generating AIs like ChatGPT can be used to 

make small tweaks that improve the overall readability of a written text. In these cases, the 

human author has supplied the ideas and the structure of the writing and remains the 

primary author, not just an editor. Furthermore, if the AI is set up as an editor, it can suggest 

the occasional word or phrase that the human author can accept or reject, still keeping the 

human as the final decider.  

6.4 Recommendations for Academics 

AI has presented challenges in all aspects of life, not just limited to its use in 

writing. However, one of its most noticeable impacts has been in the classroom, 

particularly in high school and college settings. While many academic institutions have 

begun to implement policies to facilitate the ethical and practical use of AI as a tool in 

learning, many such institutions have also faced concerns of academic misconduct and 

struggles related to teaching in a world with AI.  

Similar to section 6.3, the disclosure of AI use is paramount to ensuring the 

collaboration of humans and AI remains ethical and within the bounds of academic 

institutions. Educators might also want to create exercises that show how to make use of 

AI without compromising on the integrity of learning. However, for the moments when an 

educator must ensure that a work is entirely written by a student without additional aid, in-
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person exams and assignments are the only solution. As AI becomes more advanced, it will 

ironically push some forms of education backward in order to ensure that collaboration 

does not occur.  

6.4.1 Distinguishing AI-generated Text 

For those in academic settings who may be in a position where determining 

authorship is necessary for assessing student development, it can be helpful to have a guide. 

This study has made it clear that there is no hard and fast method for distinguishing 

authorship especially when collaboration is involved, but in general these are some 

suggestions that educators can employ if they find it necessary to scrutinize a written text. 

AI-powered distinguishers are a good place to begin. Companies like TurnItIn have 

tools that give an “AI score” for submitted texts. While they may miss some works that 

have employed AI, they can help flag some suspicious texts to apply a more detailed review 

to. If you have another text written by that individual, it is helpful to compare the writing 

styles. Comparing grammar, word choice, and syntactic structure is most helpful when you 

have a comparison piece to refer to. If you do not have a comparison, or you have already 

analyzed the surface-level structure, think about the prompt or assignment. How did the 

writer respond to the prompt, and did they add any personal details outside of generic 

overviews or summarized, high-level details? It can also be helpful to input the prompt or 

assignment details into common AI like ChatGPT to see what response it outputs. You can 

then compare how the AI approached the prompt to how the student responded.  

If the assignment required outside sources, check to make sure the sources exist. 

Typically, if a full citation is provided, you can check the author’s name, title of the work, 
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and journal (if applicable) to see if all three exist together. Checking the link or DOI can 

provide another point of comparison. ChatGPT and other such AI used to provide incorrect 

references or fake authors, but they have gotten much better at providing real sources. 

However, incorrect references or gross misrepresentations of the information found in a 

source can be hints that a paper contains AI-generated content.  

These suggestions are mainly applied in academic settings, but their general 

principles can be applied in other written works as well. However, just because a piece of 

writing deviates from your personal expectations does not automatically mean it has been 

generated by an LLM. If a person is writing in a language that is not their native language 

their writing may not follow certain conventions or derive meaning in the same way a 

native speaker of the language would. Be careful to not overly apply your own biases when 

examining a written work because humans have such different styles of writing that it is 

unlikely someone may have written to a prompt in the same way as you. Instead, focus on 

the meaning that the potential author is trying to provide and how this is demonstrated 

throughout the work. Think about whether the author considered the audience and how that 

factored into the way they wrote. Are there obvious personal details that an AI would be 

unlikely to replicate?  

In a perfect world, writers would disclose their AI use to provide the most 

transparency to their readers, but until then, these questions and general guidelines can 

serve as a helpful starting point for those who desire to scrutinize written works to 

determine their authorship.  

6.5 Future Work 
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The next level of authorship detection will likely come from an algorithm that can 

pick apart “human” and “AI” characteristics from text where collaboration has occurred. 

This will likely require extensive training on such texts, particularly those with varying 

degrees of authorship. At the most advanced level, an AI authorship detector may be able 

to determine whether an AI was used merely for grammar-checking or ideation, which 

some may consider less offensive if not disclosed.  

The authorship activity can also be conducted using longer texts and without 

provided prompts. With long texts, there may be additional stylistic or semantic clues that 

provide direction when determining authorship. Additionally, if prompts are not provided, 

the researchers can use more tailored prompts to elicit different styles of writing from 

ChatGPT. Similarly, more focus could be placed on nonfiction versus fiction texts, or on 

specific types of texts like poems or dissertations.  

Furthermore, those looking to extend this study can use GPT-4 (instead of GPT-3.5) 

to generate the AI texts and compare these to either average human-written texts or texts 

written by professional writers (or those with a selected great degree of skill in writing). 

Can humans tell apart writing by a highly skilled human from a highly trained AI?  

This study could also be conducted with all “both” texts where participants are told 

that collaboration occurred on different levels that they must determine. In this case, are 

there still words or phrases that seem more “human-written” or “AI-generated”? Do larger 

patterns emerge about how people tend to collaborate with AI? Studies could also examine 

different points on the collaboration spectrum and include more of those “both” texts in the 

study corpus.  
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Regardless of how future scholars would like to develop the activity, I believe it is 

important to still involve humans and hear their thoughts through interviews and contextual 

inquiry. Humans value the cultural significance of writing which is why the authorship of 

texts matters. And as long as we continue to value written texts and the way they 

communicate information, emotions, and experiences between humans, then we will 

always seek to know the origin of the words we read.  

I’d like to end with a quote from The Cat Who Saved Books (2021) by Sosuke 

Natsukawa: “It’s not true that the more you read, the more you see of the world. No matter 

how much knowledge you cram into your head, unless you think with your own mind, walk 

with your own feet, the knowledge you acquire will never be anything more than empty 

and borrowed.” 
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APPENDIX A.  TEXT #1 - HUMAN 

Tell me how to make a peanut butter and jelly sandwich in less than 200 words. 

You’ll need two slices of bread, a knife, one jar of peanut butter and one jar of jelly. You 

can toast the bread in a toaster, if desired. Open the jar of peanut butter and with the knife 

extract the desired amount and spread it over one slice of bread. Clean off the knife, and 

then open the jar of jelly, and with the knife, extract the desired amount of jelly and spread 

it over the second slice of bread. Take the two slices of bread with the sides of jelly and 

peanut butter facing each other and press them together to complete the sandwich. You are 

now ready to eat and enjoy a peanut butter and jelly sandwich. 
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APPENDIX B.  TEXT #2 – HUMAN 

Explain how to apply eye shadow in less than 200 words. 

Properly applying eye shadow takes some basic knowledge and practice. Start your 

learning experience with a trained and experienced cosmetologist or makeup artist.  This 

person will provide suggestions for the best color combinations for your skin tone and 

cream/powder product best for your skin texture.  Additionally, they will provide 

instruction on how to best apply your selected eye shadow. Traditionally, the technique 

consists of starting with a base layer or concealer on your eyelids.  Followed by using two 

or three complimentary colors, applying the darkest color to the lid and the lighter color 

under the eyebrow on the brow bone.  Another lighter color can be used in the corner of 

the eyelid nearest the eye.  Finish by blending the colors together with a brush  producing 

a unified look.    
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APPENDIX C.  TEXT #3 – AI 

Do you believe exercise is important? Explain in less than 200 words. 

Yes, exercise is undeniably important for overall health and well-being. Regular physical 

activity offers a myriad of benefits, including improved cardiovascular health, stronger 

muscles and bones, better weight management, and enhanced flexibility. It's a key 

component in reducing the risk of chronic conditions like heart disease, diabetes, and 

obesity. Beyond the physical advantages, exercise significantly impacts mental health. It 

releases endorphins, which can alleviate stress, anxiety, and depression. Exercise also 

enhances cognitive function, improving memory and focus. Moreover, it promotes better 

sleep quality. Incorporating exercise into one's routine not only strengthens the body but 

also boosts confidence and self-esteem as individuals achieve fitness goals. It fosters 

discipline and perseverance. 

 

Ultimately, the importance of exercise can't be overstated. It's a cornerstone of a healthy 

lifestyle, helping to maintain physical, mental, and emotional well-being. Whether it's 

through structured workouts, sports, or everyday activities like walking, finding a way to 

stay active is essential for leading a fulfilling and healthy life.  
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APPENDIX D.  TEXT #4 – AI 

Write a poem about star gazing in less than 200 words. 

 

Beneath the night's celestial artistry so grand, 

I lay on Earth's embrace, grains of sand, 

Gazing at the cosmos, in awe and sigh, 

As stars twinkle, painting the endless sky. 

 

Each one a beacon in the velvet sea, 

A distant sun, a world where dreams may be, 

Galaxies swirl, their mysteries untold, 

In this cosmic theater, my heart takes hold. 

 

I ponder the stories, those ancient lights narrate, 

Their journey through eons, their celestial fate, 

In silence, I listen to the universe's song, 

A lullaby of ages, where I truly belong. 

 

The moon, a pearl, in the midnight's cloak, 

Casts silver beams, as the heavens evoke, 

A sense of wonder, in my soul's deep sea, 

Underneath the starry tapestry. 

 

Through the veil of time, I journey far, 
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Among the constellations, a wandering star, 

In this stargazer's reverie, I find my way, 

Lost in the cosmos, I choose to stay.  
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APPENDIX E.  TEXT #5 – BOTH 

Write a short story about a princess in less than 200 words. 

Once upon a time, there lived a princess named Nicole. Unlike your everyday princess, she 

was known far and wide for her adventurous spirit, spending her days in the forest which 

lay outside the castle. 

One day, while exploring the woods, Nicole stumbled upon an injured rabbit. She 

immediately pulled it tight and nursed it back to health. Unbenounced to her but her 

kindness would set her out on an adventure. 

The bird was truly a magical creature in disguise who offered Nicole a wish due to her 

gentle heart. She asked to explore the world far beyond her kingdom's reach. 

The bird spread its wings and lifted Nicole off the ground, taking her away to far-off lands. 

Nicole spent many months learning from all who she came across, only finally returning 

to her kingdom not just as a princess but as a wise queen. 

Nicole’s reign was marked by her connection to the world and her dedication to making 

her kingdom a place of compassion. She stands as a reminder that a true princess is defined 

not by her title but the content of her heart. 
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APPENDIX F. TEXT #5 – ORIGINAL CHATGPT TEXT 

“Once upon a time, in a kingdom nestled among emerald hills, there lived a princess named 

Isabella. Unlike the stereotypical princess, she was known for her adventurous spirit. 

Instead of tiaras, she preferred a leather cap, and her palace gardens were her playground. 

One day, while exploring the woods near the castle, Isabella stumbled upon an injured bird. 

She nursed it back to health with care and tenderness. Little did she know that this small 

act of kindness would set her on a grand adventure. 

The bird turned out to be a magical creature in disguise, and in gratitude, it granted Isabella 

a wish. She wished for a chance to explore the world beyond her kingdom's borders. 

With a wave of its wing, the bird transported her to far-off lands. Isabella encountered new 

cultures, made friends, and learned valuable lessons along the way. She returned to her 

kingdom not just as a princess but as a wise and compassionate queen. 

Isabella's reign was marked by her understanding of the world and her dedication to making 

her kingdom a place of kindness and harmony. She showed everyone that a true princess 

is defined not by her title but by her actions and the content of her heart.” 
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APPENDIX G. TEXT #5 – HUMAN CHANGES 

Bold words indicate changes made by the human writer. 

“Once upon a time, there lived a princess named Nicole. Unlike your everyday princess, 

she was known far and wide for her adventurous spirit, spending her days in the forest 

which lay outside the castle. 

One day, while exploring the woods, Nicole stumbled upon an injured rabbit. She 

immediately pulled it tight and nursed it back to health. Unbenounced to her but her 

kindness would set her out on an adventure. 

The bird was truly a magical creature in disguise who offered Nicole a wish due to her 

gentle heart. She asked to explore the world far beyond her kingdom's reach. 

The bird spread its wings and lifted Nicole off the ground, taking her away to far-off 

lands. Nicole spent many months learning from all who she came across, only finally 

returning to her kingdom not just as a princess but as a wise queen. 

Nicole’s reign was marked by her connection to the world and her dedication to making 

her kingdom a place of compassion. She stands as a reminder that a true princess is 

defined not by her title but the content of her heart.” 
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APPENDIX H. TEXT #6 – BOTH 

Explain the difference between a cat and a dog in less than 200 words. 

Cats and dogs are both popular pets, but they exhibit significant differences in behavior, 

care, and personality. 

While every cat and dog is different in their demeanor, in general, cats are known for their 

independence while dogs are known for their companionship.. Cats often require less 

attention and can be left alone for longer periods while dogs need to be taken outside 

multiple times a day. If trained correctly, and not taken at a young age, cats will groom 

themselves and use a litter box. It can seem like a cat’s demeanor is more luck of the draw 

as most cats are not typically trained. Most cats obtain their personality through other cats! 

Dogs in conjecture have much more variable personalities based on the way they are trained 

from a young age. Some dogs compete in extravagant competitions while others seem to 

have whole jobs as service dogs! 

All in all, cats and dogs share many similarities but ultimately differ in some significant 

ways in terms of general behavior and care responsibilities. 
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APPENDIX I. TEXT #6 – ORIGINAL CHATGPT TEXT 

“Cats and dogs are both popular pets, but they exhibit significant differences in behavior, 

care, and personality. 

Cats are known for their independence. They often require less attention and can be left 

alone for longer periods. They groom themselves and use a litter box, making them low-

maintenance in terms of cleanliness. Cats are generally quieter and communicate through 

purring, meowing, and body language. 

Dogs, on the other hand, are social animals that crave companionship. They require more 

attention, exercise, and training. Dogs need to be taken outside for bathroom breaks and 

exercise, which demands a more structured routine. They are often more vocal, barking 

and wagging their tails to communicate. 

In terms of personality, cats tend to be more reserved and selective in forming bonds. They 

often have an aloof or mysterious demeanor. Dogs, on the other hand, are usually more 

overtly affectionate and loyal, forging strong attachments with their owners. 

Ultimately, the choice between a cat and a dog as a pet depends on individual preferences, 

lifestyle, and the type of companionship you seek. Each has its unique qualities and can 

bring joy and fulfillment to your life in its own way.” 
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APPENDIX J. TEXT #6 – HUMAN CHANGES 

Bold words indicate changes made by the human author. 

“Cats and dogs are both popular pets, but they exhibit significant differences in behavior, 

care, and personality. 

While every cat and dog is different in their demeanor, in general, cats are known for 

their independence while dogs are known for their companionship.. Cats often require 

less attention and can be left alone for longer periods while dogs need to be taken outside 

multiple times a day. If trained correctly, and not taken at a young age, cats will groom 

themselves and use a litter box.  

It can seem like a cat’s demeanor is more luck of the draw as most cats are not 

typically trained. Most cats obtain their personality through other cats! Dogs in 

conjecture have much more variable personalities based on the way they are trained 

from a young age. Some dogs compete in extravagant competitions while others seem 

to have whole jobs as service dogs! 

All in all, cats and dogs share many similarities but ultimately differ in some 

significant ways in terms of general behavior and care responsibilities. 
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APPENDIX K. TEXT #7 – AI 

Describe what it feels like to be sad in less than 200 words. 

Being sad is like carrying a heavy burden, a weight pressing down on your chest and 

shoulders. It's a grayness that pervades your thoughts and emotions, casting a shadow over 

even the brightest moments. Sadness is a profound sense of loss, a feeling that something 

precious has slipped through your fingers. 

In the depths of sadness, the world can seem distant and disconnected. The things you once 

enjoyed lose their luster, and simple tasks become arduous. It's a time when tears may flow 

freely, providing a release valve for the emotions that feel too overwhelming to contain. 

Yet, within this sadness, there's a poignant beauty—a reminder of the depth of human 

emotion. It's a reminder that we are capable of feeling deeply, of forming connections with 

others, and that sadness, like all emotions, is transient. Over time, it can evolve into healing 

and growth, leaving us with a greater appreciation for the moments of joy and contentment 

that life offers. 
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APPENDIX L.  TEXT #8 – HUMAN 

Tell me about a distinct childhood memory in less than 200 words. 

It was a quiet morning to begin what would be surely be another sweltering summer day. 

School was out, and time was plentiful, as I kicked back in my bed to immerse myself with 

early morning Sportscenter. It was my daily routine, of course as an avid sports fan, but 

also the perfect way to spend time while waiting for all the neighborhood kids to wake up, 

and depending on how long we stayed up playing Xbox… this could take quite some time. 

While drifting into sports coma, I heard an unfamiliar knock on the front door. I snapped 

alert and swung my head to glance at the clock. “11 am?” I thought to myself puzzled 

“nobody ever comes over this early”. Now curious, I slipped out of bed and went to peer 

over the railing to get a good look at the front door. As my mom cautiously opened the 

door, I saw the figure of a women appear. Her and my mom chatted for a moment as I 

strained to make out what they were saying. From what I gathered, it sounded like she was 

trying to introduce her son to me, although he was not there with her. He must be as 

introverted as I am, I thought to myself. As my mom explained what I had overheard, I 

decided I would just go up there and get the introduction out of the way later today, as I 

could now slightly understand why he had his mom do it. Shortly after lunchtime, I 

nervously wandered up to his house that turned out to only be a couple doors down. As I 

took a deep breath and began my rhythmic knock, nothing could prepare me for the future 

I was about to unlock.         
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APPENDIX M. TEXT #9 – AI 

Tell me about your favorite fairy tale in less than 200 words. 

One of my favorite fairy tales is "Alice's Adventures in Wonderland" by Lewis Carroll. It's 

a whimsical and imaginative tale that follows the adventures of Alice, a young girl who 

falls down a rabbit hole into a fantastical world. In Wonderland, Alice encounters a colorful 

cast of characters, including the White Rabbit, the Mad Hatter, the Cheshire Cat, and the 

Queen of Hearts. Each character represents a different facet of human behavior and 

absurdity, making the story a clever commentary on society and human nature.  

What I love most about this fairy tale is its boundless creativity and the way it challenges 

conventional logic and reality. It encourages readers to question the norms and rules they 

encounter in their own lives. "Alice's Adventures in Wonderland" is a timeless classic that 

reminds us of the power of imagination and the value of embracing curiosity and creativity. 

It invites us to explore the unknown and view the world with a sense of wonder, making it 

a beloved tale for readers of all ages. 
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APPENDIX N.  TEXT #10 – HUMAN 

Write a short story about a person dancing in less than 200 words. 

“Welcome to the stage entry #232, “What Was I Made For?”” 

It’s time. I gracefully walk on stage and get into my starting pose, anxiously waiting for 

the music to start. This is my first time performing a solo, and I am terrified. What if I 

forget the dance? What if I fall flat on my face? I really don’t want to embarrass myself. 

After a few seconds that seem like an eternity, the music starts. Muscle memory takes over 

and I begin moving. As I turn and leap across the stage, I cannot help but notice the 

beautiful stage lights. I am overwhelmed with beauty and awe, and I feel at home. I am 

fully absorbed in the moment and lose all track of time.  

Before I know it, it is time to hit my ending pose. The music stops and I hear a thunderous 

roar of applause. As I exit the stage, I catch a glimpse of my mom in the audience, and she 

has never looked prouder. The sense of pride and accomplishment I feel is indescribable. 

This is what I was made for. 

  



 100 

APPENDIX O.  CODEBOOK 

Code  Description  Example  

Vocabulary and 

Punctuation  

Participants identified specific 

word choices and whether the 

vocabulary was complex or 

simple when determining 

authorship. Unique punctuation 

was also noted.  

“The cat and dog one it has 

exclamation points and then two 

periods.” (P3)  

Sentence Structure  Participants cited the length of 

sentences as a factor for 

determining authorship as well 

as the presence of topic and 

concluding sentences.  

“...but the biggest thing is that 

the sentence structure that varied 

or for the same the same 

throughout the paragraph” (P2)  

Paragraph structure  Participants cited the length, 

number of paragraphs, and 

presence of indentation as factors 

for determining authorship. This 

also includes the wholistic view 

of the text’s structure, like how 

sentences flowed together.  

“... also like the organization of 

the texts like I told like the 

paragraph structure. And I was 

also like looking at that cause 

like like very broken paragraphs 

and one full paragraph, again 

broken paragraphs and full 

paragraphs.” (P11)  

Errors  Participants noted errors in the 

text related to punctuation, 

spacing, language, inaccuracies, 

and general flow.  

“This one felt human because it 

just doesn't make any sense and 

the spelling is a dead 

giveaway.  Like, I don't think an 

AI would just spell something 

incorrectly and like weird 

grammar, introducing a random 

character.” (P8)  

Personal Touches  Participants looked for 

“personal” anecdotes, 

experiences, opinions, and biases 

when determining authorship. 

The lack thereof was also noted 

(ex. if the text seemed 

“generic”).   

“...it won't say like personal 

stories. ‘I used to 260 pounds 

and then I lost this and it made 

me more active and do this’. No 

personal story. It's more about 

like general stuff, like everyone 

can read it” (P1)  
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Emotions and 

Feelings  

Participants discussed emotions 

and feelings both in relation to 

whether the piece overall felt 

emotional or certain phrases 

evoked emotion or feeling within 

them. The lack thereof was also 

noted.  

“That's kind of what made it 

stand out umm for me that it was 

a human and whereas the ones 

written by AI doesn't really 

sound like it has emotion.” 

(P13)  

Feelings about 

Activity  

Participants noted their surprise 

or lack thereof regarding their 

performance as well as any 

frustrations during the process of 

determining authorship.  

“Ohh yeah, I would be sad if I 

got this one wrong. I would be 

really sad. I would not be able to 

like live in society anymore.” 

(P4)  

Uses of AI  Participants discussed what AI 

should be used for.   

“I think it's for nonfiction. I feel 

like it it's probably more useful 

and I would think that because 

nonfiction is like factual and like 

process based, and it's kind of 

just like helping you do the 

research.” (P6)  

Exact lines  Participants cited exact lines 

from the texts that clued them in 

to the authorship.   

“It ended with like ‘I I took a 

deep breath and nothing could 

prepare me for the future.’ Like, 

that's really what you remember 

about your childhood memory?” 

(P5)  
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APPENDIX P. ANNOTATED TEXT #1 
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APPENDIX Q. ANNOTATED TEXT #2 
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APPENDIX R.  ANNOTATED TEXT #4 
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APPENDIX S. ANNOTATED TEXT #5 
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