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SUMMARY

The world around us is highly structured. In the real world, a single object usually
consists of multiple components organized in some structergs & person has different
body parts), and multiple objects usually exist in a scene and interact with each other in
predictable waysgg., man playing basketball). This structure manifests itself in the visual
data that captures the world around us and in the text describing it and thus can poten-
tially provide a strong inductive bias to various vision tasks. In this thesis, we focus on
exploiting the structures existing in visual data to improve visual understanding, genera-
tion and reasoning. Speci cally, for visual understanding, we model structure at different
levels to improve image classi cation, scene graph generation and representation learning.
In visual generation, we exploit the foreground-background structure in images to generate
images in a layer-wise manner to reduce blending artifacts between foreground and back-
ground. Finally, we use the structured visual representations as the intermediate interface
to bridge visual perception and reasoning to address different vision and language tasks, in-
cluding image captioning and visual question generation. Through extensive experiments,
we demonstrate that leveraging structure in visual data can not only improve the model

performance, but also make vision and language models more grounded and interpretable.
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CHAPTER 1
INTRODUCTION

Ubiquitous access to digital cameras has led to unprecedentedly large quantities of visual
data being recorded for news, entertainment, social media and personal logging. Frequently
augmented with text, these images and videos are a dominant medium via which we com-
municate information and express ourselves.

The world around us is highly structured. An object usually consists of multiple seman-
tic components in some speci ¢ spatial con guration. A scene usually contains multiple
objects which interact with each other in predictable ways. This structure manifests itself in
the visual data that captures the world around us, and in text that describes it. Take Fig. 1.1
as an example. In Fig. 1.1 (a), each image contains multiple people and each person can
be labeled into a number of body parts, such as arms and legs. Similarly in Fig. 1.1 (b),
each image consists of a background and several foreground objects, which probably have
some relationships with each other as shown in Fig. 1.1 (c). Besides the structure in visual
data, in Fig. 1.1 (d), we can nd the textual descriptions have an associated structure with
the corresponding images.

In this thesis, we focus on how to leverage the various forms of structure described

above at different levels for visual understanding, generation, and reasoning:

Visual Understanding. At the object-level, we propose a cross-channel communica-
tion module to enable communication across different channels at the same layer of
Convolutional Neural Networks (CNNs). In this way, we try to learn a complemen-
tary set of lIters, each of which focus on a speci c part of object. At the image level,

we propose an effective approach for scene graph generation. Based on the observa-
tion that scene graph is usually sparser, we propose to learn to prune the dense graph

into a sparse one and then perform message passing on top of it. Finally at the dataset
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(a) Instance-level Human Parsing in [1] (b) COCO-stuff in [2]

(c) Visual Genome [3] (d) Flickr30k [4]

Figure 1.1: Exemplar data in different datasets.

level, we propose a deep clustering method to simultaneously cluster the images and
learn representations from them. Our method explicitly builds a k-nearest-neighbor
graph for the image set and then evolves the graph gradually by merging similar

images together.

Visual Generation. As mentioned above, at the image level, an image usually con-
sists of multiple objects. Most image generation methods generate the holistic im-
ages in one-shot. However, we argue that it would be bene cial to leverage an image
structure prior in the image for generation. We propose a novel image generation
model which generates the image in a compositional manner. Speci cally, we rst
generate the image background and then the foreground objects one by one. Finally,
we compose the image with all elements in a reasonable spatial con guration. This

way we can avoid blending artifacts between the background and foreground.

Reasoning We further exploit the structured visual representation of images to
bridge visual perception and reasoning to solve vision and language tasks. Specif-
ically, instead of representing an image as a single feature vector, we propose to

extract the image-level structure including objects, attributes and relationships from

2



a single image and then use them as the basis for down-stream vision and language
tasks. We demonstrate the effectiveness through image captioning and visual ques-
tion generation. By performing reasoning on the structured image representations,

our models achieve better performance and generalization ability.

Below we review previous works related to our thesis and discuss how we exploit the
structure in visual and textual data for visual understanding, generation and reasoning sep-

arately.

1.1 Visual Understanding

As discussed above, structures exist at different level. Below we will discuss how we can
leverage such priors at different levels for visual understanding.

Object-level structure. The object-level structure has been exploited for decades even
prior to the deep learning era. Particularly, Felzenszwalb et al [5, 6] proposed to train a
multi-scale deformable part model for object detection. This method explicitly localize
different object parts and then localize the whole object through an energy based optimiza-
tion. Though it can achieve impressive results at that time, the features are hand-crafted
(e.g., HoG [7], SIFT [8], etc), and thus have limited representation power for complex ob-
ject appearances. Recently, deep learning resolves this drawback. Using a simple CNN
architecture, we can classify an image [9] or detect the objects [10] in an image without
any extra efforts to design the features. It is believed that the convolutional layers can au-
tomatically learn hierarchical representations with a gradient-based optimization. Indeed,
in [11, 12], we can see the convolutional layers can learn to localize the meaningful parts
for image classi cation, object detection and even visual question answering. However, it
is arguable that the redundancies still exist across different channels in a single convolu-
tional layer, since a convolutional layer itself have no such explicit constraint. Motivated
by this, our work is aimed at learning more diverse and complementary lters by building

a cross-channel communication mechanism in a single convolution layer. We assume each
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channel implicitly encode a speci c part of the object, and the cross-channel communica-
tion calibrates the channels so that different channels learn to focus on different parts of
object towards the nal classi cation goal. We nd such communication is effective to
obtain more diverse representations and improve the image classi cation performance.

Image-level structure A recent work [13] has proposed to represent images as graphs
containing objects, their attributes, and the relationships between them. Sdeesegraphs
form an interpretable structured representation of the image that can support higher-level
visual intelligence tasks such as captioning [14, 15], visual question answering [16, 17, 14,
18, 19, 20]. While scene graph representations hold tremendous promise, extracting scene
graphs from images — ef ciently and accurately — is challenging. The natural approach of
considering every pair of nodes (objects) as a potential edge (relationship) — essentially rea-
soning over fully-connected graphs — is often effective in modeling contextual relationships
but scales poorly (quadratically) with the number of objects, quickly becoming impractical.
The naive x of randomly sub-sampling edges to be considered is more ef cient but not
as effective since the distribution of interactions between objects is far from random. The
work in this thesis is motivated by this natural property in scene graphs. Instead of predict-
ing the relationships for all pairs of objects or ruling out most of the edges heuristically, a
more intelligent way is learning to prune out the unlikely edges in the scene graphs before
performing the scene graph labeling. This way the scene graphs become a sparse one and
message passing upon it becomes more ef cient and precise.

Dataset-level structure We exploit the dataset-level strucutre for deep clustering. As
the name indicates, deep clustering is a technique which combines deep representation
learning and clustering on a set of unlabeled images. This nal goal is to derive cluster
labelsy and representations. Thus far, we have seen a number of work in this direction
[21, 22, 23, 24]. Among these works, ours is one of the earliest which attempted to com-
bine clustering and representation learning seamlessly. Our basic argument is that a good

representation is bene cial to clustering and vice versa. However, at the beginning, we by



Nno means can obtain either a good representation or initial clusters. Hence, we resort to ag-
glomerative clustering [25] which regards each image as a unique cluster at the beginning.
To determine how to merge the clusters, an af nity graph is built among different clusters
in which two clusters are connected to each other if they are similar in the representation
space, and otherwise disconnected. During the learning process, we gradually evolve the
af nity graph for the image set by merging closest clusters at current hierarchy which in
turn will be used to update the representations. This learning process proceeds alternatively
until we reach the targeted cluster number. The results demonstrate the effectiveness of our

proposed method on a variety of image datasets.

1.2 Visual Generation

Visual generation, as the dual problem of visual understanding, is aimed at synthesizing
images or videos. Since the invention of generative adversarial networks (GAN) [26] and
variational autoencoders (VAE) [27], visual generation has rapidly become a popular re-
search area in computer vision community. In this line of work, DCGAN [28] proposes a
canonical framework for image generation, which consists of a sequence of deconvolution
layers as generator and convolution layers as the discriminator. Starting from simple digits
or faces [29, 30] to recent photo-realistic large-scale images [31, 32], we have witnhessed
a signi cant development in this area. While those models achieve impressive results on
some constrained datase¢g)(, aligned faces, single-object images), it is still not satisfac-
tory when the model is asked to generate images with multiple objects. As we discussed
above, images usually have some structures,an image usually contains background
and multiple foreground objects, and these objects tend to have some interactions with
each other. Motivated by this observation, this thesis presents a novel image generation
method by explicitly considering the image-level structure, background, foregrounds

and their spatial relationships. It turns out that adding this structure priors improves the

quality of generated images.



1.3 Reasoning

Reasoning on top of visual and textual data is one of the fundamental abilities in human
intelligence [33]. It requires the agent to understand not only the visual and textual inputs,
but also the underlying reasoning procedures. In this thesis, we particularly explored how
we can exploit the symbolic structured representation at image-level for image captioning
and visual question generation. By symbolic here, we mean the representation is either
represented verbally, or a probability distribution over the vocabulary. In both image cap-
tioning and visual question generation, the models need to reason on top of the symbolic
representations of images to predict which object to mention at next so that the overall
captions are understandable, an the questions are informative.

Image captioning Image captioning is aimed at generating a globally plausible de-
scription for a given image in terms of both groundingness and naturality. The grounding-
ness here measures how much the generated textual descriptions align with the image con-
tent, while the naturality measures how much the descriptions align with human descrip-
tions. Recently, most of state-of-the-art image captioning models use an encoder-decoder
paradigm equipped with attention module [34, 35, 36]. Though these models can generate
natural deceptions, it is well-understood that these models still lack visual grounding. One
of the reasons is that the visual branch in these models still uses a holistic feature map
without an explicit notion of structure in the image. Though the recent works such as [37]
proposed to extract objects from the image, they used feature-level representations as the
inputs to a recurrent neural network. In this thesis, however, we proposed to use symbolic
representations instead to represent the objects in images. Note that this symbolic methods
are not new in image captioning. In [38, 39, 40, 41], the models relied heavily on out-
puts of object detectors and attribute classi ers to describe images. In contrast to recent
approaches, the language is unnatural but the caption is more grounded in what the model

sees in the image. To achieve both groundingness and naturality, we propose a hybrid



method which takes the symbolic outputs of object detector and send it to a neural caption-
ing module. It turns out this new method achieves a good trade-off between groundingness
and naturality, and generalize well to compositionally novel scenarios.

Visual question generation In this thesis, we consider an open-world scenario where
a visual system is put in an environment with some novel visual concepts. In this case, one
way for the agent to acquire information about the new concepts is by asking questions.
There are a number of works in this area [42, 43, 44, 45, 46]. Telled [42] present
a graphical model to address linguistic co-references. However, the question generation
policy and vision system are not designed to leariitkebohleet al. [43] propose to use
language-interaction to solve ambiguities in the object references and for grasping com-
mands. Recently, Thomasent al. [46] proposed to learn a dialog generation policy for
natural language grounding. Instead of resolving the co-reference between visual data and
text, [45] and [44] propose to generate questions for life-long continuous learning for new
object concepts, which are close to our task. However, both of them simplify the testing
scenario by assuming only one target object is presented to the agent or the agent can easily
refer to the target object without ambiguity. In realistic environments however, there are
usually multiple objects scattered in a single image. Our goal is for agents to learn a ques-
tion generation policy that can askambiguousindinformativequestions to an oracle to
learn a visual recognition system. This process involves an explicit reasoning on which en-
tity should be asked next based on current state. Moreover, the question generation policy
should be disentangled from the visual recognition system and speci cs of the scenes so
that it can be applied to other scenarios in the future. To achieve this, we extract a symbolic
scene graph from an image and then generate the questions based on the scene graph. We
demonstrate that the proposed model can learn to ask informative and unambiguous ques-
tions which helps the visual system to acquire more information. Moreover, the question

generation policy can be easily generalized to novel scenarios.



1.4 Thesis Statement

Exploiting structure in visual and textual data enhances visual understanding, generation

and reasoning. Speci cally, we show that

integrating the structure at object-level, image-level and dataset-level in visual data

improves visual understanding (e.g., image classi cation, scene graph generation);

exploiting the image-level structure to generate images in a layer-wise manner im-

proves the visual quality of generated images;

using symbolic structured representations of images not only improves the model
performance but also increases the generalization ability in higher level reasoning

tasks (e.g., vision and language tasks).

1.5 Thesis Overview

Part | introduces how we leverage object-level, image-level and dataset-level structures in
the visual data for image classi cation, scene graph generation and representation learning,
respectively; Part Il explains how we leverage the structure existing in a single image for
image generation; Part Il illustrates how we reason on the symbolic structured representa-
tion of images for image captioning and visual question generation. Finally, in Chapter 8,

we conclude and discuss some promising future directions.
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Structured Visual Understanding



CHAPTER 2
LEVERAGE OBJECT-LEVEL STRUCTURE FOR IMAGE CLASSIFICATION

In this chapter, | will introduce how we leverage the object-level structure for improving
the image classi cation. Speci cally, we propose a new neural network module called
cross-channel communication (C3) network, which enables the communication across dif-
ferent channels at the same convolutional layer in a convolutional neural network (CNN).
In our experiments, we show that by stacking our C3 block on top of convolutional lay-
ers, the image classi cation performance is improved for various CNN architectures. We
apply C3 block for other vision tasks such as object detection and image semantic segmen-
tation and show similar trend of improvement. Furthermore, we perform ablation studies
on the proposed C3 block and nd it can learn more diverse representations and reduce
the required network depth. Finally, the visualization results show that our C3 block can
prompt the convolutional Iters to pay attention to different object regions and learn a more

complementary representations.

2.1 Introduction

The standard deep networks pass feature responses from lower-level layers to higher-level
layers in a hierarchical fashion. With improved computational powers and novel network
designs, stacking more layers has become a common and effective practice — the number of
layers can be signi cantly large [9] and the connections between layers can be signi cantly
dense [47]. Studies [48, 49] show that learned lters in the rst few layers typically cap-
ture low-level texture in images, while the last few layers encode higher-level semantics.
This structure is typically very effective for solving computer vision tasks, such as im-
age classi cation [50], object detection [51, 9], semantic segmentation [52, 53] and video

classi cation [54, 55, 56, 57].
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Figure 2.1: (a) network with Squeeze-and-Excitation (SE) block [58]; (b) our proposed
cross-channel communication (C3) block. Without the squeeze operation as in SE block,
our C3 block enables a comprehensive communication across different channels.

Consider a conventional convolutional neural network, lters at each layer typically
respond to the input response independently. As a result, redundant information could
be accumulated across different channels in the same convolutional layer. As a pioneer,
Squeeze-and-Excitation (SE) block [58] (Figure.2.1 (a)) is an architecture to explicitly
model the channel-wise interaction, and demonstrates superiority on various vision tasks.
However, SE block average each channel into a single scalar and modulate the responses
through a simple multiplication. Therefore, it has a relatively limited bandwidth for the
channel-wise communication.

In this paper, we introduce Cross-channel Communication (C3) block, a simple yet
effective operator that encourages information exchange across different channels at the
same convolutional layer. In the C3 block, we rst pass the response from each channel to
a feature encoder, and then use a message passer to pass the information of one channel to
all other channels. Then, we use a feature decoder to decode the message for each channel.
The updated feature responses will then be passed to future layers and help perform down-
stream tasks. We provide a high-level overview of the C3 block in Figure.2.1 (b).

The proposed module allows channels in each layer to communicate with each other be-
fore passing information to the next layer. Different from related network designs [58, 59,
60] where channels within each layer have limited interactions, our module enables chan-
nels to have a comprehensive interaction through a fully-connected graph structure. In C3

block, we retain the response map (no squeeze used) so that each channel has information
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of whereand how the other channels respond to speci ¢ patterns in the image (e.g., differ-
ent body parts of a person), and then introduce the feature encoder and decoder to enable
thorough information exchange across channels, to learn complementary representations.
Experimental results demonstrate that the learned features are more effective for down-
stream computer vision tasks such as image classi cation, semantic segmentation and ob-
ject detection. To further validate our claim, we conduct experiments to analyze the behav-
ior of C3 block. We nd that 1) the correlations among channels in each layer are smaller
than the baseline model, suggesting that Iters in each layer can learn a more diverse set
of representations; 2) when applying it to a shallower network, we can still achieve simi-
lar performance to deeper networks without C3 block, indicating that the learned features

under C3 blocks are more representative.

2.2 Cross-channel Communication Unit

2.2.1 Formulation

In this section, we formally introduce the formulation of channel-wise interaction. Using
2D CNNs as an example, we illustrate this network module in Figure 2.2.

Let us consider & -layer neural network architecture, where each layermakers.
In the I-th layer, the feature responses are denoteKhy= fx};::;;x["g. In CNNs,
the response of each channel isla W, feature map wherél, andW, denotes spatial
resolutions. We can formulate the updated response after performing the channel-wise
interaction by

Rl = x|+ fl(xix™ (2.1)

wheref| is a function that takes all the feature responses at all channels, and updates
the encoded features of a particular channel. We demss-channel communicatias
the exchanged information across all channels, and the formulation of such information is

modeled irf . In Squeeze-and-Excitation block [58] represents a squeeze and excitation
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Figure 2.2: An overview of the Cross-channel Communication (C3) block. The feature
responses in channels are passed to an encoder, and then the information is exchanged with
other channels using a message passing mechanism. Finally, the features are decoded and
added back to the input responses for the recalibration.

operationt. In comparison, our proposed network structure enables a more comprehensive
communication through a graph neural network by treating each channel as a node in the

graph. We will discuss the details of the model in the following section.

2.2.2 Architecture

The proposed cross-channel communication network consists of three parts that are used

for feature encoding, message passing and feature decoding, respectively.

Feature encoding. This module is used to extract the global information from each chan-
nel response map. Speci cally, given the response rjawe rst atten it to be an one-

dimensional feature vector, and then pass it to two fully-connected layers:

yi = faxD)i zi = fae( (v)) (2.2)

In our modelf " - andf 24 are two linear functions andis a Recti ed Linear Unit (ReLU).

In the feature encoding module, we add a bottleneck &fferto reduce the feature

1The original SE block does not have a residual addition, but we can reformulate it into a residual version
by subtracting the scalar multiplier for each channel by 1
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dimension by a factor of > 1. This module compresses the features to reduce the com-

putational cost. We set = 8 in our experiments.

Message Passing. This module enables channels to interact with each other, and update
their feature responses. For modeling such interactions, graph convolutional network [61]
is a typical choice. Recently, graph attention networks [62, 63] have also been introduced,
aiming to build a soft attention mechanism on top of GCNs. We use a similar formulation to
model the cross-channel communication. Speci cally, we construct a complete undirected
graph, wherZ = fz!gare nodes. We denote the edge strength between the two nodes to
bes; = fan(z!; zf ). Recent works use various methods to Iefag56, 62], while we use
a simple yet effective way to compute the edge strength:

Wi

Z = zi[Kishw); s = (z Z)? (2.3)
k=1

wherez![K] is thek-th element of the attened vecta|. In above, we use the average
output from the feature encoder to increase the robustness in message passing period. We
then compute the negative square distance to enable the channels with similar properties to
have more communication, through which we want to group the similar channels and then
make them diverse and complementary. We then feed them to a softmax layer to get the

normalized attention scoreg , and then compute the outpit= f 2/g as follows:

X .
2 = 3 z| (2.4)
i=1
Feature Decoding. After acquiring the updated channel-wise outptsthe decoding
module takes this information that contains the corrected beliefs of all channels, and re-
shape it to the same size of the input volume so that it can be passed to future layers. We

will add back this information tX | as shown in Eq. (2.1).

The above mechanism ensures that channels at the same layer can communicate with
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each other comprehensively before passing information to future layers. The encoding
layer captures the high-level information of each channel, the message massing module en-
ables channels to interact with each other, and the decoding module collects the information
and passes it to subsequent layers.

Model and Computational Complexity. Our module has a relatively low computa-
tional complexity. In each block, the computation only involves four FC layers. For the
NC block at layed, the additional parameters introducedNis= 2 P IL:1 (H,W,)?, where

is the reduction ratio in our bottleneck layer as mentioned above. As a result, our module
is independent of the number of channels, and thus introduces reasonable number of pa-
rameters for both small and large networks. In practice, we nd it is not necessary to add
cross-channel communication at all convolutional layers. Hence, the complexity is further

limited by adding our C3 block to only a few separate layers.

2.2.3 Analyzingthe ChanneResponses

To understand how the communication affect the channel response maps, we compute the
correlations among all the response maps within each layer, and compare the behavior
with/without using NC block. Speci cally, at each spatial locatipn; n] in the feature

map, we compute the correlations:

PP o _
(xj[m;n]  x))(x;[m;n]  x{)

C:j _ m=1n=1 (2.5)

iyl
XI XI

wherex! and xi are the mean and standard derivatiorkpf We then take the absolute
values of all the::j , and take the average. A larger value indicates that there is redundancy

in the encoded features, while a smaller value means the learned features are more diverse.
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2.3 Background

Our design of the cross-channel communication network shares some high-level similari-
ties with some recently proposed network units. We highlight a few most related works, and
discuss their the differences. Broadly, we categorize these networks into two categories:
modeling feature map interactions spatially or among each channel.

Networks that Model Spatial Interactions. There are network structures that learn
spatial transformation to change input feature maps [64, 65]. Besides learning to perform
spatial transformation, Wanet al.proposed a non-local network (NLN) to describe the
inter-dependency in long-range spatial-temporal locations [56]. We also use graph neural
network to model context within a single layer. However, NLN still models interactions for
features spatially and primarily works for video data. In contrast, we model features within
each channelz, in Eq. (2.4) is updated using information from other channels, whereas
each element df, is updated using its own elements in NLN.

Networks that Model Channel-Wise Interactions. The Squeeze-and-Excitation Net-
work [58] falls into this category in that it uses a simple network to calibrate feature re-
sponses. Besides performing a channel-wise scaling, [59, 60] proposed channel-wise at-
tention for image captioning or semantic segmentation. In our formulation, the interactions
across channels are modeled through a more comprehensive yet ef cient mechanism. Con-
cretely, in Eq. (2.4), SE block can be viewedZas= az,. Similarly, the layer Normal-
ization [66] network is yet another layer-wise operation, but with even simpler operations.
More generally, various normalization methods such as group normalization [67] can be
also regarded as a special case of channel-wise communication. However, the interactions
across different channels are less powerful in that only a mean feature map and the standard

deviation are learned.
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2.4 Experiments

To demonstrate the effectiveness of the proposed module, we conduct experiments by plug-
ging it into various network architectures to enable cross-channel communication within a
layer. We mainly use the residual network [9] and its variants for our experiments. For
clarity, we denote the union of all residual blocks with the same feature resolution as a
residual layer We rst evaluate our model on image classi cation tasks, then verify its
generalization ability to other tasks including semantic segmentation and object detection.

Finally, we analyze the model behavior through ablation studies and visualizations.

2.4.1 QuantitativeComparison

Image Classi cation. We conduct experiments on two popular benchmarks: 1) CIFAR-
100 [68], which has 100 object classes, and 500 images each for training and 100 for test-
ing. (2) ImageNet [69], which has 1000 classes and more than 1.28M images for training,
and 50K for validation.

We use representative network structures including ResNet [9], and Wide-ResNet [70].
We also compare our proposed module with the Squeeze-and-Excitation (SE) block [58].
For a trade-off between model complexity and performance, we add our C3 block to a few
separate layers. Speci cally, for both ResNet and Wide-ResNet, we add one C3 block to
each residual layer at the front. For a fair comparison, we use publicly available code and
the same training protocols (including data loader, learning rate and schedule, optimizer,
weight decay, training duration) for all models. Speci cally, we use stochastic gradient
descent (SGD) with an initial learning radel, momentumD:99, and weight decage 4
for both datasets. The learning rate is decayed by 10 after 100 and 140 epochs for CIFAR-
100, and 30 and 60 for ImageNet. We report the average best accuracy of 5 runs.

Table 2.1 shows the classi cation errors on CIFAR-100 for different models and net-

work architectures and the corresponding model size (in millions). Our proposed cross-
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ResNet-20 ResNet-56 ResNet-110 Wide-ResNet
Size FLOPs Acc. Size FLOPs Acc. Size FLOPs Acc. Size FLOPs Acc.

Baseline 0.28 41.7 67.73 0.86 128.2 71.05 1.74 2579 72.01 26.86 3.84G 77.96
Baseline + SE 0.28 41.8 68.57 0.87 1285 72.00 1.76 258.5 72.47 27.26 3843
Baseline + C3 0.35 46.069.34 0.93 1325 72.27 1.81 262.2 73.36 26.93 3.87G 78.34

Table 2.1: Classi cation accuracies (%) on CIFAR-100 [68] with different models.
ResNet-18 ResNet-50 ResNet-101

size top-1lerr. top-5err. size top-1err. top-5err. size top-1err. top-5 err.

Baseline 11.69 30.28 10.52 25.56 23.61 7.27 4455 22.48 6.18
Baseline + SE 11.78 30.15 10.72 28.022.51 6.43 49.29 2214 6.14
Baseline + C3 12.02 29.30 10.48 25.89 23.19 6.60 44.88 21.93 6.02

Table 2.2: Classi cation errors on ImageNet [69] with different models.

channel communication module consistently outperforms the baseline and SE block [58] on
various ResNet architectures. On Wide-ResNet, our network outperforms baseline model
and is on par with SE network while introducing much fewer parameters (0.07M versus
0.40M). Note that on all these network architectures, our module introduces the same num-
ber of parameters because it is independent of the model size.

In Table 2.2, we report the classi cation errors on ImageNet for different models along
with the model size (in millions). We use standard ResNet-18, ResNet-50 and ResNet-101
as baselines for comparisons. We observe a consistent trend as in Table 2.1. Our cross-
channel communication module outperforms baseline consistently, by introducing only
0.33M parameters. Meanwhile, our model achieves comparable performance to SE block,
even though it introduces more parameters (over 3M parameters). In our experiments,
we also observe that models with cross-channel communication modules consistently have
lower errors in both training and validation over the whole training period.

Object Detection and Semantic Segmentatione use Faster R-CNN [51] for object
detection on the COCO dataset [71], and Deeplab-V2 [53] for semantic segmentation on
the Pascal VOC dataset [72]. We refer to [73] for the implementation of Faster R-CNN. We
add the C3 block in those network structures, and report scores in Table 2.3. Speci cally,

for semantic segmentation, similar to the image classi cation task, we append one C3 block
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to each of the residual layers. For object detection, we only add one C3 block to the output
of ROI pooling layer. We can see consistent improvements for two tasks. Recall that we
only introduce a few additional parameters. Note that we train both models in a plug-and-
play manner, which is different from the experimental settings in [74]. The goal of these

experiments is to prove the generalization of our module in various tasks.

Segmentation  Mean IOU Mean Acc. Detection Pascal VOC COCO
Deeplabv2 [53] 75.2 85.3 Faster R-CNN [51] 74.6 33.9
Deeplabv2 + SE  75.6 85.6 Faster R-CNN + SE 74.8 34.3
Deeplabv2 + C3  75.7 86.0 Faster R-CNN+C3 75.6 34.8

Table 2.3: Performance on semantic segmentation on PASCAL-VOC-2012 (left) and ob-
ject detection on PASCAL-VOC-2007 and COCO (right) with/without cross-channel com-
munication). Bold indicates best results. For detection, mMAP@(IOU=0.5) is reported for
PASCAL-VOC-2007 and mAP@(I0U=0.5:0.95) is reported for COCO.

2.4.2 Analyzingthe CommunicatiorBlock

In this section, we systematically investigate the behavior of the C3 block from different
aspects. Speci cally, we will answer the following questions.

Can we reduce the depth of the network when using C3 blockSince channels at
each layer can communicate and interact through our C3 block, one assumption is that a
very deep network is not necessary to propagate information across channels. Therefore,
we conduct experiments by adding only a few C3 blocks while reducing the depth of the
neural network. We perform this ablated experiment on CIFAR-100 for image classi ca-
tion using ResNet [9] architecture with different number of residual blocks at each residual
layer. In Figure 2.3, we see that using the C3 block, a shallower ResNet-74 can perform
on par with ResNet-110 without C3 block, though with fewer parameters. This suggests
that our C3 module can help to reduce the depth of neural networks while retaining the
performance. As a reference, we further report the detailed number of parameters in these

network structures in Table 2.4. As we can see, the networks with C3 block achieve bet-
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ter performance though having a similar amount of parameters to the baseline network.
Through this ablation study, we demonstrate that the improvement of our model is not

simply due to the increase in parameters.

W/OC3 W/C3

ResNet-56 0.86 0.93
ResNet-62 0.96 1.03
ResNet-74 1.15 1.22
ResNet-86 1.35 1.41
ResNet-98 1.54 1.61
ResNet-110 1.74 1.80

Figure 2.3: The classi cation accuracy for _ _ )
ResNet with different number of layers. Table 2.4: Model size for different ResNets.

Does C3 block reduces redundancy in featuresPo understand the outcome of cross-
channel communication, we compute the correlation scores (as described in Sec 2.2.3)
among all the channel-wise features for the models without and with our C3 blocks. We
track the correlation of channel responses during the whole training stage. As indicated in
Fig. 2.4, after features are passed to the proposed module (Baseline + C3 After), the corre-
lations among channels is consistently smaller (Baseline + C3 Before). When comparing
to the baseline, both values are signi cantly smaller. This suggest that channels are effec-
tively communicating with each other so that the encoded features become less redundant,

and hence achieve a better performance.

E-D M-P ResNet-20 ResNet-56 ResNet-110

- - 67.73 71.05 72.01
X - 68.70 71.95 72.65
- X 69.13 71.79 72.74
X X 69.34 72.27 73.36

Table 2.5: Classication accuracy

on CIFAR-100 for ablated C3 block.
Figure 2.4: Correlations for models at diffé-D is “Encoder and Decoder”; M-P
ent training stages. Is “Message Passing”.

Is our model design helpful? We investigate the extent to which the feature encod-

ing/decoding and message passing contribute to the performance improvement. Speci -
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cally, we remove either the feature encoder/decoder or message passing from our C3 block,
and perform image classi cation on CIFAR-100. As we can see in Table 2.5, both feature
encoding/decoding and message passing improve the performance over the baseline net-
work. These results demonstrate that both modules are necessary. The message passing
helps channels to exchange information across channels so that each channel has a global
information about the input. Without communication, the feature encoding and decoding
help each channel to capture its own global structural information that can not be captured
by a single or few convolution layers.

Where should we add the C3 block in the network?In CNNs, the lower-level lay-
ers typically encode low-level image features while higher-level layers contain semantic
information [48]. In this experiment, we investigate the effect of adding the C3 block at
different residual layers of ResNet. As indicated in Table 2.6, adding C3 blocks at the
second or third residual layer is typically more effective. Note that due to larger feature
size, the C3 block at rst residual layer has more parameters than those in second and third
residual layer. This further supports our previous claim that the improvement is not entirely
due to the increase of model size. Instead, the C3 block at the second and third residual
layer indeed learns more helpful information to help the task. An explanation is that |-
ters at higher layer typically encode high-level semantic information [48], it's more likely
get diverse and informative responses through communication. This indicates that we can
further reduce the model size with few sacri ce of performance, by merely adding our C3

block in the last few layers.

layer 1 layer 2 layer 3 ResNet-20 ResNet-56 ResNet-110

X - - 68.67 71.16 72.28
- X - 69.53 71.88 72.78
- - X 69.12 71.53 72.01
- X X 69.19 72.03 72.95
X X X 69.34 72.27 73.36

Table 2.6: Classi cation accuracy for models with C3 block at different residual layers.
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Figure 2.5: Class Activation Maps (CAM) at the last layer for ResNet-101 (2nd and 5th
column) and ResNet-101 with C3 block (3rd and 6th column).

2.4.3 \Visualizations

We have shown in Fig. 2.4 that the proposed C3 block can help channels to learn more
diverse representations. To further investigate what the C3 block has learned, we employ
an off-the-shelf tool to visualize the class activation map (CAM) [11]. We use Resnet-101
and Resnet-101+C3 trained on ImageNet for comparison. As shown in rst and second
row of Fig. 2.5, the heat maps extracted from CAM for our model have more coverage
on the object region, and less coverage on the background region. In the bottom row, for
images which contain multiple objects, the lters learned from our model can localize all
the objects, while the original model usually localize at most salient object region in the
image. Furthermore, we show the top six mostly intense class activation maps from the
last layer. This way we can directly check what each channel excites about and where
they are. As shown in Fig. 2.6, the top activation maps from baseline model have more
overlaps than the activation maps from the model with C3 block. These visualizations
further demonstrate that C3 block can help the channels to learn more comprehensive and

complementary lters.
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