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In all chaos there is a cosmos, in all disorder a secret order.

Carl Jung



To my wife, for her unwavering love and support, and to my parents, whose guidance and

belief in me laid the foundation for this journey.



ACKNOWLEDGMENTS

It is often said that our thinking is shaped by the people we surround ourselves with.

In this regard, I am deeply indebted and grateful for everyone who has been part of my

journey, whether past or present. First and foremost, I would like to thank my parents for

their dedication and the countless sacrifices they made so that I could pursue my dreams.

Their support has been the bedrock upon which all my achievements stand.

I would like to extend my deepest thanks to my doctoral advisor, Prof. Panagiotis Tsio-

tras, for his constant guidance and support. His rigorous thinking and methodical approach

to solving complex problems have not only shaped my research but also influenced the

way I approach life. The opportunities he has provided me academically have led to many

fruitful collaborations, for which I am deeply grateful.

I would also like to express my sincere appreciation to the members of my com-

mittee—Prof. Florian Dörfler, Prof. Efstatios Bakolas, Prof. Yongxin Chen, and Prof.

Jonathan Rogers—for their valuable feedback and insightful discussions. A special thanks

to Prof. Meeko Oishi, Prof. Daniel Kuhn, Dr. Bart van Bloemen Waanders, Dr. Joey Hart,

and Dr. Venkatram Renganathan whose collaborations and guidance have significantly

enriched my knowledge and expanded my interests.

I am also fortunate to have had the friendship and support of many individuals both

within and outside the DCSL group, particularly: George Rapakoulias, Vignesh Sivara-

makrishnan, Fengjiao Liu, Jack Ridderhof, Adam Wallace, Edward Tilin, and Corey Khaz-

anovich. I would also like to gratefully acknowledge the NASA University Leadership

Initiative for its continued financial support, which made this work possible.

Lastly, I would like to express my heartfelt gratitude to my wife, Shelly Meshkausk. Her

patience, encouragement, and willingness to engage in late-night discussions on esoteric

topics within convex optimization and probability theory—often sacrificing her own well-

being—have been invaluable. There is a never dull moment with you, and without your

v



belief and support in me, constantly motivating me in times of frustration, none of this

work would have been possible. Above all, this thesis is dedicated to you.

vi



TABLE OF CONTENTS

Acknowledgments . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . v

List of Tables . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . xiii

List of Figures . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . xiv

List of Acronyms . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .xviii

Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . xix

Chapter 1: Introduction and Background . . . . . . . . . . . . . . . . . . . . . . 1

1.1 Background and Literature Review . . . . . . . . . . . . . . . . . . . . . . 3

1.1.1 Model-Based Covariance Steering . . . . . . . . . . . . . . . . . . 3

1.1.2 Data-Driven Covariance Steering . . . . . . . . . . . . . . . . . . . 10

1.2 Summary of Contributions . . . . . . . . . . . . . . . . . . . . . . . . . . 13

1.2.1 Model-Based Stochastic Optimal Control . . . . . . . . . . . . . . 13

1.2.2 Data-Driven Stochastic Optimal Control . . . . . . . . . . . . . . . 14

1.3 Comments on Notation . . . . . . . . . . . . . . . . . . . . . . . . . . . . 14

Chapter 2: Chance-Constrained Covariance Steering . . . . . . . . . . . . . . . 16

2.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 16

2.2 Baseline Problem Statement . . . . . . . . . . . . . . . . . . . . . . . . . 20

vii



2.3 Problem Reformulation . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21

2.4 System-Level Approach . . . . . . . . . . . . . . . . . . . . . . . . . . . . 23

2.4.1 Convex Reformulation . . . . . . . . . . . . . . . . . . . . . . . . 24

2.4.2 Final Optimization Problem . . . . . . . . . . . . . . . . . . . . . 27

2.5 Local Approach . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 28

2.5.1 Convex Reformulation . . . . . . . . . . . . . . . . . . . . . . . . 29

2.5.2 Final Optimization Problem . . . . . . . . . . . . . . . . . . . . . 30

2.6 Gaussian Chance Constraints . . . . . . . . . . . . . . . . . . . . . . . . . 30

2.6.1 Constraint Formulation . . . . . . . . . . . . . . . . . . . . . . . . 31

2.6.2 Polytope Constraint Space . . . . . . . . . . . . . . . . . . . . . . 32

2.6.3 Convex Cone Constraint Space . . . . . . . . . . . . . . . . . . . . 37

2.6.4 Norm-Bound Constraint Space . . . . . . . . . . . . . . . . . . . . 38

2.7 Iterative Risk Allocation . . . . . . . . . . . . . . . . . . . . . . . . . . . 42

2.8 Output Feedback . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 44

2.8.1 Problem Formulation . . . . . . . . . . . . . . . . . . . . . . . . . 45

2.8.2 Kalman Filter . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 47

2.8.3 Filtered State Control Design . . . . . . . . . . . . . . . . . . . . . 50

2.9 Iterative Covariance Steering for Nonlinear Systems . . . . . . . . . . . . . 51

2.10 Case Studies . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 53

2.10.1 Spacecraft Rendezvous . . . . . . . . . . . . . . . . . . . . . . . . 54

2.10.2 Low-Thrust Interplanetary Trajectory Design . . . . . . . . . . . . 67

2.10.3 Double Integrator with Measurements . . . . . . . . . . . . . . . . 69

viii



Chapter 3: Non-Gaussian Density Steering . . . . . . . . . . . . . . . . . . . . .74

3.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 74

3.2 Problem Formulation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 76

3.3 Characteristic Functions . . . . . . . . . . . . . . . . . . . . . . . . . . . . 77

3.4 Problem Reformulation . . . . . . . . . . . . . . . . . . . . . . . . . . . . 79

3.4.1 Non-Gaussian Chance Constraints . . . . . . . . . . . . . . . . . . 80

3.4.2 Terminal Density Constraints . . . . . . . . . . . . . . . . . . . . . 84

3.5 Final Optimization Problem . . . . . . . . . . . . . . . . . . . . . . . . . . 87

3.6 Numerical Example . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 88

3.6.1 Gaussian Distribution . . . . . . . . . . . . . . . . . . . . . . . . . 88

3.6.2 Heavy Tail - Laplace Distribution . . . . . . . . . . . . . . . . . . 89

3.6.3 Mixture Distributions - Normal . . . . . . . . . . . . . . . . . . . . 89

Chapter 4: Distributionally Robust Density Steering . . . . . . . . . . . . . . . . 93

4.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 93

4.2 Problem Statement . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 96

4.3 Moment-Based Distributional Robustness . . . . . . . . . . . . . . . . . . 99

4.3.1 DR Risk Constraints . . . . . . . . . . . . . . . . . . . . . . . . . 101

4.3.2 DR Objective Function . . . . . . . . . . . . . . . . . . . . . . . . 103

4.3.3 Final Optimization Problem . . . . . . . . . . . . . . . . . . . . . 104

4.3.4 DR Iterative Risk Allocation . . . . . . . . . . . . . . . . . . . . . 105

4.4 Wasserstein Distributional Robustness . . . . . . . . . . . . . . . . . . . . 107

4.4.1 Propagating Ambiguity Sets . . . . . . . . . . . . . . . . . . . . . 108

ix



4.4.2 DR Risk Constraints . . . . . . . . . . . . . . . . . . . . . . . . . 111

4.4.3 DR Objective Function . . . . . . . . . . . . . . . . . . . . . . . . 115

4.4.4 Terminal Constraints . . . . . . . . . . . . . . . . . . . . . . . . . 117

4.4.5 Final Optimization Problem . . . . . . . . . . . . . . . . . . . . . 118

4.5 Numerical Examples . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 120

4.5.1 Moment-Based DR-DS . . . . . . . . . . . . . . . . . . . . . . . . 120

4.5.2 Wasserstein DR-DS . . . . . . . . . . . . . . . . . . . . . . . . . . 123

Chapter 5: Data-Driven Covariance Steering: Deterministic Case . . . . . . . .131

5.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 131

5.2 Problem Statement . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 133

5.3 Problem Reformulation . . . . . . . . . . . . . . . . . . . . . . . . . . . . 134

5.4 Data-Driven Parameterization . . . . . . . . . . . . . . . . . . . . . . . . . 136

5.4.1 Direct Data-Driven Covariance Steering . . . . . . . . . . . . . . . 138

5.4.2 Indirect Data-Driven Mean Steering . . . . . . . . . . . . . . . . . 140

5.5 Certainty Equivalence and Regularized Data-Driven Methods . . . . . . . . 141

5.5.1 Certainty-Equivalence Design . . . . . . . . . . . . . . . . . . . . 142

5.5.2 Regularized Design . . . . . . . . . . . . . . . . . . . . . . . . . . 143

5.6 Numerical Example . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 143

Chapter 6: Data-Driven Covariance Steering: Stochastic Case . . . . . . . . . .149

6.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 149

6.2 Problem Statement . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 152

6.3 Data-Driven Parameterization . . . . . . . . . . . . . . . . . . . . . . . . . 153

x



6.3.1 Direct Data-Driven Covariance Steering . . . . . . . . . . . . . . . 153

6.3.2 Indirect Data-Driven Mean Steering . . . . . . . . . . . . . . . . . 155

6.4 Noise Estimation Algorithms . . . . . . . . . . . . . . . . . . . . . . . . . 156

6.4.1 ML Noise Estimation . . . . . . . . . . . . . . . . . . . . . . . . . 157

6.4.2 NN Noise Estimation . . . . . . . . . . . . . . . . . . . . . . . . . 159

6.4.3 Indirect Design Estimation . . . . . . . . . . . . . . . . . . . . . . 160

6.5 Uncertainty Set Synthesis . . . . . . . . . . . . . . . . . . . . . . . . . . . 161

6.5.1 Robust Fundamental Lemma . . . . . . . . . . . . . . . . . . . . . 161

6.5.2 Moment-Based Ambiguity Sets . . . . . . . . . . . . . . . . . . . 164

6.6 Robust DD-DS . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 167

6.6.1 Problem Formulation . . . . . . . . . . . . . . . . . . . . . . . . . 168

6.6.2 Solution to the DD-MS Problem via SLS . . . . . . . . . . . . . . 170

6.6.3 Solution of the Robust DD-CS Problem . . . . . . . . . . . . . . . 174

6.7 Parametric Uncertainty DD-CS . . . . . . . . . . . . . . . . . . . . . . . . 178

6.7.1 Solution of the PU-DD-DS Problem . . . . . . . . . . . . . . . . . 179

6.8 Numerical Example . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 182

Chapter 7: Data-Driven Distributionally Robust Density Steering . . . . . . . .192

7.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 192

7.2 Problem Formulation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 194

7.3 Problem Reformulation . . . . . . . . . . . . . . . . . . . . . . . . . . . . 196

7.4 DR Risk Constraints . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 197

7.4.1 Joint DR-CVaR Constraints . . . . . . . . . . . . . . . . . . . . . . 198

xi



7.4.2 Individual DR-CVaR Constraints . . . . . . . . . . . . . . . . . . . 203

7.5 DR Objective Function . . . . . . . . . . . . . . . . . . . . . . . . . . . . 203

7.6 Terminal Constraints . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 204

7.7 Final Optimization Problem . . . . . . . . . . . . . . . . . . . . . . . . . . 205

Chapter 8: Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .207

8.1 Summary of Contributions . . . . . . . . . . . . . . . . . . . . . . . . . . 207

8.2 Future Research Directions . . . . . . . . . . . . . . . . . . . . . . . . . . 209

8.2.1 Chance Constraints . . . . . . . . . . . . . . . . . . . . . . . . . . 209

8.2.2 Output Feedback . . . . . . . . . . . . . . . . . . . . . . . . . . . 213

8.2.3 Alternative Parameterizations and Adaptive Methods . . . . . . . . 217

8.2.4 Towards a Stochastic Fundamental Lemma . . . . . . . . . . . . . 218

Appendices . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .220

Appendix A: Distributionally Robust Optimization . . . . . . . . . . . . . . . . 221

Appendix B: Convex Analysis . . . . . . . . . . . . . . . . . . . . . . . . . . . 246

Appendix C: Chapter 2 Proofs . . . . . . . . . . . . . . . . . . . . . . . . . . . 250

Appendix D: Chapter 6 Proofs . . . . . . . . . . . . . . . . . . . . . . . . . . . 262

References . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .268

Vita . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .286

xii



LIST OF TABLES

2.1 Comparison of total true risk and terminal volume between uniform and
optimal allocations for polyhedral and conical state spaces. . . . . . . . . . 62

2.2 Parameters for Earth-to-Mars transfer example [123]. . . . . . . . . . . . . 67

2.3 Statistics of solution times for varying horizon lengths. . . . . . . . . . . . 71

3.1 The largest deviation between the actual and desired PDFs (3.32), com-
pared to theL1 distance (3.33) for each scenario. The controller from (3.40)
yields anL1 distance that upper bounds the largest deviation in each case. . 90

3.2 Cost and risk allocation (for the state and the input) when solving (3.40),
and averaged values from104 Monte-Carlo (MC) samples for validation.
The MC average cost is consistent with the computed cost, and the MC
state and input constraint violations are lower than the computed violations. 90

4.1 Ratio of terminal position standard deviations between DR-DS and baseline
CS for different mean wind speeds. . . . . . . . . . . . . . . . . . . . . . . 127

4.2 Parameter values for drone landing problem. . . . . . . . . . . . . . . . . . 128

5.1 Mean cost error among different data-driven covariance steering approaches
for corrupted data. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 148

6.1 Upper bounds for noise uncertainty set constructions compared to true error
quantile� ? for various con�dence levels� . . . . . . . . . . . . . . . . . . . 183

6.2 Percentage of feasible solutions to R-DD-MC for varying model uncer-
tainty � and terminal constraint space sizejX f j. . . . . . . . . . . . . . . . 187

6.3 Percentage of feasible solutions to R-DD-CS for varying noise estimation
error bounds� and disturbance variance� 2

� . . . . . . . . . . . . . . . . . . 189

xiii



LIST OF FIGURES

1.1 Constrained distribution steering problem for the state density evolution. . . 3

1.2 Comparison of deterministic constraints (left) and chance constraints (right). 6

1.3 Chance constraint applications for non-linear constraint spaces. (Left) Space-
craft rendezvous and docking with line-of-sight constraints. (Middle) Quadro-
tor position landing cone constraints and thrust tilt angle constraints. (Right)
Powered-descent guidance minimum and maximum thrust magnitude con-
straints. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 8

1.4 Comparison of direct and indirect data-driven control designs. . . . . . . . 10

2.1 State (top) and input (bottom) constraint violations resulting from a decou-
pled open-loop and feedback design. . . . . . . . . . . . . . . . . . . . . . 17

2.2 Feasible state space region for spacecraft rendezvous problem. . . . . . . . 56

2.3 Optimal trajectories using IRA-CS, with 3-� covariance ellipsoids. . . . . . 57

2.4 Optimal planar trajectories using IRA-CS, with 3-� covariance ellipses. . . 58

2.5 Comparison of terminal covariance steering using a uniform and the opti-
mal risk allocation. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 59

2.6 Trajectories of controlled system and their associated standard deviations
using iterative risk allocation. . . . . . . . . . . . . . . . . . . . . . . . . . 60

2.7 Comparison of allocated risk and true risk using: (a) uniform risk alloca-
tion, (b) optimal risk allocation. . . . . . . . . . . . . . . . . . . . . . . . . 61

2.8 Optimal costJ ?(� ) after every IRA iteration. . . . . . . . . . . . . . . . . 62

2.9 Optimal trajectories using convex relaxations of conic chance constraints. . 64

xiv



2.10 Stochastic MPC methods in the rendezvous problem . . . . . . . . . . . . . 65

2.11 Nominal trajectory and controls with discrete times indicated as dots along
the trajectory. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 68

2.12 Nominal control (black) with sample control trajectories (gray). . . . . . . . 70

2.13 Open-loop (left) and closed-loop (right) position covariance at each time step. 71

2.14 Evolution of 3-� covariance ellipses for the true state, estimated state, and
state estimation error. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 73

3.1 Distribution steering from one Gaussian distribution to another Gaussian
distribution. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 91

3.2 Distribution steering from a Laplace distribution to a Gaussian distribution. 91

3.3 Distribution steering from a Gaussian mixture distribution to a Gaussian
distribution. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 92

4.1 Trajectories of 500 independent Monte Carlo samples for distributionally-
robust and Gaussian polytopic chance constraints with3� covariance el-
lipses. Each subplot displays the projection of the full state onto thex � y
plane. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 121

4.2 Optimal cost for each DR-IRA algorithm iteration for polytope and cone
chance constraints. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 121

4.3 Optimal trajectories for 500 independent Monte Carlo trials under DR cone
chance constraints. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 122

4.4 Optimal trajectories for (left) DR-DS solution with" = 15, and (right)
baseline CS solution, subject to nominal disturbancePw . . . . . . . . . . . 124

4.5 Optimal trajectories for (left) DR-DS solution with" = 15, and (right)
baseline CS solution, subject tomaximaldisturbancePw in disturbance am-
biguity setBk�k

" (P̂w). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 125

4.6 Optimal trajectories for (left) DR-DS solution with" = 15, and (right)
baseline CS solution, subject tonon-Gaussiant-distribution disturbance. . . 126

4.7 Terminal position distribution and propagated Monte Carlo samples for
DR-DS (black) and baseline CS (blue) under nominal turbulence model. . . 129

xv



4.8 Monte Carlo trajectories and terminal splashpoints for (a) DR-DS and (b)
CS solutions with severe wind turbulence. . . . . . . . . . . . . . . . . . . 130

5.1 Optimal Monte Carlo trajectories and 3-� covariance ellipses of data-driven
covariance steering solution. . . . . . . . . . . . . . . . . . . . . . . . . . 144

5.2 Comparison of differences between model-based and data-driven covari-
ance steering solutions in the noiseless case (� = 0) with mean errors (solid
line) and 3-� shaded error bars. . . . . . . . . . . . . . . . . . . . . . . . . 146

5.3 Absolute value error in data-driven feed-forward control for different levels
of exogenous noise. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 147

5.4 Normed error in data-driven feedback control for direct, regularized, and
certainty-equivalence methods for a noise level� = 10� 3 and regulariza-
tion hyperparameter� = 2 � 10� 2. . . . . . . . . . . . . . . . . . . . . . . 147

6.1 Breakdown of DUST framework into data-collection, noise estimation, and
robust control. The noisy datasetD is used to estimate the past noise re-
alization�̂ 0;T , which is subsequently used to generate norm-bounded un-
certainty sets� model for the (indirect) DD-MS and� noise for the (direct)
DD-CS problems. The end result is optimal moment trajectories that sat-
isfy terminal distributional constraints with high probability. . . . . . . . . 150

6.2 Empirical distribution of norm of joint estimation errors�� 0;T , for varying
sampling horizonsT. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 184

6.3 Comparison of (R)DD-MS optimal trajectories for 500 randomized trials
of data collected from the true model over a horizonT = 30. . . . . . . . . 185

6.4 Comparison of (R)DD-MS optimal trajectories for 500 randomized trials of
data collected from random models withk[� B � A]k � � over a horizon
T = 30. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 186

6.5 Empirical distribution of noise realization estimation errors� � k , for vary-
ing sampling horizonsT. Each row corresponds to a different sampling
horizon: T = 10 (top row),T = 100 (middle row), andT = 1; 000(bot-
tom row). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 188

6.6 Model estimation error upper bounds (solid) and true estimation error (dashed).188

xvi



6.7 Terminal state mean and covariances of (a) certainty-equivalence design,
(b) CE mean design + robust covariance design, and (c) robust mean +
covariance designs. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 189

6.8 Terminal3� covariance ellipses for varying levels of robustness� and de-
sired precision to noise ratio� f =� � . . . . . . . . . . . . . . . . . . . . . . . 190

6.9 Comparison of optimal closed-loop trajectories between (a) model-based,
and (b-d) data-driven control design. The solid lines represent the mean
trajectories and the ellipses represent the 3� covariance ellipses for each
randomized trial. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 191

xvii



xviii



SUMMARY

The pursuit of safe and reliable control under uncertainties stands as a fundamental

challenge in control theory. Traditional approaches, which typically involve designing a

nominal trajectory followed by the addition of a feedback controller, often falter in ensur-

ing safety and robustness, particularly under large and potentially unbounded uncertainties.

The system behavior, in�uenced by these random disturbances, no longer follows a deter-

ministic path but, instead, becomes a stochastic process. This shift in the point of view of

the dynamics necessitates a strategic pivot: from steering speci�c states to steering the en-

tire state trajectory distribution. The theory of covariance steering (CS) directly addresses

this shift, aiming to steer the entire distribution of system states from an initial distribution

to some target distribution. This theory has historically focused on systems with normally

distributed disturbances and Gaussian boundary states, as well as chance constraints to

manage the joint likelihood of constraint violations along the planning horizon.

Along with CS theory, a critical prerequisite for effective control design is obtaining a

representation of the underlying system dynamics. This foundational step can be achieved

through various methods, including �rst-principles modeling or data-driven system iden-

ti�cation. Following this identi�cation step, traditional control synthesis employs these

estimated models to design control laws. Signi�cant advancements in data collection and

processing, fueled by breakthroughs in machine learning and deep neural networks, have

given rise to the burgeoning �eld of direct, data-driven control. These approaches harness

the power of extensive, potentially real-time, system data collected from the underlying

system process to design control laws, bypassing the intermediate step of system identi�-

cation.

This thesis contributes to the �eld in two signi�cant ways. Firstly, it extends the current

state-of-the-art in model-based distribution steering theory (Chapters 2-4). This includes

enhancing computational ef�ciency of existing methods and addressing more complex real-
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world scenarios, such as steering state distributions under non-Gaussian disturbances and

boundary conditions, optimizing risk pro�les across the planning horizon, and modeling as

well as as controlling distributional uncertainty. Existing methods often struggle to balance

tractability with robustness, especially in safety-critical scenarios involving ambiguous un-

certainties, incomplete models, and data-limited environments. The second major contri-

bution of this thesis is the integration of data-driven methods to formulate and solve the

distribution steering problem, speci�cally for system with unknown dynamics but avail-

able data collected off-line (Chapters 5-7). By applying the aforementioned model-based

CS principles (and extensions therein) in the data-driven context, this research aims to

establish a robust framework for safe and adaptive data-driven state density control and

distribution steering.

The versatility and effectiveness of these theoretical advancements are demonstrated

on a wide range of practical applications, including spacecraft rendezvous, interplanetary

transfer guidance, quadrotor path planning and landing guidance, as well as, more gen-

erally, motion planning for ground vehicles. These serve as case studies to illustrate the

broader applicability of the proposed methods, emphasizing the integration of model-based

advancements within a data-driven context. In summary, this dissertation aims to advance

and merge the precision of model-based approaches with the adaptability of data-driven

methods in distribution control, with the ultimate aim of advancing the capabilities to con-

trol dynamical systems under uncertainty.
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CHAPTER 1

INTRODUCTION AND BACKGROUND

The control of dynamical systems under uncertainty is at the cornerstone of safe and

reliable automatic control. Complex missions nowadays require increasing levels of pre-

cision and accuracy for the state variables being controlled. Indeed, if we compare, for

instance, the several hundred meter splashdown errors of the Apollo 11 mission [1] with

the meter-level requirements of the SpaceX landing missions, there is almost a two or-

ders of magnitude difference. Other notable and emerging examples in the areas of aerial

and ground autonomy are that of aircraft/VTOL landing under turbulence, hypersonic tar-

geting, quadrotor planning and landing in the presence of obstacles, factory process and

humanoid robotics applications, and many others. These systems, as a whole, face sce-

narios in which either the disturbances are highly time varying, dif�cult to characterize, or

unknown entirely- or the dynamics themselves are highly complex and nonlinear. It fol-

lows that traditional methods (e.g., LQR/MPC) which have shown success in a wide range

of mild cases, fail to provide the robustness and performance guarantees in these more

dif�cult, though increasingly important, settings.

In general, there appears to be two emerging schools of thought on how to handle these

complex systems with varying uncertainties and environments; either through computa-

tional approaches or through analytical approaches. Computational approaches refer to

learning-based methods that use data to output control actions that achieve some desired

system behavior (e.g., reinforcement learning [2], neural-network control [3]), whereas an-

alytical approaches refer to control-theoretic methods and analyses aimed towards the same

goal. Learning-enabled strategies, especially in the modern era of big data and immense

processing power, have shown to be highly effective, but struggle with rigorous safety
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guarantees as their outputs are in essence unknown a priori against all initial conditions.

There are many notable efforts to this end that study and prove the theoretical guarantees

of machine learning models with respect to output safety [4, 5, 6, 7], though this is still

a nascent and developing �eld, especially in the context of probabilistic veri�cation [8, 9,

10]. Theoretical methods, on the other hand, are mathematically well-de�ned, enjoy supe-

rior guarantees, but suffer from limiting assumptions in order to aid in tractability. Indeed,

there is a well known trade-off with model-based methods involving expressivity and fea-

sibility; generally speaking, the more general the problem, the harder it is to solve. The

central aim of this dissertation is two-fold: �rstly, to take non-trivial steps in extending the

state of the art in model-based methods in stochastic optimal control, posing and solving

more realistic and practical problems of interest, and secondly, developing a framework

which blends the adaptability of data-driven methods and availability of input/output data

with the assurances of model-based stochastic control methods.

The problem setting which we consider falls under the umbrella of stochastic optimal

control, whereby a control history is the result of the minimization of the expected value

of a cost functional, subject to a stochastic dynamics model with probabilistic noise, and

while satisfying transient constraints on the state and control inputs. The approach we take

to study and solve this class of problems is inspired by the recently developed theory of

�nite-horizon covariance steering (CS) [11, 12], which was formulated as a viable method

to control the dispersion of trajectories for a linear dynamical system. In this paradigm, the

focus is not so much to control the system subject to the uncertainties (as in, for example,

robust control [13, 14]), but instead to controltheuncertainties in the underlying system.

This switch in thinking forces one to view a dynamical system not as a deterministic point

moving through time and space, but rather as an evolving random process characterized

by some probability distribution x (t). To this end, controlling the uncertainty of the

dynamical system is akin to transforming the distribution of the state over the planning

horizon, as in Figure 1.1.
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Figure 1.1: Constrained distribution steering problem for the state density evolution.

In the following sections, we will review the current theory on model-based covariance

steering, as well as an introduce behavioral systems theory and data-driven control, which

will serve as the foundation for data-driven covariance steering developments.

1.1 Background and Literature Review

1.1.1 Model-BasedCovarianceSteering

While solving stochastic optimization problems is inherently intractable, it is fruitful to

view the random process of state evolutions instead as thedeterministicevolution of its

density. For continuous-time systems, this becomes the celebrated Fokker-Planck (FP)

equation, which is a second-order PDE characterizing the evolution of the state density.

Many researchers have studied the properties and solutions of the FP equation and its syn-

thesis with the Hamilton-Jacobi-Bellman (HJB) with computational methods for their fast

computation on a discretized grid, for example [15, 16, 17, 18, 19].

Covariance steering, on the other hand, is concerned with the propagation, and control,

of the moments of the state distribution. When the disturbances and initial state are nor-

mally distributed, the state evolution remains Gaussian over the entire planning horizon.
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Consequently, the control problem can be thought of as one of steering the mean and the

covariance of the state to their desired terminal values. The problem of covariance control

has a history dating back to the '80s, with the works Hotz and Skelton [20, 21]. Much of

the early work focused on thein�nite horizon problem, where the state covarianceasymp-

totically approaches its terminal value. Only recently has the �nite-horizon problem drawn

attention, namely, the problem of steering an initial Gaussian distribution to a �nal Gaus-

sian distribution at a �nal time subject to linear time-varying (LTV) dynamics. The problem

can be thought of as a linear-quadratic Gaussian (LQG) problem with a condition on the

terminal covariance. Moreover, it has been shown that the �nite-horizon CS controllers can

be constructed as state-feedback controllers, and the problem is traditionally formulated as

a convex program [11, 12] in discrete-time, or as the solution of a pair of Riccati differen-

tials equations coupled through their boundary conditions [22, 23, 24], in continuous-time.

Alternatively, for certain special cases, one can solve the CS problem directly by solving

a stochastic LQ problem with a particular choice of cost weights [11]. Other approaches

[25] use an af�ne-disturbance feedback control having two components, one that steers the

mean state, and the other that steers the covariance. The desired terminal constraints can

be encoded either as linear matrix inequalities (LMIs) [11, 12] or through the Wasserstein

distance [26], and the entire problem can be subsequently reformulated as a semi-de�nite

program (SDP).

Steering the covariance is also related to the theory of steering the marginal distribu-

tion, which has a long history, stemming from the problem of Schrödinger bridges and

optimal mass transport [15, 27, 28, 29]. Of course, steering the state distribution sub-

ject to Gaussian distributions is rather restrictive in practice. As such, most recent work

on covariance steering has focused on extending this baseline framework by either adding

constraints or relaxing the underlying simplifying assumptions. For example, notable ad-

vancements include incorporating state and input constraints [30, 31, 32, 33], obstacles

in path-planning environments [34], incomplete state information [35], and extensions in
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the context of nonlinear systems [36, 37]. For real-time applications, a moving horizon

approach (CS-MPC) was developed in [38] and synthesized with other stochastic control

methods such as model-predictive path integral control [39]. We also mention here other

interesting applications such as in belief space planning [40] and stochastic differential

games [41, 42]. This baseline formulation and extensions therein has been successfully

applied in a variety of applications, including spacecraft rendezvous [43, 44], interplane-

tary trajectory optimization [45, 46, 47], powered-descent guidance [48], spacecraft station

keeping [49], multi-agent path planning [50], quadrotor planning [51, 52], and autonomous

driving [53].

Other advancements are related to computational ef�ciency improvements of the re-

sulting convex program. The original formulation, termed thesystem-levelapproach here,

relies on constructing an augmented state system wherex , [x |
0; : : : ; x |

N ]| is the concate-

nated state, and solving an optimization problem over the system-level inputs with respect

to the joint random variable of the state along the entire horizon. While tractable as a

semi-de�nite program (SDP), the resulting number of decision variables and constraints

yields slow computation times, especially for larger horizons. Instead of optimizing over

system level behavior (similarly to system-level synthesis in robust control [54]), a more

computationally feasible approach would be to encode the one-step moment propagation

constraints and the individual control variables at each time step. We refer to this approach

as thelocal approach, and we show that it is over an order of magnitude faster than the

system-level approach. We review all of these notions in detail in Chapter 2.

This dissertation contributes to the model-based CS theory in a variety of ways. Firstly,

when it comes to incorporating state and input constraints, we note that since the state

is represented by some probability distribution, the probability of violating constraints is

almost-surely non-zero since the state may be unbounded. As a result, we generally enforce

probabilistic, orchance, constraints, which limit the probability of violating an event (or

series of events) to be less than some desired threshold� 2 (0; 1), see Figure 1.2.
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Figure 1.2: Comparison of deterministic constraints (left) and chance constraints (right).

To this end, satisfying chance constraints with respect to the joint probability of viola-

tion along the entire horizon is, in general, intractable, and therefore we decompose these

joint constraints into individual constraints along each time step, assigning an individual

risk � i 2 (0; 1) among each, with the added constraint that
P

i � i � � [55, 56]. In practice,

this is a rather conservative relaxation, and may lead to undesirable optimal trajectories

with unfavorable performance. Instead, it is better to jointly optimize over the control pair

and the allocation of the various risks. In Chapter 2, we derive an iterative risk allocation

(IRA) algorithm that accomplishes this aim, and show its improved performance over just

blindly assigning a uniform risk. Additionally, current work only considers a polyhedral

representation of the constraint spaces, which is rather restrictive in practice. We extend

this theory to more general constraint spaces, such as convex cones and norm-bounded

sets, which are especially useful in the contexts of powered-descent guidance, rendezvous

problems with constrained line-of-sight, and thrust magnitude bounds, see Figure 1.3. We

formulate and solve the resulting optimization problems using both the system-level and

local approaches for completeness, and show tractability in all cases.
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Second, the original CS formulation focused solely on the full state feedback case,

whereby the control designer has access to perfect state measurements. If the state is only

partially known, however, then the control actions must be taken with respect to the mea-

sured output values, i.e., need to useoutput feedback. In the standard LQG theory, we

note that both a separation principle and certainty equivalence holds, whereby the optimal

control and the optimal estimator are decoupled and may be obtained independently and

synthesized together a posteriori, and where the optimal control is independent of the noise

entering the system and may be equivalently solved with respect to a deterministic linear

system. When constraints are added however, it has been shown [35] that the control in-

deed depends on the underlying parametric uncertainty, as well as the measurement model,

breaking the traditional separation and certainty-equivalence principles. Recent work has

been able to extend the system-level CS formulation to this partial state setting, using con-

trol policies such as estimated state feedback (e.g., via Kalman �ltering) [35] or auxiliary

state feedback, where the auxiliary state is a type of uncontrolled �ltered state [44]. In

this regard, we have extended the current state-of-the-art for computational ef�ciency as

mentioned above, and with respect to optimal risk allocation with the IRA algorithm.

Lastly, the baseline covariance steering theory has primarily focused on the linear sys-

tem model with Gaussian boundary conditions. Recent work has been able to relax the

linearity assumption, extending the framework to nonlinear systems through successive

convexi�cation [57], which is an iterative algorithm that solves linearized sub-problems

with the aim of obtaining a local minimum of the original problem. Relaxing the Gaus-

sianity assumption is particularly challenging because the tractability of the problem fun-

damentally relies on the premise that only the �rst two moments of the state—mean and

covariance—need to be controlled. Many natural phenomena, however, are inherently non-

Gaussian. For example, power grid frequency �uctuations are characterized by Levy-stable

laws and superstatistics [58], wind gusts are often treated as Weibull distributions [59], as-

set returns can exhibit heavy-tailed distributions, and in general, many disturbances can
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have a non-stationary structure and may enter the dynamics in a nonlinear fashion. One

notable recent work [60] along this front extends the CS problem to account for Gaus-

sian random �elds, which are a generalization of Gaussian processes to multi-dimensional,

spacial inputs (for example, in atmosphere modeling). Additionally, the CS problem with

additive martingale noise was solved in [61] and with multiplicative noise in [62, 63, 64].

In Chapters 3-4, we contribute along these lines of current research by solving the

distribution steering problem for more general families of disturbances. We split the de-

velopments into two parts: �rst, we present a solution to the most general case where the

noise and boundary distributions can essentially be arbitrary, leveraging the theory of char-

acteristic functions (CFs) to tractably formulate and solve the problem. Second, instead of

assuming an exact parametric distribution for the noise, we instead model thedistributional

uncertaintyin the noise distribution, through Chebyshev (or moment-based) and Wasser-

stein ambiguity sets, which are speci�c sets of probability distributions that the true noise

may be an element of. Chebyshev ambiguity sets represent the family of all distributions

that have common �rst two moments, and allows more expressivity for the noise distri-

bution than just a Gaussian. Wasserstein ambiguity sets further generalize this notion to

allow for any distribution that has a bounded Wasserstein distance to a given, center distri-

bution. In fact, in the data-driven case where we sample the noise, one can exactly compute

the minimum number of samples needed to capture the true underlying distribution in the

Wasserstein ambiguity set with high probability [65]. Using the developed techniques in

Chapter 2 and other techniques from optimal transport [66, 67], we can then propagate the

ambiguity set of the state. From there, using recent results in distributionally robust opti-

mization [68], we solve an associated distributionally robust steering problem as a convex

program, wherein we minimize a worst-case cost and satisfy worst-case risk constraints.
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1.1.2 Data-DrivenCovarianceSteering

Covariance steering theory, when put in a more general context, constitutes only half of

the control problem. Indeed, one of the hidden assumptions of CS is that the model is

given a priori. In practice, however, this model is either acquired through �rst-principles

based physics modeling (i.e.,F = ma), or through system identi�cation techniques. These

approaches to model-based design each pose some fundamental challenges when consid-

ered in this wider context, as described in more detail in Chapter 5. In general, however,

it is worth noting that thisindirect data-driven approach of �rst obtaining a model and

subsequently performing control design on the estimated model is the complexbi-level

optimization problem

minimize cost function (ẑ);

subject to ẑ is a trajectory of modelB ;

where B is identi�ed from given data zd;

which is, in general, inseparable [69]. Many research efforts, both past and present, have

been devoted to the investigation of alternative strategies such as dual control [70, 71] and

identi�cation for control [72].

Figure 1.4: Comparison of direct and indirect data-driven control designs.
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Instead of relying on a dedicated model of the system, and in the spirit of major re-

cent advances in data processing and machine learning, the �eld ofdirect data-driven con-

trol has emerged as a promising alternative to these traditional control methodologies, and

provides an end-to-end solution from data collected of the underlying system to optimal

control output. These approaches bypass the necessity for a parameteric system model,

and instead derive control laws directly from empirical data, as shown in Figure 1.4. Be-

havioral systems theory is the mathematical foundation used as the bridge to embed data

into the control problem [73]. To gain intuition on this framework, we note that behav-

ioral systems theory abstracts away the traditional notions of state, input, and output in the

classical state-space representation, reducing a dynamical system to its most fundamental

entity: the set of all possible trajectories, orbehaviors, that it can exhibit. This shift allows

for a broader and more general analysis of systems by focusing on the observable signals

themselves rather than the internal mechanisms or representations that produce them. In

essence, behavioral systems theory abstracts away the “how” (internal dynamics) to focus

on the “what” (observable signals). To this end, LTI systems are treated as a speci�c sub-

class of behaviors characterized by structural properties like linearity and time-invariance.

In this more general non-parametric representation, collecting a sample input/output tra-

jectory is interpreted as obtaining a single element from the associated behavior space, i.e.,

ŵ , (x̂0; : : : ; x̂T ; û0; : : : ; ûT � 1) 2 B . When the input to the system is persistently ex-

citing, as outlined in Chapter 5, it can be shown that the collected data spans the entire

trajectory space, an important result known as the Fundamental Lemma (WFL), credited

to Jan Willems' [74]. This allows one to parameterize future inputs and outputs of the

system directly as linear combinations of the data collected, or indirectly to obtain an ex-

act model-based representation of the system. These developments have paved the way

for data-driven analysis and control in various domains including data-driven stabilization

[75], �nite-horizon LQR [76, 77] and data-enabled predictive control (DeePC) [78, 79, 80].

The fundamental issue, however, with the use of Willems' Fundamental Lemma in
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many applications is the fact that it only holds exactly fordeterministicLTI systems. When

the system is perturbed by bounded disturbances or is subject to stochastic dynamics or

measurement noise, these direct data-driven schemes degrade rather quickly [79]. As a re-

sult, much of the recent work on this front has been tailored to exploring ways to robustify

against noisy data. Notable methods along this line of research include suitably regulariz-

ing the optimization problem [81], adding slack variables to account for data infeasibility

[78, 82], and low-rank approximations of the data using truncated singular value decom-

position [83, 84]. In fact, certain regularizers have a one-to-one correspondence with the

corresponding indirect design methods, such as certainty-equivalence and subspace predic-

tive control [85], providing a bridge between the two approaches [86, 79]. Extensions such

as
 -DeePC [87] and generalized-DeePC [88] have been proposed, which aim to bridge the

gap between subspace predictive control and DeePC, bene�ting from the positive aspects

of both methods to tackle noisy data. In the context of direct state-feedback control design,

techniques from robust control have been used to robustly stabilize all possible systems

consistent with the data and perturbed by energy-bounded disturbances [89, 90].

The setting of stochastic predictive control (SPC), however, is far less studied, and the

problem of designing optimal controllers for stochastic LTI systems under noisy data is

much more challenging. Existing works on data-driven stochastic control adopt rather re-

strictive assumptions, such as noise-free of�ine data [91] or exact polynomial chaos expan-

sions of stochastic measurements [92, 93]. A notable step towards a generalized framework

for SPC is [94], where the authors explicitly quantify the statistical properties of error quan-

ti�cation from an indirect design based on noisy data, use a Kalman �lter to estimate the

initial condition, and reformulate the chance-constrained SPC problem as a semi-de�nite

program (SDP).

In this regard, Chapter 5 develops the baseline theory of data-driven CS (DD-CS) to

steer the �rst two moments of system states to their terminal values under unknown linear

models with available data, in direct analogy to the model-based case. In the noise-free
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setting, we are able to achieve an exact correspondence between the model-based and data-

driven designs. Chapter 6 then tackles the problem of noisy measurements and stochastic

systems, wherein we develop a framework called DUST (Data-driven Uncertainty quan-

ti�cation and density STeering), which estimates the disturbance realizations entering the

data, and leverages its statistical properties to solve associated robust data-driven mean and

covariance steering problems. Finally, Chapter 7 extends this framework to include distri-

butional uncertainty in the noise and boundary distributions of the problem, representing

these terms as Wasserstein ambiguity sets with empirical center distributions derived from

data samples.

1.2 Summary of Contributions

At a high level, this dissertation aims to extend the current state-of-the-art in �nite

horizon distribution control along the various avenues outlined in Section 1.1.1, as well as

develop the theory of data-driven distribution control. An outline of speci�c contributions

is given below.

1.2.1 Model-BasedStochasticOptimalControl

• Derive an iterative risk allocation algorithm to jointly optimize the risk of constraint

violations and the feedback control design.

• Tractably formulate probabilistic constraints for convex cone and norm-bounded

constraint spaces as convex constraints.

• Develop a computationally-ef�cient, output-feedback convex programming solution

to steer Gaussian state distributions under partial state information.

• Pose and solve a general distribution steering problem for LTV systems under arbi-

trary disturbances and boundary conditions.
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• Develop a convex programming solution to solve distributionally-robust control prob-

lems under moment-based and Wasserstein ambiguity.

1.2.2 Data-DrivenStochasticOptimalControl

• Formulate and solve via convex programming the data-driven covariance steering

problem for unknown linear systems with exact data.

• Formulate and solve via convex programming and robust optimization the data-

driven covariance steering problem for unknownstochasticlinear systems with noisy

data.

• Develop a convex programming solution for distributionally-robust control problems

under data-driven Wasserstein ambiguity sets with sampled noise histories.

1.3 Comments on Notation

Real-valued vectors are denoted by lowercase letters,u 2 Rm , matrices are denoted by

upper-case letters,V 2 Rn� m , and random vectors are denoted by bold-face letters,w 2

Rp. � denotes the cumulative distribution function of the standard Gaussian distribution,

and� 2
p;q denotes the inverse cumulative distribution function of the chi-square distribution

with p degrees of freedom and quantileq. The Kronecker product is denoted as
 and

the vectorization of a matrixA is denoted asvec(A) = [ a|
1; : : : ; a|

M ]| , whereai is thei th

column ofA. Often, we use the shorthand notation[A; B ] to denote the vertical stacking

of two matrices or vectors of compatible dimension. We de�ne the set[[T]] , f 1; : : : ; Tg

and similarly[[T]]0 , f 0g [ [[T]], for any natural numberT 2 N. The Moore-Penrose

pseudoinverse of a matrixA is denoted byAy.

We denote the matrix Frobenius norm byk � kF and, depending on the context, we

denote the matrix two-norm byk � k . We denote the identity matrix of sizen � n asI n

and the zero matrix of sizem � n as0m� n . For simplicity, we denote them-long vector
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of zeros as0m . Often, we will drop the subscript in these matrices if the dimension is clear

from the context. The set of all positive (semi-) de�nite matrices of dimensionn � n is

denoted bySn
++ (Sn

+ ); a matrix in this set is given byP � 0 (P � 0). Lastly, we succinctly

denote a discrete-time signalz0; z1; : : : ; zT by f zkgT
k=0 .

Throughout this thesis, we assume a common probability space(
 ; F ; P) for all random

objects. The space of probability distributions overRd with �nite qth moment is denoted

by Pq(Rd). GivenP; Q 2 P q(Rd), we denote byP 
 Q their product distribution and by

P
 N theN -fold product distributionP
 � � � 
 P with N terms. Given a matrixA 2 Rm� d,

the pushforward ofP is given byA# P and is de�ned by(A# P(B)) = P(A � 1(B)), for all

Borel setsB � Rm . We denote by� x the Dirac delta distribution concentrating unit mass

at the atomx 2 Rn . The convolution ofP and� x is denoted by� x � P, and is de�ned by

(� x � P)(B) = P(B � x).
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CHAPTER 2

CHANCE-CONSTRAINED COVARIANCE STEERING

The material in this chapter is based on Refs. [95, 52, 96, 47, 49].

2.1 Introduction

To begin our foray into optimal distribution steering, we will �rstly review the current

state-of-the-art with respect to the baseline problem ofcovariance steering, namely, steer-

ing the distribution of states from an initial Gaussian to a terminal Gaussian with respect

to a discrete-time linear system with additive Gaussian noise. In this regard, there are two

main techniques to tractably reformulate this problem, which we refer to in this dissertation

as thesystem-leveland thelocal approaches. Using an af�ne state feedback controller, the

CS problem is reformulated as a tractable semi-de�nite program, which can be solved to

global optimality using off-the-shelf solvers [97]. To provide some intuition, the original

stochastic control problem over optimizingrandomstate trajectories is converted into two

sub-problems over optimizing thedeterministicmean and covariance trajectories. By in-

troducing an af�ne state feedback law, it follows that the mean dynamics are solely driven

by the feed-forward control input, while the covariance dynamics are solely driven by the

feedback gains. Optimizing over the closed-loop system trajectories simultaneously is,

in general, more optimal and desirable than just optimizing over the nominal control and

adding a feedback controller afterwards. The traditional decoupled design often fails in

practice due to control saturations and constraint violations owing to the random nature of

the state, see Figure 2.1 for an example. Indeed, when designing a nominal controller for

a deterministic system, one may have encounter a scenario in which a large disturbance

signi�cantly perturbs the system, leading to state constraint violation. To counteract this

large disturbance, the sequential feedback control will have large gains, potentially leading
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to controller saturation. By designing the nominal control in tandem with the feedback

gains, we are able to effectively and precisely steer both the mean state and its dispersion

(i.e., covariance), taking into account the evolution of the entire state density for safety and

robustness.

Figure 2.1: State (top) and input (bottom) constraint violations resulting from a decoupled
open-loop and feedback design.

Following this, we introduce chance constraints into the problem formulation, which

limit the probability of violation for both the state and control inputs, and are the next natu-

ral step in the problem development. Chance constraints fundamentally couple the nominal

and feedback designs, since a state trajectory close to the boundary of the constraint space

will undoubtedly need to have a smaller covariance in order to satisfy the desired con-

straints to some risk tolerance. In both the system-level and local approaches, tractability

results exist, though the system-level approach offers an exact reformulation, while local

17



approaches require convex relaxations. Additionally, both approaches require decompos-

ing the joint chance constraints over the entire planning horizon into individual constraint

along each time step through Boole's inequality [98]. This relaxation introduces extra de-

cision variables, which are the individual risks at each time step, and in general, these

variables are unknown and need to be optimized. For instance, a vehicle �ying suf�ciently

far away from a constraint boundary need not be as risk-averse as compared to when the

vehicle is near it. In these cases, an optimal solution would allocate less risk in this safe

transient motion and more risk in more critical phases of the �ight path. This is a non-trivial

problem, however, as the risks appear bilinearly in the resulting optimization program. The

majority of works in chance-constrained covariance steering simply assign a uniform risk

allocation, thereby yielding sub-optimal and conservative solutions. To this end, our pro-

posed method introduces an iterative risk allocation (IRA) algorithm that jointly optimizes

over the individual risks as well as the control law.

Along these lines, the current literature is limited to only polytope state and input con-

straint spaces, which are rather restrictive in practice. In powered descent guidance or ren-

dezvous line-of-sight problems, the feasible space is a cone as it captures more naturally the

physical geometries involved. Additionally, spacecraft thruster magnitude constraints are

similarly formed as norm-ball sets, which fall under the convex cone class of constraints

(see Figure 1.3). To this end, we propose several different methods to handle this more

general family ofquadraticchance constraints, and show they can be second-order cone

representable in the majority of cases. In the process, we also discuss two-sided (i.e. abso-

lute value) and norm-bounded chance constraints, and compare the proposed developments

to recently proposed methods in the literature [49, 45].

Lastly, we consider the case of imperfect state measurements, where the state is only

partially observable through measurements corrupted by Gaussian noise. Previous ap-

proaches that have tackled this problem [35, 44, 99] have only focused on the system-

level framework, which is computationally expensive. We extend these results to the local
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approach, and bridge the gap between computational performance and tractability in the

output-feedback case. Using a Kalman �lter, the covariance steering problem is tradition-

ally reformulated as one of steering the estimated mean state and estimated covariance.

With the addition of chance constraints, we demonstrate that, in contrast to the standard

LQG theory, the optimal feedback control depends on both the process noise and the ob-

servation model.

For all developments, we illustrate our proposed methods with in-depth case studies,

particularly in the context of spacecraft rendezvous and interplanetary trajectory optimiza-

tion, where the proposed CS framework is demonstrated to outperform traditional control

methods in a variety of aspects, including performance, robustness, and ef�ciency.

Contributions

The contributions of this chapter are summarized as follows. A novel iterative risk allo-

cation (IRA) is introduced to jointly optimize over the risk allocation and control law for

chance-constrained CS problems. Additionally, we introduce tractability results for a gen-

eral class of quadratic constraint spaces, including convex cone and norm-bounded sets.

We also extend the more computationally ef�cient local approach to covariance control

to output feedback scenarios, reformulating the chance-constrained steering problem over

the estimated state process as a convex (or, in some cases, difference-of-convex) program.

Lastly, we apply these proposed developments to the problems of spacecraft rendezvous

and interplanetary transfer guidance.

Organization

This chapter is organized as follows. In Section 2.2, we de�ne the baseline CS prob-

lem in its general context. In Section 2.3, we reformulate the stochastic optimal control

problem as two deterministic subproblems over the mean and covariance evolutions of the

state. Sections 2.4-2.5 review the traditional system-level and the recently introduced lo-
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cal approaches to solve the mean and covariance subproblems. Sections 2.6-2.7 introduce

Gaussian chance constraints into the problem formulation, and outline the IRA algorithm

for optimizing the risk pro�le over the planning horizon. Section 2.8 then formulates and

solves the output-feedback control problem in the presence of imperfect state information.

We brie�y cover extensions to nonlinear systems in Section 2.9 via successive convexi�ca-

tion. Lastly, Section 2.10 illustrates the proposed methods on various space autonomy and

planning problems.

2.2 Baseline Problem Statement

Consider the following discrete-time stochastic time-varying system subject to noise

x k+1 = Akx k + Bku k + Dkw k ; k 2 [[N � 1]]0; (2.1)

wherex k 2 Rn is the state,u k 2 Rm is the control, andw k � N (0d� 1; I d) is a zero-mean

Gaussian noise with unit covariance. We assume the noise is independent and identically

distributed and is independent of the initial state, that is,E[w kw |
j ] = � jk I andE[w kx |

0] =

0, where� j;k is the Kronocker delta. The initial and target state distributions are chosen to

be normally distributed as

x 0 � N (� i ; � i ); x f � N (� f ; � f ); (2.2)

where� i ; � f 2 Rn are the state means, and� i ; � f � 0 are the state covariances. Let the

mean state and input be denoted as� k = E[x k ] and�uk = E[u k ], respectively, and the state

and input deviations as~x k = x k � � k and~u k = u k � �uk , respectively. We aim to minimize

the quadratic objective

J (u ) ,
N � 1X

k=0

`(� k ; �uk) + E

"
N � 1X

k=0

~x |
kQk ~x k + ~u |

kRk ~u k

#

; (2.3)
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whereQk � 0 is the state weight matrix,Rk � 0 is the control weight matrix, and̀ is,

without loss of generality, a jointly convex function in� k and�uk . Intuitively, this represents

the sum of anominalcost in terms of the mean state and control input, as well as adeviation

cost which penalizes deviations from the mean quantities. Lastly, under the assumption of

perfect state information, we assume that the control inputu k is an af�ne function of the

state, and de�ne a control sequencef u kgN � 1
k=0 to beadmissibleif it satis�es this property

over the entire horizon. This requirement is made to ensure that the distribution of the

state will remain Gaussian over the time horizon, since as the initial statex 0 and noise are

Gaussian and the system dynamics are linear in the state, input, and noise, then the state

will remain normally distributed for the entirety of the planning horizon.

Remark 1. We assume that the system(2.1) is controllable, that is, for anyx0; xf 2 Rn ,

and no noise (wk � 0; k 2 [[N � 1]]0), there exists a sequence of control inputsf ukgN � 1
k=0

that steer the system fromx0 to x f .

The stochastic optimal control problem is now stated below.

Problem 1. Find an admissible control sequence� x , f u kgN � 1
k=0 that minimizes the cost

functional(2.3)subject to the dynamics(2.1), such that the initial and terminal state satis-

�es (2.2).

2.3 Problem Reformulation

To make Problem 1 tractable, we decompose it into two sub-problems, namely that ofmean

steering andcovariancesteering. The linear dynamics (2.1) may thus be decomposed into

the mean and deviation dynamics as

� k+1 = A� k + B �uk ; k 2 [[N � 1]]0; (2.4a)

~x k+1 = A ~x k + B ~u k + Dw k ; k 2 [[N � 1]]0: (2.4b)
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From (2.4b), the covariance dynamics of the system are

� x k +1 = A� x k A | + A� x k u k B | + B� |
x k u k

A | + B� u k B | + DD | : (2.5)

Similarly, the cost functional (2.3) is decomposed in terms of a mean and covariance cost

as

J � (� k ; �uk) =
N � 1X

k=0

`(� k ; �uk); (2.6a)

J � (� x k ; � u k ) =
N � 1X

k=0

(tr( Qk � x k ) + tr( Rk � u k )) : (2.6b)

Lastly, we decompose the boundary conditions as

� 0 = � i ; � N = � f ; (2.7a)

� 0 = � i ; � N = � f : (2.7b)

Consequently, Problem 1 can be recast as the two sub-problems due to this decoupling of

the mean and covariance dynamics as follows.

Problem 2(Model-Based Mean Steering (MB-MS)). Find an admissible control sequence

f u kgN � 1
k=0 that minimizes the mean cost(2.6a)subject to the mean dynamics(2.4a)with the

boundary conditions(2.7a).

Problem 3 (Model-Based Covariance Steering (MB-CS)). Find an admissible control

sequencef u kgN � 1
k=0 that minimizes the covariance cost(2.6b) subject to the covariance

dynamics(2.5)with the boundary conditions(2.7b).

In the following sections, we review the various system-level approaches to tractably

reformulating Problems 2-3, along with their bene�ts and shortcomings. We then introduce

the local approach, which we adopt for the remainder of this dissertation, and discuss the

various bene�ts of this method compared with the existing methods.
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2.4 System-Level Approach

The system level approach to distribution control involves reformulating the problem in

terms of the full history of state and input sequences. To this end, using [30, 12], we can

reformulate the linear dynamics (2.1) as

x = Ax 0 + Bu + Dw; (2.8)

where

x , [x |
0; : : : ; x |

N ]| 2 R(N +1) n ;

u , [u |
0; : : : ; u |

N � 1]| 2 RNm ;

w , [w |
0; : : : ;w |

N � 1]| 2 RNd ;

are the state, input, and disturbance sequences, respectively. The matricesA ; B, andD are

de�ned accordingly [12, 11]. In a similar manner, the mean and deviation state sequences

are written as

� = A � 0 + B�u; (2.9a)

~x = A ~x 0 + B~u + Dw: (2.9b)

Using this notation, we can write the cost function compactly as

J (u ) =
N � 1X

k=0

`(Ek �; F k �u) + E[~x | Q~x + ~u | R ~u]; (2.10)

whereEk 2 Rn� (N +1) n andFk 2 Rm� Nm extract thekth component of the state and input,

respectively, andQ , blkdiag(Q0; : : : ; QN � 1; 0); R , blkdiag(R0; : : : ; RN � 1). Note that

sinceQk � 0 andRk � 0 for all k 2 [[N � 1]]0, it follows thatQ � 0 andR � 0. The
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initial and terminal conditions (2.7) can be written as

� 0 = E0�; � 0 = E0� x E |
0 ; (2.11)

and

� f = EN �; � f = EN � x E |
N ; (2.12)

where� x , E[xx | ] � �� | .

2.4.1 ConvexReformulation

In the system-level approach, the control is assumed to follow the causal state history feed-

back law

u k = vk +
kX

i =0

K k;i ~x i : (2.13)

Letting the block lower-triangular matrixK be given by

K =

2

6
6
6
6
6
6
6
4

K 0;0 0 � � � 0

K 1;0 K 1;1 0 � � � 0
...

...

K N � 1;0 K N � 1;1 K N � 1;2 � � � 0

3

7
7
7
7
7
7
7
5

2 RNm � (N +1) n ; (2.14)

and lettingv 2 RNm be the vector obtained by stacking the feed-forward controlf vkg, the

control law (2.13) is given in block-matrix notation as

u = v + K ~x : (2.15)

Remark 2. Note that the given control parameterization(2.15)incorporates the full state

history in the feedback law, which greatly increases the number of decision variables in the

resulting optimization problem. For computational ef�ciency, one may also opt to simply

feed back the current state, which leads to a similar formulation, the main difference being
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that the block feedback matrixK in (2.14)will be diagonal rather than lower-triangular.

Given the block notation (2.15), the mean control is therefore�u = v and the control

deviation is~u = K ~x , which leads to the mean and deviation state sequences

� = A � 0 + Bv; (2.16a)

~x = ( I � B K )� 1(A ~x 0 + Dw): (2.16b)

SinceK is block lower-triangular andB is strictly block lower-triangular, it follows that

the matrixI � B K is invertible. Following [47, 12], we perform the change of variables

L , K (I � B K )� 1. It can be shown thatL is block lower-triangular and satis�es the

equality I + BL = ( I � B K )� 1. Furthermore, the feedback gain matrixK is provided

as a function ofL as K = L(I + BL)� 1. Therefore, by optimizing over the decision

variableL, we can retrieve the original feedback matrixK post-optimization. Substituting

the change of variables forL into both the state deviation dynamics (2.16b) and into the

control deviation equation~u = K ~x , we obtain the state and control deviation sequences as

~x = ( I + BL)(A ~x 0 + Dw); (2.17a)

~u = L(A ~x 0 + Dw): (2.17b)

Since the noise sequencew is independent from the initial state deviation~x 0, the vector

A ~x 0 + Dw has covariance

~� = cov[ A ~x 0 + Dw] = A � 0A | + DD | : (2.18)
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As a result, the covariances of the state and control sequences are given by

� x = cov[x ] = ( I + BL) ~�( I + BL)| ; (2.19a)

� u = cov[u ] = L ~� L | : (2.19b)

The cost (2.10) may now be re-written in terms of the block-covariance matrices� x and

� u as a function of the feedforward control sequencev and the gain matrixL as

J (v; L) =
N � 1X

k=0

`(� k ; vk) + tr[� x Q] + tr[� u R]: (2.20)

Substituting the state and control covariance expressions (2.19a) and (2.19b) into the ob-

jective function (2.20), we obtain the cost

J (v; L) =
N � 1X

k=0

`(� k ; vk) + tr
h�

(I + BL)| Q(I + BL) + L | RL
� ~�

i
: (2.21)

Since the state matrixQ is positive semi-de�nite and the input matrixR is positive de�nite,

it follows that the cost (2.20) is convex inL andv.

The terminal mean and covariance constraints (2.12) are expressed in terms of the block

matrix formulation as

� f = EN (A � 0 + Bv); (2.22a)

� f = EN (I + BL) ~�( I + BL)| E |
N : (2.22b)

Note that while the terminal mean constraint (2.22a) is convex (in fact, linear) in the de-

cision variablev, the terminal covariance constraint (2.22b) isnonlinear in the decision

variableL. Hence, to promote tractability, we relax the terminal covariance constraints

to � f � � x N , which, using the Schur complement, can be re-written as the linear matrix
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inequality (LMI) 2

6
4

� f EN (I + BL) ~�
1
2

~�
1
2 (I + BL)| E |

N I

3

7
5 � 0; (2.23)

or, equivalently, as the second-order cone constraint

k~�
1
2 (I + BL)| E |

N �
� 1

2
f k � 1 � 0; (2.24)

where~�
1
2 is a matrix satisfying( ~�

1
2 )| ~�

1
2 = ~� (and similarly for�

1
2
f ). Due to the convex

reformulation involving the covariance matrix square roots, this system-level approach is

often referred to as theblock-Choleskyformulation [45].

2.4.2 FinalOptimizationProblem

With the reformulated objective function (2.21) and reformulated terminal constraints (2.22a),

(2.23), Problems 2 and 3 are recast as the following convex program

min
v;L

N � 1X

k=0

`(� k ; vk) + tr
h�

(I + BL)| Q(I + BL) + L | RL
� ~�

i
(2.25a)

s:t : � f = EN (A � 0 + Bv); (2.25b)
2

6
4

� f EN (I + BL) ~�
1
2

~�
1
2 (I + BL)| E |

N I

3

7
5 � 0: (2.25c)

The speci�c reformulation in (2.25) results in a SDP, though one can equivalently refor-

mulate it in terms of a second-order cone program (SOCP). In any case, both are amenable

to standard off-the-shelf solvers [97].
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2.5 Local Approach

The local approach to solving the CS problem involves treating all of theintermediate

moments of the state distribution, namely� k and� x k , as decision variables of the result-

ing program. This is in stark contrast of the system-level approach, which augments all

of the decision variables together and solves for the entire optimal control sequence in a

batch manner. Shortly, we will show that the local method inherits superior computational

ef�ciency due to this separating construction. To begin, we restrict ourselves to the family

of control laws which are af�ne in only thecurrentstate. This is a necessary restriction as

the full state history feedback law with respect to the local covariance propagation results

in nonlinear constraints, and it is not clear how to tractably reformulate them.

In any case, inserting this control law into the mean and covariance dynamics, we obtain

� k+1 = Ak � k + Bkvk ; k 2 [[N � 1]]0; (2.26a)

� x k +1 = ( Ak + BkK k)� x k (Ak + BkK k)| + DkD |
k ; k 2 [[N � 1]]0: (2.26b)

Similarly, the objective function (2.3) becomes

J (v; K ) =
N � 1X

k=0

�
`(� k ; vk) + tr[ Qk � x k ] + tr[ RkK k � x k K |

k ]
�

: (2.27)

In this form, the mean dynamics (2.26a) are already convex (in fact, linear) in the decision

variablesvk . However, the covariance dynamics (2.26b) are nonlinear and non-convex in

the decision variables due to the terms involvingK k � x k K |
k .
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2.5.1 ConvexReformulation

To remedy these nonlinearities, de�ne the new decision variablesUk , K k � x k , which,

when inserted into the one-step covariance propagation (2.26b), yields

� x k +1 = Ak � x k A |
k + BkUkA |

k + AkU|
k B |

k + BkUk � � 1
x k

U|
k B |

k + DkD |
k : (2.28)

Similarly, the objective function is equivalently re-written as

J (v; K ) =
N � 1X

k=0

�
`(� k ; vk) + tr[ Qk � x k ] + tr[ RkUk � � 1

x k
K |

k ]
�

: (2.29)

Unfortunately, both the cost (2.29) and covariance dynamics (2.28) are still nonlinear in the

decision variablesf Uk ; � x k g. To this end, we relax the dynamics and objective function

by de�ning the decision variableYk � Uk � x k U|
k , which, using Schur complement, is

equivalent to the LMI 2

6
4

Yk Uk

U|
k � x k

3

7
5 � 0: (2.30)

The objective function is similarly relaxed to

J (v; K ) =
N � 1X

k=0

�
`(� k ; vk) + tr[ Qk � x k ] + tr[ RkYk ]

�
: (2.31)

It can be shown (see Appendix C.1) that this relaxation is, in fact,lossless, meaning the

feasible set of solutions to the resulting relaxed program is equivalent to that of the original

(non-convex) problem. Additionally, note that in the local approach, we do not need to

reformulate the terminal constraints in terms of the feedback gains because the covariance

matricesare the decision variables in the problem.
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2.5.2 FinalOptimizationProblem

Combining the reformulated objective function (2.31) with the relaxed covariance propa-

gation constraints (2.30), we obtain the following convex program.

min
� k ;vk ;� x k ;Uk ;Yk

N � 1X

k=0

�
`(� k ; vk) + tr[ Qk � x k ] + tr[ RkYk ]

�
(2.32a)

s:t : for all k = 0; : : : ; N � 1; (2.32b)

� k+1 = Ak � k + Bkvk ; (2.32c)

� x k +1 = Ak � x k A |
k + BkUkA |

k + AkU|
k B |

k + BkYkB |
k + DkD |

k ;

(2.32d)
2

6
4

Yk Uk

U|
k � x k

3

7
5 � 0; (2.32e)

� 0 = � i ; � 0 = � i ; (2.32f)

� N = � f ; � N = � f : (2.32g)

Again, the resulting convex program is an SDP, which may be ef�ciently solved to

global optimality.

2.6 Gaussian Chance Constraints

Given the baseline CS theory established in Sections 2.4-2.5, we are now ready to incorpo-

rate chance constraints into the respectively problem formulations (both system-level and

local). To this end, we consider constraints on the state and the control input. Since the

disturbance entering the system dynamics (2.1) are inherently random, and hence possibly

unbounded, it is generally not possible (except in special cases [33]) to enforce determin-

istic constraints. Instead, we enforce probabilistic, orchanceconstraints on the state and

input, restricting the probability of violating the constraints over the entire planning hori-

30



zon.

We will consider a variety of constraint spaces for the state and input, including poly-

topes, convex cones, and norm balls, all of which areconvexsets. These form a broad

class of constraint spaces for physical applications, such as thrust-bounded inputs [47, 44,

49, 46] and rendezvous line-of-sight and precision landing position cones [43, 100, 48].

Non-convexconstraint spaces, such as planning for a vehicle in the presence of obstacles

(e.g., no-�y zones) can be handled in a variety of ways, most notably using mixed-integer

programming (MLP) [34], lossless convexi�cation [101], or successive convexi�cation ap-

proaches [102, 47, 57]. We describe the latter most approach in detail in Section 2.9.

2.6.1 ConstraintFormulation

To begin, we formally write thejoint chance constraints on the state and control, respec-

tively, as

P

 
N\

k=1

x k 2 X k

!

� 1 � � x ; P

 
N � 1\

k=0

u k 2 Uk

!

� 1 � � u; (2.33)

where� x ; � u 2 [0; 0:5) are the joint risk levels across the entire horizon, andXk ; Uk are

the constraints spaces for the state and input, respectively, at time stepk. The chance-

constrained CS(CC-CS) problem that we wish to solve is posed as follows.

Problem 4(CC-CS). Find an admissible control sequence� x = f u kgN � 1
k=0 that minimizes

the cost functional(2.3)subject to the dynamics(2.1), the initial and terminal state distri-

butions(2.2), and the joint chance constraints(2.33).

Unfortunately, directly evaluating joint chance constraints over the entire horizon is, in

general, an intractable problem. As a result, we resort to relaxing the joint chance con-

straints (2.33) to ensure their satisfaction. Speci�cally, we relax the constraints by using

Boole's inequality [98], which provides an upper bound on the probability of the intersec-
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tion of events. This results in the followingindividual chance constraints

P(x k 2 X k) � 1 � � x
k ;

NX

k=1

� x
k � � x ; � x

k > 0; (2.34a)

P(u k 2 Uk) � 1 � � u
k ;

N � 1X

k=0

� u
k � � u; � u

k > 0: (2.34b)

While � represents thejoint risk of constraint violation, each� �
k represents theindividual

risk along each discrete point in time horizon. In the following sections, we reformulate

the individual chance constraints for the various constraint spaces.

2.6.2 PolytopeConstraintSpace

The polytope constraint spaces for the state and input are, respectively, given by

Xk =
N x\

j =1

f x : � |
j;k x � � j;k g; Uk =

Nu\

j =1

f u : a|
j;k u � bj;k g: (2.35)

Plugging the constraint sets (2.35) into the individual chance constraints (2.34) gives

P

 
N x\

j =1

� |
j;k x k � � j;k

!

� 1 � � x
k ; P

 
Nu\

j =1

a|
j;k u k � bj;k

!

� 1 � � u
k : (2.36)

Again, to make the chance constraints tractable in (2.36), we employ Boole's inequality to

conservatively decompose the constraints into the individual facet chance constraints

P(� |
j;k x k � � j;k ) � 1 � � x

j;k ; j 2 [[Nx ]]; k 2 [[N ]];
NX

k=1

N xX

j =1

� x
j;k � � x ; (2.37a)

P(a|
j;k u k � bj;k ) � 1 � � u

j;k ; j 2 [[Nu]]; k 2 [[N � 1]]0;
N � 1X

k=0

NuX

j =1

� u
j;k � � u; (2.37b)

where� x
j;k ; � u

j;k represent theindividual risks along each sidej of the polytope and time

stepk, for the state and input, respectively. Note that these individual risks are, in general,

decision variables as we do not a priori how to assign risk to each of the constraints. It is
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common practice to assign auniformrisk along the constraints and planning horizon, that

is, � x
j;k = � x=(NN x ) and� u

j;k = � u=(NN u), however, this may lead to overly conservative

designs. Instead, in Section 2.7, we will outline an iterative scheme to jointly optimize for

the control pairf K; v g as well as the optimal risk allocationf � x
j;k ; � u

j;k g.

First, however, we need to make the individual chance constraints (2.37) tractable.

Sincex k ; u k are both normally distributed, it follows that

� |
j;k x k � � j;k � N (� |

j;k � k � � j;k ; � |
j;k � x k � j;k );

a|
j;k u k � aj;k � N (a|

j;k vk � bj;k ; a|
j;k � u k aj;k );

where� u k = K k � x k K |
k . As a result, we can express the individual chance constraints

(2.37) in terms of the standard normal CDF�( �) as

�

0

@
� j;k � � |

j;k � k
q

� |
j;k � x k � j;k

1

A � 1 � � x
j;k ; j 2 [[Nx ]]; k 2 [[N ]]; (2.38a)

�

0

@
bj;k � a|

j;k vk
q

a|
j;k � u k aj;k

1

A � 1 � � u
j;k ; j 2 [[Nu]]; k 2 [[N � 1]]0: (2.38b)

Lastly, re-arranging terms yields

� |
j;k � k + � � 1(1 � � x

j;k )
q

� |
j;k � x k � j;k � � j;k ; j 2 [[Nx ]]; k 2 [[N ]]; (2.39a)

a|
j;k vk + � � 1(1 � � u

j;k )
q

a|
j;k � u k aj;k � bj;k ; j 2 [[Nu]]; k 2 [[N � 1]]0: (2.39b)

In the following, we show how the reformulated chance constraints in (2.39) are amenable

to the two CS methods outlined in Sections 2.4-2.5.
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System-level Approach

Recall that in the system-level approach, we replace the mean and covariance of the state

and input in terms of the augmented control pairf v; K g, that is, via

� k = Ek(A � 0 + Bv); �uk = Fkv;

� x k = Ek(I + BL) ~�( I + BL)| E |
k ; � u k = FkL ~� L | F |

k :

It follows, then, that the chance constraints (2.39) become

� |
j;k Ek(A � 0 + Bv) + � � 1(1 � � x

j;k )k� |
j;k Ek(I + BL) ~�

1
2 k � � j;k ; (2.40a)

a|
j;k Fkv + � � 1(1 � � u

j;k )ka|
j;k FkL ~�

1
2 k � bj;k : (2.40b)

The resulting (deterministic) constraints (2.40) are convex second-order cone (SOC) con-

straints with respect to the decision variablesf v; Lg. Hence, they can be inserted into the

baseline CS program in (2.32) and the resulting program remains convex.

Local Approach

It is clear that the constraints in (2.39) are not convex in the decision variables� x k

due to the square root terms. There have been a variety of methods explored to relax

this non-convexity, each having their own pros and cons, which we outline shortly. Be-

fore that, however, recall that in the local approach, we relax the covariance propaga-

tion constraints by de�ningYk � Uk � � 1
x k

U|
k . From the de�nition ofUk , it follows that

Uk � � 1
x k

U|
k = K k � x k K |

k = � u k , so we see that at optimality, we have� ?
u k

= Y ?
k . It can be

shown that the introduction of the chance constraints (2.39) keep this lossless relaxation in

tact [52]. Hence, the control constraints (2.39b) can be equivalently written as

a|
j;k vk + � � 1(1 � � u

j;k )
q

a|
j;k Ykaj;k � bj;k ; j 2 [[Nu]]; k 2 [[N � 1]]0; (2.41)
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which is still non-convex due to the square root term with respect toYk .

Square Root Linearization [52]. Naturally, the simplest approach is to linearize the

non-convexity in the constraints with respect to some reference values. For example, let-

ting f � r
kgN

k=0 be a trajectory of reference covariance values, the constraints in (2.39) can

therefore be approximated to �rst-order as

� � 1(1 � � x
j;k )

2
q

� |
j;k � r

k � j;k

� |
j;k � x k � j;k + � |

j;k � k � � j;k �
� � 1(1 � � j;k )

2

q
� |

j;k � r
k � j;k ; (2.42a)

� � 1(1 � � u
j;k )

2
q

a|
j;k Y r

k aj;k

a|
j;k Ykaj;k + a|

j;k vk � bj;k �
� � 1(1 � � u

j;k )

2

q
a|

j;k Y r
k aj;k ; (2.42b)

or more succinctly as

` | � x k ` + � |
j;k � k � ~� j;k ; e| Yke+ a|

j;k vk � ~bj;k : (2.43)

Noting that the square root is a concave function, the linear approximation serves as a global

overestimator, and hence the feasible space for the linearized constraints is a subset of the

origin (non-convex) feasible space. Hence, the approximations in (2.43) are conservative,

but suf�cient for satisfaction of the chance constraints (2.39). One could potentially reduce

the conservatism of this method through an iterative convexi�cation approach, as outlined

in Section 2.9, though it was noted in [45] that in certain problem contexts, this method is

still quite conservative.

Difference-of-Convex Programming [96]. Another approach is to reformulate the con-

straints into a form amenable to well-known optimization algorithms. To this end, by

performing simple algebraic operations, it follows that the chance constraints (2.39) are
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equivalent to the set of constraints

(� � 1(1 � � x
j;k ))2� |

j;k � x k � j;k � (� j;k � � |
j;k � k)2 � 0; � |

j;k � k � � j;k ; (2.44a)

(� � 1(1 � � u
j;k ))2a|

j;k Ykaj;k � (bj;k � a|
j;k vk)2 � 0; a|

j;k vk � bj;k : (2.44b)

The constraints in (2.44) are now a difference of convex (DC) functions, and so the resulting

optimization problem becomes a DC program, to which there exist specialized sequential

convex programming methods such as the convex-concave procedure (CCP), with guaran-

tees of convergence to a feasible point [103]. Additionally, if the nominal cost` is strictly

convex, then the CCP will further converge to a local minimum of the original non-convex

problem [104]. An outline of this procedure is given in Appendix C.2.

Auxiliary Variable Linearization [46]. Lastly, we present another tractable method to

approximating the non-convex constraints (2.34). Instead of linearizing the square root

terms directly, de�ne a set of auxiliary variables

� x
j;k � � |

j;k � x k � j;k ; � x
j;k = ( � x

j;k )2; (2.45a)

� u
j;k � a|

j;k Ykaj;k ; � u
j;k = ( � u

j;k )2; (2.45b)

with � j;k ; � j;k � 0. The above set of constraints are suf�cient to enforce the original con-

straints (2.34) due to the relaxation (upper-bound). Unfortunately, the constraints relating

� j;k to � j;k are quadratic and non-convex in the decision variables, so we linearize about

some reference�� j;k , which yields

� j;k � (�� j;k )2 + 2�� j;k (� j;k � �� j;k ): (2.46)

The resulting set of constraints is now convex in all of the decision variables, and hence

tractable. Note, however, that since linearization provides a globalunderestimator of the
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quadratic constraints, suf�ciency is no longer enforced, and hence the original constraints

may not be satis�ed strictly. In practice, however, it has been shown that this linearization

coupled with a successive convexi�cation scheme (see Section 2.9) yields good results in

practice, with the desired constraint satisfaction [45].

2.6.3 ConvexConeConstraintSpace

In many engineering applications, polyhedral constraints such as (2.35) are not realistic.

Often, the position constraints have the form of a convex cone, namely, the feasible region

is characterized by

X c , f x 2 Rn : kAx + bk2 � c| x + dg: (2.47)

The chance constraints, in turn, become

P(kAx k + bk2 � c| x k + d) � 1 � � x
k ; k 2 [[N ]];

NX

k=1

� x
k � � x ; (2.48)

where for simplicity, we drop the time dependence on the constraint sets. In general, the

constraints (2.47) are not convex (although the underlying constraint space is), and as a

result, we need to make a convex approximation so that (2.47) holds for all� x 2 (0; 0:5].

To this end, we relax the chance constraint (2.48) with the quadratic chance constraint

P(kAx k + bk2 � c| � k + d) � 1 � � x
k ; k 2 [[N ]]; (2.49)

which can be shown to be a conservative relaxation of the original constraints (2.48). A

formal proof of this statement is given in Lemma 8. The resulting chance constraints (2.49)

are now in the formP(k� k � r ) � 1� � , which falls into the class of norm-bounded chance

constraints, and can be tractably enforced in a variety of ways, which we outline next.
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2.6.4 Norm-BoundConstraintSpace

Consider the general norm-bounded chance constraintsP(k� k � r ) � 1 � � , where

� � N (�; �) is ap-dimensional random vector. Depending on the dimension of� , there

are different conservative approximations of the norm-bounded chance constraints. We �rst

begin with the general case, which is formalized in the following result.

Theorem 1. Let � � N (�; �) be ap-dimensional random vector withp � 1, let � =
p

� max (�) , let � > 0, and let1 > � > 0. Then,

k� k + �

 r

2 log
1
�

+
p

p

!

� � =) P(k� k � � ) � 1 � �: (2.50)

In the case that the dimension of the random variable isp = 1 or p = 2, the following

results provide a sharper bound on the norm-bounded chance constraints.

Lemma 1. Let � � N (0; �) be ap-dimensional random vector wherep 2 f 1; 2g, let

� =
p

� max (�) , and let� > 0. Then.

P(k� k � � ) � 1 � e� � 2=2� 2
: (2.51)

Theorem 2. Let � � N (�; �) be ap-dimensional random vector wherep 2 f 1; 2g, let

� =
p

� max (�) , let � > 0, and let1 > � > 0. Then,

k� k + �

r

2 log
1
�

� � =) P(k� k � � ) � 1 � �: (2.52)

Additionally, recent work [49] has showed that the general approximation in (2.50) is

unnecessarily conservative, and there exists a tighter approximation given by the following

result.

Theorem 3. [44] Let � � N (�; �) be ap-dimensional random vector, withp � 1, let
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� =
p

� max (�) , let � > 0, and let1 > � > 0. Then,

k� k + �
q

� 2(1 � �; p) � � =) P(k� k � � ) � 1 � �: (2.53)

The authors in [49] provide a quantitative analysis on the performance of the tight

bounds (2.53) compared to that of the loose bounds (2.50). There, they also show that

in the casep 2 f 1; 2g, the two approaches coincide. Using Theorem 3, we can tractably

reformulate norm-bounded chance constraints using either linearization or DC program-

ming, as outlined previously. For instance, using the auxiliary variable method, we de�ne

� k � � max (� x k ) and relax the state chance constraints as

k� kk + � k

q
� 2(1 � �; p) � �; � k I � � x k ; � k = � 2

k ; (2.54)

from which we linearize the quadratic equality constraints about some reference�� k .

Lastly, we outline another promising approximation approach based on the notion of

two-sidedchance constraints. To this end, note that (2.49) can be equivalently written as

P

2

4

 
NX

i =1

(a|
i x k + bi )2

! 1=2

� � k

3

5 � 1 � � x
k ; k 2 [[N ]]; (2.55)

where� k , c| � k + d anda|
i 2 Rn denotes thei th row of A. Squaring both sides of (2.55)

and lettingv i;k , a|
i x k + bi yields

P

 
nX

i =1

v2
i;k � � 2

k

!

� 1 � � k ; k 2 [[N ]]: (2.56)

The next proposition provides a suf�cient condition for the satisfaction of the chance con-

straints (2.56).
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Proposition 1. The quadratic constraint

P

 
nX

i =1

v2
i � � 2

!

� 1 � �; (2.57)

is satis�ed if the following constraints are satis�ed

P(jv i j � f i ) � 1 � � i �; 8i 2 N[1;n];
nX

i =1

f 2
i � � 2;

nX

i =1

� i = 1; (2.58)

for some non-negativef 1; f 2; : : : ; f n and� 1; � 2; : : : ; � n .

We now present two methods for approximating the two-sided chance constraints (2.58),

one that utilizes a result from [105], and one that utilizes the reverse union bound.

Three-Cut Outer Approximation. We state, without proof, the following result form

[105].

Lemma 2. Let � � N (�; �) be ap-dimensional random vector, and let0:5 � � > 0.

Let LL | = � be the Cholesky decomposition of� . Let a; b 2 R and � 2 Rn be decision

variables. Then,

t � k L | � k; (2.59a)

a � � | � � � � 1(� )t; (2.59b)

b� � | � � � � 1(1 � � )t; (2.59c)

a � b � 2� � 1(�=2)t; (2.59d)

is a SOC outer approximation of the constraint

P(a � � | � � b) � 1 � �; (2.60)
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which, in fact, guarantees

P(a � � | � � b) � 1 � 1:25�: (2.61)

Using Lemma 2 and Proposition 1, it follows immediately that the constraint (2.49) is

satis�ed if the following convex constraints are satis�ed, for alli 2 [[n]] andk 2 [[N ]]

k~�
1
2 (I + BL)| E |

k ai k � t i;k ; (2.62a)

� [f i;k + bi + a|
i Ek(A � 0 + Bv)] � � � 1(� i � k)t i;k ; (2.62b)

f i;k � bi � a|
i Ek(A � 0 + Bv) � � � 1(1 � � i � k)t i;k ; (2.62c)

� f i;k � � � 1(� i � k=2)t i;k : (2.62d)

Reverse Union Bound Approximation. The following result gives an alternate approx-

imation of the two-sided chance constraints in (2.58) using the cumulative distribution of

the standard normal distribution.

Proposition 2. Let "1
i;k ; "2

i;k > 0 for all i 2 [[n]] andk 2 [[N ]]. Assume that the constraints

a|
i Ek(A � 0 + Bv) + k~�

1
2 (I + BL)| E |

k ai k� � 1("1
i;k ) � f i;k � bi ; (2.63a)

� a|
i Ek(A � 0 + Bv) + k~�

1
2 (I + BL)| E |

k ai k� � 1("2
i;k ) � f i;k + bi ; (2.63b)

are satis�ed for some"1
i;k + "2

i;k � 2� � i � k . Then, the chance constraints(2.58)are satis�ed

as well.

Remark 3. In the three-cut approximation, the parameters� , [� 1; : : : ; � n ]| need to be

�xed so that the resulting constraints in(2.62)are not bilinear in the decision variables.

Similarly, in the reverse union bound approximation, the parameters"1
i;k and"2

i;k need to

be �xed for the same reason.
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2.7 Iterative Risk Allocation

All of the methods outlined in the previous section approximate the original joint chance

constraints (2.33) as convex constraints, either directly as SOC constraints, or indirectly

through linearization or DC programming. The one caveat, however, is that the individ-

ual risk allocations, namely� k for convex cones and norm-bounded constraints or� j;k for

polytope constraints, areassumedto be �x for the resulting constraints to be convex. As

mentioned, however, this leads to unnecessarily conservative solutions, which might not be

attractive from a design standpoint. In the sequel, we develop an algorithm known asiter-

ative risk allocation(IRA) that aims to reduce this conservativeness. The high-level idea is

to allocate� k concurrentlywhen solving (2.32) with chance constraints, so as to minimize

the total cost. This gives rise to a natural two-stage optimization framework.

Consider, for simplicity, the constraint space of a polytope. Following the approach

in [56], the upper stage optimizations �nds the optimal risk allocationf � x
j;k ; � u

j;k g for a

given (optimal) controllerf K ?
k ; v?

kg, and the lower stages solves the CC-CS problem for

the optimal controller given the risk allocation from the upper stage. Let the value of the

objective function after the lower stage optimization for a given risk allocation beJ ?, that

is,

J ?(� ) = min
K k ;vk

J (K k ; vk); (2.64)

whereJ (K k ; vk) is given in (2.32a). The upper-stage optimization can then be formulated

as the following

min
� x

j;k ;� u
j;k

J ?(� ) s:t :
NX

k=1

N xX

j =1

� x
j;k � � x ;

N � 1X

k=0

NuX

j =1

� u
j;k � � u: (2.65)

As shown in [56], (2.65) is a convex program, given that the objective functionJ (K k ; vk)

is convex, and� x ; � u 2 (0; 0:5]. To gain insight into how to solve (2.65), we �rst state a

theorem from [56] about the monotonicity ofJ ?(� ).
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Theorem 4. The optimal cost from solving the CC-CS problem(2.25)is a monotonically

decreasing function in� j;k , that is,

@J ?

@�j;k
� 0; 8k; j: (2.66)

Proof. See [56].

In lieu of Theorem 4, we may devise an iterative algorithm that solves (2.65) by low-

ering the cost at each iteration via carefully increasing the risk allocations� j;k . To this

end, the algorithm lowers the risk (equivalently, tightens the constraints) for the constraints

that are too conservative, i.e., inactive, and increases the risk (equivalently, relaxes the con-

straints) for the constraints that are already active. The following remark introduces this

idea and de�nes active and inactive constraints in the context of risk allocation.

Remark 4. The state and input chance constraints can be written in another form that will

prove useful below. Starting from(2.40), notice that we can write the chance constraints as

� x
j;k � 1 � �

 
� j;k � � |

j;k Ek � ?

k~�
1
2 (I + BL?)| E |

k � j;k k

!

, �� x
j;k ;

� u
j;k � 1 � �

 
bj;k � a|

j;k Fkv?

k~�
1
2 (L?)| F |

k aj;k k

!

, �� u
j;k :

(2.67)

Similar formulas can be derived in the local setup, as well. The quantity�� j;k represents the

true risk experience by the optimal trajectories, i.e., when using(v?; L?) (equivalently,v?
k

andK ?
k in the local setup). Clearly, the risk we have selected does not need to be equal to

the actual risk once the optimization is completed. When these values are equal we will say

that the constraints(2.67)is active, and is inactive otherwise. Good solutions correspond

to cases when the true risk is within a small margin of the allocated risk. Many� j;k having

values smaller than their true counterparts would imply an overly conservative solution.

Now, suppose we start with some feasible risk allocation� (i )
j;k for both the state and input,
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wherei = 1 denote the iteration of the IRA scheme. For allk; j such that� (i )
j;k is active,

keep the corresponding allocation the same, i.e.,� (i )0

j;k = � (i )
j;k . However, for allk; j such

that � (i )
j;k is inactive we let� (i )0

j;k < � (i )
j;k . This corresponds to tightening the constraints, and

since the new risk allocation is smaller and that the inverse CDF� � 1(z) is a monotonically

increasing function, it follows that� � 1(1� � (i )0

j;k ) > � � 1(1� � (i )
j;k ). Furthermore, this implies

that

� |
j;k � ?

k < � j;k � � � 1(1 � � (i )0

j;k )
q

� |
j;k � ?

x k
� j;k < � j;k � � � 1(1 � � (i )

j;k )
q

� |
j;k � ?

x k
� j;k ; (2.68)

with a similar result for the input constraints. Constraint (2.68) ensures that the optimal

solution for� (i ) is feasible for� (i )0
. Further, since� (i )0

j;k < � (i )
j;k , it follows that the feasible

spaceR(� 0) � R (� ), so the optimal solution for� (i ) is also the optimal solution for� (i )0

as well, henceJ ?(� 0) = J ?(� ). Next, construct a new risk allocation� (i +1)
j;k from � (i )0

j;k

as follows. For allk; j such that� (i )
j;k is inactive, leave the new risk allocation the same.

For all k; j such that� (i )0

j;k is active, let� (i +1)
j;k > � (i )0

j;k , which corresponds to relaxing the

constraints. Following the same logic, Theorem 4 implies thatJ ?(� (i )0
) � J ?(� (i +1) ).

Thus, we have laid out an iterative scheme for a sequence of risk allocationsf � (0) ; : : : ; � (i )g

that continually lowers the optimal cost until convergence. This two-stage IRA scheme is

summarized in Algorithm 1.

2.8 Output Feedback

The CC-CS theory developed in Sections 2.4-2.6 focused on the simplistic case of full state

measurements. In practice, though, we only ever have access to partial state information

from noisy measurements, and hence the state is only indirectly accessible. In this chapter,

then, we formulate and solve theoutput feedback CC-CS(OF-CC-CS) problem, which

proposes an output feedback control law to drive the estimated state mean and covariance to

the desired terminal distribution. In this sense, the stochastic process of the estimated state
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Algorithm 1: Iterative Risk Allocation CS (IRA-CS)
Input: � x

j;k  � x=(NN x ); � u
j;k  � u=(NN u); �; �

Output: f � ?
j;k g; J ?; f v?

kg; f K ?
k g

while jJ ? � J ?
prev j > � do

J ?
prev  J ?

Solve chance-constrained CS with current� to obtain��
N̂  number of indices where constraint is active
if N̂ = 0 or N̂ = MN then

break;

foreach (k; j ) such thatj th constraint atkth time step isinactivedo
� j;k  �� j;k + (1 � � ) �� j;k

� res  � �
P N

k=1

P M
j =1 � j

k

foreach (k; j ) such thatj th constraint atkth time step isactivedo
� j;k  � j;k + � res=N̂

is derived via the standard Kalman �lter, from which we can exactly compute of�ine the

propagation of the state estimation error covariance. The chance constraint approximations

developed in this chapter are similarly reformulated to be amenable to the estimated state

dynamics, and the IRA framework is similarly applied to jointly optimize over the control

pair and risk allocation.

Current theory on OF-CC-CS is formulated in the system-level approach [35, 99], and

hence, suffers from large problem sizes due to its batch nature. We thus extend the local ap-

proach to incorporate measurement models using similar techniques as in the system-level

approach, but with some nuance speci�c to the local method that appeared in Section 2.5.

We further apply the IRA framework to optimize over the output feedback gains and feed-

forward input. In total, the resulting inner optimization problem remains either an SDP or

a DC program, depending on how we treat the non-convex chance constraints.

2.8.1 ProblemFormulation

We again begin by considering the discrete-time linear stochastic system (2.1), except now

the state is not directly accessible. Instead, the state is measured through the observation
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process

y k = Ckx k + Dkv k ; k 2 [[N � 1]]0; (2.69)

wherey k 2 R` is the measurement andCk 2 R` � n ; Dk 2 R` � ` are observation matrices.

The observation noisev k � N (0; I ` ) at each time step is assumed to be an i.i.d. normal

random vector.

Assumption 1. The observation noise matrixDk is assumed to be full-rank, hence in-

vertible. The case whereDk is rank-de�cient can be treated using well-known techniques

[106].

We aim to solve the CS problem with output feedback by �rst �ltering the measure-

ments to get an estimated state, and subsequently, using the deviation process of the esti-

mated state for control. To this end, before the �lter is initialized, we assume some a priori

knowledge of the initial state, that is, we have an initial state estimatex̂ 09 and estimation

error ~x 09, with statistics

x̂ 09 � N (� 0; � x̂ 09 ); ~x 09 � N (0; � ~x 09 ); (2.70)

respectively� x̂ 09 ; � ~x 09 � 0 and� 0 2 Rn is known.

Assumption 2. We assume that the quantitiesx̂ 09; ~x 09; f w kgN � 1
k=0 , and f v kgN � 1

k=0 are all

independent.

De�ne the �ltration f F gN
k= � 1 by F � 1 , � (x̂ 09) and F k , � (x̂ 09; y i : i 2 [[k]]0)

for k 2 [[N ]]0, which represents the information that can be used to estimate the state and

control law. As before, let� k = E[x k ] denote the mean state, and now de�ne the estimated

(�ltered) state aŝx k = E[x k jF k ] and the estimation error as~x k = x k � x̂ k . Note that the

estimated state has meanE[x̂ k ] = E[E[x k jF k ]] = E[x k ] = � k , using the law of iterated

expectations. For convenience, we also de�ne the estimated state and estimation error
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covariances as

� x̂ k , E[(x̂ k � � k)( x̂ k � � k)| ]; � ~x k , E[~x k ~x |
k ] = E[(x̂ k � x k)( x̂ k � x k)| ]: (2.71)

It can be shown that [35] the estimated state is uncorrelated with the estimation error, from

which it follows that� x k = � x̂ k + � ~x k . De�ne the a priori estimated state and a priori

estimation error aŝx k9 , E[x k jF k� 1] and ~x k9 , x k � x̂ k9, respectively, with associated

covariance matrices� x̂ k 9 and� ~x k 9 as given above. It follows, then, that the initial state is

distributed as

x 0 � N (� 0; � x 0 ); � x 0 = � x̂ 0 + � ~x 0 : (2.72)

The rest of the problem design is akin to that of Section 2.2. Lastly, we assume that the

control inputu k is an af�ne function of the measurement data, and similarly to Section 2.2,

we de�ne a control sequence� y , f u kgN � 1
k=0 to be admissible if it satis�es this property

over the entire horizon. In summary, the stochastic optimal control problem is stated below.

Problem 5 (OF-CC-CS). Given the initial state distribution(2.70), �nd an admissible

control sequence� y that minimizes the cost functional(2.3)subject to the dynamics(2.1),

measurement model(2.69), and chance constraints(2.34), such that the terminal state

satis�es(2.2).

2.8.2 KalmanFilter

For a normally distributed state that follows linear dynamics and has a linear measurement

model, the optimal observerf L kgN � 1
k=0 that minimizes theH 2 norm of the estimation error

f ~x kgN
k=0 over the time horizon is given by the Kalman �lter [107]. In the discrete-time

setting for a given stepK , the �lter updates the estimated state as follows. First, a time

update is made by propagating the previous estimated state forward in time using the mean

dynamics as

x̂ k9 = Ak� 1x̂ k� 1 + Bk� 1u k� 1: (2.73)
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Then, the a priori estimated state at the current time step is corrected using the current

measurement as

x̂ k = x̂ k9 + L k(y k � Ck x̂ k9); (2.74)

whereL k is the Kalman gain given by

L k = � ~x k 9 C|
k (Ck � ~x k 9 C|

k + DkD |
k )� 1; (2.75)

and the state estimation error covariances are similarly updated according to the time and

measurement updates

� ~x k 9 = Ak� 1� ~x k � 1 A |
k� 1 + Gk� 1G|

k� 1; (2.76)

� ~x k = ( I n � L kCk)� ~x k 9 (I n � L kCk)| + L kDkD |
kL |

k : (2.77)

Following the discussion in [35], the estimated state process can be rewritten as

x̂ k+1 = Ak x̂ k + Bku k + L k+1 ~y (k+1) 9; (2.78)

wherex̂ 0 = x̂ 09 + L0~y 09 andf ~y k9gN
k=0 is de�ned as theinnovationprocess

~y k9 , y k � E[y k jF k� 1]; k 2 N[0;N ]; (2.79)

which is distributed as~y k9 � N (0; � ~y k 9 ), where the covariance of the innovation is

� ~y k 9 , E[~y k9 ~y |
k9] = Ck � ~x k 9 C|

k + DkD |
k : (2.80)

Returning to (2.78), we have essentially converted the state and the observation process

models, (2.1) and (2.69), respectively, with a corresponding �ltered state process with

noiseL k+1 ~y (k+1) 9. The Kalman gains and innovation covariances can be pre-computed
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of�ine before the control optimization begins. In terms of the estimated state, the terminal

constraints may be written as

x̂ N � N (� f ; � x f � � ~x N ); (2.81)

from which we see that in order for� x f = � x N , it follows that � x f � � ~x N . Lastly, we

may also reformulate the objective function (2.3) in terms of the estimated state. To this

end, note that we can equivalently the write state term as

E[(x k � � k)| Qk(x k � � k)] = E[(x k � x̂ k + x̂ k)| Qk(x k � x̂ k + x̂ k)]; (2.82)

which, after expanding terms, becomes

E[(x k � � k)| Qk(x k � � k)] = E[(x k � x̂ k)| Qk(x k � x̂ k)]

+ E[2(x k � x̂ k)| (x̂ k � � k)]

+ E[(x̂ k � � k)| Qk(x̂ k � � k)]:

The �rst term, by de�nition, is equivalent totr[ ~� x k Qk ], while the second term is simply

zero using the law of conditional expectations. By recognizing that the estimated state error

covariance isnot a decision variable, the objective function (2.3) can be rewritten as

J (v; K ) =
N � 1X

k=0

`(� k ; vk) + E[ ~x k
| Qk ~x k + ~u |

kRk ~u k ]; (2.83)

where in this context~x k is the deviation from the estimated state mean, as opposed to the

state deviation from the state mean as in Section 2.3.
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2.8.3 FilteredStateControlDesign

We consider an af�ne �ltered state feedback control design of the form

u k = K k(x̂ k � � k) + mk ; k 2 [[N � 1]]0: (2.84)

The rest of the analysis follows exactly from Section 2.3 by replacing the noisew k with

the �ltered state process noiseL k+1 � ~y( k +1) 9 , and the covariance propagation (2.26b) with

the �ltered state covariance propagation

� x̂ k +1 = ( Ak + BkK k)� x̂ k (Ak + BkK k)| + L k+1 � ~y( k +1) 9 L |
k+1 : (2.85)

For the state chance constraints (2.34a), one needs to substitute in the �ltered state co-

variance instead of the full state covariance. For example, for polyhedral state spaces, we

obtain the constraints

� � 1(1 � � x
j;k )

q
� |

j;k (� x̂ k + � ~x k )� j;k + � |
j;k � k � � j;k : (2.86)

Starting from (2.86), we can then employ the various approximation methods to tractably

enforce these chance constraints, i.e., using either square-root linearization, DC program-

ming, or auxiliary variable linearization for polyhedral state spaces (Section 2.6.2), or using

the norm-bound relaxation, three-cut, or reverse union bound approximations for conical

and norm ball constraint spaces (Section 2.6.3). The resulting IRA algorithm, along with

the solution to the chance-constrained CS problem (in this case, �ltered state CS problem)

is exactly equivalent to that of Section 2.7.
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2.9 Iterative Covariance Steering for Nonlinear Systems

The preceding theoretical developments of covariance steering relied on the fundamental

assumption of a linear dynamics model. However, we can apply similar techniques to non-

linear systems through successive linearization, similar to iterative LQG (iLQG) [108]. To

this end, consider the more general case of a continuous-time nonlinear stochastic system

dx = f (x ; u ; t) dt + g(x ; u )dw ; t 2 [t0; t f ]: (2.87)

Suppose we are provided with a reference control1 trajectoryû(t) over the time interval

[t0; t f ]. The corresponding reference state trajectoryx̂(t) is obtained by solving the deter-

ministic system

_̂x = f (x̂; û; t); (2.88)

with the initial condition̂x(t0) = � 0, but can also more generally be attained by propagating

the reference control through the full stochastic dynamics [57]. The nonlinear system (2.87)

is then linearized along the trajectory(û(t); x̂(t)) to obtain the linear stochastic system

dx = ( A(t)x + B(t)u + c(t))dt + G(t)dw ; (2.89)

where the system matrices are the �rst-order partial derivatives evaluated along the refer-

ence as

A(t) =
@f
@x

(x̂(t); û(t)) ; B(t) =
@f
@u

(x̂(t); û(t)) ; G(t) = g(x̂(t); û(t)) ; (2.90)

c(t) = f (x̂(t); û(t); t) � A(t)x̂(t) � B (t)û(t): (2.91)

1This can be obtained from, for example, solving a nominal optimal control problem without noise.
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Next, de�ne a time partition of the interval[t0; t f ], that, is

t0 = tp
0 < � � � < t p

N = t f ; (2.92)

and let us choose the zero-order hold (ZOH) control discretization

u(t) = u(tp
k) 8t 2 [tp

k ; tp
k+1 ]; k 2 [[N � 1]]0; (2.93)

along with the af�ne feedback control parameterization from (2.13). Letx k = x (tp
k) and

u k = u(tp
k) denote the state and control vectors at the discrete timestp

k . As a result, the

discrete-time statesx k satisfy the difference equation

x k+1 = Akx k + Bku k + ck + Gkw k ; k 2 [[N � 1]]0; (2.94)

wheref w kgN � 1
k=0 is a sequence of i.i.d. standardn-dimensional Gaussian random vectors.

Please see Appendix C.3 for details on how this discretization is obtained. Now that we

have linearized and discretized the original continuous-time stochastic nonlinear dynamics

(2.87) as the discrete-time linear system (2.94), we can solve the convex program in (2.32)

to obtain the optimal solution. Naturally, however, the optimal control pair(v?
k ; L?

k) will

not be the optimal solution to the original program, as we have linearized the system about

some reference. To this end, the solution to the original optimal control problem is obtained

by successively solving (2.32), where the optimal control obtained during each iteration is

used to propagate the nonlinear system in order to obtain the reference trajectory for the

following iteration [47]. In the context of deterministic optimal control, this method is

often referred to as successive linearization or successive convexi�cation [102].

Care must be taken to ensure that the convex sub-problems iteratively converge to a lo-

cal optimum of the original nonlinear problem, which is, in general, not guaranteed [102].

Additionally, there are speci�c emergent problems related to the linearized problem such
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asarti�cial infeasibility , where even though the nonlinear problem is feasible, the convex

sub-problem is not; andarti�cial unboundedness, wherein the linearized problem solution

has arbitrarily large decision variables or unbounded objective function. To overcome in-

feasibility issues, the constraints in the resulting problem are relaxed with virtual buffers,

for example in the mean dynamics as

� k+1 = Ak � k + Bkvk + ck + � k ; (2.95)

where� k 2 Rn is a virtual buffer to promote feasible solutions. In the context of dynamics,

these virtual buffers are also often called virtualcontrols. These additional terms are then

penalized in the objective function accordingly with some large weights to promote as little

usage as possible. To overcome unboundedness issues, trust region constraints of the form

k� k � x̂(` )
k k � � x ; kvk � û(` )

k k � � u; (2.96)

are often employed to make sure the new optimal decision variables do not stray too far

from their previous solutions (at iteration`). Note that the above trust region constraints are

purely deterministic, and in the stochastic setting it may be fruitful to implement stochastic

trust region methods in the form of norm-bound chance constraints [57]. By incorporat-

ing the extra ingredients in (2.95) and (2.96), and assuming some mild properties of the

underlying functions, it is possible to prove convergence to local optimality [109]. There

are other formulations of the successive convexi�cation procedure outlined above, with

varying theoretical properties, such as GuSTO [110] and SCvx? [111]. In the context of

nonlinear CS, the iterative SCvx procedure is outlined in Algorithm 2.

2.10 Case Studies

To illustrate the proposed CC-CS method with IRA, we will consider two spacecraft guid-

ance applications, namely: rendezvous and interplanetary transfer. Both settings provide

53



Algorithm 2: Iterative Covariance Steering (iCS)
Input: System modelf , disturbance modelg, initial state distribution� 0; � 0,

target state distribution� f ; � f , timest0; t f , initial control guess
(û(1) (t) : t 2 [t0; t f ]), time partitionf tp

kgN
k=0 , convergence tolerances

(" x ; "u), constraint sets(X ; U), risk allocation tolerance(� x ; � u), trust
region sizes(� x ; � u), maximum iterationsimax .

Output: Feed-forward controlf vkg, feedback gainsf K k;i g
for j = 1 to j max do

Integrate nominal system (2.88) with reference controlû(j ) and initial
conditionx̂(j )(t0) = � 0 to obtain reference trajectory(x̂(j )(t) : t 2 [t0; t f ]);

Linearize about(û(j ) ; x̂(j ));
Discretize with respect to partitionf tp

kgN
k=0 ;

Solve chance-constrained convex program to obtainf v?
k ; K ?

k;i g;

if maxk k� k � x̂(j )
k k � " x andmaxk kvk � û(j )

k k � "u then
return f v?

k ; K ?
k;i g;

else
Setû(j +1)

k (t) = vk for t 2 [tp
k ; tp

k+1 ];
j  j + 1;

unique opportunities to showcase the various constraint spaces outlined in Section 2.6 for

both the state and control input. It should be noted, however, that the rendezvous problem

inherently possesses linear dynamics, while for transfer guidance, the dynamics are nonlin-

ear due to Kepler's laws. To overcome the nonlinear dynamics in the latter case, we employ

the iCS described in Section 2.9 and presented in Algorithm 2.

2.10.1 SpacecraftRendezvous

IRA-CS with Polytopic Chance Constraints

Consider the problem of spacecraft proximity operations in orbit. We consider the problem

where one of the spacecraft, called the Deputy, approaches and docks with the second

spacecraft, called the Chief, such that in the process, the Deputy remains within the line-

of-sight (LOS) of the Chief, de�ned initially to be a polytopic region shown in Figure 2.2.
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It is assumed that the two spacecraft are in the LVLH frame, that is, a rotating reference

frame where thez axis is oriented in the direction of the center of the Earth, they axis

negative to the orbit normal, and thex axis to complete the right hand rule. Moreover,

assuming that the Chief is in a circular orbit (at an altitudeh = 800 km), the relative

dynamics of the motion between the two spacecraft are given by the Clohessy-Wiltshire-

Hill (CWH) Equations [112],

•x = 3! 2x + 2! _y + Fx=md;

•y = � 2! _x + Fy=md;

•z = � ! 2z + Fz==md;

(2.97)

wheremd = 300 kg is the mass of the Deputy,! =
p

�=R 3
0 is the orbital frequency,

andF , [Fx ; Fy; Fz]| represents the thrust input components to the spacecraft. It is as-

sumed that the thrust is generated by a chemical propulsion system with PWM (pulse-

width-modulation) able to implement continuous thrust pro�les from impulsive forces.

The equations of motion (2.97) are written in a relative coordinate system, where the

Chief is located at the origin, andx; y; z represent the position of the Deputy with respect to

the Chief. Note that thez dynamics are decoupled from thex � y dynamics; furthermore,

thez dynamics are globally asymptotically stable, so in theory we need only to control the

planar dynamics. In Figure 2.2, the blue area represents the planar region. To write the

system in state space form, letx , [p| ; _p| ]| 2 R6 to obtain the LTI system_x = Ax + Bu,

where

A =

2

6
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4
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0 0 0 0 1 0

0 0 0 0 0 1
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0 0 0 � 2! 0 0

0 0 � ! 2 0 0 0
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; B = m� 1
d [03; I 3]| ; (2.98)
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Figure 2.2: Feasible state space region for spacecraft rendezvous problem.

and u = F 2 R3. To discretize the system, we divide the time interval intoN = 15

steps, with a time interval� t = 4 sec. Assuming a zero-order hold (ZOH) on the control

input and adding noise that captures any modeling and discretization errors, as well as other

environmental disturbances, yields the discrete system

x k+1 = Adx k + Bdu k + Gw k ; (2.99)

whereAd = eA� t and Bd =
R� t

0 eA� B d� . We choose the associated noise charac-

teristics asG = 10� 4diag(1; 1; 5 � 10� 4; 5 � 10� 4), adapted from [113]. We assume

that the initial state mean and covariance are� 0 = [90; � 120; 90; 0; 0; 0]| and � 0 =

diag(10; 10; 10; 1; 1; 1), respectively. We wish to steer the distribution from the above

initial state to the �nal mean� f = 0 with �nal covariance� f = � 0=4, while min-
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imizing the cost (2.3) with nominal cost`k = � |
kQ� k + v|

kRvk with weight matrices

Q = blkdiag(10; 10; 10; 1; 1; 1) andR = 103I 3. We impose the joint probability of failure

of the position polytope constraints over the whole horizon to be� x = 0:03. The control

inputs are bounded asku kk1 � 30N with probability� u = 0:99, which corresponds to a

maximum acceleration of10cm/s2. Lastly, in the IRA algorithm, we use a scaling param-

eter� (i ) = 0:7(0:98)i in Line 10 of Algorithm 1, wherei represents the current iteration.

The SDP in (2.25) with the reformulated convex chance constraints in the system-level

approach was solved in MATLAB using the YALMIP optimization suite [114] with the

MOSEK solver [97].

Figure 2.3: Optimal trajectories using IRA-CS, with 3-� covariance ellipsoids.

57



Figures 2.3 and 2.4 show the trajectories with optimal risk allocation, and Figure 2.4

shows the two-dimensional planar motion. Figure 2.5 compares the terminal trajectories

of CS with a uniform risk allocation with the proposed method. The two solutions look

similar, and both satisfy the terminal constraints on the mean and the covariance. However,

due to the relaxation� N � � f , the uniform risk allocation scheme leads to more con-

servative solutions, as shown in Figure 2.5. The volume of the �nal covariance ellipsoid,

Figure 2.4: Optimal planar trajectories using IRA-CS, with 3-� covariance ellipses.

VN / log det � N is smaller for the uniform allocation solution compared to the optimal

allocation solution (see Table 2.1). In fact, we see that a consequence of optimal risk al-
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location is that ismaximizesthe �nal covariance given all the constraints, while still being

bounded by� f .

Figure 2.5: Comparison of terminal covariance steering using a uniform and the optimal
risk allocation.

Figure 2.6 shows the state trajectories and the optimal controls for the polyhedral

chance constraints. The control is almost linear but has a large variance in the �rst 10

time steps, where it may saturate due to the disturbances. Figure 2.7 shows the a priori

allocation of risk, as well as the true risk�� once the optimization is completed, where� r

corresponds to the risk allocated for the right boundary and� u for the risk allocated for the

top boundary. Notice that in Figure 2.7(a) the true risk exposure ismuchlower than the

allocated risk, which con�rms the conclusion that the solutions for the uniform allocation

case can be overly conservative. Comparing to Figure 2.7(b), we see a close correspon-

dence between the allocated risk and the true risk exposure over the whole horizon for the

optimal risk allocation case. It should be noted that although the true risk is still slightly

less than the allocated risk, the error between the two is much smaller when compared to

that of the uniform risk strategy.
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Figure 2.6: Trajectories of controlled system and their associated standard deviations using
iterative risk allocation.

The iterative risk allocation algorithm is robust in the sense that the algorithm will

assign risk proportionately to how close the solution trajectories are to the boundaries of

the state space. Since solutions are close to the right and top boundaries of the allowable

LOS region for more of the horizon, the optimal allocation weighs the respective risks more

than those of the left and bottom boundaries. Thus, IRA purposefully steers the trajectories

away from the boundaries proportionally to the amount of risk that is allocated to violating

those respective boundaries. Table 2.1 shows the true joint probability of failure, de�ned as

�� , 1 � P

"
N\

k=1

N x\

j =1

� |
j Ekx ? � � j

#

: (2.100)

It is clear that the uniform risk allocation does not even come close to the desired design of
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(a) Uniform allocation.

(b) Optimal allocation.

Figure 2.7: Comparison of allocated risk and true risk using: (a) uniform risk allocation,
(b) optimal risk allocation.
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� = 0 :03, while the IRA gives a true probability of failure very close to the desired one.

Figure 2.8: Optimal costJ ?(� ) after every IRA iteration.

Table 2.1: Comparison of total true risk and terminal volume between uniform and optimal
allocations for polyhedral and conical state spaces.

Uniform IRA Poly IRA TC
�� 0.00123 0.02998 0.02999

VN 0.5546 0.6279 3.6818
IRA RUB IRA GEO SMPC [115]

�� 0.02999 0.02998 0.0011
VN 3.7038 4.0909 -

Finally, we looked at the optimal cost function over each IRA iteration, as in Figure 2.8.

The convergence criterion set in this example is� = 10� 5, or when all of the constraints are

active or inactive, which can be proved in [56] to be a suf�cient condition for optimality for

the risk allocation problem in (2.65). We see that indeed (2.66) holds, and the optimization

resulted even in a slight decrease of the objective function. Thus, the iterative risk allocation

algorithm optimizes the risk allocation at each time step without increasing the cost.
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IRA-CS with Cone Chance Constraints

For this example, the following representation of a cone was used

X = f (x; y; z) : kA �Rx ( )xk2 � c| �Rx ( )x + dg; (2.101)

where �Rx ( ) , blkdiag(Rx ( ); Rx ( )) andRx ( ) 2 SO(3) is the standard 3D rotation

matrix about thex axis. The angle of rotation is = tan � 1(�z0=�y0), which corresponds

to a body-mounted sensor on the Chief that is angled to the relative position vector of the

Deputy. Additionally,A = diag(1; 0; 1; 0; 0; 0); c = [0; �; 0]| , and� = tan( � ), where

� = 15� is the cone half-angle. We setd = 10, which corresponds to an offset of 10 meters

from the origin. The constant choice of parameters� i = 1=n for all i = 1; : : : ; n was

used across all constraints in the three-cut approximation and� 1 = � 2 = 1 � � i � k=2 was

used for the reverse union bound approximation. Lastly, the initial state was changed to

� = [10; 120; 90; 0; 0; 0]| for this simulation.

It should be noted that a rotated cone about thei th axis can be put in the form of a

standard cone as in (2.47) via the transformation

�A , A �Ri ( ); �c , �R| ( )c: (2.102)

Thus, it is possible to make successive rotations of a cone by adjusting the cone parameters

A andc. In the context of the given parameterization, the cone becomes the set
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 (py cos � pz sin ) + d: (2.103)

Figure 2.8 compares the optimal costs among the three approximation, with the norm-

bound being the best and the three-cut approximation being less conservative than the

RUB approximation, as expected. Figure 2.9 shows the optimal trajectories in the three-
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(a) Reverse union bound two-sided approxi-
mation. (b) Norm-bound approximation.

Figure 2.9: Optimal trajectories using convex relaxations of conic chance constraints.

dimensional space and in the projection on thex � y plan, respectively. It should be noted

that for both the three-cut and RUB approximations of the cone constraint, and since we

approximated the quadratic constraints asO(n) SOC constraints at each time step, the IRA

algorithm needs to be adjusted as follows. In Line 5 of Algorithm 1, a constraint is deemed

active at time stepk if anyof the two-sided constraints in (2.58) are active. Similarly, when

tightening the constraints in Line 10, themaximumtrue risk�� k , maxj
�� j

k is used. This is

not needed for the norm-bound approximation because it approximates each cone chance

constraint as asingleconvex constraint for eachk, so the standard IRA algorithm is directly

applicable.

From Table 2.1, the norm-bound approximation actually has the highest terminal co-

variance of all three IRA methods discussed. Other than that, the two optimal inputs and

trajectories are very similar from Figure 2.9, and both successfully steer the distribution of
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(a) Covariance steering SMPC [38]. (b) Tube SMPC [115].

Figure 2.10: Stochastic MPC methods in the rendezvous problem

states to the terminal distribution, while satisfying the cone constraints.

Comparison with MPC-based Controllers

In addition to comparing the presented methods with each other, it is also worthwhile to

compare these methods to MPC-based methods in the context of the spacecraft rendezvous

problem. Although there exists a signi�cant literature on the use of MPC-based approaches

for satellite rendezvous and proximity operations in space [116, 117, 118, 119, 120], most

of these results assume deterministic dynamics and do not handle chance constraints di-

rectly. To this end, we applied two recentstochasticMPC (SMPC) formulations, outlined

in [38] and [115], and compared them to the present formulation. Note that, with the excep-

tion of [38] and [115], most SMPC methods [116, 14, 121] assumeboundeddisturbances

and/or chance constraints on the input, while in the present case, we assume more general,

unbounded disturbances with both state and input chance constraints.

Figure 2.10 shows the result from the MPC-based methods in [38] and [115]. In [38],

the authors iteratively solve a covariance steering problem over a receding horizon. There

are two terminal constraints at every time step; the �rst is on the mean state to be inside a

maximally positive invariant (MPI) set de�ned byA+ B ~K 2 X �
f , where ~K is the associated
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gain that satis�es the steady-state Lyapunov equation� = ( A + B ~K )�( A + B ~K )| + DD | ,

and � is anassignablestate covariance [122]. The second, and similar to this work, is

a constraint on the terminal covariance to be less than or equal to� f , where� f is the

aforementioned assignable covariance. Similarly, in [115], there are again two terminal

constraints on the mean and the covariance, but in this case, the MPI set is de�ned as

(A + BK LQR )� 2 X �
f , whereK LQR is the gain computed as the solution of an LQ problem

for the nominal system, and� f is chosen to solve the Lyapunov equation� = ( A +

BK LQR )� f (A + BK LQR )| + DD | .

The stochastic MPC algorithm in [115] wasnot able to solve the rendezvous problem

with the given parameters for a control bound ofumax = 30 N, as this was not enough

control authority to reach the MPI set at the end of the horizon(N = 10; � t = 2) . The

MPC problems became feasible only when the bounds were relaxed to more than�ve times

that of the current work. Additionally, in both SMPC formulations, the designer is not

allowed to freely choose the terminal covariance, since in order for the problem to be

feasible, the terminal covariance must satisfy certain constraints. Lastly, although both

MPC controllers successfully steer the system to the origin, there are no guarantees of

recursive feasibility for the closed loop system and the solutions are more sub-optimal

compared to that of the current work, as there is no optimization over the risk allocation

since it is uniform. As a result, thetrue risk in these MPC methods is much lower than

the design goal, as shown in Table 2.1. Further, there is no current work to date that can

incorporate MPC-based methods for conical state spaces as was proposed here. As such,

one potential future application of the proposed CS-IRA algorithm is in the context of

SMPC, which would lead to less conservative and more optimal trajectory designs, without

having to uniformly allocate risk or use a polyhedral approximation of the LOS cone.
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Table 2.2: Parameters for Earth-to-Mars transfer example [123].

Property Value Unit
�r0 (� 0:94052; � 0:34502) AU
�v0 (9:7746; � 28:078) km/s
�r f (� 1:1543; 1:1829) AU
�vf (� 16:427; � 14:861) km/s

Property Value Unit
t f � t0 348:79 days
umax 1 � 10� 3 m/s2

� 0:2 � umax -
� 1:3271� 1020 m3/s2

N 40 -

2.10.2 Low-ThrustInterplanetaryTrajectoryDesign

Consider the problem of guiding a spacecraft on an Earth-to-Mars transfer orbit with a

low-thrust engine. For simplicity, the orbits of Earth and Mars are assumed to be co-planar

and the spacecraft mass-change dynamics are neglected. The positionr 2 R2 and velocity

v 2 R2 of the spacecraft are given in a Sun-centered inertial frame, and external perturbing

accelerations are modeled as a two-dimensional Brownian motionw(t). At the initial time

t0 = 0, the spacecraft state is normally distributed with mean� 0 = [�r |
0; �v|

0]| given in

Table 2.2, and covariance� 0 = diag(102 km2; 102 km2; 0:12 km2=s2; 0:12 km2=s2). From

this initial time, the spacecraft trajectory is described by the SDE

d

2

6
4

r

v

3

7
5 =

2

6
4

v

� � r =kr k3 + u

3

7
5 dt +

2

6
4

0

�I

3

7
5 dw ; (2.104)

where � is the gravitational parameter of the Sun,� is a positive scalar indicating the

disturbance intensity, andu 2 R2 is the commanded thrust acceleration, which is con-

strained in magnitude bykuk � umax . These physically represent combined thrust mag-

nitude constraints on the spacecraft engines. We wish to steer the spacecraft to the ter-

minal mean state of Mars position in Heliocentric frame with a �nal covariance given by

� f = diag(0:0447 AU� 2; 0:0447 AU� 2; 0:3336 AU2=day2; 0:3336 AU2=day2) � 10� 4.

The nominal cost is given bỳk = kvkk, and the running cost weights were set asQ =

diag(0:1 AU� 2; 0:1 AU� 2; 0:001 day2=AU2; 0:001 day2=AU2) andR = 0:1I day2=AU,

respectively.
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Figure 2.11: Nominal trajectory and controls with discrete times indicated as dots along
the trajectory.

Following the initial covariance provided inkm andkm=s, the problem was converted

into astronomical units and days, and hence the �nal covariance and running costs are pro-

vided in these units. The remainder of the problem parameters are listed in Table 2.2. We

remark that these parameters are approximately equal to those from the numerical example

in [123]. The disturbance intensity, �nal covariance, and running costs weights, however,

are arbitrarily set for the purposes of numerical demonstration.

The initial control guesŝu1(t) for the iCS algorithm was obtained as the solution to
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the nominal optimal control problem using an existing solver with a �xed margin on the

maximum throttle2. Additionally, we did not use any virtual buffers or trust regions for

this speci�c implementation SCvx. Algorithm 2 ran for �ve iterations, and the resulting

nominal trajectory is shown in Figure 2.11. The nominal control with Monte Carlo samples

is shown in Figure 2.12 and the evolution of the position covariance for both open and

closed-loop control simulations is shown in Figure 2.13. The �nal state covariance is

� N =

2

6
6
6
6
6
6
6
4

0:4468 0:0000 0:0128 0:0078

? 0:4468 0:0051 0:0102

? ? 0:0022 0:0014

? ? ? 0:0011

3

7
7
7
7
7
7
7
5

� 10� 5; (2.105)

in units of AU for position values and AU/day for velocity values, which is less than the

maximum allowed covariance.

Notice that due to the chance constraints, the controller plans for more aggressive feed-

back when the optimal open-loop control is not near the maximum value. Furthermore,

as we can see in Figure 2.12, the nominal control does not immediately increase to its

maximum value during the �nal approach segment as would be the case for an optimal

deterministic controller. Instead, the nominal control is set so as to reserve a margin for the

corrective actions that are necessary to meet the �nal covariance constraint. If the �nal co-

variance is tightened then we expect that a larger margin will be left on the nominal control.

This behavior demonstrates the bene�t of coupling the design of the reference trajectory to

the feedback gains.

2.10.3 DoubleIntegratorwith Measurements

Lastly, we illustrate the OF-CS algorithm on a planar motion planning problem. Consider

a double integrator system with horizonN = 20 and� t = 0:2. The system dynamics are

2GPOPS-II [124] was used to solve for the initial trajectory.
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Figure 2.12: Nominal control (black) with sample control trajectories (gray).

given by

A =

2

6
4

I 2 � tI 2

02 I 2

3

7
5 ; B =

2

6
4

� t2=2I 2

� tI 2

3

7
5 ; (2.106)

with process noise matrixGk = 0:01I 3. The measurement model is given byCk =

[03� 1; I 3], meaning we are measuring the last three states, and measurement noise matrix

Dk = diag(0:1; 0:003; 0:003). The initial state estimate and estimation error are given by

� x̂ 9
0

= 10� 2 � diag(8; 9; 0:6; 0:6) and� ~x 9
0

= 10� 2 � diag(2; 1; 1:4; 1:4), respectively, and

the initial state mean is� 0 = [1:5; 3:5; 1:5; 8:5]| . The desired terminal state distribution has

mean� f = [10:5; 8:5; 0; 0]| and covariance� x f = 10� 2 � diag(3; 3; 0:3; 0:3). Lastly, we

enforce state chance constraints where the polytopeX is de�ned with two half spaces given
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Figure 2.13: Open-loop (left) and closed-loop (right) position covariance at each time step.

by � 01 = [ � 0:25; 1; 0; 0]| ; � 2 = [0:5; � 1; 0; 0]| , and� 1 = 6; � 2 = � 2:1, with a joint risk

level � x = 0:02. We incorporate IRA and solve the resulting optimization problem with

the CCP using YALMIP [114] with MOSEK [97].

Table 2.3: Statistics of solution times for varying horizon lengths.

N 10 20 50 100
Block CS [35]

� (ms) 25.17 71.14 535.44 3827.02
� (ms) 1.84 1.50 8.28 38.67

Sequential CS
� (ms) 6.43 10.43 27.52 47.83
� (ms) 0.52 0.68 0.72 1.57

Figure 2.14 shows the evolution of the estimate3� covariance of the state, state devia-

tion, and full state distributions. The chance constraints are satis�ed with joint probability

� x = 0:02, and interestingly, we see that the estimation error distribution becomes smaller

as the state nears the boundary, which intuitively is understood from (2.86) as the �rst term

must become smaller as we approach equality. Additionally, we also compare the compu-

tational speeds with this sequential CS method, where each intermediate state moment is a

decision variable, with the traditional block CS method as outlined in Section 2.4 for full
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state feedback and [35] for output feedback.

Table 2.3 shows that the solutions using this new proposed method are more than an

order of magnitude faster, with much better performance for increasing problem sizes.

Speci�cally, for a large horizon lengthN = 100 (20 seconds), the proposed solution is

almost a hundred times faster than the batch solution. This is due to the fact that the batch

solution scales quadratically with the problem size, whereas our method scales linearly.

As noted in [95], the terminal covariance constraints for the local approach SDP in (2.32)

requires onlyN � 1 LMIs of dimensionn � n, whereas the system-level approach SDP in

(2.25) requires an LMI of dimension(N +2) n � (N +2) n. In general, many smaller LMIs

are more ef�ciently solved compared to that of a single large one.
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(a) Optimal 3-� covariance ellipses for OFCS with no constraints.

(b) Optimal 3-� covariance ellipses for OFCS with chance constraints.

Figure 2.14: Evolution of 3-� covariance ellipses for the true state, estimated state, and
state estimation error.
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CHAPTER 3

NON-GAUSSIAN DENSITY STEERING

The material in this chapter is based on Ref. [100].

3.1 Introduction

The exposition in Chapter 2 solves the chance-constrained covariance steering problem un-

der the assumption that the noise and boundary states are all normally distributed. This

assumption, however, may not be realistic in many applications. Modeling the stochastic

uncertainty as a Gaussian distribution may potentially result in a large miscalculation of

risk. Thus, we would like to work towards a general framework that can steer distribu-

tions with non-Gaussian disturbances entering the system dynamics. Since any arbitrary

distribution may contain a potentially in�nite number of moments, anydensitysteering

framework will at best be approximate in satisfying the terminal constraints. To this end,

there are currently two main ways of attacking this problem; either by (i) treating the full

problem of steering arbitrary distributions and minimizing a distributional terminal cost

function (e.g., Wasserstein distance, Kullback-Leibler (KL) divergence), or (ii) modeling

ambiguity in the distribution through ambiguity sets. The latter method is analyzed in

Chapter 4. This chapter, on the other hand, addresses the more generalnon-Gaussiansteer-

ing problem, with arbitrary1 initial, terminal, and noise distributions by leveraging tools

from probability theory to propagate the uncertainty. We encode the distribution of the

state (and noise) in terms of thecharacteristic function(CF), which intuitively represents

the Fourier transform of the associated density function. Using its properties, we reformu-

late all chance constraints and terminal constraints in terms of products and integrals of

the known CFs, resulting in a tractable, albeit nonlinear, program. Additionally, we use

1Aside from the distributions being absolutely integrable, i.e., 2 L 1(Rp).
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the so-calledenergy distancebetween CFs to express the terminal distribution constraints.

Lastly, we illustrate the solution framework on a planning problem with a variety of non

Gaussian noise distributions.

Contributions

To the best of our knowledge, this is one of the only analytical frameworks that can tractably

solve the general distribution steering problem in discrete time. A notable effort in this

regard is in [125], which formulates the problem in terms of propagation of the states

power moments, though their theory is only applicable to scalar systems. Additionally,

optimal transport theory [28, 29] has been successfully used to control SDEs in contin-

uous time with arbitrary endpoint distributions. Other approaches use the Fokker-Planck

and Hamilton-Jacobi-Bellman theory to solve a Schrödinger bridge problem [15], although

with the assumption of an additive Wiener process noise. Characteristic functions, on the

other hand, provide an effective and computationally tractable tool to encode and propa-

gate uncertainty through linear stochastic systems of any dimension, and even some non-

linear mappings. In fact, the work in [126] used similar concepts to propagate distributions

through ReLU neural networks, with the aim of probabilistic veri�cation.

Organization

This chapter is organized as follows. In Section 3.2, we introduce and state the non-

Gaussian density steering problem. Section 3.3 reviews the relevant theory and properties

of characteristic functions that will be used throughout this chapter. Using this machinery,

Section 3.4 reformulates the density steering problem as a tractable optimization problem,

which is summarized in Section 3.5. Lastly, we showcase the proposed approach to linear

system case study in Section 3.6, where the state is subjected to Gaussian, Laplacian, and

mixture of Gaussian disturbances and initial conditions.
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3.2 Problem Formulation

The method used to formulate and solve the density steering problem falls under the

system-level class, as outlined for the CS problem in Section 2.4. To this end, we con-

sider the same discrete-time, stochastic linear system as in (2.1), but with disturbances

w k �  w ;k . Unlike in Chapter 2, in this setting, we assume that the disturbances are inde-

pendent at each time step, but need not be identically distributed. Additionally, we assume

that the system starts atx 0 �  x 0 , and we seek to steer the �nal state atN to a desired dis-

tribution x f �  x f . Given a deterministic reference trajectoryxr
k 2 Rn for k 2 [[N � 1]]0,

we consider the quadratic cost

J (u ) =
N � 1X

k=0

E[(x k � xr
k)| Qk(x k � xr

k) + u |
kRku k ]; (3.1)

whereQk � 0, andRk � 0 as before. Recalling the system-level formulation presented in

Section 2.4, we concatenate the dynamics (2.1) as

x = Ax 0 + Bu + Dw; (3.2)

where the augmented disturbance follows the distributionw �  w =
Q N � 1

k=0  w ;k due to

independence. As in Chapter 2, probabilistic constraints are imposed on the state and input,

namely

P

 
N\

k=1

Ekx 2 X k

!

� 1 � � x ; P

 
N � 1\

k=0

Fku 2 Uk

!

� 1 � � u; (3.3)

whereXk � Rn ; Uk � Rm denote the state and input constraint spaces, respectively, and

Ek ; Fk isolate thekth element of the state and input, respectively. Lastly,� x ; � u 2 [0; 1)

are the constraint violation thresholds. Using (3.2), the cost in (3.1) can be re-written as

J (u ) = E[(x � xr )| Q(x � xr ) + u | Ru]; (3.4)
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with Q = blkdiag( Q0; : : : ; QN � 1) � 0, R = blkdiag( R0; : : : ; RN � 1) � 0 and xr =

[(xr
0)| ; : : : ; (xr

N )| ]| 2 R(N +1) n . Finally, as in the previous chapters, we assume the set of

admissible control sequences is the class of af�ne state feedback laws. In total, then, the

generaldistribution steering(DS) problem is posed as follows.

Problem 6. Find an admissible control sequence� x that minimizes the cost functional

(3.4)subject to the dynamics(3.2), chance constraints(3.3), initial distribution  x 0 , termi-

nal distribution x f , and noise sequence w k .

3.3 Characteristic Functions

One way to represent the underlying system stochasticity is via characteristic functions

(CF).

De�nition 1. For a continuous random vectorw 2 Rp such thatw �  w , the CF is

de�ned by the Fourier transformFf  w g(t) of its probability density function (PDF), that

is,

' w (t) = Ew [exp(it | w)] =
Z

Rp
eit | z w (z) dz; (3.5)

wheret; z 2 Rp.

The CF has the following properties [127, 128]:

• It is uniformly continuous.

• ' w (0) = 1 .

• It is bounded, i.e.,j' w (t)j � 1, for all t 2 Rp.

• It is Hermitian, i.e.,' w (� t) = �' w (t).

We additionally make the following extra assumption, to guarantee well-posedness of inte-

grals of CFs in the sequel.
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Assumption 3. The CF' w is absolutely integrable, that is, it is an element ofL1(Rp).

Assumption 3 is generally very mild in practice, and it is hard to imagine any naturally-

occurring distribution in practice which isnot square integrable. To this end, note that in

the formulation of Problem 6, the associated distributions neednothave moments, only that

their respectively CFs exist. This is quite an advantage over methods that try to control the

PDF of the state, as many distributions, such as Cauchy, have not only practical relevance

[129] but also do not have well-de�ned moments. To recover the PDF from its CF, we use

the following result.

Theorem 5(PDF Inversion Theorem [128, Theorem 1.2.6]). If the CF' w 2 L1(Rp), then

the PDF can be recovered via the inverse Fourier transformF � 1f ' w g(z), that is,

 w (z) =
�

1
2�

� p Z

Rp
e� it | z ' w (t) dt: (3.6)

Below, we summarize some useful properties of CFs. Letw 1; w 2; w ; z be random

vectors of appropriate dimensions.

1. If z = w 1 + w 2, then z (z) =
�
 w 1 �  w 2

�
(z) (i.e., convolution of their PDFs), and

' z (t) = ' w 1 (t)' w 2 (t) [130, Sec. 21.11].

2. If z = F w + g for F 2 Rq� p; g 2 Rq,then' z (t) = exp(i t | g)' w (F | t) [130, Sec.

22.6].

3. Givenw 1 andw 2, thenz = [ w |
1; w |

2]| has the PDF z (z) =  w 1 (e|
1z1) w 2 (e|

2z2); z =

[z|
1 ; z|

2 ]| , and CF' z (t) = ' w 1 (e|
1t)' w 2 (e|

2t); t = [ t |
1; t |

2]| , wheree1 ande2 isolate

the �rst and second component of the vector, respectively [130, Sec. 22.4].

4. If z = [ z1 � � � z i � � � zp]| 2 Rp is a vector of scalar random variablesz i with PDFs

 z i , then the PDF ofa| z, with a 2 Rp, is given by a| z (z) =
Q p

i =1  z i (e
|
i;p az), and

the CF is' a| z (t) = ' z (tz ) =
Q p

i =1 ' z i (t i ), for tz = at, andt i = e|
i;p tz [130, Sec.

22.4].
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We can also recover the cumulative distribution function (CDF) via the CF using the fol-

lowing theorem.

Theorem 6(Gil-Pelaez Inversion Theorem, [131, 128]). Given a random variablesy with

CF ' y and PDF y satisfying the property that
R

R log(1 + jxj) x (z) dz < 1 , then the

CDF ofy , � y , at each point y that is continuous, can be evaluated by

� y (y) =
1
2

�
1
�

Z 1

0

1
t
Im[exp(� ity)' y (t)] dt; (3.7)

wherey; t 2 R.

3.4 Problem Reformulation

We choose the af�nefull state feedback control law, given by

u k =
kX

i =0

K k;i x i + gk ; (3.8)

which has the augmented form given byu = K x + g, whereg 2 RNm andL is a lower

block triangular matrix, de�ned similarly as in Chapter 2.

Remark 5. The control law used in this chapter is slightly different than the one used in

Chapter 2 that is based on af�ne state deviation feedback. However, this is without loss of

generality, as full state and deviation state feedback are equivalent under the transforma-

tion gx
k = v~x

k � K k � k .

Plugging in the control law (3.8) into the augmented dynamics (3.2) results in the state

and input sequences

x = ( I � B K )� 1(Ax 0 + Dw + Bg); (3.9a)

u = K (I � B K )� 1(Ax 0 + Dw + Bg) + g: (3.9b)
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Next, given the following change of variables

L = K (I � B K )� 1; v = K (I � B K )� 1Bg + g; (3.10)

we can equivalently write the state and input sequences as

x = ( I + BL)(Ax 0 + Dw) + Bv; (3.11a)

u = L(Ax 0 + Dw) + v: (3.11b)

Similar to Section 2.3, the resulting state and input mean and covariance are given by

� = ( I + BL)A � 0 + Bv; �u = LA � 0 + v; (3.12a)

� x = ( I + BL) ~�( I + BL)| ; � u = L ~� L | ; (3.12b)

where~� = A � 0A | + DD | . Consequently, the objective function (3.4) is re-written as

J (L; v) = � | Q� + �u| R �u + tr[ Q� x ] + tr[ R � u ]; (3.13)

which is quadratic and convex in bothL andv from (3.12).

Next, given the reformulated input and state sequences (3.12), we proceed to reformu-

late the chance constraints (3.3). The high-level idea is that we re-write the probabilistic

constraints in terms of the CDF of a random variable, which can then be evaluated in terms

of the associated CF.

3.4.1 Non-GaussianChanceConstraints

As in Section 2.6, we �rst decompose the joint chance constraints into individual con-

straints using Boole's inequality. Additionally, for simplicity, we consider a polyhedral

constraint space (Section 2.6.2), however, it is straightforward to generalize the subsequent
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analysis for more general types of constraint spaces, such as convex cones (Section 2.6.3)

or norm-bounded spaces (Section 2.6.4).

State Chance Constraints

The joint state chance constraints in (3.3) are conservatively approximated into a set of

individual chance constraints through Boole's inequality [98]

P[� |
j;k Ekx � � j;k ] � 1 � � x

j;k ;
NX

k=1

N xX

j =1

� x
j;k � � x ; (3.14)

or, equivalently,

� � |
j;k Ek x (� j;k ) � 1 � � x

j;k ;
NX

k=1

N xX

j =1

� x
j;k � � x ; (3.15)

where� x
j;k 2 [0; � x ); k 2 [[N ]]; j 2 [[Nx ]]. Plugging the state sequence (3.11a) into the

individual constraints (3.15) yields

� cj;k (� j;k � � |
j;k EkBv) � 1 � � x

j;k ; (3.16)

wherecj;k , � |
j;k Ek(I + BL)(Ax 0 + Dw).

Input Chance Constraints

Similar to the state chance constraints, we transform the joint input chance constraints in

(3.3) into a set of individual chance constraints as follows

P[a|
j Fku � bj ] � 1 � � u

j;k ;
N � 1X

k=0

NuX

j =1

� u
j;k � � u; (3.17)

or, equivalently,

� a|
j Fk u (bj ) � 1 � � u

j;k ;
N � 1X

k=0

NuX

j =1

� u
j;k � � u; (3.18)
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where� u
j;k 2 [0; � u); k 2 [[N � 1]]0; j 2 [[Nu]]. Plugging the input sequence (3.11b) into

the individual constraints (3.18) yields

� d j;k (bj � a|
j Fkv) � 1 � � u

j;k ; (3.19)

whered j;k , a|
j FkL(Ax 0 + Dw).

Encoding Chance Constraints via CFs

To illustrate how to encode the chance constraints (3.16) and (3.19) via CFs, consider �rst

the state chance constraints in (3.16). Expanding the random variablecj;k , we can write

cj;k = � |
c;j;k x 0 + � |

c;j;k w; (3.20)

where� c;j;k = � |
j;k Ek(I + BL)A and� |

c;j;k = � |
j;k Ek(I + BL)D arenon-random variables

that are linear in the decision variableL. Under Assumption 1, Property 3 of CFs allows

us to decompose' cj;k as

' cj;k (t) = ' � |
c ;j;k x 0 (t)' � |

c ;j;k w (t): (3.21)

Next, Property 2 yields

' � |
c ;j;k x 0 (t) = ' x 0 (tc

x 0
); (3.22a)

' � |
c ;j;k w (t) = ' w (tc

w ); (3.22b)

82



wheretc
x 0

= � c;j;k t andtc
w = � c;j;k t. Finally, Property 4 yields

' x 0 (tc
x 0

) =
nY

i =1

' x 0;i (t
c
x 0;i

); (3.23a)

' w (tc
w ) =

pNY

i =1

' w i (t
c
w i

); (3.23b)

wheretc
x 0;i

= e|
i;n tc

x 0
andtc

w i
= e|

i;pN tc
w . Theorem 6 gives an analytical expression for the

CDF ofcj;k evaluated at
 j;k = � j;k � � |
j;k EkBv as

� cj;k (
 j;k ) =
1
2

�
1
�

Z 1

0

1
t
Im

�
e� it
 j;k ' cj;k (t)

�
dt; (3.24)

where' cj;k (t) is given in (3.21). Thus, (3.24) provides a means to compute the CDF in

the state chance constraints (3.16), and encodes the decision variablesL and v through

Theorem 6.

Similarly, we can also derive the input chance constraints in (3.19) for the random

variabled j;k by re-writing

d j;k = � |
d;j;k x 0 + � |

d;j;k w; (3.25)

where� |
d;j;k = a|

j FkLA and� |
d;j;k = a|

j FkLD. From Property 3 of CFs, the CF ofd j;k is

therefore

' d j;k (t) = ' � |
d ;j;k x 0 ' � |

d ;j;k w (t): (3.26)

Further, by Property 2 and Property 4, we have

' � |
d ;j;k x 0 (t) = ' x 0 (td

x 0
) =

nY

i =1

' x 0;i (t
d
x 0;i

); (3.27a)

' � |
d ;j;k w (t) = ' w (td

w ) =
pNY

i =1

' w i (t
d
w i

); (3.27b)

wheretd
x 0

= � d;j;k t; t d
w = � d;j;k t; t d

x 0;i
= e|

i;n td
x 0

, andtd
w i

= e|
i;pN td

x 0
. Thus, the expression
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for the CDF ofd j;k evaluated at� j;k = bj � a|
j Fkv is given by

� d j;k (� j;k ) =
1
2

�
1
�

Z 1

0

1
t
Im

�
e� it� j;k ' d j;k (t)

�
dt; (3.28)

where' d j;k (t) is given in (3.26). Note that the chance constraints encoded by the CF in

(3.24) and (3.28) result innonlinearconstraints in terms of the decision variablesL andv.

3.4.2 TerminalDensityConstraints

Our approach aims at matching probability densities using the machinery of characteristic

functions. The bene�t of using CFs to match between densities as opposed to other metrics

such as the KL-divergence or Wasserstein distance is two-fold. First, it can be shown that

the largest absolute difference between two PDFs is upper-bounded byL1 difference of

their CFs. Second, this holds for all distributions (including mixture distributions) which

have a CF inL1(Rn ) and directly results in an explicit integral expression over the fre-

quency domain, and not an integration over the entire state-space [26]. This is convenient,

as it is dif�cult to formulate the terminal constraints analytically in the state-space due

to the non-Gaussian state evolution requiring several convolutions at each time step (see

Property 1 of operations on CFs).

Next, we �rst derive a joint distribution representation of the terminal state, which

results in ann-dimensional integral. We then show that due to the independence property

of the disturbances, we can compute this integral usingn separate matching constraints at

the �nal time.

Terminal Density Representation

Using Properties 1 and 2 of CFs, the joint CF of the terminal statex N is

' x N (t) = exp(i � | t)' x 0 (tN
x 0

)' w (tN
w ); (3.29)
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where

' x 0 (tN
x 0

) =
nY

i =1

' x 0 ;j (tN
x 0;j

); (3.30a)

' w (tN
w ) =

pNY

i =1

' w j (t
N
w j

); (3.30b)

and wheretN
x 0

= � i t; t N
x 0 ;j = e|

j;n tN
x 0

; tN
w = � i t; t N

w j
= e|

j;pN tN
w , and� |

i = e|
i;n EN (I +

BL)A ; � |
i = e|

i;p EN (I + BL)D, and� | = EN Bv. Similarly, the joint CF of thedesired

terminal state is

' x f (t) =
nY

i =1

' x f;i (t i ): (3.31)

We now introduce theL1 distance as an upper bound on the maximumL1 deviation between

two probability distributions.

Theorem 7([128, Sec. 1.4]). If the joint PDF for the terminal state of the system is x N

with CF (3.29)and the desired joint PDF is x f with CF (3.31), then

�( L; v) = sup
z2 Rn

j x N (z; L; v) �  x f (z)j � D(L; v); (3.32)

where

D(L; v) =
�

1
2�

� n

k' x N � ' x f k1 =
�

1
2�

� n Z

Rn
j' x N (t) � ' x f (t)j dt: (3.33)

Proof. Since

�
�
�
�
�

�
�
�
�

Z

Rn
exp(it | z)' x N (t) dt

�
�
�
� �

�
�
�
�

Z

Rn
exp(it | z)' x f (t) dt

�
�
�
�

�
�
�
�
�

�
Z

Rn

�
�
� exp(it | z)' x N (t) � exp(it | z)' x f (t)

�
�
� dt; (3.34)

it follows, by multiplying both sides by(1=2� )n and using the PDF inversion from Theo-
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rem 5, that

j x N (z) �  x f (z)j �
�

1
2�

� n

k' x N � ' x f k1: (3.35)

Lastly, since this holdsfor all z 2 Rn , we obtain the desired result.

Corollary 1. Let � > 0 such thatD(L; v) < � for L andv. Then,supz2 Rn j x N (z; L; v) �

 x f (z)j � � .

Matching Densities

Since the desired �nal state distribution elements are assumed to be independent, we can

derive a simpler representation of then-dimensional integral of the joint representation in

(3.32). Speci�cally, we constructn separate density matching expressions with respect to

each terminal state variable, that is, for alli 2 [[n]],

� i (L; v) = sup
zi 2 R

j x N;i (zi ; L; v) �  x f;i (zi )j � D i (L; v); (3.36)

where,

D i (L; v) =
1

2�

Z

R
j' x N;i (t i ) � ' x f;i (t i )j dt; (3.37)

which follows from Theorem 7. The next result provides a relationship between (3.37) and

(3.33).

Theorem 8. Suppose there exists(L; v) such that, for alli 2 [[n]], we haveD i (L; v) � � i .

Then,D(L; v) � (1=2� )n� 1� , where� =
P

i � i .

Proof. By de�nition of the L1 distance, for eachi 2 [[N ]], we have

1
2�

Z

R
j' e|

i;n x N
(t i ) � ' x f;i (t i )j dt i � � i : (3.38)
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Let ai , ' e|
i;n x N

(t i ) andbi , ' x f;i (t i ). Then, sincejai j; jbi j � 1, it follows that

j' x N (t) � ' x f (t)j =

�
�
�
�
�

nY

i =1

' e|
i;n EN x (t i ) �

nY

i =1

' x f;i (t i )

�
�
�
�
�

�
nX

i =1

j' e|
i;n x N

(t i ) � ' x f;i (t i )j;

(3.39)

where we have used the fact that forai ; bi 2 C; i 2 [[N ]], wherejai j; jbi j � 1, we have

j
Q

i ai �
Q

i bi j �
P

i jai � bi j. The result now follows immediately from the de�nition of

D(L; v).

3.5 Final Optimization Problem

With the elements derived for both the chance constraints in Section 3.4.1 and terminal

distribution constraint in Section 3.4.2, we present the resulting optimization problem.

min
L;v;� x ;� u

J (L; v) +
nX

i =1

� i D i (L; v) (3.40a)

s:t : � cj;k (� j;k � � |
j;k EkBv) � 1 � � j;k ; (3.40b)

� d j;k (bj � a|
j Fkv) � 1 � � j;k ; (3.40c)

NX

k=1

N xX

j =1

� x
j;k � � x ;

N � 1X

k=0

NuX

j =1

� u
j;k � � u; (3.40d)

whereJ (L; v) is given by

(� � xr )| Q(� � xr ) + �u| R �u + tr[ Q� x ] + tr[ R � u ]; (3.41)

with the state and input mean�; v and covariance� x ; � u given in (3.12).

We treat the matching constraint as a soft constraint, as in [26]. By penalizing thisL1

distance in the cost, we provide �exibility to the underlying nonlinear program solver and

enable increased feasibility.
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3.6 Numerical Example

We demonstrate our approach on a 2D double integrator with different disturbances and

initial conditions. Consider the system (2.1) with statex = [ p| ; _p| ]| 2 R4. The expressions

for the system matricesAk ; Bk andDk are given in [47] with� T = 1 andN = 5. We

assume polyhedral state constraints with� 1;k = [1; 1; 0; 0]| ; � 2;k = [1; 0:1; 0; 0]| ; � 1;k =

12:75; � 2;k = 8:75for all k 2 [[N ]], and assumex 0 �  x 0 must be within the state polytope,

as well. We let the input constraint space beUk = [ � 4; 4]2 for all k 2 [[N � 1]]0. The desired

trajectoryxr is interpolated from waypoints(4; 5) to (8; 5) for k 2 f 0; 1; 2g and from(9; 5)

to (7:875; 3) for k 2 f 3; 4; 5g. We seek to drive the �nal state tox f �  x f = N (� f ; � f )

with mean� f = [7:75; 2; 0; 0]| and covariance� f = 6 � 10� 2diag(1; 1; 0:1; 0:1). The joint

risks are chosen as� x = 0:1 and � u = 0:1, and cost weightsQk = diag(10; 1; 10; 1)

andRk = I 2 for all k 2 [[N � 1]]0. The weighting of the distance metric in the cost is

� = [10; 10; 1; 1]| .

All computations were done in MATLAB with an Intel Core i9-10900K process and

64GB RAM. The optimization problems were solved usingfmincon . The CF inversions

(3.24) and (3.28) use CharFunTool [132] and the density matching terms in (3.37) was

implemented using trapezoidal quadrature. Lastly, we used104 Monte Carlo samples to

verify average state and input constraint violation (denoted as�̂ x and �̂ u, respectively)

and cost (denoted aŝJ (L; v)).

3.6.1 GaussianDistribution

To validate our approach on a baseline case, we �rst consider x 0 = N (� 0; � 0), with

� 0 = [4; 5; 0; 0]| and � 0 = diag(0:18; 0:18; 0:002; 0:002). As shown in Figure 3.1, the

proposed method drives the system to follow the reference trajectory, while not signi�cantly

violating the state constraints (Table 3.2). Likewise, input violation is minimal, as shown

in Figure 3.1 and Table 3.2. Since we steer the state from an initial Gaussian distribution to
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a �nal Gaussian distribution, the maximum deviation between the �nal and desired PDFs

and the correspondingL1 distances are small (Table 3.1).

3.6.2 HeavyTail - LaplaceDistribution

Heavy-tailed distributions are of interest as they decay much more slowly than Gaussians,

but with a similar mean and variance. The Laplace distribution has the PDFL �;� (x) =

exp(�j x � � j=� )=2� . We assume the initial condition x 0 � L (�; � ) with location� 0 =

[4; 5; 0; 0]| and scale� 0 = [0:3; 0:3; 0:01; 0:01]| . The disturbance also follows a Laplace

distribution w � L (� w ; � w) with location� w = [0; 0]| and scale� w = [1; 1]| . Although

the Laplace distribution is not smooth (Figure 3.2), the proposed method is able to steer to

the �nal desired density with little constraint violation (Table 3.2). The input in Figure 3.2

shows that their is some violation of the bounds, but it is within the violation threshold

(Table 3.2). The larger deviation between the �nal and desired PDFs (Table 3.1) re�ects the

fact that we modify a random variable that is not Gaussian so as to behave like a Gaussian

one.

3.6.3 Mixture Distributions- Normal

Lastly, we consider a Gaussian mixture with x 0 = 0:5N (� 0;1; � 0;1) + 0 :5N (� 0;2; � 0;2)

with means� 0;1 = [4; 5; 0; 0]| ; � 0;2 = [3:5; 3:5; 0:1; 0:1]| and covariances

� 0;1 = diag(0:3; 0:3; 0:03; 0:01); � 0;2 = diag(0:1; 0:5; 0:01; 0:01):

The disturbance is also an even mixture of two Gaussian, with means� w;1 = [0; 0:1]| ; � w;2 =

[0:1; 0]| and covariances� w;1 = � w;2 = I 2. In Figure 3.3, we see that the af�ne controller

steers the Gaussian mixture to a single Gaussian with minimal violation of the state con-

straints (Table 3.2). The input remains within acceptable limits (Table 3.2) despite the

multi-modal nature of the noise (Figure 3.3). The deviation between �nal and desired
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Table 3.1: The largest deviation between the actual and desired PDFs (3.32), compared to
theL1 distance (3.33) for each scenario. The controller from (3.40) yields anL1 distance
that upper bounds the largest deviation in each case.

Disturbance �  x N ;1 D1 �  x N ;2 D2

Gaussian (3.6.1) 3:83E� 4 2:6E � 3 1:69 10:63
Laplace (3.6.2) 0:037 0:346 0:077 0:6838

Gaussian Mixture (3.6.3) 0.002 0.016 0.001 0.011
Disturbance �  x N ;3 D3 �  x N ;4 D4

Gaussian (3.6.1) 3.36E-06 2.11E-05 4.29 33.38
Laplace (3.6.2) 0.096 0.270 4.46 33.16

Gaussian Mixture (3.6.3) 2.94E-04 0.031 4.94 31.87

Table 3.2: Cost and risk allocation (for the state and the input) when solving (3.40), and
averaged values from104 Monte-Carlo (MC) samples for validation. The MC average cost
is consistent with the computed cost, and the MC state and input constraint violations are
lower than the computed violations.

Disturbance J (K; v ) JMC(K; v ) � X � X; MC � U � U;MC

Gaussian (3.6.1) 53:17 49:36 0:098 0:052 0:0975 7E � 4
Laplace (3.6.2) 41:84 41:81 0:0983 0:0572 0:0977 0:0103

Gaussian Mixture (3.6.3) 49:74 46:18 0:098 0:009 0:098 0:015

PDFs is much smaller than seen with the Laplace PDF (Table 3.1). This is likely because

the controller alters the weights of the mixture of Gaussian elements to match the desired,

�nal Gaussian density.
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(a) State evolution (x and y) over 5 time steps, subject to state chance constraints and terminal
density constraints.

(b) Control input evolution (u1 andu2), subject to input chance constraints.

Figure 3.1: Distribution steering from one Gaussian distribution to another Gaussian dis-
tribution.

(a) State evolution (x and y) over 5 time steps, subject to state chance constraints and terminal
density constraints.

(b) Control input evolution (u1 andu2), subject to input chance constraints.

Figure 3.2: Distribution steering from a Laplace distribution to a Gaussian distribution.
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(a) State evolution (x and y) over 5 time steps, subject to state chance constraints and terminal
density constraints.

(b) Control input evolution (u1 andu2), subject to input chance constraints.

Figure 3.3: Distribution steering from a Gaussian mixture distribution to a Gaussian distri-
bution.
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CHAPTER 4

DISTRIBUTIONALLY ROBUST DENSITY STEERING

The material in this chapter is based on Refs. [133, 134, 67, 135].

4.1 Introduction

When controlling a dynamical system affected by noise, one needs to be able to discern

the statistical properties of the exogenous disturbances acting on the system. When such a

characterization is unknown, or is only approximately known, care must be taken to ensure

robust performance of the system under a range of uncertainties that can potentially affect

the system. The previous chapters have all assumed an exact, parametric disturbance model

that is drawn from some probability distribution, either from the Gaussian (Chapter 2) or

more general non-Gaussian (Chapter 3) families. This chapter, on the other hand, assumes

ambiguityin the noise distribution affecting the dynamical system, and models the set of all

possible disturbances as belonging to an ambiguity set. The distribution steering problem,

as a result, is generalized to an ambiguity set steering problem, where we aim to not only

steer the �rst two moments of the state distribution, but also the distributional uncertainty

of the state to a target ambiguity set.

To this end, one natural question that arises is how to form these ambiguity sets so

that the resulting optimization problem is tractable. We focus on two different classes of

ambiguity sets here, namelymoment-basedanddistance-based. To illustrate the former

class formally, consider the following de�nitions.

De�nition 2. Given a constantq 2 N� 1, the set of probability measures inP(Rd) with

�nite qth moment is denoted byPq(Rd) , f � 2 P (Rd) j
R

Rd kx kq d� < 1g .

De�nition 3. The (second-order) moment-based ambiguity set of a random variablex 2
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Rn is given by

P x , f Px 2 P 2(Rn ) j E[x ] = � x ; E[(x � � x )(x � � x )| ] = � x g: (4.1)

Thus, moment-based ambiguity sets allow us to enlarge the feasible set of distributions

we consider, from which a Gaussian distribution is just a single element of the set, that

is N (� x ; � x ) 2 P x . On the other hand, distance-based ambiguity sets de�ne a set of

probability distributions that are balls around some nominal distribution. There are many

different probability distances one may choose from, for example the Kullback-Leibler

(KL) divergence, total-variation (TV) distance, or Wasserstein distance. The Wasserstein

distance is especially attractive from this point of view as it also constitutes a metric for the

space of distributions. To formalize this notation, we again begin with some de�nitions.

De�nition 4. A structural ambiguity setS is a subset ofP2(Rd) that is closed under posi-

tive semide�nite af�ne pushforwards, that is, for anyQ 2 S and any af�ne transformation

f : Rd ! Rd of the formf (� ) = A� + b, for someA � 0 andb2 Rd, we haveQ� f � 1 2 S.

Examples of structural ambiguity sets include the set of symmetric distributions, uni-

modal distributions, log-concave distributions, and elliptical distributions. Clearly, the en-

tire probability spaceP2(Rd) is trivially a structural ambiguity set.

De�nition 5. The Wasserstein ambiguity set of radius" with transportation costccentered

at the nominal distributionP is de�ned by

Bc
";p (P) = f Q 2 S : Wc

p(Q; P) � "g; (4.2)

with respect to the type-p Wasserstein metric

Wc
p(P; P0) ,

�
inf

� 2 �( P;P0)

Z

Rd � Rd
c(�; � 0)p � (d�; d� 0)

� 1
p

; (4.3)
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where�( P; P0) denotes the set of all joint probability distribution of� 2 Rd and � 0 2 Rd

with marginalsP andP0, respectively.

In what follows, we will assume no structural information on the noise (i.e.,S =

P2(Rd)), and we will work with thesquared1 type-2 Wasserstein distance (p = 2) and the

Euclidean norm transportation cost, i.e.,c = k � k2. For simplicity, we denoteBk�k
" , Bk�k2

"; 2

andW , Wk�k
2 .

Contributions

Firstly, we extend the covariance steering framework tailored between Gaussian distri-

bution to arbitrary distributions modeled using moment-based ambiguity sets. In doing

so, we also enforce distributionally robust chance constraints for state constraint satisfac-

tion, while solving the covariance steering problem, and obtain the optimal risk allocation

through a distributionally robust iterative risk allocation (DR-IRA) algorithm. This is a

direct generalization of the IRA algorithm developed in Chapter 2, suitable for distribu-

tionally robust problems. Second, in a similar matter, we solve the distribution steering

problem with respect to Wasserstein ambiguity sets. Current approaches have only been

able to tractably optimize over open-loop controls, but we extend this formalism to opti-

mize additionally over feedback laws, as in the traditional CS developments in Chapter 2.

In both cases, we steer the entire ambiguity set of the state to a target ambiguity set, thereby

controlling the dispersion of system states under all possible noise realizations with the as-

sociated ambiguity sets. Lastly, we illustrate the proposed DR frameworks in the settings

of spacecraft rendezvous and quadrotor path planning.

Organization

This chapter is organized as follows. Section 4.2 introduces the distributionally robust

density steering problems (both for moment-based and Wasserstein ambiguity sets). In

1This is equivalent to scaling the ambiguity set radius as" ! "2.
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Section 4.3, we reformulate and solve the problem with moment-based distributional un-

certainty. In Section 4.4, we similarly reformulate and solve the problem with Wasserstein

distributional uncertainty. Lastly, in Section 4.5, we illustrate the proposed methods on the

problems of spacecraft rendezvous and quadrotor path planning.

4.2 Problem Statement

We again consider the discrete-time stochastic linear system (2.1), however, now the initial

and target states distributions are chosen to belong to the ambiguity setsS0 andSf , which

are either of the moment-based sets

P x 0 , f Px 0 j E[x 0] = � 0; E[(x 0 � � 0)(x 0 � � 0)| ] = � x 0 g (4.4a)

P x N , f Px N j E[x N ] = � f ; E[(x N � � f )(x N � � f )| ] = � f g; (4.4b)

or alternatively, the Wasserstein balls

S0 = Bk�k
� 0

(P0); (4.5a)

Sf = Bk�k
� f

(Pf ); (4.5b)

where� 0; � f > 0 are the �xed boundary ambiguity set radii, andP0; Pf denote the center

distributions of the boundary ambiguity sets, which, in this chapter, are assumed to be

Gaussian distributions with mean and covariance given by� 0; � 0 and� f ; � f , respectively.

Similarly, the noise distributionPw k of w k is unknown but is also assumed to belong to an

ambiguity set of distributionsWk , which is either the moment-based set

Wk = f Pw j E[w k ] = 0; E[w kw |
k ] = I g; (4.6)
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or, alternatively, the Wasserstein ball

Wk = Bk�k
" (P̂w ); P̂w = N (0; I ): (4.7)

Remark 6. It is possible to de�ne the noise ambiguity set for the entire noise sequence

asW = Bk�k
" (P̂w ), where in this context,̂Pw 2 P 2(RNd ), i.e., W encapsulates all of the

joint noise distributions along the entire time horizon. This construction is more general

and includes cases where the noise terms are not independent of one another, and possibly

have a time-varying correlation, for example in the context of wind gusts and turbulence

[136] or atmospheric models [137]. Assuming the noise is i.i.d., however, it can be shown

that the ambiguity set for the entire noise sequence isBk�k
N" (P̂
 N

w ) [66].

The objective, then, is to steer the trajectories of (2.1) fromx 0 � Px 0 2 S0 to

x N � Px N 2 Sf over the planning horizonN . Additionally, and similar to Section 2.6, we

want to enforce probabilistic constraints on the states and control input over the whole time

horizon. In this setting, however, we need to enforce distributionally robust risk constraints,

which require the state and input to remain in the feasible space under theworst casedis-

tribution within the associated ambiguity set. To this end, we consider two classes of risk

constraints: Value-at-Risk (VaR) and Conditional Value-at-Risk (CVaR). VaR constraints

are the ordinary chance constraint we have been dealing with in the preceding chapters,

which upper-bound the(1 � � )-quantile of the probability distribution. However, now that

the distributions in question are ambiguous and could potentially be heavy-tailed, the VaR

risk measure is not appropriate to adequately constrain the tail risk and mitigate the likeli-

hood of so-called “black-swan” events, which are low-probability events with potentially

catastrophic consequences. Additionally, as we have seen in Chapter 2, VaR constraints are

not convex, and are only exactly tractable when the underlying state distribution is normal;

otherwise, they are approximated using concentration inequalities [138]. Given all this, we

also consider the CVaR risk measure in this chapter, which is de�ned as follows.
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De�nition 6. Givenf : Rn ! R and a random variablex � P on Rn , the CVaR off (x )

at the quantile1 � � is

CVaRP
1� � (f (x )) = inf

� 2 R

�
� +

1
�

EP[maxf 0; f (x ) � � g]
�

: (4.8)

By de�nition, the CVaR of a random variable is a convex function [139], and CVaR

constraints implicitly satis�es the associated VaR constraints because of the alternative

de�nition CVaRP
1� � (x ) = EP[x j x > VaRP

1� � (x )]. Additionally, because the CVaR

measure captures the expected value of the random variable beyond the VaR level, it follows

that CVaR constraints effectively mitigate the effects of extreme events by reducing the tail

probability of violating the constraints.

For notational simplicity, de�ne theviolation function for an arbitrary constraint space

Xk as � x
k (xk) � 0 if xk 2 X k and � x

k (xk) > 0 if xk =2 X k . In summary, the distribu-

tionally robust VaR (DR-VaR) and CVaR (DR-CVaR) constraints are encoded through the

following2 optimization problem

sup
Px k 2 Sk

Px k (x k =2 X k) � � x
k ; sup

Px k 2 Sk

CVaR
Px k
1� � x

k
(� x

k (x k)) � 0; k 2 [[N ]]; (4.9a)

NX

k=1

� x
k � � x ; (4.9b)

wherePx k is the marginal distribution of the state andSk is the associated state ambiguity

set.

Lastly, since the state distribution is ambiguous at any given time stepk, we need to

slightly modify the objective function (2.3). To this end, we de�ne the distributionally

2Note that we immediately go straight to the individual constraints in this formulation, since joint con-
straints, especially with regards to CVaR, are intractable analytically.
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robust objective function

J (u ) =
N � 1X

k=0

`k(�xk ; �uk) + max
Pw 2W
Px 0 2 S0

EPw

"
N � 1X

k=0

~x |
kQk ~x k + ~u |

kRk ~u k

#

: (4.10)

Remark 7. The nominal state as de�ned in this context can no longer be associated with

the mean stateEPx k
[x k ], as it was customarily done in the CS developments (Chapter 2).

In fact, the expectation of the state cannot even be computed because the underlying state

distribution is ambiguous by de�nition. Instead, the nominal state simply refers to the

deterministic dynamics�xk+1 = A�xk + B �uk , and the deviation state is de�ned similarly as

the deviation from the nominal state.

The risk constrained, distributionally robust, density steering (DR-DS) problem, and its

two variants, are now stated as follows.

Problem 7(Moment-Based DR-DS). Given system(2.1)and the total risk budget� x , �nd

an admissible control sequence� x that steers the system from the initial distributionPx 0

and terminal distributionPx N belonging to the moment-based ambiguity sets(4.4a)and

(4.4b), respectively, subject to the noise distributionPw k belonging to(4.6), while mini-

mizing the �nite-horizon cost function(4.10)and satisfying the DR joint risk constraints

(4.9).

Problem 8(Wasserstein DR-DS). Given system(2.1)and the total risk budget� x , �nd an

admissible control sequence� x that steers the system from the initial distributionPx 0 and

terminal distributionPx N belonging to the Wasserstein ambiguity sets(4.5a)and (4.5b),

respectively, subject to the noise distributionPw k belonging to(4.7), while minimizing the

�nite-horizon cost function(4.10)and satisfying the DR joint risk constraints(4.9).

4.3 Moment-Based Distributional Robustness

To reformulate Problem 7 with moment-based distributional uncertainty, we again have

two options, namely the system-level and local approaches. We will present both here for
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completeness, though much of the reformulation follows from that of Chapter 2. To present

a different system-level perspective, we choose an alternative control law parameterization

from [34] as follows,

u k = vk + K ky k ; y k+1 = Aky k + Dkw k : (4.11)

In this context,y k can be thought of as the uncontrolled state deviation, and it has been

shown recently that the above control policy is equivalent to the full state feedback policy

in Section 2.3 as there exists a bijective transformation between the two [140]. Writing the

control law (4.11) in block structure yields

u = v + K y ; y = Ay 0 + Dw; (4.12)

wherey 0 , x 0 � � 0. The mean and covariance ofy are given by

E[y ] = 0; � y = A � 0A | + D� w D | � ~� ; (4.13)

where in the last equality, note that the covariance of this auxiliary statey is equivalent to

the ~� de�ned previously in Chapter 2. Substituting (4.13) into (4.12), we can infer that

E[u ] = v; � u = K � y K | : (4.14)

Similarly, substituting (4.12) into (2.8), the dynamics of the state mean� = E[x ] and the

state covariance� x can be written as

� = A � 0 + Bv; � x = ( I + BK )� y (I + BK )| : (4.15)

Note that using this control parameterization doesnot require any type of change of vari-

ables, which is attractive from a computational point of view. Since the moment-based
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ambiguity sets in (4.4) and (4.6) are de�ned purely with respect to the respective distri-

butions that have common �rst-two moments, steering the �rst two moments of the state

to their respective terminal values is suf�cient for steering the entire ambiguity set to the

terminal ambiguity set. This isnot the case in the context of Wasserstein ambiguity sets,

as they encapsulate a larger class of distributions, which need not have common �rst two

moments, as we will see in Section 4.4.

Remark 8. The moment-based ambiguity sets de�ned in De�nition 3 are often equivalently

called (unstructured) Chebyshev ambiguity sets, denoted byC(�; �) . In the following dis-

cussion, we will use the two terms interchangeably.

In the section, we reformulate the Chebyshev distributionally robust risk constraints

(4.9) as tractable, convex constraints.

4.3.1 DR Risk Constraints

Let us assume, for simplicity, the polytope constraint space to start. Recalling from Chap-

ter 2, it is intractable to enforce joint chance constraints (and similarly CVaR) constraints

at each time step, hence we conservatively relax the constraints as

sup
Px k 2C(� k ;� x k )

Px k (� |
j;k Ekx + � j;k � 0) � � x

j;k ; j 2 [[Nx ]]; k 2 [[N ]]; (4.16a)

sup
Px k 2C(� k ;� x k )

CVaR
Px k
1� � x

j;k
(� |

j;k Ekx + � j;k ) � 0; j 2 [[Nx ]]; k 2 [[N ]]; (4.16b)

NX

k=1

N xX

j =1

� x
j;k � � x : (4.16c)

The individual relaxations of the VaR and CVaR constraints are suf�cient for the satisfac-

tion of the original joint constraints. For the chance constraints, this is proved through

Boole's inequality [98], while for the CVaR constraints, a formal proof of this statement

can be found in Appendix A.2.2.
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Remark 9. We can alternatively write the chance constraints in(4.16a)more explicitly as

the VaR constraints

sup
Px k 2C(� k ;� x k )

VaR
Px k
1� � x

j;k
(� |

j;k Ekx + � j;k ) � 0; j 2 [[Nx ]]; k 2 [[N ]]: (4.17)

With De�nition 15 and Proposition 6 (see Appendix A.2.2), it is clear that the worst-

case VaR and CVaR constraints in (4.17) and (4.16b) are speci�c instances of the standard

risk coef�cient. To see this, take for example, the VaR constraints (4.17); since the VaR is

a coherentrisk measure (in the sense of De�nition 16), it follows that, for eachj 2 [[Nx ]]

andk 2 [[N ]], we have

sup
Px k 2C(� k ;� x k )

VaR
Px k
1� � x

j;k
(� |

j;k x k + � j;k ) � 0; j 2 [[Nx ]]; k 2 [[N ]];

() sup
Px k 2C(� k ;� x k )

VaR
Px k
1� � x

j;k
(� |

j;k x k) � 0;

() � j;k + � |
j;k � k + sup

Px k 2C(� k ;� x k )
VaR

Px k
1� � x

j;k
(� |

j;k (x k � � k)) � 0;

() � j;k + � |
j;k � k +

q
� |

j;k � x k � j;k sup
Px k 2C(� k ;� x k )

VaR
Px k
1� � x

j;k

0

@
� |

j;k (x k � � k)
q

� |
j;k � x k � j;k

1

A � 0;

() � j;k + � |
j;k � k + � VaR (� x

j;k )
q

� |
j;k � x k � j;k � 0; (4.18)

where� VAR (�) is the standard risk coef�cient corresponding to the VaR risk measure. All

that is left to do is compute the standard risk coef�cient for the VaR and CVaR risk mea-

sures. Since this is general knowledge, we state these results (without proof) below.

Proposition 3 ([135]). If � 2 (0; 1); R Q 2 f VaRQ
1� � ; CVaRQ

1� � g for Q 2 P , andS = P2,

then the standard risk coef�cient is given by� =
p

(1 � � )=� .

Consequently, the DR-VaR and DR-CVaR constraints are identical, and reduce to

� j;k + � |
j;k � k +

s
1 � � x

j;k

� x
j;k

q
� |

j;k � x k � j;k � 0; (4.19)
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or, more explicitly in terms of the decision variables(v; K ), as

� j;k + � |
j;k Ek(A � 0 + Bv) +

s
1 � � x

j;k

� x
j;k

k�
1
2
y (I + BK )| E |

k � j;k k � 0; (4.20)

where we use the mean and covariance of the state from (4.15). The constraints in (4.20)

are now manifestly SOC constraints, and can be inserted into the resulting convex program

as a tractable approximation of the original joint risk constraints (4.9).

4.3.2 DR ObjectiveFunction

Next, we reformulate the DR objective function (4.10) with respect to the Chebyshev

ambiguity sets. To this end, we can equivalently reformulate the worst-case quadratic ex-

pectation in (4.10) as

max
Pw 2W
Px 0 2 S0

EPw � Px 0

"
N � 1X

k=0

~x |
kQk ~x k + ~u |

kRk ~u k

#

= max
Pw 2C(0;� w )
Px 0 2C(0;� 0 )

tr[ Q� x ] + tr[ R � u ]

= tr[ Q� x ] + tr[ R � u ]

= tr[
�
(I + BK )| Q(I + BK ) + K | RK

�
� y ]; (4.21)

where in the �rst equality, we use the expectation of a quadratic form of Gaussian random

variables; in the second equality, we use the fact that all distributions in the moment-based

ambiguity sets have the same covariances (for the noise and initial state, respectively), and;

in the last equality, we use the expressions for the state and input covariance from (4.15)

and (4.14), respectively. Thus, in the case of moment-based ambiguity, the DR objective

function (4.10) reduces to that of the nominal CS objective function (as in (2.21)) since

we assume common �rst and second moments between distributions. Since� y � 0, the

objective (4.21) is inherently convex and amenable to off-the-shelf convex solvers.
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4.3.3 FinalOptimizationProblem

Given the reformulated moment-based distributionally robust risk constraints (4.20) and

the distributionally robust objective function (4.21), it remains to enforce the terminal con-

straints for the state to reside in the terminal ambiguity setP x N . To this end, since this

ambiguity set is only made of distributions with terminal mean and covariance constraints,

it suf�ces to enforce the usual terminal mean and covariance constraints, as in (2.22). For

clarity, we rewrite these terminal constraints with respect to the proposed auxiliary feed-

back policy (4.12) as follows

� f = EN (A � 0 + Bv); (4.22a)

� f � EN (I + BK )� y (I + BK )| E |
N ; (4.22b)

where the above covariance constraints are equivalently formulated, using the Schur com-

plement, as the LMI

2

6
4

� f EN (I + BK )�
1
2
y

�
1
2
y (I + BK )| E |

N I

3

7
5 � 0: (4.23)

Putting together all the above ingredients, the �nal moment-based DR-DS problem is re-

formulated as the following tractable SDP.
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min
v;K

N � 1X

k=0

`k(Ek �x(v); Fkv) + tr[
�
(I + BK )| Q(I + BK ) + K | RK

�
� y ]

s:t : � j;k + � |
j;k �x(v) +

s
1 � � x

j;k

� x
j;k

k�
1
2
y (I + BK )| E |

k � j;k k � 0; 8j 2 [[Nx ]]; k 2 [[N ]];

� f = EN �x(v);
2

6
4

� f EN (I + BK )�
1
2
y

�
1
2
y (I + BK )| E |

N I

3

7
5 � 0;

�x(v) = A � 0 + Bv:
(4.24)

4.3.4 DR IterativeRisk Allocation

Recall from Theorem 4 in Chapter 2, the optimal cost obtained from solving the SDP in

(4.24) is a monotonically decreasing function of the stage risk budget� j;k . For brevity of

notation, we de�ne the vector of all individual risk bounds over the whole time horizon and

across all half-spaces de�ning the state constraint setX as� x = [ � x
1;1 � � � � x

N x ;N ]| 2 RMN ,

and similarly for the input risk allocation. Recall that in the risk allocation problem, the

stage risk budget� j;k becomes a decision variable along with(v; K ). However, in the

distributionally robust risk constraints given by (4.20),� j;k occur in a bilinear form. A better

tractable approach, as mentioned in Section 2.7, would be to concurrently allocate� j;k when

solving the optimization Problem 7, so as to minimize the total cost. In the following,

we outline the IRA algorithm for the distributionally-robust variant of the original CS,

following closely the algorithm developed in Chapter 2.

As before, we consider a two-stage optimization framework, where the upper stage op-

timization �nds the optimal risk allocation� ? and the lower stage solves the moment-based

density steering problem (4.24) for the optimal control pair(v?; K ?) given the optimal risk

allocation� ? from the upper stage. Let the value of the objective function after the lower

105



stage optimization for a given risk allocation� be J ?(� ) = min v;K J (v; K ). Then, as

before, we formulate the upper-stage optimization problem as

min
�

J ?(� ) s:t :
NX

k=1

N xX

j =1

� x
j;k � � ; � x

j;k � 0: (4.25)

Note that (4.25) is a convex optimization problem, given that the objective functionJ ?(� )

is convex, and� 2 (0; 0:5]. Thus, by Theorem 4, the optimal cost can be reduced with

each successive iteration by carefully increasing the risk allocations� j;k . That is, the risk

can be lowered by tightening the constraints that are too conservative, and increased by

loosening the constraints that are already active. It now remains to de�ne active and in-

active constraints in the context of distributionally robust risk allocation. Note that the

distributionally robust risk constraints given by (4.20) can be equivalently written as

� j;k �

2

41 +

 
� j;k � � |

j;k Ek � ?

k�
1
2
y (I + BK ?)| E |

k � j;k k

! 2
3

5

� 1

, �� j;k : (4.26)

Here, the quantity�� j;k represents thetruerisk experienced by the optimal trajectories, when

using (v?; K ?). Clearly, the selected risk need not be equal to the actual risk once the

optimization is completed. When� j;k = �� j;k , we say that the constraint (4.26) is active, and

is inactive otherwise. Solutions are termed good when the true risk is within a small margin

of the allocated risk and the conservative ones correspond to the cases when� j;k > �� j;k .

Given this, we can now outline an iterative algorithm that carefully tunes the individual

risks with the goal of ultimately lowering the objective function with respect to all vari-

ables. To this end, starting with some feasible risk allocation� (i ) , with i denoting the itera-

tion number, we solve (4.24) to get the optimal control pair(v?
(i ) ; K ?

(i )). It is straightforward

to observe that using the above optimal controller at iterationj leads to the optimal mean

trajectory� ?
(i ) respecting the optimal stage risk budget� (i )

j;k . The risk budget is then suc-

cessively loosened and tightened according to Algorithm 1 in Chapter 2, with the changes
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that we solve the distributionally robust CS variant (4.24) instead of the baseline CS prob-

lem (2.25), and similarly compute the distributionally robust true risk (4.26) instead of the

Gaussian risk (2.67). This iterative process generates a sequence of risk allocations by

continuously lowering the optimal cost, converging at a local minimum.

4.4 Wasserstein Distributional Robustness

To reformulate Problem 8 with Wasserstein distributional uncertainty, we again have two

options, namely the system-level and local approaches. This dissertation only focuses on

the system-level approach due to its tractability, and we relegate a more in-depth discussion

on the local approach, as well as its shortcomings, to Chapter 8. For ease of readability, we

state again the augmented linear system which is used for analysis

x = Ax 0 + Bu + Dw; (4.27)

for appropriate matricesA ; B; D [12, 11]. We consider the af�ne state (deviation) feedback

law u k = K k ~x k + vk , wherevk 2 Rm is the feed-forward control andK k 2 Rm� n is the

feedback gain. Augmented the feed-forward controls tov 2 RNm � (N +1) n and the feedback

gains to the block lower-triangular matrixK 2 RNm � (N +1) n , the dynamics (4.27) become

�x = A �x0 + Bv; ~x = ( I � B K )� 1(A ~x 0 + Dw): (4.28)

Assumption 4. Given that the initial Wasserstein ball isBk�k
� 0 (N (� 0; � 0)) , we assume the

initial nominal state is�x0 = � 0, from which it follows that~x 0 � ~P0 2 Bk�k
� 0 (N (0; � 0)) .

Following the development in Chapter 2, we de�ne the new decision variableL ,

K (I � B K )� 1, from which it can be shown that the deviation dynamics become

~x = ( I + BL)(A ~x 0 + Dw): (4.29)
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See Section 2.3 for a detailed derivation.

4.4.1 PropagatingAmbiguity Sets

Givenw � Pw 2 W , it follows from (4.29) that the distributional uncertainty in the error

state, henceforth referred to as~Sk , results from both linear transformations and convolutions

of ambiguity sets, namely

~Sk =
�
Ek(I + BL)A

�
#

Bk�k
� 0

(P̂~x 0 ) �
�
Ek(I + BL)D

�
#

Bk�k
" (P̂w ): (4.30)

To tractably compute the ambiguity sets in (4.30), we need a mechanism to (i) propagate

ambiguity sets under linear transformations, and (ii) convolve ambiguity sets. These re-

sults, adapted from [67], are stated next.

Theorem 9(Linear transformation). Let P 2 P (Rd), and consider the linear transforma-

tion de�ned by the matrixA 2 Rm� d. Moreover, letc : Rd ! R� 0 be orthomonotone3.

Then4,

A# Bc
" (P) � Bc� A y

" (A# P): (4.31)

Moreover, if the matrixA is full row-rank, then

A# B c
" (P) = Bc� A y

" (A# P); (4.32)

with Ay = A | (AA | )� 1.

Theorem 10(Convolution). Let P; Q 2 P (Rn ), and letc : Rn ! R� 0 be translation-

invariant and suppose there exists ap � 1 so thatc
1
p satis�es the triangle inequality. Then,

Bc
" 1

(P) � Bc
" 2

(Q) � Bc
(" 1=p

1 + " 1=p
2 )p (P � Q): (4.33)

3That is,c(x1 + x2) � c(x1) for all x1; x2 2 Rd satisfyinghx1; x2i = 0 .
4Note that the mapc � Ay is understood in the sense of its action on a vectorc � Ay : � 7! c(Ay� )
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Let ~L0
k , Ek(I + BL)A 2 Rn� n andLw

k , Ek(I + BL)D 2 Rn� Nd for simplicity.

Noting that the nominal state is simply a delta distribution in the probability space, the

distributional uncertainty in the state time stepk becomes

Sk = � A �x0+ Bv � ~Sk : (4.34)

Furthermore, from Theorem 9 it follows that

( ~L0
k)#

~S0 � Bk�k� ( ~L 0
k )y

� 0

�
( ~L0

k)# P̂~x 0

�
; (Lw

k )# W � Bk�k� (L w
k )y

"
�
(Lw

k )# P̂w
�
; (4.35)

and putting these together, the state deviation ambiguity set can be overapproximated by

~Sk � Bk�k� ( ~L 0
k )y

� 0

�
( ~L0

k)# P̂~x 0

�
� Bk�k� (L w

k )y

"
�
(Lw

k )# P̂w
�

(4.36)

In order to employ Theorem 10, we need to make the transportation costs between the

convolved ambiguity sets in (4.36) the same. To this end, given an arbitrary ambiguity set

U = Bk�k� A y

" (P̂) for some matrixA 2 Rm� n and center distribution̂P 2 P (Rn ), note the

following series of equivalences and inclusions

U ,
n

Q : Wk�k� A y
(P̂; Q) � "

o

=
�

Q : inf
� 2 �( P̂;Q)

Z

Rn � Rn
kAy(x � y)k2 � (dx; dy) � "

�

�
�

Q : inf
� 2 �( P̂;Q)

Z

Rn � Rn
� 2

min (Ay)kx � yk2 � (dx; dy) � "
�

=
�

Q : inf
� 2 �( P̂;Q)

Z

Rn � Rn
kx � yk2 � (dx; dy) � "� 2

max (A)
�

= Bk�k
"� 2

max (A )(P̂);

where the �rst inclusion follows from the fact thatkAyxk � � min (Ay)kxk; 8x 2 Rn , and

the second to last equality follows from� min (Ay) = � � 1
max (A). In summary, we have shown
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thatU � Bk�k
"� max (A )(P̂). As a result, the ambiguity set~Sk from (4.36) is upper bounded by

~Sk � Bk�k
� 0 � 2

max ( ~L 0
k )

�
( ~L0

k)# P̂~x 0

�
� Bk�k

"� 2
max (L w

k )

�
(Lw

k )# P̂w
�

(4.37)

Lastly, using Theorem 10 results in the over-approximation~Sk � Bk�k
� k (P̂~x k ), where

� k =
� p

� 0� max ( ~L0
k) +

p
"� max (Lw

k )
� 2

; (4.38a)

P̂~x k = ( ~L0
k)# P̂~x 0 � (Lw

k )# P̂w : (4.38b)

Overall, using (4.34) and (4.38), we obtain a tractable upper bound on the ambiguity set of

the full state as

Sk � Bk�k
� k (L )(P̂x k ); P̂x k = � Ek �x(v) �

� ~L 0
k(L)

�
#

P̂~x 0 �
�
L w

k (L)
�

#
P̂w ; (4.39)

where we have explicitly included the dependencies on the decision variablesf L; vg. To

elucidate how the control pair affects the transient motion of the ambiguity set, note that

sinceP̂~x 0 = N (0; � 0) andP̂w = N (0; I ), we have

P̂x k = N
�

Ek �x(v); L 0
k(L)� 0L 0|

k (L) + L w
k (L)L w|

k (L)
�

= N
�

Ek(A � 0 + Bv); Ek(I + BL)(A � 0A | + DD | )( I + BL)| E |
k

�

= N
�

Ek(A � 0 + Bv); Ek(I + BL) ~�( I + BL)E |
k

�
; (4.40)

where, as in Chapter 2, we have de�ned~� , A � 0A | + DD | . Notice from (4.40) that the

propagation of thecenterdistribution is exactly the same as in the baseline CS formulation,

where the mean state is driven the feed-forward input and the covariance of the state is

driven by the feedback gain matrix. In the distributionally robust case, however, we have

the additional element in that the ambiguity set radius is also evolving over time, and is

driven by the feedback gains. Hence, the feedback gainL not only affects theshapeof the
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center distribution, but also thesizeof the ambiguity set. In the next section, we tractably

formulate the DR-CVaR constraints (4.9) using the ambiguity set propagation (4.38) and

techniques from DRO.

4.4.2 DR Risk Constraints

We now aim to tractably reformulate the worst-case VaR and CVaR constraints in (4.9).

For simplicity, let us again assume a polytope constraint space, that is,

Xk =
�

x : max
j 2 [[N x ]]

� |
j;k x + � j;k � 0

�
;

and let us start with the DR-CVaR constraints. Unfortunately, the joint structure in the

above feasible set makes the resulting constraints non-convex in terms of the decision

variables,5 and we leave it as an open problem to tractably formulate joint DR-CVaR

constraints with respect to polyhedral constraint spaces. To remedy this, and similar to

employing Boole's inequality for chance constraints, we decompose the joint CVaR con-

straints into individual constraints with associated individual risk allocations� x
k . Indeed,

we �nd that a similar result should hold in that the sum of the individual risks may not ex-

ceed that of the joint risk, that is,
P

k � x
k � � x . While the intuition is clear, the derivation

is quite different, and is presented in the following result.

Theorem 11. Given a set of measurable functions` j ; j 2 [[M ]], a random variable� � P,

and a risk level� , we have that

CVaRP
1� � j

(` j (� )) � 0;
X

j 2 [[M ]]

� j � � =) CVaRP
1� �

�
max
j 2 [[M ]]

` j (� )
�

� 0: (4.41)

5In the case where the center distribution of the ambiguity set is empirical, it is possible to write these
constraints as difference-of-convex constraints, see Chapter 7.
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Letting ` j (x k) , � |
j;k x k + � j;k , Theorem 11 implies

CVaR
Px k
1� � x

j;k
(` j (x k)) � 0;

X

j 2 [[N x ]]

� x
j;k � � x

k =) CVaR
Px k
1� � x

k

�
max

j 2 [[N x ]]
` j (x k)

�
� 0:

(4.42)

As a result, enforcing DR-CVaR reduces to tractably computing the worst-case CVaR risk

of an af�ne transformation of the random variablex k , which we will show is SDP repre-

sentable and linear in the decision variable(v; L). First, however, we need to de�ne the

notion of aGelbrichambiguity set.

De�nition 7. The Gelbrich ambiguity set of radius" centered at a mean-covariance pair

(�; �) is given by

G" (�; �) = f Q 2 P (Rd) : (EQ[� ]; CovQ[� ]) 2 U" (�; �) g; (4.43)

whereU" (�; �) is an uncertainty set in the space of mean vectors and covariance matrices,

de�ned as

U" (�̂; �̂) = f (�; �) 2 Rd � Sd
+ : G

�
(�; �) ; (�̂; �̂)

�
� "g; (4.44)

where

G
�
(� 1; � 1); (� 2; � 2)

�
, k�̂ � � k2 + tr

h
�̂ + � � 2

�
�̂

1
2 � �̂

1
2
� 1

2

i
; (4.45)

is the Gelbrich distance between two mean-covariance pairs.

Theorem 12 ([135]). If the nominal distributionP̂ has mean̂� 2 Rd and covariance

�̂ � 0, then we haveBk�k
" (P̂) � G " (�̂; �̂) . In addition, ifS is the structural ambiguity set

generated bŷP and if �̂ � 0, then the inclusion becomes an equality.

Since the Gelbrich ambiguity set constitutes anouter approximation of the associated

Wasserstein ambiguity set (under the 2-norm transportation cost), satisfaction of Gelbrich

DR-CVaR constraints implies satisfaction of Wasserstein DR-CVaR constraints. Using this

idea, the next result provides a reformulation of the constraints (4.42).
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Theorem 13. The individual DR-CVaR constraints(4.42)are satis�ed if, for all j 2 [[Nx ]]

andk 2 [[N ]], the following convex constraints are satis�ed

� j;k + � |
j;k �xk(v) + � j;k k~�

1
2 (I + BL)E |

k � j;k k + � k

q
1 + � 2

j;k k� j;k k � 0; (4.46)

where �xk(v) = Ek(A � 0 + Bv) is the nominal state,
p

� k =
p

� 0kEk(I + BL)Ak +
p

"kEk(I + BL)Dk is the state ambiguity set radius, and

� , sup
P2C(�; �)

CVaRP
1� �

�
� | (x � � )
p

� | � �

�
=

r
1 � �

�
; (4.47)

is the standard risk coef�cient corresponding to the CVaR risk measure, whereC(�; �)

denotes the Chebyshev ambiguity set of all distributions inS with same mean� and co-

variance� .

Proof. The result follows directly from Theorem 35 by identifying�xk(v) = �̂ as the ambi-

guity set center mean,Ek(I + BL)| ~�( I + BL)E |
k as the ambiguity set center covariance,

and� k as the radius.

The constraints in (4.46) are convex, but nonlinear in the decision variableL due to

the spectral norm showing up in� k . However, using Schur complement we can further

reformulate these constraints as tractable second-order cone constraints (SOCC) and linear

matrix inequalities (LMIs).

Corollary 2. The convex constraints(4.46)are equivalent to the following tractable con-
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straints, for allj 2 [[Nx ]] andk 2 [[N ]]

� j;k + � |
j;k �xk(v) + � j;k k~�

1
2 (I + BL)E |

k � j;k k + qk

q
1 + � 2

j;k k� j;k k � 0; (4.48a)
2

6
4

t0
k I E k(I + BL)A

A | (I + BL)| E |
k t0

k I

3

7
5 � 0; (4.48b)

2

6
4

tw
k I E k(I + BL)D

D | (I + BL)| E |
k tw

k I

3

7
5 � 0; (4.48c)

2

6
4

qk
p

� 0t0
k +

p
"t w

k

p
� 0t0

k +
p

"t w
k 1

3

7
5 � 0: (4.48d)

Proof. Notice that without the last term in the left-hand side of (4.46), the constraints are

manifestly SOC constraints. To handle the spectral norm terms, de�net0
k � k Ek(I +

BL)Ak andtw
k � k Ek(I + BL)Dk. The last term of (4.46) now reads(

p
� 0t0

k +
p

"t w
k )2,

which is still quadratic in the decision variables. Once again, we relax this term by upper-

bounding it by a new decision variablesk . We now effectively have convex quadratic con-

straints of the formu2
k � sk , which is both SOC and LMI representable. For computational

ef�ciency, we choose the SOC form, and the desired result follows immediately. Note that

all the above relaxations are lossless, as at optimality, the auxiliary inequality constraints

become tight. Hence, we have equivalence between the two formulations.

Along the same lines, in the next section, we reformulate the DR objective function

(4.10) as a tractable convex function.
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4.4.3 DR ObjectiveFunction

Substituting the error dynamics (4.29) and feedback control~u = K ~x = L(A ~x 0 + Dw)

into the cost (4.10) yields

J =
N � 1X

k=0

`k(�xk ; vk) + max
P~x 2 ~S

EP~x [~x | (Q + K | RK )~x ]

=
N � 1X

k=0

`k(Ek �x; Fkv) + max
Pw 2W
P~x 0 2 ~S0

EPw � P~x 0
[(A ~x 0 + Dw)| �( L)(A ~x 0 + Dw)]

=
N � 1X

k=0

`k(Ek �x; Fkv) + max
Pw 2W

EPw [w | D | �( L)Dw ] + max
P~x 0 2 ~S0

EPx 0
[~x |

0A | �( L)A ~x 0];

(4.49)

where�( L) , (I + BL)| Q(I + BL) + L | RL. The last line follows from the fact that

the initial state deviation is independent of the disturbance. We now aim to compute the

respective worst-case expectations in (4.49) over the Wasserstein ambiguity sets. Since this

is, in general, intractable [68], similarly to Section 4.4.2 we instead compute the worst-case

expectation with respect to Gelbrich ambiguity sets, which will provide an upper-bound on

the objective function to minimize. However, in the case of a quadratic loss function as

we have in (4.49), it can be shown that the Gelbrich risk is equivalent to the Wasserstein

risk [68]. To this end, the next result reformulates the objective function (4.49) as a convex

program.

Theorem 14. The DR quadratic cost in the objective function(4.49) is equivalent to the

convex program

min
� w I �D | �( L )D
� 0 I �A | �( L )A

N � 1X

k=0

`k(Ek �x(v); Fkv) + � w("2 � tr[� w ] + � w tr[� w(� w I � D | �( L)D)� 1])

+ � 0(� 2
0 � tr[� 0] + � 0tr[� 0(� 0I � A | �( L)A )� 1]): (4.50)
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Proof. The result follows directly by applying Theorem 34 to the worst-case quadratic

Wasserstein risks in (4.49) and taking the Schur complement of the resulting constraints.

The optimal values ofZ ? andz? in the inequality constraints in (A.49) become tight at

optimality, hence we lift them back into the objective function, achieving the desired result.

Similar to the DR-CVaR constraints (4.46), the DR cost (4.50) is convex but nonlin-

ear in the decision variables� w ; � 0, andL. Using Schur complements, we can similarly

reformulate (4.50) as the following SDP.

Corollary 3. The convex program(4.50)is equivalent to the semi-de�nite program

min
� w ;� 0 � 0
� w ;� 0 � 0

N � 1X

k=0

`k(�xk ; vk) + � w("2 � tr[� w ]) + � 0(� 2
0 � tr[� 0]) + tr[� w ] + tr[� 0] (4.51a)

s:t :

2

6
6
6
6
4

� w � w �
1
2
w 0

� w �
1
2
w � w I � D | M (L)D D | L |

0 LD ~R� 1

3

7
7
7
7
5

� 0; (4.51b)

2

6
6
6
6
4

� 0 � 0�
1
2
0 0

� 0�
1
2
0 � 0I � A | M (L)A A | L |

0 LA ~R� 1

3

7
7
7
7
5

� 0; (4.51c)

whereM (L) , Q + QBL + L | B| Q and ~R , B| QB + R � 0.

Proof. De�ne the auxiliary variables� w ; � 0 � 0 as� w � � 2
w �

1
2
w(� w I � D | � D)� 1�

1
2
w and

� 0 � � 2
0�

1
2
0 (� 0I � A | � A )� 1�

1
2
0 , respectively. This reduces the inverse terms in (4.50) to

tr[� w ] + tr[� 0] by using the cyclic properties of the trace operator. Using the Schur com-

plement, the two auxiliary constraints above can be represented as the matrix inequalities

2

6
4

� w � w �
1
2
w

� w �
1
2
w � w I � D | �( L)D

3

7
5 � 0;

2

6
4

� 0 � 0�
1
2
0

� 0�
1
2
0 � 0I � A | �( L)A

3

7
5 � 0: (4.52)
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Lastly, given the de�nition of�( L), we take the Schur complement of the bottom-right

blocks in (4.52), which yields the desired result.

Lastly, in the next section, we reformulate the terminal constraints that require the ter-

minal distributional uncertainty of the state to lie within a desired target ambiguity setSf .

4.4.4 TerminalConstraints

Using the distributional uncertainty of the state from (4.39), the propagated terminal am-

biguity set is upper-bounded asSN � Bk�k
� N (P̂N ), where

p
� N =

p
� 0kEN (I + BL)Ak +

p
"kEN (I + BL)Dk; (4.53a)

P̂x N = N
�
EN (A � 0 + Bv); EN (I + BL) ~�( I + BL)| E |

N

�
: (4.53b)

To ensure the inclusionSN � Bk�k
� (P̂f ), it is suf�cient to enforce the constraints

�xN (v) = � f ; � x N (L) � � f ; � N � � f : (4.54)

Remark 10. The �rst two constraints in(4.54)are equivalent to those from the baseline CS

theory (see Chapters 2). Indeed, the main goal of covariance control is to steer the covari-

ance (and mean) of the state distribution to some desired terminal covariance, where the

relaxation� x N � � f is often introduced to make the terminal constraints tractable. In this

context, however, the �rst two constraints align the center distribution of the terminal state,

while the extra constraint in(4.54)can be interpreted as a way to robustify against distri-

butionally uncertainty in the terminal state, providing an extra layer of safety guarantee

against unknown disturbance distributions.

To this end, the terminal mean constraint in (4.54) is simply a linear constraint inv,

given by

EN (A � 0 + Bv) � � f = 0: (4.55)
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Second, the terminal covariance constraint in (4.54) can be written (as in Chapter 2) as the

following LMI 2

6
4

� f EN (I + BL)D�
1
2
w

�
1
2
wD | (I + BL)| E |

N I

3

7
5 � 0: (4.56)

Lastly, and using the same relaxations as in (4.48b)-(4.48c) of Corollary 2, the terminal

radius constraint can be rewritten as the following set of linear constraints

p
� f �

p
� 0t0

N +
p

"t w
N ; (4.57a)

2

6
4

t0
N I E N (I + BL)A

A | (I + BL)| E |
N t0

N I

3

7
5 � 0; (4.57b)

2

6
4

tw
N I E N (I + BL)D

D | (I + BL)| E |
N tw

N I

3

7
5 � 0: (4.57c)

Note that the last two constraints in (4.57) are actually redundant because they are equiva-

lent to the constraints in (4.48b)-(4.48c) withk = N .

4.4.5 FinalOptimizationProblem

In summary, combining all the ingredients of Sections 4.4.2-4.4.4, the DR-DS problem can

be solved as the following SDP.
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min
N � 1X

k=0

`k(Ek �x(v); Fkv) + � w("2 � tr[� w ]) + � 0(� 2
0 � tr[� 0]) + tr[� w ] + tr[� 0]

subject to � w ; � 0; sk ; t0
k ; tw

k � 0; v 2 RNm ; L 2 RNm � (N +1) n ;

2

6
6
6
6
4

� w � w �
1
2
w 0

� w �
1
2
w � w I � D > M (L)D D > L>

0 LD ~R� 1

3

7
7
7
7
5

� 0;

2

6
6
6
6
4

� 0 � 0�
1
2
0 0

� 0�
1
2
0 � 0I � A > M (L)A A > L>

0 LA ~R� 1

3

7
7
7
7
5

� 0;

9
>>>>>>>>>>>>>>=

>>>>>>>>>>>>>>;

(Objective Constraints)

� j;k + � >
j;k �xk(v) + � j;k k~�

1
2 (I + BL)E >

k � j;k k

+ sk

q
1 + � 2

j;k k� j;k k � 0; 8j 2 [[Nx ]]; 8k 2 [[N ]];
2

6
4

sk
p

� 0t0
k +

p
"t w

k

p
� 0t0

k +
p

"t w
k 1

3

7
5 � 0; 8k 2 [[N ]];

2

6
4

t0
k I E k(I + BL)A

A > (I + BL)> E >
k t0

k I

3

7
5 � 0; 8k 2 [[N ]];

2

6
4

tw
k I E k(I + BL)D

D> (I + BL)> E >
k tw

k I

3

7
5 � 0; 8k 2 [[N ]];

9
>>>>>>>>>>>>>>>>>>>>>>>=

>>>>>>>>>>>>>>>>>>>>>>>;

(CVaR Constraints)

EN (A � 0 + Bv) = � f ;
2

6
4

� f EN (I + BL)D� w
1
2

� w
1
2 D | (I + BL)| EN | I

3

7
5 � 0;

p
� 0t0

N +
p

"t w
N �

p
� f :

9
>>>>>>>>=

>>>>>>>>;

(Terminal Constraints)
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4.5 Numerical Examples

4.5.1 Moment-BasedDR-DS

We demonstrate the proposed moment-based distributionally robust covariance steering

theory using the spacecraft proximity operations problem in orbit as described in Sec-

tion 2.10.1 albeit with certain parameter changes. We perform three set of simulations

here, namely: a) covariance steering with distributionally robust polytopic state risk con-

straints; b) covariance steering with distributionally robust iterative risk allocation for

polytopic state risk constraints; and c) covariance steering with distributionally robust

iterative risk allocation for convex conic state risk constraints using the reverse union

bound approximation. For the case of polytopic state risk constraints, we assume� 0 =

[100; � 120; 90; 0; 0; 0]| and� 0 = 0:4 diag(1; 1; 1; 0:1; 0:1; 0:1). We wish to steer the dis-

tribution from the above initial state to the �nal mean� f = 0 with �nal covariance� f =

0:5� 0, while minimizing the cost function with penalty matricesQ = diag(10; 10; 10; 1; 1; 1)

andR = 103I 3. We impose the joint probability of failure over the whole horizon to be

� = 0 :15. The disturbances are sampled from a multivariate Laplacian distribution with

zero mean and unit covariance. Similarly, the initial statex0 is sampled form a multivariate

Laplacian distribution with mean� 0 and covariance� 0. For the cone constraints, we shift

the initial x mean to� (1)
0 = 10.

The Monte Carlo results of DR covariance steering are shown in Figure 4.1, which show

thex� y projection of the state trajectories and3� covariance ellipses for three different risk

solution. Notice that the Gaussian solution Figure 4.1c remains too close to the boundary

of the state space, which implies that under non-Gaussian noises, a CS controller based on

Gaussian risk constraints leads to a signi�cant miscalculation of risk, especially near the

terminal guidance phase of rendezvous. On the other hand, the DR solution in Figure 4.1b
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(a) DR chance constraint so-
lution with optimal risk allo-
cation.

(b) DR chance constraint so-
lution with uniform risk allo-
cation.

(c) Gaussian chance con-
straint solution with optimal
risk allocation.

Figure 4.1: Trajectories of 500 independent Monte Carlo samples for distributionally-
robust and Gaussian polytopic chance constraints with3� covariance ellipses. Each subplot
displays the projection of the full state onto thex � y plane.

steers to the middle of the space to ensure proper constraint satisfaction; but this too is

under suboptimal risk placement, from which Figure 4.1a arises as the optimal trajectories

corresponding to the optimal risk budget. Figure 4.2 shows the monotonically decreasing

costs with each iteration of the IRA scheme, which implies the optimal risk budget has

resulted in the lowest possible cost.

Figure 4.2: Optimal cost for each DR-IRA algorithm iteration for polytope and cone chance
constraints.

The simulation results of covariance steering with distributionally robust iterative risk

allocation for convex conic state risk constraints are shown in Figure 4.3, with the cost
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Figure 4.3: Optimal trajectories for 500 independent Monte Carlo trials under DR cone
chance constraints.

versus the iteration trade-off shown in Figure 4.2. The state trajectories and their3� dis-

persions remain well within the cone at all time steps, and are robust to any zero mean, unit

covariance disturbances, as intended.
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4.5.2 WassersteinDR-DS

Double Integrator Path Planning

As a �rst example to showcase the proposed Wasserstein distributionally robust density

steering framework, consider a 2D double integrator with dynamics

A =

2

6
4

I 2 � tI 2

02 I 2

3

7
5 ; B =

2

6
4

� t2

2 I 2

� tI 2

3

7
5 ; D = 5 � 10� 3I 4; (4.59)

with (deterministic) initial statex0 = [ � 1; 2; 0:1; 0:1]| and i.i.d. nominal disturbances

drawn fromP̂w = N (0; I ). The nominal target state distribution isP̂f = N (0; (0:1=3)2I ),

and the desired target ambiguity set has radius� f = 0:05. Lastly, the planning horizon has

N = 20 time steps,� t = 0:3, and we enforce DR CVaR constraints with respect to the

polytope de�ned by� 1;[8:N ] = [ � 1; 0; 0; 0]| ; � 2;[8:N ] = [1; 0; 0; 0]| , andb1;[8:N ] = b2;[8:N ] =

� 0:2, which probabilistic enforces the constrain spacejxj � 0:2 in the terminal stage

of planning, with probability� x
j;k = 0:05 along each individual constraint. We compare

the performance of the Wasserstein DR-DS controller to that of the baseline CS solution

with chance constraints (as in Chapter 2). The convex programs were all solved using the

YALMIP optimization suite [114] with the MOSEK solver [97].

Firstly, we compare the optimal solutions subject to the nominal disturbances in Fig-

ure 4.4. Clearly, in the nominal case, when the disturbance is well-understood, both so-

lutions are able to successfully steer to the desired terminal distribution and satisfy the

constraints, since, by construction, this is what CS is designed to do. Additionally, the

empirical risk for the DR-CVaR constraints and (conservative) chance-constraints are both

zero for 1,000 Monte Carlo samples. Interestingly, however, note that the DR-DS solution

steers to a smaller terminal covariance compared to that of CS. For reference, the red co-

variance ellipse in the left plot in Figure 4.4 is themaximalnormal distribution in the target

ambiguity set with respect to the underlying structure of zero-mean Gaussian's, which is
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Figure 4.4: Optimal trajectories for (left) DR-DS solution with" = 15, and (right) baseline
CS solution, subject to nominal disturbancePw .

computed fromW2(� f ; � 2
f � f ) = � f , or equivalently, by using the Wasserstein distance

between two normal distributions, as

� f = 1 +
� fp
tr[� f ]

: (4.60)

Thus, the DR-DS framework will steer the state distribution to� x N � � 2
f � f for any distur-

bancePw 2 Bk�k
" (P̂w ).

To illustrate this, Figure 4.5 shows the performance of the two methods when the noise

distribution is now given byPw = N (0; � 2
w I ), where, as in (4.60),� w = 1 + "=

p
tr[� w ]

is the maximal covariance in the ambiguity setBk�k
" (P̂w ). When the true noise affecting

the system is mis-characterized and not equivalent to the noise the system was designed to
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Figure 4.5: Optimal trajectories for (left) DR-DS solution with" = 15, and (right) baseline
CS solution, subject tomaximaldisturbancePw in disturbance ambiguity setBk�k

" (P̂w).

handle, the baseline CS controller is unable to steer to the terminal covariance nor satisfy

the chance constraints with the desired level of risk. The DR-DS solution, on the other

hand, is agnostic to the noise distribution by design (within limits, of course), and is able

to steer the state distribution to the terminal ambiguity set and still satis�es the CVaR con-

straints. Indeed, the empirical risk of constraint violation is 0.1% and 5.5%, respectively,

for DR-DS and baseline CS.

Lastly, we would also like to see the effect ofnon-Gaussian disturbances acting on

the system. Recall that since we assumed that the structural ambiguity set is the entire

probability space, this implies that the DR-DS solution should be able to account for any

disturbance distributionP 2 P 2(Rd) such thatW(P; P̂w ) � " . To this end, we inject
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noise from at-distribution with 3 DOF, and the resulting optimal trajectories are shown in

Figure 4.6. Notably, the feedback gains in DR-DS are able to shape the covariance ellipses

Figure 4.6: Optimal trajectories for (left) DR-DS solution with" = 15, and (right) baseline
CS solution, subject tonon-Gaussiant-distribution disturbance.

to satisfy the desired terminal ambiguity set constraints, while the baseline CS fails to take

into account this non-Gaussian structure. The DR-DS solution is also still able to satisfy

path constraints with a joint risk of 0.3%, while the heavy-tail nature of the disturbances

skews the transient dispersion of the states for the baseline CS solution, resulting in a joint

risk of 3.5%. Thus, by incorporating distributional robustness both into the constraints of

the system, as well as to the terminal ingredients, we are able to steer a much broader class

of systems, whose solutions are robust to uncertainties in our knowledge of the disturbance

structure.
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Quadrotor Landing with Wind Turbulence

We now turn our attention to a more practical setting of landing a UAV in the presence of

harsh wind turbulence. To this end, we model the quadrotor as a 9-DOF system governed

by the nonlinear dynamics

_r = v;

_q = S(q)!;

_v =
1
m

(� ê3g + R(q)b̂3� );

(4.61)

wherer; v represent the position and velocity in an inertial frame,q , [�; �;  ]| represents

the attitude parameterized by ZYX Euler angles,S(q) denotes the transformation matrix

for the body angular velocity to Euler angle rates, andR(q) denotes the standard ZYX

rotation matrix. Additionally, the control inputs are the body frame angular rates! and

the net vertical acceleration� . Lastly, ê3 andb̂3 denote the unit vectors along thez-axis in

the inertial and body frame, respectively. The remaining parameter values can be found in

Table 4.2.

Table 4.1: Ratio of terminal position standard deviations between DR-DS and baseline CS
for different mean wind speeds.

V0 (m/s) 1 5 10 15 20 50

(�= �� )r N

x 2.967 2.369 2.935 3.899 5.123 14.095
y 3.687 4.296 5.376 6.199 6.863 9.218
z 1.072 1.067 1.087 1.105 1.121 1.171

We �rst compute a reference trajectory and control by solving an optimal control prob-

lem for the nonlinear system (4.61) with initial statex0 = [ � 5; 3; 10; 01� 6]| using CasADi

[141]. We then linearize the system around this reference and subsequently discretize it

with T = 5 sec time horizon andN = 10 time steps. Speci�c details on the exact proce-

dure performed may be found in [47] or Appendix C.3 for reference. For the disturbance

model, we use the Dryden wind turbulence model [136], which is a zero-mean, stationary

Gaussian process de�ned by its power spectral density (PSD)� . Traditionally, these mod-

127



els have been used to study the wind effects on �xed-wing aircraft. However, more recently,

these models have been simpli�ed by making appropriate approximations in the context of

small-scale UAVs and quadrotors. For an in-depth overview of quadrotor wind modeling,

please see [142], and for more recent work using the Dryden model to study several aspects

of multi-rotor small UAVs, we refer the interested reader to [143, 144, 145].

Speci�cally, we assume six turbulence channels for the three linear and angular veloc-

ities, respectively. Since the state vector only contains the attitude, we assume the distur-

bances enter aswqk = w_qk � t, and subsequentlyD = [03� 6; I 6]. To compute the covariance

matrix � w 2 SNd
++ of the turbulence for each channeli 2 [[d]], note that by the Wiener-

Khintchine theorem [146], the covariance function is the inverse Fourier transform of the

power spectral density, that is,

� i (� ) =
Z

R
� i (! )e2� i!� d�: (4.62)

We choose a noise ambiguity set radius" = 1 as well as a desired terminal state radius

Table 4.2: Parameter values for drone landing problem.

3� System

x y z

r f (m) 1.5 1.5 0.15 m (kg) 0.8
qf (deg) 5 5 10 g (m/s2) 9.81
vf (m/s) 0.5 0.5 0.05 V0 (m/s) 1

� f = 0:1. For the terminal reference distribution, the state elements should have a3� value

no greater than those in Table 4.2. For the nominal turbulence distribution, we assume a

mean wind speed ofV0. As in the �rst example, both the baseline CS and DR-DS solutions

successfully steer the vehicle under the nominal calm turbulence model, thus we leave this

out for brevity.

We �rst present the nominal optimal trajectories subject to the reference noise distri-

bution. Figure 4.7 shows the terminal splashpoints from the result of 1,000 Monte Carlo
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trials, as well as the covariances along thei � j plane. We see that under a calm turbulence,

(a) Terminal splash-points of MC trajecto-
ries. (b) Terminal covariance ofx � y position.

(c) Terminal covariances ofx � z position. (d) Terminal covariances ofy � z position.

Figure 4.7: Terminal position distribution and propagated Monte Carlo samples for DR-DS
(black) and baseline CS (blue) under nominal turbulence model.

all constraints are met quite conservatively. Similar to the �rst example, we see that even

in the nominal case, the DR-DS solution achieves a smaller covariance compared to that

of the CS solution. Intuitively, this suggests that distributionally robustness against a set of

distributions implies more conservative nominal solutions.

Next, we inject a severe disturbance into the system dynamics, namely with a mean

wind speedV0 = 20 m/s. The trajectories along with the terminal splashpoints are shown

in Figure 4.8. As expected, the DR-DS solution exhibits much more distributional control
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(a) DR-DS position trajectories. (b) CS position trajectories.

Figure 4.8: Monte Carlo trajectories and terminal splashpoints for (a) DR-DS and (b) CS
solutions with severe wind turbulence.

of the terminal state, even at large disturbances, though at the expense of wider dispersion

in the transient motion. One could potentially reduce these adverse effects through impos-

ing DR-CVaR constraints on the path of the quadrotor, however, we leave this investigation

to future work. Lastly, we would like to quantitatively determine the scale of robustness

for increasing levels of wind turbulence. Table 4.1 displays the ratios of the terminal posi-

tion standard deviations of the DR-DS solution� r N with that of the CS solution�� r N . As

mentioned, even in the nominal case, we get a reduction in the covariances, however as the

turbulence increases, this reduction grows substantially, giving an almost 15x reduction in

standard deviation at extreme turbulence levels. The variance in thez-position, however,

does not reduce by all that much, and this is most likely due to the fact that the wind turbu-

lence in the lateral and longitudinal directions is more pronounced than that of the vertical

direction, especially at larger wind speeds.
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