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SUMMARY

Many real-world challenges require heterogeneous agents to work together in a way
that leverages their diverse capabilities to complete complex tasks. Heterogeneous multi-
robot teams are a promising platform to address these real-world problems, and several
algorithmic approaches exist to specify coordinated behavior for robots within these teams.
Recently, learning-based approaches have emerged as a promising avenue for alleviating
the burden of technical expertise and domain knowledge required to explicitly specify ro-
bust coordination behaviors in complex tasks. However, the adopters of learning based
approaches face two signi cant tradeoffs when applying learning to heterogeneous robot

teams,

1. Policies for multi-robot teams can either be represented as a single set of parame-
ters shared across all robots, a set of parameters learned for each class of robots, or
fully individual parameters learned for each robot. Existing shared-parameter de-
signs prioritize sample ef ciency by enabling a single set of parameters to learn from
the experience of all robots or robots within the same class using input augmenta-
tions, but tend to limit behavioral diversity. In contrast, learning separate policies
for each robot enables greater diversity and expressivity at the cost of ef ciency and

generalization to unseen robots.

2. Existing platforms for training multi-robot policies often force a tradeoff between
optimization for multi-agent learning, robotics relevance, and sim-to-real deploy-
ment capability. Existing multi-agent benchmark simulators are highly optimized for
learning with multiple-agents, but they lack delity. Existing robotics simulators are
high- delity, but are not optimized for simulating and training multiple interacting

agents and do not support open-access sim-to-real deployment.

In this work, we aim to make progress on addressing these two tradeoffs, both at the ar-
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chitecture level and the infrastructure level. In the architecture thrust, we view shared
parameters and individual parameters as two ends of a broader spectrum and propose a
middle ground approach: Capability Aware Shared Hypernetworks (CASH) [1]. CASH

is a soft weight sharing architecture that uses hypernetworks to ef ciently learn a exible
shared policy that dynamically adapts to each robot post training. CASH outperforms base-
line architectures in terms of performance and sample ef ciency during both training and
zero-shot generalization, all with 60%-80% fewer learnable parameters. In the infrastruc-
ture thrust, we contribute JaxRobotarium [2], a Jax-powered end-to-end simulation, learn-
ing, deployment, and benchmarking platform for the Robotarium. JaxRobotarium enables
rapid training and deployment of multi-robot reinforcement learning (MRRL) policies with
realistic robot dynamics and safety constraints, supporting both parallelization and hard-
ware acceleration. With eight natively implemented benchmark tasks, We demonstrate that
JaxRobotarium retains high simulation delity while achieving dramatic speedups over
baseline (20x in training and 150x in simulation), and provides an open-access sim2real
evaluation pipeline through the Robotarium testbed, accelerating and democratizing access

to multi-robot learning research and evaluation.
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CHAPTER 1
INTRODUCTION

Imagine multiple re departments gathering multiple heterogeneous robots into a team to
suppress a wild re. To be effective, the robots must readily adopt diverse roles and reason
about how their individual and collective capabilities (e.g., speed, water-capacity, and sens-
ing radius) interact with the environment (e.g., re intensities and locations). Further, since
the team composition is often unknown until runtime and robot capabilities could deteri-
orate, we need exible strategies that zero-shot generalize to different team compositions
and robot capabilities at runtime without requiring additional manual engineering or re-
planning. We address the challenge of learngxgble anddiversecoordination strategies

that enabldeterogeneousbots to adapt their behaviors based on their individual and col-
lective capabilities One approach to learning multi-robot coordination is to encode shared
decision making strategies within shared parameter policies. While this approach is effec-
tive for homogeneous teams where individual robots are interchangeable, it is less effective
for heterogenous teams. In the re ghting example, an effective coordination strategy must
reason about the speed and water capacity of each robot in order to address the res of dif-
fering intensities at various locations, as robots may not be able to interchangeably address
each re. Prior work has explored encoding diverse coordination strategies within shared
parameter policies through input augmentations to retain the sample ef ciency bene ts
of parameter sharing while enabling differentiation between heterogeneous agents. These
works generally represent heterogeneity with a unique ID appended to each agent's input
[3, 4]. However, in practice, this approach has been shown to learn insuf cient behavioral
diversity and is brittle in noisy environments [5, 6]. Other works propose learning a sep-
arate policy for each robot to enable diverse behaviors [6]. However, the independently

learned policies likely cannot generalize to unseen robots and require signi cantly more



samples and learnable parameters. Selective parameter sharing offers a middle ground be-
tween fully parameter-shared and fully individual approaches, where robots are grouped
into distinct classes and parameters are shared within each class [7, 8, 5]. While selec-
tive parameter are more ef cient than individually learned parameters and more diverse
than fully-shared parameters, they assume a known number of classes and cannot gener-
alize outside the prede ned classes. As such, we aim to encode diverse strategies within
a shared yet exiblepolicy, without sacri cing generalization or ef ciency. Building off

of prior work in trait based task allocation for heterogeneous multi-robot teams, we repre-
sent the heterogeneity of a given robot as a continuous valued vector de ning its key traits
(e.g. carrying capacity, sensing radius, maximum speed), which we refercapabili-

ties Augmenting shared policies with this capability vector as input has been shown to
enable generalization to unseen robots, where unseen robots correspond to unseen values
for the traits in the capability vector [4]. We propose a novel neural architecture named
Capability-Aware Shared Hypernetworks (CASH) [1] to enable exible and diverse coordi-
nation. CASH's encoder helps leambot-agnostiacoordination strategies that are shared
across all robots regardless of their capabilities. Its Hyper Adapter uses a hypernetwork [9]
to determine the weights of its Adaptive Decoderthe- y based on the current context

(i.e, observations) and the robots' capabilities. Our use of hypernetworks in CASH helps
establishsoft weight sharingrchitectures within the context of heterogeneous coordina-
tion, and encodeobot- andcontext-speci cstrategies within a exible shared architecture.

The key bene ts of this design are,

 All learnableparameters are shared, allowing CASH to retain the sample and param-

eter ef ciency of parameter shared approaches.

» The policy parameters of each robot are allowed to vary in the Adaptive Decoder,
allowing CASH to learn comparable levels of behavioral diversity to individually

learned policies.



» The Hyper Adapter is conditioned oobot- andcontext-speci dnformation, allow-
ing it to learn to generate weights that process the encoded observations in a manner

speci ¢ to the current robot and context.

» CASH reasons over robot capabilities de ned in continuous spaces, enabling CASH
to generalize across robot capabilities and team compositions since it learns to reason
over a vector space of capabilities and does not treat each team as a separate problem

instance.

We note that this design is agnostic to the learning algorithm used and can be seen as a
readily applicable modi cation to existing policy architectures. We evaluated CASH on
four heterogeneous coordination tasks (wild re suppression, mining, material transport,
and predator-prey) with three separate learning paradigms (imitation learning, value-based
RL, and policy-based RL). Our experiments involved a state-of-the-art MARL framework
(JaxMARL [10]) and an established hardware testbed for multi-robot systems (Robotar-
ium [11]). Our results demonstrate that CASH consistently outperforms existing (indepen-
dent and shared) architectures in terms of sample ef ciency, and zero-shot generalization to
new robots, new team compositions, and larger teams. Further, we show that these bene ts
extend to physical deployments, where CASH can adapt to online changes to robot capabil-
ities. Notably, CASH offers such improvements while using 60% to 80% fewer learnable
parameters than existing architectures.

While CASH makes exciting progress on learning exible and diverse coordination
strategies for heterogeneous robots, developing and evaluating future approaches to learned
multi-robot coordination presents a signi cant infrastructure challenge. Despite their po-
tential, learning-based algorithms are seldom deployed and evaluated on physical multi-
robot platforms. Even when physical deployments are undertaken, they tend to rely on
bespoke and closed platforms and testbeds, limiting reproducibility and benchmarking. In
stark contrast, the mulagentreinforcement learning (MARL) research community out-

side of robotics bene ts from standardized and structured benchmarks, simulation, and
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learning environments (e.g., Multi-Agent Particle Environment (MPE) [12], StarCraft Multi-
Agent Challenge (SMAC) [13], and JaxMARL [10]). However, these environments often
abstract away robotics-relevant characteristics (e.g., robot dynamics and collision avoid-
ance) and result in a considerable sim2real gap [14], limiting their ability to faithfully
evaluate learning approaches tailored to multi-robot systems. MARBLER [15] is a recent
framework that attempts to meet this critical need. MARBLER acts as a bridge between
the standardized infrastructure designed for MARL algorithms and the Robotarium [11] (an
open and remotely-accessible multi-robot testbed). However, MARBLER does not support
parallelization and execution on GPU/TPU, resulting in prohibitively slow training speeds
that hinder adoption and comprehensive evaluations. In this work, we contribute JaxRob-
otarium [2], an end-to-end open-source Jax-based platform designed to signi cantly accel-
erate the training and deployment of MRRL algorithms while maintaining ease-of-use and
open access to hardware-based evaluations. JaxRobotarium consists of three key contribu-
tions. First, we contribute a new Jax-basathulatorfor the Robotarium that is designed
from the ground-up and modeled after the existing Robotarium Python Simulator (RPS).
Our new simulator supports parallelization and GPU/TPU execution, enabling dramatic
improvements in ef ciency by reducing the time and computational overhead typically as-
sociated with learning multi-robot coordination in realistic settings. Second, we contribute
a new intuitiveinterfaceto facilitate integration with existing MARL libraries, such as Jax-
MARL [10], allowing researchers to leverage and build upon existing algorithmic imple-
mentations with minimal setup. Third, we contribute a new unieshchmarkor MRRL

that currently supports 8 representative multi-robot coordination scenarios, with exible
tools to rapidly create new ones or customize the existing ones. The unique bene ts of

JaxRobotarium include:

» Dramatic improvements in ef ciency of training (up to 20x) and simulating (up to

150x) MRRL policies, supporting parallelization and execution on GPU/TPUs.

» Support for realistic simulation of robots, adhering to their dynamic constraints and

4



safety guarantees obtained from barrier certi cates.

» A standardized set of multi-robot coordination scenarios implemented in Jax with

real-world counterparts for rapid benchmarking.

* An open-source, no-cost platform that provides any user in the world with access to

training and real-world deployment of MRRL algorithms.

We validate the utility and bene ts of JaxRobotarium through extensive ef ciency eval-
uations, algorithm benchmarking, and comprehensive sim2real transfer experiments. We
demonstrate that, compared to MARBLER [15], JaxRobotarium simulates robot trajecto-
ries up to 150 times faster and trains multi-robot policies up to 20 times faster. We bench-
marked four MARL algorithms on the 8 scenarios provided by JaxRobotarium, revealing
new insights into the algorithms' utility across different multi-robot coordination scenar-
ios. We systematically studied the sim2real gap of JaxRobotarium using data from over 200
real-world deployments of multi-robot policies that were entirely trained in simulation. We
note that JaxRobotarium is not a panacea for the sim2real gap. Rather, JaxRobotarium
helps study and reduce the sim2real gap by enabling rapid training and deployment. Our
analysis reveals that while many task-algorithm combinations result in negligible perfor-
mance differences when deployed on hardware, certain combinations of MARL algorithms
and task characteristics exhibit noticeable performance differences. However, we show that
such differences can be largely mitigated through simple randomization techniques such as
noisy actions. We believe JaxRobotarium will serve as a powerful tool for the multi-robot
systems community to advance the development, benchmarking, and sim2real transfer of

learning algorithms.



CHAPTER 2
PRELIMINARIES

In this work, we model a multi-robot coordination task as a Decentralized Partially Observ-
able Markov Decision Process (Dec-POMDP) [16] de ned by a tgPIeS; A; O; O;R; T),
whereD = f1,;:::;ngis the set of robots in the tear8, is the set of global stategy, =

iop Aj is the joint action spac&) = ,p Oj is the joint observation spac®, = P(0js)
is the observation function, wheads the joint observation for all robof,; ::;; 0,0, R is
the reward function, an@l = P(sIs; a) is the transition function.

At each timestep, every robot receives an observatignfrom the joint observation
ot O(js'). Each robot then acts according to their decentralized palicy (d}),
forming a joint actiona' = fay;::;;a,g. The optimal solution to the Dec-POMDP with a
fully cooperative team is the set of policies;; :::; g that maximize the team's expected
rewardE[P ord
When developing CASH, we speci cally focus on teams where the robots have hetero-

geneous capabilities (e.g., speed and sensing radius) [17, 4]; such nominal capabilities as
we de ne them can be readily obtained from robot speci cations or sensors. To enable a
richer speci cation of robot heterogeneity, we usé = fc;:::; ¢, g to denote the team's
capabilities, where! 2 R™ represents the capabilitiesiofi robot at timet. Therefore, we
modify the Dec-POMDP de nition by giving each policy( ) access to the team's collec-
tive capabilities, yielding! i(o'; CY). Towards addressing the tradeoff between shared
parameter and individual policies, our objective is to design a single shared-parameter pol-
icy architecture ( = ;;8i) that can produce diverse behaviors and generalize to unseen
robots by reasoning about robot capabilities. When designing JaxRobotarium, we take a
more general interpretation &', whereC' need not be the team's capabilities but any

desired representation of the team composition, such as commonly used agent IDs [3].



CHAPTER 3
BACKGROUND AND RELATED WORKS

3.1 Learning for Multi-Robot Systems

Recently, deep learning has a emerged as a promising avenue for alleviating the burden of
technical expertise and technical knowledge requiring to specify desired behavior for multi-
agent and multi-robot systems, especially in handling partial observability and scalability.
Imitation learning has been shown to be capable of recovering the performance of central-
ized expert algorithms and handling larger team sizes than the expert can tractably com-
pute, even when deployed in decentralized settings with partial observability [18, 19, 20].
Where expert algorithms are not necessarily available, multi-agent reinforcement learning
(MARL) has shown considerable success in learning to solve multi-agent tasks such as co-
ordinating multiple units in video games [13], ful lling orders in a warehouse under partial
observability [5], and predicting the future trajectories of multi-agent systems based on pre-
vious histories [21]. This success has been achieved by the development of online MARL
algorithms such as MAPPO [22] (extension of PPO [23]), QMIX [24] (extension of DQN),
MADDPG [25] (extension of DDPG), and PQN [26]. Where online interaction with the
environment is not possible, of ine MARL algorithms have been developed such as ICQ-
MA [27] and MAD:Iff [21]. Of ine RL is especially challenging in the multi-agent context
where datasets are scarce and more dif cult to collect, with of ine MARL approaches often
being trained on datasets generated by online MARL approaches [28]. MARL algorithms
commonly adopt a centralized training, decentralized execution (CTDE) framework, where
agents are trained to act only on local observation while centralization during training is

exploited in numerous ways such as updating shared parameters based on the collective
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experience of all agents [22] and conditioning the critic on global privileged information
[29, 22]. We note that while all the above algorithms may differ in their objectives and
implementations, they are largely agnostic to the parameterization of the neural network
being optimized, allowing CASH to be a drop-in replacement for their evaluated architec-
tures. In fact, this replacement is directly evaluated in our experiments in section 4.2. In
the case of algorithms speci c to the parameterization, such as MADIff which optimizes

a U-Net diffusion architecture or TransfQMIX [30] which optimizes a transformer based
architecture, we note that these architectures consistently have decoder layer(s) prior to
value/action prediction which can be generated by a hypernetwork, aligning with the soft

weight sharing philosophy of CASH.

3.2 Learning for Heterogeneous Coordination

The algorithms described in the previous section are often designed for tasks with homo-
geneous teams of agents. Thus, when adopting these algorithms to learn in tasks with
heterogeneous robots, there are important design decisions in order to capture and reason
about heterogeneity within learning. One such decision is the modeling of communica-
tion, with prior works addressing how to communicate over diverse observation and action
spaces present in heterogeneous multi-robot systems [7] and assessing the impact of the
communicated representations on generalization across heterogeneous robots and teams
[4]. Our work focuses on a complementary key design decision relevant to any applica-
tion of multi-agent learning to heterogeneous robot teams, the choice to share parameters
between robots.

Shared-parameter architectures — where all agents share a single set of learnable pa-
rameters — improve cooperation, learning ef ciency, and scalability [31, 32]. However,
sharing parameters without input augmentation can prohibit diverse agent behaviors and
unique roles. While this limitation is often immaterial for homogeneous teams (e.g., for-

mation control [33] and path planning [20, 19]), it can critically limit heterogeneous teams.



To extend shared-parameter architectures to heterogeneous teams, prior work has simply
appended unique information about each agent to the input [3, 4]; typicallyigae ID
assigned to each agent. ID-based approaches enable differentiation of the agents seen dur-
ing training, however they prohibit generalization to unseen agents as it is unclear what ID
should be assigned to the new agent.

While such ID-based designs tend to improve ef ciency and scalability, recent work has
demonstrated that they often fail to learn suf cient behavioral diversity and are not robust
to noisy environments [5, 6]. In contragtdividualized policieg6, 7] (also referred to as
independent or heterogeneous policies) dedicate a separate policy for each agent with no
parameter sharing to enable robust and diverse behaviors [34]. Furthermore, when using in-
dividual policies it is straightforward to implement differing observation and action spaces,
as each agent only learns from their own experience. Naturally, this improvement comes
at the cost of training ef ciency due to signi cantly more learnable parameters and limited
data reuse. Further, individualized approaches do not allow for zero-shot generalization to
robots not seen in training.

Prior work has also explored a hybrid approach knowsedsctiveparameter sharing
in which shared parameters are constrained to groups of agents that share a certain char-
acteristic (e.g., robot type [7], action space [8], inferred role [5]) with no sharing between
groups. These approaches are more ef cient than individual policy architectures and gen-
erate diverse behaviors unlike shared-parameter architectures. They are also able to capture
diverse per-class observation and action space. However, they too cannot generalize to new
robots and assume a small number of known robot types.

We view shared and individualized-parameter architectures as two ends of a broad spec-
trum with selective sharing falling somewhere in the middle. Within this context, CASH
establishes a new class s6ft weight sharingrchitectures that caadaptivelyspan this
spectrum to simultaneously achieve sample ef ciency and behavioral diversity while also

generalizing to unseen robots.



While the spectrum presented above is intuitively appealing, we acknowledge that there
is nuance in the handling of diverse observation and action spaces across heterogeneous
robots. Indeed, individual and selective parameter shared methods are straightforward to
implement in this setting, while fully parameter shared methods require alignment in the
dimensionality of observation and action spaces in implementation. Works in cross embod-
iment learning and versatile control interfaces attempt to handle this mismatch by placing
the diverse spaces into a joint space and applying masking for components that are not
present, thus aligning the dimensionality [35, 36]. This approach is used by CASH in the
Predator Capture Prey scenario to handle the differing observations of sensing and capture
robots (see section 4.3). Other approaches include performing hierarchical abstractions or
projecting to a common latent space such that the dimensionality is aligned across differing
embodiments and parameter sharing is again straightforward [37, 38, 39]. While CASH is
compatible with this design, we do not explore the integration of CASH with cross em-
bodiment learning strategies and leave this investigation as a promising avenue for future

work.

3.3 Hypernetworks

Hypernetworks [9] are a class of neural architectures that learn to generate the weights
of a target network. Their design addresses two common limitations of standard neural
networks: i) lack of ability to adapt knowledge between different data contexts, and ii) per-
formance drops due to distributional shifts. Our use of hypernetworks for exible hetero-
geneous coordination is inspired by the fact that they can encode exible decision making
strategies that dynamically adapt to contextual information. This exibility can be seen
in multi-task learning, where recent ndings suggest that hypernetworks can effectively
encode policies for multiple tasks within a single architecture [40, 41, 42]. Their bene ts
also extend to reinforcement learning, where hypernetworks have been shown to improve

learning ef ciency by improving gradient estimation in Q-learning [43]. This ef ciency is
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also observed in meta-learning, where hypernetworks achieve better performance with sig-
ni cantly fewer learnable parameters [44, 45]. Our experiments reveal that the exibility
and ef ciency of hypernetworks in other domains translates to heterogeneous multi-robot
coordination (see Sec. section 4.2 and section 4.3). The most notable use of hypernetworks
in multi-agent learning is QMIX [24], a popular off-policy MARL algorithm. QMIX uses
hypernetworks to mix individual value estimates to improve decentralized coordination via
centralized training. In contrast, our novelty is in using hypernetworks to exibly determine
parameters withinndividual robots' policy or value networks based on their capabilities
and local observations, enabling a single architecture to encode diverse and adaptive behav-
iors. CASH is also readily trainable with QMIX and outperforms the standard policy archi-
tecture employed by QMIX as shown in our results. To the best of our knowledge, there is
only one other parallel work that employs hypernetworks within multi-agent policies [46]
which conditions the hypernetwork on agent-speci ¢ IDs to produce diverse policies while
retaining parameter ef ciency. Unlike this work, our design allows for generalization to
unseen robots since we condition the hypernetwork on robot capabilities and observations

and not on assigned or learned IDs.

3.4 Infrastructure for Multi-Robot Learning

The platforms to facilitate learning multi-robot coordination strategies should have the fol-
lowing characteristics: (i) support ef cient training and evaluation of policies [10, 47]; (ii)

have realistic simulations of robots [14, 11], taking into account their dynamic constraints
and the need for lower-level collision avoidance; (iii) have a convenient interface with com-
mon MARL algorithms and benchmarking tasks [10, 15, 48]. Centering around these key
requirements, we evaluate and compare available MRRL and MARL frameworks in Ta-
ble 3.1. The Multi-Agent Particle Environment (MPE) [12] is a widely used framework for

evaluating MARL algorithms on a diverse suite of 2D tasks. While MPE was enhanced by

successors including VMAS [47], BenchMARL [48], and JaxMARL [10], none of them
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realistically re ects the dynamics of real robots, impeding straightforward sim2real evalua-
tion of MRRL policies. IsaacGym [49] and IsaacLab [50] offer high- delity simulation but
are geared toward single-robot learning across varied embodiments. Multi-robot learning
in these frameworks requires additional infrastructure for integration with MARL libraries,
collision avoidance, benchmark tasks, and a sim2real pipeline, none of which are natively
provided. Thus, to better evaluate MRRL policies, researchers must build task-speci c
test platforms [51, 52, 53] or reproduce previously proposed test beds, such as Cambridge
RoboMaster [54]. As a contrastive line of efforts, the Robotarium [11] is a publicly avail-
able, multi-robot testbed that supports testing the coordination of up to 20 GRITSBots [55]
robots. The Robotarium provides a simulator with implemented collision avoidance using
control barrier functions [56] and offers sim2real evaluation through its hardware test bed.
It is the only publicly available and free-to-use multi-robot hardware testbed in the world,
and has been widely used for multi-robot research in areas including task allocation [57],
heterogeneous coordination [58], motion planning [59], and safety [60]. To bridge the gap
between MARL and a real multi-robot testbed, [15] contributes MARBLER, which is an
open platform that promotes the comprehensive evaluation of MRRL algorithms on the
Robotarium. Unfortunately, MARBLER only runs on the CPU without parallelization, re-
sulting in prolonged training and tedious development cycles. JaxRobotarium builds upon
the philosophy of MARBLER, marrying it with the computational ef ciency offered by

Jax and GPU parallelization.

Table 3.1: JaxRobotarium versus existing frameworks for multi-robot/multi-agent learning.

Platform Train On Robot Safety Sim2Real | MARL | Open Access
GPU/TPU | Dynamics | Guarantee | Capabilities | Support | Hardware
MARL Platforms (MPE [12], SMAC [13], VMAS [47], 3 7 7 7 3 N/A

BenchMARL [48], JaxMARL [10]
Google Research Football [61])
IsaacGym [49], IsaacLab [50]
Cambridge RoboMaster [54]
MuSHR [52]

Duckietown [53, 14]

Robotarium [11]

MARBLER [15]

JaxRobotarium (ours)

W~ W W ww
W W W W w ww
W W W N W N~
W W W W w ww
W Wl N W | W~
W w|w| |~~~
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CHAPTER 4
CAPABILITY AWARE SHARED HYPERNETWORKS

In this chapter, we introduce and evaluate CASH, a new class of shared-parameter archi-

tectures for exible and generalizable heterogeneous coordination.

4.1 Policy Architecture

CASH contains three primary modules (see Figure 4.1).

1. RNN Encoder. In line with contemporary designs [62, 24], CASH encodes local
observations using a gated recurrent network (GRU) [63] to handle longer time-
horizons and partial observability. The latent embedding generated by this encoder

is passed as input to the Adaptive Decoder.

2. Adaptive Decoder. Following standard practice, we implement our decoder as either
a single layer or a two-layer MLP depending on the learning paradigm (see Appendix
section A.4 for details). Note that only te&uctureof our decoder is identical across
robots. Unlike prior designs, CASH allows the decodpdsametergdetermined by

the Hyper Adapter) to be unique to each robot and context.

3. Hyper Adapter: To allow the Adaptive Decoder to exibly adapt to each robot and
its context, we generate its weights using a hypernetwork-based Adapter module.
To represent the current context, we condition the Hyper Adapter on the ego-robot's

capabilities, the team's capabilities, and the ego observation.

Intuitively, the CASH policy architecture allows a heterogenous robot team to learn shared
decision-making strategies (captured by the shared encoder) that are then adapted accord-

ing to the robot's individual and the team's collective capabilities (captured by the shared
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Figure 4.1: We introduce Capability-Aware Shared Hypernetworks (CA8HJdle, a

novel class ofsoft parameter sharing@rchitectures that establishes and spans the broad
spectrum between shareléff) and individualized rfight) parameter designs. CASH en-
ables effective decentralized heterogeneous teaming, generalization to unseen robots, di-
verse behaviors, and greater learning ef ciency.

hypernetwork). For additional implementation details, see Appendix section A.3 and sub-
section A.4.1.

By using a hypernetwork and shariad learnable parameterscross robots, CASH
retains the typical bene ts of both full parameter sharing (sample ef ciency and general-
ization to unseen robots) and individualized parameters (diverse and effective heteroge-
neous coordination). Further, CASH suppattscentralizationas it relies only on local
observations and capability information.

We employ hypernetworks [9] since they tackle two common limitations of standard
neural networks: i) lack of ability to adapt knowledge between different data contexts, and
i) performance drops due to distributional shifts. Our use of hypernetworks is inspired
by the fact that they can produce neural network parameters that allow a target network
(e.g. robot policy) to dynamically adapt to new contexts (e.g. tasks, robot capabilities,
etc.). Hypernetworks have been shown to encode policies for multiple tasks within a single
architecture [40, 41, 42], improve learning ef ciency by improving gradient estimation in

Q-learning [43], and achieve better performance with signi cantly fewer learnable parame-
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ters in meta-learning [44, 45]. As our experiments reveal, CASH translates these bene ts of
hypernetworks to heterogeneous multi-robot coordination (seesection 4.2 and section 4.3).
Formally, at each timestelp given theith robot's observations!, the RNN Encoder
f () produces a latent embeddigg= f (df). Next, the Hyper Adapten () generates
the parameters' of theith robot's Adaptive Decoder:{ = h (d;d;CL), whered is the
local observationg; denotes the ego-robot's capabilities, &id = f¢jj 6 igis teammate
capabilities. Note that both () andh () lack the subscript as they are parameter-
shared across robots. Finally, the Adaptive Decapldr) produces nal actions (or value
estimates) for each robet = g :(z) based on the latent embeddizfg Though the Hyper
Adapter's parameters are shared across robots, the Adaptive Decoder's paramg s
unique to each robot. This can be seen as soft parameter sharing [64] applied to multi-robot
teams. Moreover, since all are generated at each timestep, CASH can dynamically adapt
to online changes to robot capabilities.
We evaluated and compared CASH against baseline architectures using two estab-
lished experimental platforms: JaxMARL [10] (section 4.2) and the Robotarium [11] (sec-
tion 4.3). All plots are smoothed by downsampling the original mean and standard devia-

tion over all seeds, then taking a rolling average.

4.2 Experiments on JaxMARL

Here, we investigate how CASH i) compares to individual policy designs, ii) compares to
other shared-parameter designs, and iii) generalizes to unseen team compositions and robot

capabilities.

4.2.1 ExperimentaSetup

Architecture Variants: We compared CASH against three baseline architectures that re-
ect SOTA practices to handle heterogeneity. To ensure fairness, all baselines and CASH

share a commonly used design: an RNN encoder followed by an MLP decoder [24, 62]
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Figure 4.2: CASH is more sample ef cient than individualized policies (see returns) and
learns more-effective levels of diversity (see SND), while using drastically fewer learnable
parameters (bottom).

(see Appendix).

* INDV: Each robot employs a separate architecture without sharing parameters (e.g.,
[6]). This baseline questions if our shared-parameter approach trades performance

for ef ciency.

* RNN-IMP: The standard RNN-based architecture themicitly conditioned on ca-
pabilities by way of processing observations. Indeed, some capabilities (e.g. speed)
can be inferred solely from observations over time with memory-enabled architec-
tures (e.g., GRU). This baseline questions the need for explicit conditioning on capa-
bilities.

* RNN-EXP: A modi cation of the standard RNN architecture teaplicitly considers
capabilities by appending them to observations. This baseline emulates prior designs

that append agent-speci ¢ information [3, 4] and questions the need for hypernet-

works.

» CASH: Our proposed architecture also explicitly considers capability information,
but leverages a hypernetwork to dynamically adapt the action decoder to the robot

and context (Sec.section 4.1).

Learning Paradigms. We train CASH with three standard approaches for multi-agent

learning, QMIX, MAPPO, and DAgger (representing off-policy MARL, on-policy MARL,
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and imitation learning, respectively), to demonstrate that CASH is effective regardless of
training algorithm. During training, we assume centralized access to the joint observations
and actions of all robots, though each robot policy is decentralized (i.e. operates only on
local informationd! and easily updated capability informati@n). This is a common multi-

robot learning assumption known as centralized training, decentralized execution (CTDE)
[65, 25]. For MAPPO and QMIX, we adapt JaxMARL's [10] existing implementations
to include capabilities. We contribute an implementation of DAgger for JaxMARL based
on the existing MARL implementations. All results involving QMIX and MAPPO are
over 10 random seeds; all DAgger results are over 3 random seeds. For speci c train-
ing/architecture details, see Appendix section A.4 and our code implementation.
JaxMARL Tasks: We evaluate our method on two heterogeneous cooperative tasks. Both
environments are implemented with JaxMARL's variant of the Multi-Agent Particle Envi-

ronment [10, 25].

* Firefighting : A team of three robots spawns in a central depot and aim to
put out two res. Robots have varying speed and water capacity, and res spawn
in random positions with varying sizes. Task success is de ned as both res being

successfully extinguished within the time limit.

* Mining : A team of four robots must mine resources from two deposit zones and
bring them to a dropoff zone until a quota for each resource is reached. Robots vary
in their carrying capacity for each resource. The team succeeds if both quotas are
met within a time limit. This task is similar to the HMT task in a prior study on

capability-awareness in multi-agent teams [4].
Metrics:
 Training returns(") is the sum of all rewards collected during training episodes.

» Success raté'), where success is de ned for each task as above.
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* SND (I') quanti es the behavioral heterogeneity of independent policies [66]. We
slightly modify SND to accommodate shared-parameter policies conditioned on ca-

pabilities (see Appendix section A.2).

Training and Testing Teams We standardize the teams sampled during training and eval-
uation across CASH and all baselines as follows (see Appendixsection A.5 for more de-

tails):

* Training teams (in-distribution)We sample a xed number of training teams from a

pool of robots whose capabilities uniformly cover a set range.

» Unseen teams (out-of-distribution)Ve generate unseen team compositions with out-
of-distribution robots by sampling some capabilities from ranges outside the training

ranges.

4.2.2 ResultsonJaxMARL

Below, we organize our discussion into key observations and experiments.
CASH improves sample ef ciency and enables generalization without sacri cing per-
formance.

To investigate the impact of soft parameter sharing on performance and behavioral di-
versity, we compared CASH (soft parameter sharing) against the INDV (individualized
parameters) baseline. Since INDV assumes that the robot team does not change, we trained
each seed onsingleuniqgue multi-robot team throughout training.

We nd that CASH is more sample-ef cient and performs marginally better than INDV
in both tasks, as seen by the return curves in Figure 4.2, despite having a fraction of the
learnable parameters. The SND plots in Figure 4.2 show CASH has lower behavioral
diversity than INDV. However, since this lower diversity does not result in worse task per-
formance, we conclude that there is not necessarily a unique level of behavioral diversity

corresponding to each level of performance, and CASH is learning an appropriate level of
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behavioral diversity that results in the same performance as INDV. Critically, unlike INDV,
CASH can generalize to unseen robots.

In the experiments reported below, we compare CASH's ability to generalize against
the two shared-parameter baselines (RNN-IMP and RNN-EXP) on two heterogeneous co-
ordination tasks across three learning paradigms. Note that we cannot compare against
INDV since independent parameter designs do not generalize to new robots.

CASH improves parameter and sample ef ciency for shared-parameter methods.

As seen in Figure 4.3, CASH is consistently the most sample-ef cient method and
achieves the highest returns while using 60-80% fewer parameters. CASH's improved
ef ciency can be attributed to its hypernetwork better modeling the in uence of robot ca-
pabilities on the team's decisions. Note that the relative bene ts of CASH are exaggerated
for imitation learning, in which each architecture receives two to three orders of magnitude
fewer samples than in the RL settings. This suggests that CASH can better handle data-
scarce regimes compared to baselines. These trends hold for task-speci ¢ metrics as well

(see Appendix section A.8).

Figure 4.3: Across two tasks and three learning paradigms, CASH is consistently more
sample ef cient and yields better returns than the baselines despite using 60%-80% fewer
learnable parameters.

CASH improves generalization to unseen team compositions and capabilities.

We next evaluated CASH's capacity for zero-shot generalization to unseen team compo-
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Table 4.1: CASH tends to achieve the highest success rates across all JaxMARL tasks and
learning paradigms, particularly when evaluated on teams with out-of-distribution robot
capabilities.

Firefighting Mining
Algorithm | Architecture| In-Distribution  Out-of-Distribution Out-of-Distribution In-Distribution  Out-of-Distribution Out-of-Distributio
Success Raté’)  Success Raté') SND Success Rat¢)  Success Raté ) SND
QMIX RNN-IMP 0.54 0.28 0.49 0.22 0.00 0.00 0.79 0.08 0.63 0.12 0.00 0.00
RNN-EXP 0.97 0.05 0.56 0.26 0.15 0.07 0.98 0.03 0.83 0.15 0.07 0.00
CASH 0.96 0.10 0.67 0.09 0.28 0.03 1.00 0.00 0.88 0.12 0.16 0.01
MAPPO | RNN-IMP 0.21 0.20 0.15 0.14 0.00 0.00 0.61 0.24 0.43 0.17 0.00 0.00
RNN-EXP 0.71 0.30 0.43 0.27 0.64 0.03 1.00 0.00 0.74 0.11 0.18 0.03
CASH 0.71 0.43 0.68 0.17 0.58 0.03 0.98 0.04 0.83 0.12 0.22 0.06
DAgger | RNN-IMP 0.08 0.14 0.00 0.00 0.00 0.00 0.00 0.00 0.07 0.08 0.00 0.00
RNN-EXP 0.17 0.14 0.08 0.14 0.02 0.00 0.35 0.10 0.30 0.10 0.03 0.00
CASH 1.00 0.00 0.92 0.14 0.08 0.01 0.88 0.11 0.83 0.10 0.06 0.00

sitions and capabilities, again comparing against the two shared-parameter baselines (RNN-
IMP and RNN-EXP) across all conditions (as INDV cannot generalize to new robots). We
report success rates and SND across conditions in Table 4.1. Out-of-distribution success
rates are from evaluation on unseen test teams (see subsection 4.2.1), while in-distribution
success rates are from training teams.

While all architectures perform worse when generalizing to new teams (as expected),
CASH exhibits the lowest drop in performance as a result of its superior capability ground-
ing. Notably, when trained with QMIX or MAPPO, RNN-EXP and CASH result in similar
success rates on training teams. However, within the same task and learning paradigm,
CASH vastly outperforms RNN-EXP on unseen teams. These ndings show that the base-
lines can learn effective strategies to cope with heterogeneity between agents in training
teams, but struggle to generalize them to unseen teams. By contrast, CASH learns general-
izable strategies that exploit the relationship between robot capability and desired behavior
associated with each task.

We also note that CASH tends to produce greater behavioral diversity as measured by
SND. We speculate that this increased diversity partially explains CASH's superior gener-
alization to unseen capabilities — effective generalization may require policies to generate
different behaviors when robot capabilities change, even if observations remain the same.
Such differentiation would not be possible for a policy with very limited behavioral di-

versity. We hypothesize that behavioral diversity might be a necessary but not suf cient

20



condition for successful generalization, as our results demonstrate that greater diversity
does not always correlate with better performance (e.g., see comparison against INDV. in
subsection 4.2.2). The exact relationship between behavioral diversity and task perfor-
mance in multi-agent reinforcement learning remains an open question, with recent works
offering insights to when diversity is truly necessary in matrix allocation problems [67] and

optimizing for levels of diversity that lead to greater performance for a given task [68].

4.3 Experiments on the Robotarium

4.3.1 ExperimentaSetup

To validate the applicability of CASH to real multi-robot systems, we evaluate it on the
Robotarium [11], a publicly available multi-robot physical testbed and simulator that pro-
vides realistic robot dynamics and barrier certi cates. We again evaluate CASH against the
two shared-parameter baselines (RNN-IMP and RNN-EXP). We train all baselines with
QMIX using the MARBLER platform [15], which bridges the Robotarium's simulator with
existing MARL implementations in EPyMARL [69] and provides several multi-robot tasks

to evaluate policies (see Appendix section A.4 for training details).

Figure 4.4: Snapshots of physical deployment on two Robotarium t&sKkgtop), PCP
(bottom). InMT, green (purple) area denotes the loading (dropoff) zonePGR, lled

circular markers denote uncaptured prey. Sensing robots are surrounded by larger circles,
while smaller circles surround capture robots.

Robotarium Tasks: We evaluate on two established heterogeneous multi-robot tasks from

MARBLER [15].

21



* Material Transport (MT) : A team of four robots must unload materials from
two zones (green circle and rectangle) into a dropoff zone (purple). The team is re-
warded for amount of material loaded and unloaded, penalized for collisions, and
penalized each timestep the loading zones have remaining material. Robots vary in

their speed and carrying capacity.

* Predator Capture Prey (PCP) [7]: Two sensing robots and two capture
robots must collaborate to capture prey (circular markers). Sensing and capturing
prey is rewarded while collisions and time-to-capture are penalized. Robots vary in

their sensing and capture radii.

Additionally, to investigate how CASH handlesline changes to robot capabilities, we

create two special scenarios within thi@ andPCPtasks:

» Failure , where halfway through the episode, a robot is selected randomly and its

capability (speed iMT, sensing/capture radius RCP is decreased by5%.

» Battery Drain , where at each step, the capabilities of all robots (speddTjn
sensing/capture radius PCP are decayed by a discount factor. Exact capability

ranges and deployment teams for these tasks are detailed in Appendix section A.5.

Finally, to investigate how the decentralized execution of CASH scales to larger team sizes,

we create the following zero shot scaling scenario:

» Zero-Shot (4 I 12) , where the policies trained on 4-robot teams are zero-
shot deployed on teams of 12 robots. We scale both environments by doubling the
amount of material or the number of prey, and robots are restricted to observing their

three nearest neighbors.
Metrics: We report the following metrics for all tasks, averaged across evaluation episodes:

* Reward("), the sum of rewards collected per episode.
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* Makespar(#), the episode length.
 Collisions(#), the number of collisions per episode.

Simulation metrics are averaged across 3 seeds, 500 episodes per seed. The highest per-
forming model weights for each baseline are selected for physical robot deployment and

metrics are averaged across 5 episodes.

Table 4.2: CASH achieves the highest reward, lowest makespan, and fewest collisions on
hardware.

Robotarium Robotarium
(sim - 3 seeds) (real - best seed)
Task | Architecture| # Parametersf Reward () Makespan#) Collisions ¢) | Reward () Makespan#)  Collisions @)
MT | RNN-IMP 401K 232 1186 63.85 1241 0.03 0.17 | 21.52 1.57 5420 3.92 0.00 0.00
RNN-EXP 401K 1294 8.21 5359 13.10 0.02 0.13 | 23.12 2.96 50.20 7.39  0.00 0.00
CASH 162K 1484 791 49.79 1287 0.01 0.12 | 23.84 3.72 48.40 931 0.00 0.00
PCP| RNN-IMP 402K 64.65 31.923 79.72 6.29 0.03 0.18 | 69.40 32.65 81.00 0.00 0.00 0.00
RNN-EXP 402K 61.05 30.54 79.60 6.75 0.03 0.17 | 31.00 33.12 81.00 0.00 0.00 0.00
CASH 164K 89.21 3354 76.86 9.28 0.02 0.13 | 96.60 18.49 81.00 0.00 0.00 0.00

Table 4.3: CASH outperforms baselines when adapting to online changes in capabilities.

MT PCP
Dynamic Change| Architecture| Reward () Makespan#) Collisions ¢) | Reward() Makespan#) Collisions ¢)
Battery Drain RNN-IMP | -0.39 1198 66.79 9.43 0.03 0.18 | 61.09 31.51 79.93 597 0.03 0.18

RNN-EXP | 9.18 855 60.01 1242 0.02 0.13 | 57.02 29.90 79.82 6.53 0.03 0.17
CASH 11.26 791 56.87 13.29 0.01 0.12 | 82.56 34.25 77.75 885 0.03 0.17
Failure RNN-IMP | 0.11 11.72 65.73 11.16 0.03 0.17 | 56.28 30.53 79.95 6.02 0.03 0.18
RNN-EXP | 9.84 9.22 57.77 13.69 0.02 0.12 | 51.10 29.45 79.95 6.56 0.03 0.16
CASH 11.74 8.88 54.77 1434 0.02 0.12 | 69.89 34.21 78.95 7.66 0.02 0.15

4.3.2 Resultsonthe Robotarium

CASH's bene ts extend to real multi-robot teams.

We nd that CASH continues to outperform baselines in training despite having signif-
icantly fewer parameters, as seen in Table 5.4. IrMfiecenario, we observed that CASH
is better at reasoning about the speeds and capacities of robots, resulting in smoother and
more direct trajectories between the material loading zones and dropoff zone. Meanwhile,
in PCP, we observe that CASH appears to reason about capabilities to learn a strategy

where capture robots loosely follow sensing robots, and converge on a prey's location once
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sensed. See osupplementaVideo for full rollouts, examples of the described behavior,

and more detailed analysis.

For each architecture and task, we selected the highest-performing model across train-
ing seeds and physically deployed it on the Robotarium (Figure 4.4). We nd that CASH
effectively coordinates the physical robots and outperforms even the best-performing seeds
of the baseline architectures (Table 5.4). The rewards are typically higher when physically
deployed than in simulation since the Robotarium's use of barrier certi cates prevents col-
lisions that would have otherwise occurred.

CASH adapts to online changes to robot capabilities.

We investigated how CASH handles online changes to robot capabilities by taking
the trained policies for each task and zero-shot deploying them irFdilare  and
Battery Drain scenarios. As expected, we observe a drop in task performance across
all baselines in Table 4.3. However, CASH consistently outperforms the baselines when
dealing with the challenging unplanned changes to robot capabilities and observations dur-
ing policy execution. We hypothesize that CASH's use of a hypernetwork conditioned on
per-timestep capabilities better supports dynamic adjustments to the robots' behaviors even
during a rollout, a critical feature to enable robustness in learned heterogeneous teaming.

Qualitatively, we notice that CASH better adapts to the changes in robot sp&&t in
with robots still being effectively allocated and continuing to pick-up and unload material.

In contrast, the inef cient navigation strategies of RNN-IMP and RNN-EXP are heavily
impacted by the degraded speed, further hindering their performance. SimilarlyAGkhe
scenarios, CASH's role-assignment strategy better generalizes to the diminished sensing
and capturing capability, while the lack of role assignment in RNN-IMP and RNN-EXP

prevents the robots from ef ciently localizing prey. See supplementavideo for full

rollouts, examples of the described behavior, and more detailed analysis.
CASH can be readily decentralized and deployed on larger robot teams.

Given that we adopt the CTDE paradigm and condition CASH on local observations,
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Table 4.4: Zero-shot decentralized deployment to 12 robots over 50 episodes across 3
random seeds. Task completion is the percentage of prey captured or material dropped
off.

MT PCP
Scenario | Architecture| Task Completion Raté'] | Task Completion Rate'§
Zero-Shot RNN-IMP 0.45 0.39 0.67 0.21
4! 12) RNN-EXP 0.32 0.39 0.58 0.25
CASH 0.67 0.40 0.68 0.21

we expect that CASH is able to be zero-shot deployed on larger teams than seen in training.
As seen in Table 4.4, CASH performs either similarly to @B or better than (ifMT)

the baselines in when deployed on teams of 12 robots. The modest improvement over
RNN-IMP in PCPbe explained by the fact that increasing the density of predators and prey

decreases the need for tight coordination among the predators.
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CHAPTER 5
JAXROBOTARIUM

In this chapter, we introduce and evaluate JaxRobotarium, a novel platform for simula-

tion, training, and open-access hardware deployment of learned multi-robot coordination

policies.

Figure 5.1: Overview of JaxRobotarium architecture. See Figure Figure B.1 in Appendix
for additional details.

5.1 JaxRobotarium Platform

JaxRobotarium (Figure 5.1) is designed to achieve the training speeds of Multi-Agent RL in
Multi-Robot RL while offering standardized, public, and free sim2real evaluation through

the Robotarium. To this end, JaxRobotarium consists of the following key components,

1. A Jax-based simulator for the Robotarium, compatible with parallelization and GPU/TPU

execution.

2. A platform for Multi-Robot RL, which we integrated with JaxMARL [10] to enable

training with several SOTA MARL algorithms.
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3. An implementation of all four MARBLER tasks, and four newly implemented tasks.
4. A direct deployment pipeline for sim2real evaluation on the Robotarium.

We provide a full overview of the architecture in the Appendix (Figure B.1).

5.2 Jax-based Robotarium Simulator

5.2.1 Design

We contributeJax-RPS , a Jax simulator for the Robotariundax-RPS uses a unicy-

cle dynamics model to faithfully simulate the behavior of the Robotarium's GRITSBots
[55]. To control the GRITSBotsJax-RPS implements single integrator and unicycle
controllers to drive robots to desired positions/poses. To enforce the safety constraints of-
ten required in real-world deploymentax-RPS implements control barrier certi cates

for collision avoidance, which solve the quadratic program described in [70]. Finally, all
functionality in Jax-RPS is designed to be compatible with Jays compilation for
accelerated execution andhap for parallelization. Overall, this results fax-RPS be-

ing optimized for data-driven paradigms, such as Multi-Agent RL, while maintaining its

faithfulness to real-world conditions and deployment considerations.

5.2.2 Evaluation

To validate the faithfulness, scalability, and optimizationJak-RPS , we construct the
Random Waypoint Navigation scenario where four robots must each navigate to a randomly

selected waypoint before being assigned a new one. We conduct the following experiments:

1. We measure faithfulness by simulating Random Waypoint Navigation for 10K timesteps
and computing the difference in robot trajectories betwlsenaRPS andRPSacross
unicycle position and pose controllers. We report mean wall time and trajectory mis-

match with associated standard error averaged across 30 trials in Table 5.1.
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2. We measure scalability to larger robot teams by simulating Random Waypoint Navi-
gation for 10k timesteps with teams of 5, 10, 25, and 50 robots. We report mean wall

time and associated standard deviations averaged across 30 trials for each team size.

3. We measure optimization performance by simulating Random Waypoint Navigation
for 100K timesteps, where the timesteps are collected across multiple environments
in parallel. We modi edRPSto support multi-processing for parallelization. We
report mean wall time across the number of environments with associated standard

deviation averaged over 30 trials in Figure Figure 5.2.

In all trials, we randomize the order of the controller-simulator conditions to avoid ordering
biases. The above experiments were run on an M4 Pro CPU and 24 GB of RAM.

As seen in Table 5.1Jax-RPS simulates trajectories that are identicalR@Swith
a 140- 150x speedup ovB&PSwhen run on CPU. This speedup only becomes more pro-
nounced when simulating larger robot team sizes (Table 5.2). Furthermore, in Figure 5.2 we
observelax-RPS continues to bene t from increased parallelization, with its wall time to
collect 100K timesteps monotonically decreasing as the number of environments increases.
In contrastRPSsuffers slightly at higher degrees of parallelization, where the overhead of
managing the multiple processes outweighs the bene t of executing the environments in

parallel.

Table 5.1: Jax-RPS simulates the same trajectories signi cantly faster tRdPS Tra-
jectory errors are computed fdax-RPS against the trajectory for the identical scenario
initial conditions and set of waypoints simulatedRRPS

Controller | Simulator Wall Time Position Orientation
(ms#) Error (m #) Error (rad #)

Position RPS 1425.28 4.79 N/A N/A

Jax-RPS 9.18 0.10 0.00 0.00 N/A

Pose RPS 1713.87 5.39 N/A N/A
Jax-RPS 1142 0.07 0.00 0.00 0.00 0.00
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Figure 5.2:Jax-RPS maintains 100x or more speed up oW¥PSacross increasing de-
grees of parallelization.

Table 5.2: Jax-RPS effectively scales to simulation of larger teams of robots and its
speedup in simulation wall time becomes more pronounced as the number of robots in-
creases.

Robots | Jax-RPS (ms#) RPS(ms#) Speedup (X")
5 9.39 0.30 1611.36 58.87 | 171.70 8.28
10 13.05 0.23 3936.28 45.76 | 301.63 5.89
25 26.51 0.39 |20837.18 163.70| 786.21 13.04
50 53.12 1.43 | 82046.44 709.06| 1545.51 38.22

5.3 Benchmark Scenarios

We provide a diverse set of tasks to train on within JaxRobotarium. First, we re-implement

the original MARBLER tasks in our framework, as described below.

* Arctic Transport Two drone robots that observe their surrounding terrain must help
guide two traversal robots, one faster on ice and slower on water, and vice versa. The

team is successful if both traversal robots reach the goal zone.

» Predator Capture Prey [7] Discovery Sensing robots that sense landmarks within
the environment collaborate with tagging robots that tag landmarks within the envi-
ronment. Task performance is measured by the number of landmarks tagged. We

note that this task has been renamed to Discovery for clarity.

» Material Transport Robots with varying speeds and capacities must collaborate to
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unload two material depots, one further with less material, and one closer with more
material. Task performance is measured by the amount of material remaining to be

unloaded.

» WarehouseRobots assigned to a zone type must collectively maximize the number
of deliveries between their assigned zone type. Task performance is measured by the

number of deliveries
In addition to the re-implementations above, we designed and implemented four new tasks:

* Navigation (MAPF) Robots must navigate to independent goals within the environ-

ment. The team is successful if all robots are on their goals by the end of the rollout.

» Foraging Inspired by grid world Level-Based Foraging [71], robots with varying
levels of foraging ability must collaborate to forage all resources in the environment.

Task performance is measured by the number of resources foraged.

» Continuous-RWARHnNspired by the grid world RWARE [72], robots must collabo-
rate to ful Il dropoffs of the requested shelves. Task performance is measured by the

number of requested shelves dropped off.

» Predator-Prey Robots must collaborate to tag a more agile prey, where the prey is
controlled by the heuristic proposed in [73]. Task performance is measured by the

number of tags on the prey.

Visualizations of all scenarios can be seen in Figure 5.5, and detailed descriptions are in

Appendix section B.3.

5.4 JaxRobotarium Interface

5.4.1 Design

To enable the training and deployment of multi-robot policies with our simulator, we build

a learning interface consisting of 5 main components:
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* RobotariumEnv is the main interface structuring input to and output fréam-RPS .
It maintains a generalizable representation of the environment state for the Robotar-
ium and provides visualization utilities to construct a consistent base visualization

across all tasks.

* HetMananger provides an interface for injecting heterogeneity into multi-robot
environments. It supports common heterogeneous representations: robot IDs, class
IDs, capability vectors, and can be extended to include more. It manages the robot's
awareness of heterogeneity, where the observation space can be con gured to include

any representation.

» ControllerManager handles translating policy actions into commands to the
robots. If a policy is designed to output waypoints, these waypoints are processed by
the con gured controller into unicycle velocity commands. If barrier functions are
enabled, the unicycle velocity commands are then modi ed to guarantee collision

avoidance.

» Scenario interface is a standard structure for de ning new tasks within JaxRobo-
tarium, aligned with the structures used in other learning frameworks such as VMAS

[47], JaxMARL [10], and MARBLER [15].

» Deploy is a module that streamlines deployment to the Robotarium by compiling
all the necessary les for an experiment into a folder, which can then be directly
uploaded and run on the Robotarium test bed. Since the Robotarium test bed does not
support Jax, the deployment module performs model conversion and le sanitation

to ensure compatibility.

We choose JaxMARL as the MARL framework, given its SOTA performance and exten-
sive baseline algorithm implementations. However, note that any Jax multi-agent learning
framework designed for the output structure of Boenario interface is compatible with

JaxRobotarium.
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Figure 5.3: (Top) We plot the mean returns achieved in both platforms against the minimum
training wall time. (Bottom) We plot the time taken to simulate timesteps across both
platforms. We nd that JaxRobotarium is signi cantly more ef cient in training multi-
robot policies than MARBLER. Results depict smoothed mean (solid line) with standard
deviation (shaded).

5.4.2 Evaluation

To validate the utility of our framework, we compare the training performance and ef -
ciency of JaxRobotarium with no parallelization (1 env) and parallelization (8 envs) against
MARBLER on the four MARBLER scenarios: Arctic Transport, Discovery, Material Trans-
port, and Warehouse. We report the episodic returns and timesteps simulated against the
wall time of the fastest run, averaged across 3 seeds. All experiments are run on an Intel
i7-12700KF and NVIDIA RTX 3070.

In Figure 5.3, we nd that JaxRobotarium can train for up to 20x more timesteps and
achieve consistently higher returns compared to MARBLER given the same amount of
time. As expected, the support for GPU execution, parallelization, and just-in-time com-
pilation signi cantly accelerates training across all tasks, bridging the gap between the

Robotarium and modern MARL algorithms.
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5.5 Benchmarking Learning Algorithms

5.5.1 Experimentsetup

We demonstrate the benchmarking and sim2real evaluation capabilities of JaxRobotarium

by training 5 policies in parallel for all tasks using the following SOTA MARL approaches:

PQN [26]: a recent multi-agent Q-Learning approach designed to perform Q-updates
ef ciently by collecting non-correlated transitions in parallel across vectorized envi-

ronments (we use 256), eliminating the need for a replay buffer.

* QMIX[29]: an established multi-agent Q-learning algorithm where decentralized Q-
networks predict agent Q-values aggregated into a global Q-value by a hypernetwork-

generated centralized critic conditioned on the global state.

* MAPPO [22]: an established multi-agent policy-gradient algorithm that learns de-
centralized action policies, regularized by a centralized critic conditioned on the

global state.

* IPPO [22]: a multi-agent policy-gradient algorithm that learns decentralized action
policies. Unlike MAPPO, IPPO uses a decentralized critic conditioned on the agent's

local observation.

See Appendix section B.2 for further training details. We report mean episodic reward,
collisions, and a task-performance metric with associated standard errors. Metrics are av-
eraged across the 5 trained policies for 100 episodes each. For real-world experiments, we
deploy the best-performing policy on the Robotarium hardware testbed and report metrics

averaged across 5 unique instantiations, for a total of 160 experiments.

5.5.2 Results

Learning: In general, we do not nd any single algorithm to consistently outperform all

others across our 8 scenarios. Consistent with recent ndings [26], we nd that Q-Learning
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Table 5.3: Performance metrics across all training seeds in simulation.

Scenario Metric Training-Seed Benchmark
PQN QMIX MAPPO IPPO
Arctic Reward -36 004 -34 0.02 -35 004 -35 0.04
Transport  Success Rate 1.0 0.00 1.0 0.00 1.0 0.00 1.0 0.00
Collisions 0.0 0.00 0.0 0.00 0.0 0.00 0.0 0.00
Discovery  Reward 266 0.20 298 0.14 241 032 30.0 0.15
Landmarks Tagged 5.1 0.04 56 0.03 4.5 0.06 5.7 0.03
Collisions 0.0 0.00 0.0 0.00 0.0 0.00 0.0 0.00
Material Reward -5.0 0.06 4.6 0.07 1.3 0.08 1.3 0.09
Transport  Material Left 65.1 075 4.2 031 157 0.72 17.1 0.71
Collisions 0.0 0.00 0.0 0.00 0.0 0.00 0.0 0.00
Warehouse Reward 8.4 0.20 6.1 0.16 3.9 0.02 8.0 0.17
Deliveries 1.7 0.06 0.9 0.05 0.0 0.00 1.7 0.05
Collisions 0.0 0.00 0.0 0.00 0.0 0.00 0.0 0.00
Navigation Reward -18.3 0.39 -17.0 0.17 -13.7 0.00 -12.7 0.16
(MAPF) Success Rate 06 039 08 0.17 1.0 0.00 1.0 0.16
Collisions 0.0 0.00 0.0 0.00 0.0 0.00 0.0 0.00
Foraging Reward 1.8 0.12 45 0.13 0.3 0.06 7.1 0.21
Resources Foraged 0.3 0.02 0.8 0.03 0.1 0.01 1.3 0.01
Collisions 0.0 0.00 0.0 0.00 0.0 0.00 0.0 0.00
Predator Reward 588 245 6.3 065 11.0 149 46.9 3.15
Prey Tags 59 0.25 0.6 0.06 1.1 015 4.7 0.31
Collisions 0.0 0.00 0.0 0.00 0.0 0.00 0.0 0.00
Continuous Reward 59 0.78 3.6 0.66 0.0 0.59 1.1 0.53
RWARE Shelf Dropoffs 59 0.02 3.6 0.02 0.0 0.00 1.1 0.01
Collisions 0.0 0.00 0.0 0.00 0.0 0.00 0.0 0.00
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Table 5.4: Performance metrics across scenarios for simulated and real-world experiments.

Scenario Metric Simulated Experiments Real-World Experiments
PON QMIX MAPPO IPPO PQON QMIX MAPPO IPPO
Arctic Reward -35 022 -35 018 -3.7 022 -34 018 | -26 0.13 -30 013 -38 116 -25 0.09
Transport ~ Success Rate 1.0 0.00 1.0 0.00 1.0 0.00 1.0 0.00 | 1.0 0.00 1.0 0.00 0.8 0.18 1.0 0.00
Collisions 0.0 000 00 000 00 000 0.0 000 | 00 0.00 0.0 0.00 0.0 0.00 0.0 0.00
Discovery  Reward 26.1 1.88 252 116 23.6 268 293 125|247 107 26.1 148 239 255 293 1.25
Landmarks Tagged 5.0 040 48 0.18 46 054 56 022 | 46 022 50 0.27 4.6 0.45 56 0.22
Collisions 0.0 000 00 000 00 000 0.0 000 | 00 0.00 0.0 0.00 0.0 0.00 0.0 0.00
Material Reward -6.1 0.04 3.8 0.49 0.4 0.85 04 089 | -6.1 0.04 42 0.72 -0.3 0.89 1.6 0.67
Transport Material Left 68.3 2.64 109 228 37.2 9.88 26.7 644 | 66.3 264 55 264 357 1096 124 3.22
Collisions 0.0 000 00 000 00 000 0.0 000 | 00 0.00 0.0 0.00 0.0 0.00 0.0 0.00
Warehouse Reward 6.8 058 10.0 148 4.0 000 56 125 | 82 130 92 112 3.8 0.18 46 1.03
Deliveries 12 018 22 045 0.0 0.00 1.2 031 | 1.6 0.36 1.8 0.31 0.0 0.00 0.8 0.31
Collisions 0.0 0.00 0.0 0.00 0.0 0.00 0.0 0.00 0.0 0.00 0.0 0.00 0.0 0.00 0.0 0.00
Navigation ~Reward -19.5 2.33 -148 206 -143 264 -128 2.10|-17.8 2.06 -14.7 2.01 -13.7 259 -12.2 1.92
(MAPF) Success Rate 0.0 0.00 1.0 0.00 1.0 0.00 1.0 0.00 | 0.2 0.8 1.0 0.00 1.0 0.00 1.0 0.00
Collisions 0.0 000 00 000 00 000 0.0 000 | 00 0.00 0.0 0.00 0.0 0.00 0.0 0.00
Foraging Reward 6.2 1.07 6.2 1.07 1.0 0.89 6.6 2.41 5.2 0.18 5.2 0.18 2.0 1.07 11.0 0.00
Resources Foraged 1.2 0.18 1.2 0.18 0.2 0.18 1.2 045 1.0 00 1.0 0.00 0.4 0.22 2.0 0.00
Collisions 0.0 000 00 000 00 000 0.0 000 | 00 0.00 0.0 0.00 0.0 0.00 0.0 0.00
Predator Reward 440 1713 40 219 140 877 520 16.37| 140 537 36.0 1664 6.0 358 281 13.64
Prey Tags 44 1.70 0.4 0.22 1.4 0.89 5.2 1.65 14 054 3.6 1.65 0.6 0.36 38 121
Collisions 0.0 000 00 000 00 000 0.0 000 | 00 0.00 0.0 0.00 0.0 0.00 0.0 0.00
Continuous Reward 10 067 08 054 00 000 00 000 | 08 031 6.2 268 0.0 0.00 0.0 0.00
RWARE Shelf Dropoffs 1.0 067 08 054 00 000 00 0.00 | 08 031 6.2 268 0.0 0.00 0.0 0.00
Collisions 0.0 0.00 0.0 0.00 0.0 0.00 0.0 0.00 0.0 0.00 0.0 0.00 0.0 0.00 0.0 0.00

with PQN performs comparably or even outperforms Q-Learning with QMIX, with Mate-
rial Transport being a notable exception (see Table 5.3). Given that PQN achieves this
performance without maintaining a replay buffer, these results support PQN as a promising
alternative to established Q-Learning methods for multi-robot settings, in which maintain-
ing a large replay buffer could be intractable due to high-dimensional state spaces and
combinatorial space complexity.

Further, we note that independent learning (IPPO) is surprisingly stronger in our multi-
robot coordination scenarios compared to its centralized counterpart (MAPPO). We believe
this is likely due to the limited partial observability in the con gured benchmark scenarios
(e.g., robots can generally observe their neighbors except in Navigation). This suggests that
in settings without signi cant partial observability, independent learning is a simpler and
effective alternative to centralized critic approaches, in line with prior results comparing
MAPPO and IPPO on StarCraft tasks [22].

Sim2Real As one would expect, we found reasonable gaps between the simulated and
real world runs for most tasks across methods (see Table 5.4). Some of this gap could

be attributed to only having limited real-world runs and the stochasticity of the real world
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compared to the deterministic simulator. However, two of our new tasks (Predator Prey
and Continuous-RWARE) resulted in surprisingly large sim2real performance gaps, partic-
ularly for QMIX and PQN. Our qualitative analysis of the rollouts revealed that these tasks
contain in ection points that can exacerbate modest differences into large differences in the
environment and robot behavior over time. For instance, small positional changes to the
robots in Predator-Prey can sometimes elicit qualitatively different prey behaviors which
cascade into dramatic differences between the simulated and real-world rollouts, as shown
in Figure 5.4. In contrast, existing MARBLER tasks are less sensitive to such variations,
as robots mostly interact with a static environment. The observed gaps in the new tasks un-
derscore the importance of hardware evaluation, especially in multi-robot scenarios where
task outcomes are closely tied to interaction dynamics. The ability to accurately simulate

single robots does not necessarily imply accurate multi-robot simulations.

Figure 5.4: Inter-agent interaction dynamics create a dimension to the sim2real gap speci c
to multi-robot learning. This is demonstrated above by the divergence of initially aligned
rollouts in simulation and in the real world at in ection points where small positional vari-
ations cause critical differences in decision making.

Domain Randomization Inspired by the above observations, we applied simple domain
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Table 5.5: Predator Prey performance with and without domain randomization (3 initial
conditions, 5 trials per initial condition).

Scenario Metric Simulated Experiments | Real-World Experiments
PQN QMIX PQN QMIX

Predator Prey Returns | 30.0 6.33 3.3 1.21|16.0 5.06 26.0 11.33

Tags 30 062 03 013| 16 052 26 114

Collisions| 0.0 0.00 0.0 0.00| 0.0 0.00 0.0 0.00
Predator Prey Returns | 66.7 3.23 16.7 6.09| 46.7 9.66 18.0 4.60
w/ DR Tags 6.7 034 17 062| 47 096 1.8 0.46
Collisions| 0.0 0.00 0.0 0.00| 0.0 0.00 0.0 0.00

randomization through action noise to learn a more robust policy. We found that training
with action noise can reduce the sim2real gap in Predator Prey for both QMIX and PQN

and improve task performance in simulation (see Table 5.5).
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Figure 5.5: Scenarios (real on left and sim on right) from left to right and top to bottom as
follows: Arctic Transport, Discovery, Foraging, Material Transport, Navigation, Predator
Prey, RWARE, Warehouse. For detailed descriptions of each scenario, please see Appendix
section B.3.
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CHAPTER 6
CONCLUSION AND DISCUSSION

In this work, we make progress on the architecture and infrastructure tradeoffs found when
applying learning methods to heterogeneous multi-robot systems.

In the architecture thrust, we propose a new architecture n@apdbility-Aware Shared
Hypernetworks (CASHbhat introduces soft parameter sharing in heterogeneous multi-
robot learning, establishing a new middle ground between shared and individualized pa-
rameter approaches. CASH is deployable on decentralized teams and supports imitation,
value-based, and policy-based RL. As our experiments on both simulated and real multi-
robot platforms reveal, CASH matches the performance of independent-parameter designs
while enabling zero-shot generalization and improving sample ef ciency. Furthermore,
CASH outperforms existing shared-parameter designs in terms of diversity, sample- and
parameter-ef ciency, zero-shot generalization, and online adaptation.

In the infrastructure thrust, we contribulaxRobotariuman accelerated benchmark
platform for MRRL with free, publicly available, and standardized simZ2real evaluation
through the Robotarium hardware test bed. Our benchmark experiments demonstrate up to
a 150x speed up in simulation, and a 20x speed up in training multi-robot policies compared
to baseline. We demonstrate the utility of our platform by evaluating 4 MARL algorithms
on 8 multi-robot coordination scenarios, with a large-scale sim2real evaluation consisting
of over 200 real world deployments. We hope JaxRobotarium will be a valuable resource
for accelerating the development, benchmarking, and sim2real evaluation of MRRL algo-

rithms and architectures.
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6.1 Limitations

Though CASH represents an exciting step towards exible and generalizable heteroge-
neous multi-robot coordination using parsimonious policy architectures, it has some lim-
itations. One limitation is that our experiments assume lossless communication between
neighboring robots. We simulate true partial observability by directly appending the three
nearest teammates' relative positions to the observations of each robot. While reasonable
in smaller-scale controlled settings, this assumption might limit the applicability of CASH

to larger-scale multi-robot systems. Future work could relax this assumption by integrating
lossy communication modules into the training process, e.g. by incorporating a GNN [4,
6]. Additionally, a constraint of CASH is that it cannot handle entirely new capabilities
dimensions during inference. This is a natural limitation of most neural network learning
paradigms with the exception of large reasoning models that leverage massive amounts of
data and tokenization, which could potentially handle new capabilities during inference
time. Furthermore, it is fair to assume for most single-domain policies that the capability
dimensions are the same for training and inference. Another limitation is that the Jax-
MARL tasks which we evaluated CASH on are simpler than the most complex tasks in
heterogeneous multi-agent coordination. For instanceFoafighting task can be

seen as a simpli ed version of a re ghting simulator like FireCommander [7]. However,
our results show that despite the simplicity of these tasks, they have the crucial property
that better grounding of heterogeneous capabilities tends to yield better performance, as
evidenced by RNN-EXP outperforming RNN-IMP and CASH outperforming RNN-EXP.

In our opinion, this is the most important characteristic relevant to heterogeneous robots,
and abstracting away other details (e.g. more realistic communication, continuous action
spaces, sensing and actuation noise, more dynamic environments) allowed us to tease out
how policies can more effectively capture the relationship between robot capabilities and

behaviors. Further, our experiments in the Robotarium show that the bene ts of CASH
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observed in simulation hold for real multi-robot teams as well.

JaxRobotarium is limited in its implementation scope, as we design our platform for
sim2real evaluation through the Robotarium testbed, so we only simulate the Robotarium
GRITSBots and we do not simulate observations from more complex perception modules,
such as images or LIDAR scans. The decision to utilize the Robotarium introduces addi-
tional limitations. Since the robots are homogeneous, heterogeneity has to be arti cially
injected, such as limiting a robot's velocity or waypoint step size, or through introduc-
ing scenario-speci ¢ heterogeneity that is recognized by the scenario's step function, such
as obeying the foraging level of robots when deciding if a resource is successfully for-
aged. Furthermore, the Robotarium hardware test bed does not support Jax libraries, so the
guadratic problem solver used for barrier certi cates in deployment and the solver used in
Jax simulation (chosen differently for compatibility wiih andvmap) are not aligned.

We observe that underlying differences in the solvers can result in different proposed so-
lutions to the same quadratic program. We note that our platform cannot be considered a
replacement for training in high- delity robotic simulation environments such as IsaacGym
[49] and IsaacLab [50]. Rather, JaxRobotarium is designed to be a turn-key platform for
simulation-training-deployment tailored for MRRL research, offering native integrations
(e.g., JaxMARL), standardized benchmarks (e.g., RWARE adaptations), and a ready-to-use
zero-cost sim2real pipeline. Finally, in our training evaluations, we only use an RNN-based
policy architecture since it is widely implemented to overcome the challenges of partial ob-
servability and long-horizon reasoning [29, 22, 10, 69, 15], and do not evaluate on MLP
architectures [47, 48], GNN architectures [18, 4, 6, 74], or more recent Hyper-Network
architectures [1, 46]. Additionally, we train with limited partial observability in most sce-
narios, see Appendix section B.3 for exact details. Future work could benchmark these

policy architectures within JaxRobotarium with stronger partial observability.
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Appendices



APPENDIX A
CAPABILITY AWARE SHARED HYPERNETWORKS

A.1 Code and Supplementary Videos

Code and supplementary videos for CASH are available here.

A.2 Evaluating Behavioral Diversity with SND

To quantify the behavioral heterogeneity of the learned policies, we use the System Neural
Diversity metric (SND) [66]. While SND was introduced to evaluate the heterogeneity
of independent policies trained without parameter sharing, we modify SND to evaluate
the heterogeneity of parameter-shared policies conditioned on heterogeneous capabilities.
Speci cally, given an observation, we append each agent's capability to the observation
and nd the average pairwise distances between the policy outputs when conditioned on

differing capabilities. We de ne pairwise distance as

i) = o " Tvo( (@ie): (oiid))
0t 20

whereO is a set of observations obtained from several rollatitis, the capability vector of
agenti, andd is the capability vector of agept These pairwise distances are aggregated
into a distance matrix, and the average of the upper triangular portion of this matrix is the
nal SND value. For value-based methods, individual networks output estimates of value
per each action an agent can take. We interpret these Q-Values as a categorical distribution
by taking a softmax over the values, and use Total Variational Distance when computing

pairwise distances. Similarly, for discrete stochastic policies, we use Total Variational

Distance between the categorical distributions over actions predicted by the policies.
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Figure A.1: This gure shows the impact on training returns as a result of removing Layer
Normalization from the Hyper Adapter of CASH. The results are presented for three learn-
ing paradigms across two simulation tasks. It is evident that LayerNorm is a crucial com-
ponent in stabilizing the training of the hypernetwork within CASH.
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A.3 Layer normalization is crucial to CASH

To show the importance of adding layer normalization (LayerNorm) [75] when training hy-
pernetworks for multi-agent coordination problems, we present an ablation over the inclu-
sion of LayerNorm in CASH's Hyper Adapter in Figure A.1. Across all tasks and learning
algorithms, the inclusion of LayerNorm improves training stability and decreases variance
between seeds, which aligns with recent works suggesting the bene t of LayerNorm for
improving training stability of deeper networks in RL [76, 77]. In all cases except one
(MAPPO / Mining), it results in a signi cant improvement on the nal converged returns.
DAgger is a notable outlier in terms of performance gap with and without LayerNorm,;
we see that when training with DAgger, the performance of CASH without LayerNorm in
Mining plummets around timestep 4000 and never recovers, whigafighting ,

CASH without LayerNorm never demonstrates better than random performance.

Taken together, these results show that layer normalization improves training stability
for hypernetworks, and that this improved stability is crucial for our architecture. We note
that adding layer normalization to hypernetworks was suggested by the original Hypernet-
works paper [9] to improve gradient ow, which our ndings corroborate. Surprisingly,
prior work on using hypernetworks in meta-RL for generalization to new tasks [45, 78]
does not include LayerNorm in the hypernetwork, even though we found it to be critically
important for CASH. We speculate that these works are able to achieve success despite
omitting normalization from their hypernetworks because the input to their hypernetworks
is a strong pretrained encoder. By contrast, our hypernetwork is conditioned directly on
task observations and team capabilities, without the bene t of an encoder for preprocess-
ing. We leave a more thorough investigation of normalization schemes for training deep

hypernetworks to future work.
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A.4 Additional Training Details

A.4.1 Hyper-Adapter

Our experiments revealed that a deeper four-layer hypernetwork is better for our use case.
However, consistent with prior work using hypernetworks in RL [45], we found it dif cult

to optimize a standard four-layer hypernetwork, both in reinforcement and imitation learn-
ing regimes. We believe this is due to the combination of instabilities inherent in both the
learning paradigms as well as hypernetworks themselves. However, we found that simply
adding layer normalization (LayerNorm) [75] before each ReLU activation in our hyper-
network stabilizes learning and greatly improves performance (see Appendix section A.3
for more details).

For CASH, we implemented the Hyper Adapter as two separate hypernetworks, one
which generates the weights of the target linear layer and the other which generates the
biases. We found that initializing both hypernetwork with orthogonal weights, zero-bias
was conducive to good task success, which is common in other works. However, we noticed
a slight performance increase when settingsb@&eof those weights to be 0 for the bias-
generating hypernet and 0.2 for weight-generating hypernet. We could not nd a reference

for this odd initialization scheme in the literature.

A.4.2 MAPPO

All networks are trained with the following hyperparameters in Table A.1. We ablated over
four widths (32, 64, 128, 256) of RNN hidden dimension with BNN-IMP architecture,

and found 128 to be the best-performing variant as measured by test return. Based on
this, we then designed@ASHarchitecture of lower parameter count than the baselines by

selecting an RNN width of 32 and a hypernetwork width of 16.
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Table A.1: Hyperparameters for MAPPO

Hyperparameter Value
Total timesteps 10e6
Learning rate 2e-3
Anneal learning rate True
Update epochs 4
Number of minibatches 4
Gamma 0.99
GAE lambda 0.95
Clip epsilon 0.2
Scale clip epsilon False
Entropy coef cient 0.01
Value function coef cient 0.5
Max gradient norm 0.5
Optimizer Adam [79]

Table A.2: Hyperparameters for QMix (JaxMARL)

Hyperparameter Value
Total timesteps 10e6
Learning rate 0.005
Learning rate linear decay True
Buffer size 5000
Buffer batch size 32
Epsilon start 1.0
Epsilon nish 0.05
Epsilon anneal time 100000
Mixer embedding dim 32
Mixer hypernetwork hidden dim 64
Mixer initialization scale 0.00001
Max gradient norm 25
Target update interval 200
Optimizer AdamW [80]
Epsilon Adam 0.001
Weight decay Adam 0.00001
TD lambda loss True
TD lambda 0.6
Gamma 0.9
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Table A.3: Hyperparameters for QMix (EPYMARL)

Hyperparameter Value
Total timesteps 4e6
Learning rate 0.0005
Learning rate linear decay True
Buffer size 5000
Buffer batch size 32
Epsilon start 1.0
Epsilon nish 0.05
Epsilon anneal time 50000
Mixer embedding dim 32
Mixer hypernetwork hidden dim 64
Max gradient norm 10
Target update interval 200
Optimizer RMSprop [81]
Epsilon RMSProp 0.00001
Gamma 0.9

Table A.4: Hyperparameters for DAgger

Hyperparameter Value
Expert buffer size 10000
Initial expert trajectories 1000
Iterations 10
Trajectories per iteration 1000
Learning rate le-4
Learning rate linear decay  False
Beta 1.0
Beta linear decay True
Updates per iteration 100
Update batch size 64
Max gradient norm 1
Optimizer AdamW [80]
Epsilon Adam 0.001
Weight decay Adam 0
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A.4.3 QMIX - JAXMARL

All networks are trained with the following hyperparameters in Table A.2. We ablated over
four widths (32, 64, 128, 256) of RNN hidden dimension with RI¢N-IMP architecture,

and found 128 to be the best-performing variant as measured by test return. Based on
this, we then designed@ASHarchitecture of lower parameter count than the baselines by

selecting an RNN width of 64 and a hypernetwork width of 32.

A.4.4 OQMIX - EPyMARL

All networks are trained with the following hyperparameters in Table A.3. We ablated over
two widths (128, 256) of RNN hidden dimension with tRNN-IMP architecture, and
found 256 to be the best-performing variant as measured by test return. Based on this, we
then designed @ASHarchitecture of lower parameter count than the baselines by selecting

a RNN width of 128 and a hypernetwork width of 64.

A.4.5 DAgger

All networks are trained with the following hyperparameters in Table A.4. We ablated over
four widths (512, 1024, 2048, 4096) of RNN hidden dimension withRNN-IMP archi-
tecture, and found 4096 to be the best-performing variant as measured by test return. We
were unable to include larger width RNNs due to memory constraints. Based on this, we
then designed @ASHarchitecture of lower parameter count than the baselines by selecting

an RNN width of 2048 and a hypernetwork width of 1024.

A.5 Capability Sampling Details

A.5.1 Fire ghting

In Table A.5 and Table A.6 we detail our randomly selected train and test teams for

Firefighting . More details on how we chose these teams and how they were used
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can be found in the main body of Chapter 3. For contexEinefighting the res
range from 0.2-0.3 strength and the training distribution of agents ranged between 0.1-0.3
re ghting capacity and 1-3 acceleration. For testing teams, we sample agents from out of

bounds in both radius and acceleration, but match other agents to ensure task feasibility.

Table A.5:Firefighting training robots.

Agent | (radius, acceleration) of agent
0 (0.3,1)
1 (0.2, 2)
2 (0.1, 3)
3 (0.1, 3)
4 (0.2, 2)

Table A.6:Firefighting testing teams.

Team| (radius, accel) for each agent in tegm
(0.09, 3.43), (0.21, 2.94), (0.42, 0.7p)
(0.09, 3.41), (0.21, 3.00), (0.48, 0.63)
(0.05, 3.46), (0.25, 2.76), (0.44, 0.6D)
(0.08, 3.23), (0.23, 2.80), (0.50, 0.611)
(0.09, 3.14), (0.21, 1.16), (0.47, 0.8p)
(0.06, 3.45), (0.24, 2.08), (0.46, 0.7p)
(0.08, 3.06), (0.22, 1.08), (0.48, 0.5p)
(0.07, 3.04), (0.23, 2.37), (0.45, 0.5p)
(0.09, 3.36), (0.21, 2.20), (0.49, 0.64)
(0.09, 3.26), (0.21, 2.59), (0.47, 0.64)

©Coo~NOoOUITh~,WNEFO

A.5.2 Mining

In Mining we have a training range between 0-0.5 for each capacity, with each agent
having a total capacity across the two materials that sums to 0.5. During testing the random
sampling is altered such that the total capacity of each agent sums to 1.0, to present an out

of distribution challenge. Exact hyperparameters can be found in Table A.7 and Table A.8.

A.5.3 Material Transport

In Material Transport we construct teams of 4 agents consisting of,
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Table A.7: Mining training teams.

Team

(1st material capacity, 2nd material capacity) for each agent of team

©Oo~NOoOOUTh~WNEO

(0.1, 0.4), (0.2, 0.3), (0.3, 0.2), (0.5, 0.0)
(0.2, 0.3), (0.3, 0.2), (0.4, 0.1), (0.5, 0.0)
(0.0, 0.5), (0.1, 0.4), (0.3, 0.2), (0.5, 0.0)
(0.0, 0.5), (0.1, 0.4), (0.2, 0.3), (0.4, 0.1)
(0.0, 0.5), (0.1, 0.4), (0.2, 0.3), (0.5, 0.0)
(0.1, 0.4), (0.3, 0.2), (0.4, 0.1), (0.5, 0.0)
(0.0, 0.5), (0.2, 0.3), (0.4, 0.1), (0.5, 0.0)
(0.0, 0.5), (0.2, 0.3), (0.3, 0.2), (0.5, 0.0)
(0.0, 0.5), (0.1, 0.4), (0.4, 0.1), (0.5, 0.0)
(0.1, 0.4), (0.2, 0.3), (0.4, 0.1), (0.5, 0.0)

Table A.8: Mining testing teams.

~
)]
S

(1st material capacity, 2nd material capacity) for each agent of team

©Coo~NOOUlh~WNEO

(0.72, 0.28), (0.98, 0.02), (0.17, 0.83), (0.12, 0.13)
(0.63, 0.37), (0.88, 0.12), (0.56, 0.44), (0.17, 0.08)
(0.04, 0.96), (0.24, 0.76), (0.29, 0.71), (0.25, 0. )
(0.01, 0.99), (0.56, 0.44), (0.18, 0.82), (0.05, 0.2)
(0.26, 0.74), (0.65, 0.35), (0.95, 0.05), (0.16, 0.09)
(0.37, 0.63), (0.52, 0.48), (0.77, 0.23), (0.04, 0.21)
(0.41, 0.59), (0.96, 0.04), (0.12, 0.88), (0.05, 0.2)
(0.86, 0.14), (0.97, 0.03), (0.38, 0.62), (0.12, 0.13)
(0.68, 0.32), (0.87, 0.13), (0.73, 0.27), (0.15, 0.1)
(0.4, 0.6), (0.41, 0.59), (0.54, 0.46), (0.02, 0.23)

 2fastagents witHow capacity.

* 2 slowwith high capacity.

The values for each are uniformly sampled from the sets in Table A.9. We deploy the

trained policies on the ve teams in Table A.10, where the values for each capability were

randomly sampled from the training capability sets.

Table A.9: Material transport capability sets.

fast | 0.40, 0.45, 0.50, 0.55, 0.60
slow | 0.10, 0.15, 0.20, 0.25, 0.30
high 14, 16, 18, 20, 22
low 4,6, 8,10, 12
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Table A.10: Material transport deployment teams.

Team (speed, capacity) for each robot
(0.25, 20), (0.25, 20), (0.4, 6), (0.4, 6)
(0.30, 22), (0.30, 22), (0.55, 6), (0.55, 6
(0.20, 20), (0.20, 20), (0.55, 6), (0.55, 6
(0.30, 16), (0.30, 16), (0.50, 12), (0.50, 12)

(0.10, 14), (0.10, 14), (0.60, 12), (0.60, 12)

Q
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A.5.4 PredatoiCapturePrey

In Predator Capture Prey we construct teams of 4 agents consisting cgture
agents and 2ensing agents. The capabilities for each are uniformly sampled from the
sets in Table A.11. We deploy the trained policies on the ve teams in Table A.12, where

the values for each capability were randomly sampled from the training capability sets.

Table A.11: Predator capture prey capability sets.

capture radii | 0.10, 0.125, 0.15, 0.175, .20
sensing radii| 0.20, 0.25, 0.30, 0.35, 0.40

Table A.12: Predator capture prey deployment teams.

Team (capture radius, sensing radius) for each robot
0 (0.15, 0.00), (0.15, 0.00), (0.00, 0.20), (0.00, 0.20)
1 (0.15, 0.00), (0.15, 0.00), (0.00, 0.35), (0.00, 0.35)
2 | (0.125, 0.00), (0.125, 0.00), (0.00, 0.30), (0.00, 0.30)
3
4

(0.20, 0.00), (0.20, 0.00), (0.00, 0.40), (0.00, 0.40)
(0.10, 0.00), (0.10, 0.00), (0.00, 0.35), (0.00, 0.35)

A.6 Environment Implementations

We extended JaxMARL to include our two custom environments as well as a training script
which implements DAgger. We use the implemented MARBLER Material Transport and
Predator Capture Prey tasks, and extend them to sample from capability sets.

Please refer to our code for additional information on reward schemes, observation

spaces, etc.
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