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SUMMARY

Foundation models, which are large-scale transformers pretrained on vast datasets,

have achieved remarkable performance across various applications. However, the grow-

ing demand to deploy them in real-world applications with diverse resource and capa-

bility requirements highlights three critical challenges hindering broader deployment: (1)

the accuracy-ef�ciency trade-off, where improving accuracy through scaling leads to pro-

hibitive computational costs; (2) inef�cient adaptation strategies that require heavy super-

vision and resources, hindering use in resource-constrained environments; and (3) limited

capabilities in handling complex tasks, such as automated hardware code generation and

multi-agent collaboration.

This thesis addresses these challenges by leveraging the insight that foundation mod-

els contain rich representations that, if effectively extracted, can enable self-guided opti-

mization. Speci�cally, we introduce a set of techniques across three complementary lev-

els, each addressing one of the challenges above: (1) At theattention level, targeting the

accuracy-ef�ciency trade-off, we introduce the Attention Calibration Technique (ACT),

which re�nes suboptimal attention distributions to improve performance without retrain-

ing, and SpotVLM, which reduces visual token redundancy in video-language models via

attention-based selection. (2) At theadapter level, addressing adaptation ef�ciency, we

present Master-ASR, which enables dynamic selection and composition of adapters to sup-

port ef�cient model adaptation. (3) At theagent level, tackling complex task execution,

we propose Instant-RAG, a retrieval-augmented generation system that integrates retrieval

into inference for ef�cient knowledge access, and Spec2RTL-Agent, which coordinates

multiple foundation models to reason over speci�cation documents and directly generate

RTL code. Together, these techniques form a comprehensive framework for self-guided

optimization, enabling ef�cient and scalable deployment of foundation models under real-

world constraints.
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CHAPTER 1

INTRODUCTION

1.1 Background

Foundation models, including large language models (LLMs) [1, 2, 3], vision transform-

ers (ViTs) [4, 5], and vision-language models (VLMs) [6, 7], have emerged as a uni�ed

paradigm across modalities. These models exhibit strong generalization capabilities and

have driven remarkable progress across diverse domains, including code and content gen-

eration [8], multimodal understanding [9], and decision-making systems [10]. Their suc-

cess is largely attributed to the transformer architecture [11, 12, 13] and empirical scaling

laws [14], which suggest that with increased model capacity, more training data, and greater

compute, models can acquire rich, transferable representations from unlabeled data. These

representations underpin the models' ability to generalize across tasks, perform nuanced

reasoning, and store vast amounts of world knowledge.

The promise of foundation models has sparked growing interest in scaling up their

capacity to unlock broader and more powerful capabilities. However, as models continue

to grow, a widening gap has emerged between theoretical capability and practical usability.

On one hand, performance gains from scaling diminish marginally; on the other hand, the

costs of deployment, such as latency, memory, energy, and carbon footprint, rise sharply.

Consequently, scaling alone cannot serve as a sustainable path toward enabling general-

purpose intelligence or real-world deployment.

To bridge this gap and expand the applicability of foundation models, this thesis inves-

tigates improvements along three complementary levels: (1)on the infrastructure level,

we aim at enhancing the ef�ciency and scalability of existing foundation models; (2)on the

adaptation level, we focus on rapid and cost-effective task adaptation through parameter-
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ef�cient strategies; and (3)on the application level, we develop frameworks for complex

task automation that empower models to operate interactively and collaboratively.

Each of these levels introduces unique technical challenges that must be addressed to

enable foundation models to serve as robust, scalable components across practical deploy-

ment scenarios. We outline the key challenges associated with each level below:

• Challenge 1 on Ef�cient Model Deployment: Balancing Accuracy and Latency.

At the infrastructure level, high predictive performance often comes at the cost of in-

creased inference latency, memory usage, and energy consumption, limitations that

hinder deployment in latency-sensitive or resource-constrained environments, such

as mobile devices and edge systems. Techniques such as sparsi�cation [15], quan-

tization [16], and inference-time system optimizations [17] have shown promise in

reducing the computational burden. However, many of these methods still require

post-training tuning or calibration and may introduce trade-offs in model accuracy.

Developing tuning-free, inference-ef�cient solutions that preserve model �delity re-

mains a fundamental challenge for scalable deployment.

• Challenge 2 on Rapid Task Adaptation: Reducing Cost while Preserving Gener-

ality. As foundation models are increasingly repurposed for a wide range of down-

stream tasks, the cost of full tuning becomes a bottleneck, particularly in scenar-

ios demanding fast adaptation or operating under resource constraints. Parameter-

ef�cient tuning approaches, such as adapters [18], prompt tuning [19], and low-rank

adaptation (LoRA) [20], address this challenge by updating only a small subset of

model parameters. These methods enable scalable task switching and reduce storage

and deployment overhead. Nonetheless, achieving robust adaptation with minimal

cost, especially in the presence of task heterogeneity or domain shift, remains an

open research problem.

• Challenge 3 on Complex Task Automation: Enabling Compositional and Inter-
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active Intelligence.Real-world applications increasingly require models to perform

beyond single-turn predictions, involving multi-step reasoning, external knowledge

retrieval, and tool use. Tasks such as retrieval-augmented generation (RAG) [21],

multi-hop question answering, and tool-augmented agent interaction [22] exemplify

this shift. These complex work�ows challenge the conventional static inference

paradigm and demand dynamic, modular systems. Enabling foundation models to

act as autonomous or cooperative components, by coordinating subtasks, grounding

outputs in retrieved knowledge, and adapting to feedback, poses a new frontier for

scalable model design.

1.2 Thesis Statement

This thesis explores effective methods for extracting meaningful internal representations

from foundation models and strategically leveraging them to enhance model capabilities

in a self-guided manner. By doing so, we aim to address key challenges in deployment

scalability, including the accuracy-ef�ciency trade-off, inef�cient adaptation strategies, and

limited task competence under real-world constraints.

1.3 Overview of Contributions

In this thesis, we propose a set of solutions that extract and leverage internal representations

to enable self-guided optimization at three complementary levels, as outlined in Figure 1.1.

Each level is designed to address one of the key challenges outlined in Chapter section 1.1,

including: (1) theattention level, which addressesChallenge 1related to the accuracy-

ef�ciency trade-off; (2) theadapter level, which addressesChallenge 2concerning adap-

tation ef�ciency; and (3) theagent level, which addressesChallenge 3involving the capa-

bility to handle complex tasks.

Namely, the contributions of this thesis is summarized as follows:

• Attention-level Optimization: Motivated by the central role of attention in enabling
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Figure 1.1: An overview of the research developed in this thesis: A hierarchical solution
across three design levels including attention, adapters, and agents.

transformer-based foundation models to process information through token-wise fo-

cus, and by the rich insights it offers into the model's inference behavior, we aim

to extract and leverage this information to interpret the inference process and de-

velop self-guided techniques that enhance model capability and ef�ciency. To im-

prove model capability, we introduce the Attention Calibration Technique (ACT),

which identi�es suboptimal attention distributions caused by attention sinks and re-

duce their excessive in�uence. This allows the model to self-guide attention toward

more semantically meaningful tokens, thereby enhancing model capability without

additional training. Further, to improve model ef�ciency, we introduce SpotVLM,

which uncovers the relationship between attention patterns and token-level redun-

dancy in vision-language models. Based on this insight, we develop a self-guided

technique that enables the model to identify and remove redundant tokens on its own

in a training-free manner, thereby improving inference ef�ciency without compro-

mising model capability.

• Adapter-level Optimization: Despite the strong generalization capabilities of foun-

4



dation models, adapter-based tuning remains one of the most effective methods for

enhancing performance on downstream tasks. However, individually adapting mod-

els to a large number of tasks is computationally expensive and data-intensive. Mo-

tivated by the observation that many tasks share common knowledge, we propose

Master-ASR, a self-guided approach that tunes a small set of generalized adapters

and supports broad task coverage through adaptive composition. This composition is

guided by the foundation model itself, eliminating the need for task-speci�c tuning

and improving adaptation ef�ciency.

• Agent-level Optimization: Building on the insights from the attention and adapter

levels, we further extend our self-guided approach to the agent level to enhance the

capability of foundation models in handling complex tasks that require knowledge re-

trieval and reasoning. Speci�cally, to address the inef�ciency in the retrieval process

of retrieval-augmented generation (RAG), we propose Instant-RAG, which leverages

the model's ability to predict the generation state of multiple future tokens. This al-

lows the foundation model to self-guide the timing of retrieval based on when suf-

�cient query information has been generated, initiating retrieval ahead of when the

retrieved content is actually needed. As a result, the sequential RAG pipeline is trans-

formed into a parallel process, effectively hiding retrieval latency behind the standard

generation work�ow. Additionally, inspired by recent advances in test-time scaling,

we introduce the Spec2RTL Agent System, which orchestrates multiple foundation

models with specialized roles to collaboratively perform deep content understanding

and reasoning. By leveraging their complementary strengths, the system enables the

direct generation of complex register-transfer level (RTL) code from input speci�ca-

tion documents in a self-guided manner, with minimal human intervention.

The remainder of this thesis is organized as follows. Chapter 2 reviews related work

relevant to all three levels of optimization. Chapters 3, 4, and 5 present our research con-

tributions on enhancing foundation model capability using self-guided techniques at the
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attention, adapter, and agent levels, respectively. Finally, Chapter 6 concludes the thesis

and discusses future directions for extending self-guided optimization to a broader range

of models, tasks, and deployment scenarios.
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CHAPTER 2

BACKGROUND AND RELATED WORKS

2.1 Foundation Models and Challenges on Deployment Scalability

Recent advances in foundation models have revolutionized diverse domains such as natu-

ral language processing, computer vision, and speech recognition by leveraging extensive

pretraining and model scaling [14, 23]. In natural language processing, transformer-based

architectures (e.g., LLMLs) have driven the emergence of LLMs like GPT-3 [1], DeepSeek-

V3 [24], Llama [13, 3, 25], and Mistral [26], whose zero-shot and few-shot capabilities

stem from training on vast text corpora. In parallel, computer vision has witnessed the

development of ViTs that, when scaled, evolve into powerful foundation ViTs [4, 27, 28],

and vision-language models have further integrated multimodal understanding [6, 7]. Sim-

ilarly, in the domain of speech, self-supervised pretraining on large-scale audio datasets has

resulted in robust models for automatic speech recognition, as evidenced by systems built

on wav2vec and HuBERT frameworks [29, 30, 31].

At the heart of these developments lies the phenomenon described by scaling laws,

which empirically show that performance improves predictably as both the dataset size and

the number of model parameters increase [14, 23]. While such scaling has led to unprece-

dented advances in generalization and task versatility, it also intensi�es critical challenges

for deployment. Speci�cally, the accuracy-ef�ciency trade-off becomes increasingly pro-

nounced, as larger models demand substantial computational resources and incur high in-

ference latency, which limits their applicability in real-time and resource-constrained envi-

ronments [8, 32]. Moreover, traditional tuning strategies, often reliant on extensive labeled

data, further compound these deployment issues in settings such as edge computing and

personalized applications [33, 10]. Finally, despite scaling, foundation models still face
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limitations in handling highly complex tasks, including automated hardware code genera-

tion and multi-agent collaborative reasoning.

2.2 Attention Mechanism

The attention mechanism is a fundamental component of transformer architectures and

plays a critical role in the success of foundation models [11, 13, 3, 34, 31]. At its core,

attention computes a weighted sum of input representations, with each token associated

with a query, key, and value vector. By comparing queries to keys, the mechanism deter-

mines the contribution of each token to the output, enabling the model to focus on the most

relevant parts of the input. Multi-head attention [35] enhances this process by capturing

diverse patterns across multiple subspaces simultaneously, thereby increasing the model's

representational capacity.

Beyond aggregating information, attention weight distributions have become valuable

for interpreting model behavior. Early work showed that attention weights don't always

yield clear, human-interpretable explanations [36]. Later studies [37] analyzed individual

attention heads in models like BERT, revealing that different heads capture distinct lin-

guistic or visual patterns. Visualization tools like those in [38] further enable interactive

exploration across layers, shedding light on how attention evolves within the network. This

line of research extends to multimodal models, where interpreting cross-attention between

visual and textual inputs is critical [6, 7]. Such analyses help diagnose model limitations,

identify redundant or specialized heads, and guide compression and re�nement strategies.

Overall, examining both the mechanics and visualization of attention has deepened our un-

derstanding of model behavior and contributed to more interpretable, ef�cient foundation

models.
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2.3 Adapters and Parameter-Ef�cient Tuning

Despite the promising zero-shot and few-shot capabilities of LLMs, tuning remains a com-

mon strategy for adapting pretrained models to downstream tasks. However, the enormous

size of LLMs makes traditional full-weight tuning computationally expensive and memory

intensive [39, 40]. To overcome these challenges, various parameter-ef�cient tuning (PET)

methods have been proposed that update only a small subset of model parameters.

One well-studied line of work involves adapter-based approaches. [18] introduced adapters

as lightweight modules inserted into each layer of the transformer, so that during tuning

only these adapters are updated. This idea has been further extended by frameworks such

as AdapterHub [41], which standardize the use of adapters across a wide range of tasks.

Similarly, Low-Rank Adaptation (LoRA) decomposes weight updates into low-rank matri-

ces, signi�cantly reducing the number of trainable parameters while maintaining competi-

tive performance [20, 42]. In addition to weight-centric methods, input-centric techniques

have been developed. Prompt Tuning learns task-speci�c prompt vectors to guide model

behavior without modifying the underlying weights [19], while Pre�x Tuning prepends a

sequence of trainable tokens to the input, effectively steering the model's output [43]. More

recent studies have explored strategies that selectively update minimal parameter subsets

through modular or sparsity-inducing approaches [44, 45, 46, 47, 48, 49, 50, 51, 52, 53].

Despite these advances, even state-of-the-art PET methods still face challenges when

it comes to ef�ciently tuning LLMs for diverse tasks, especially under deployment con-

straints such as inference latency and limited computational resources [54]. In contrast

to these weight- or input-adaptation techniques, our proposed method takes an orthogonal

approach: we enhance LLM performance by directly optimizing attention distributions on

the �y during inference, thereby eliminating the need for weight tuning.
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2.4 Agent-based Methods and Self-Guided Problem Solving

Agent-based methods and self-guided learning strategies have been widely explored to en-

hance the reasoning and adaptability of foundation models in complex tasks [55, 56]. These

approaches conceptualize models as autonomous agents that decompose intricate queries

into manageable sub-problems and potentially employ advanced reasoning techniques [57]

to navigate multi-step reasoning processes.

For knowledge-intensive tasks, RAG has emerged as a key paradigm, integrating ex-

ternal knowledge into the generation process [21, 58]. However, the sequential nature of

traditional RAG pipelines often leads to signi�cant retrieval latency, which can impede real-

time performance. Recent studies have explored methods to prefetch or parallelize retrieval

with generation, yet ef�ciently synchronizing these processes remains challenging.

Moreover, research into multi-agent frameworks and test-time scaling [59, 60] has

demonstrated the potential of coordinating multiple specialized models to enhance deep

content understanding and complex decision-making. These collaborative strategies un-

derscore the need for integrated solutions that seamlessly blend retrieval, reasoning, and

generation to address the demands of complex, knowledge-intensive tasks.
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CHAPTER 3

ATTENTION-LEVEL OPTIMIZATION: IMPROVING THE

ACCURACY-EFFICIENCY TRADE-OFF OF FOUNDATION MODELS

In this chapter, the key insight that drives our research is that the attention distribution

shapes how foundation models process inputs and serves as a valuable, training-free signal

for enhancing model capability. Building on this insight, we develop methods that im-

prove both model performance and inference ef�ciency in a plug-and-play, training-free

manner. Speci�cally, we propose an attention calibration technique,ACT, which identi-

�es suboptimal attention distributions associated with attention sink tokens and calibrates

them during inference to improve model performance across a wide range of tasks. To

further address token inef�ciency, particularly in VLMs where a large number of tokens

are typically required to represent visual input, we introduceSpotVLM , a plug-and-play

framework for ef�cient video VLM inference. SpotVLM substantially reduces the number

of tokens needed to represent video inputs, based on the observation that during genera-

tion, attention distributions indicate where the model will focus even before producing the

corresponding text. This allows us to remove tokens that the model is unlikely to attend to,

without sacri�cing output quality.

3.1 ACT: Introduction

In recent days, LLMs have garnered signi�cant attention due to their impressive perfor-

mance across a wide range of tasks [13, 3, 61, 62, 63, 2]. One of the key components

contributing to the remarkable performance of LLMs is the attention mechanism, which

effectively identi�es relationships among tokens in a sequence. This ability enables LLMs

to comprehend intricate contexts and details, greatly enhancing their capacity to process

and generate text that closely resembles human language [11, 12]. However, despite the
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immense potential of the attention mechanism, our current understanding of how attention

distributions are established and their relationship to the achievable performance of LLMs

remains inadequately explored.

Along this direction, a pioneering study, StreamLLM [64], has undertaken an initial

investigation and improved our understanding of attention distributions by uncovering the

existence of attention sinks. In particular, they �nd that the initial token of an input text

receives a disproportionately large attention score, despite often lacking semantic signi�-

cance. This phenomenon arises from the visibility of the initial token to almost all subse-

quent tokens in autoregressive language modeling, causing them to become the recipients

of these “unnecessary” attention values. Motivated by the impact of attention sinks on at-

tention distributions, we aim to delve deeper into their general existence to gain a better

understanding of how they affect LLMs' reasoning and generation capabilities. This, in

turn, will inspire new strategies to enhance the achievable accuracy of LLMs. To achieve

this goal, we pose the following three intriguing research questions:Q1: Does an atten-

tion sink only exist in the initial token?Q2: Will preserving attention sinks always bene�t

LLMs' accuracy in different scenarios?Q3: Can we enhance LLMs' accuracy by solely

manipulating attention sinks without any weight tuning?

In our endeavor to address the aforementioned three questions, we make the following

contributions:

• We conduct comprehensive visualizations of the attention distributions in LLMs

across a variety of tasks and inputs. To the best of our knowledge, we are the �rst

to discover that attention sinks manifest not only in the initial token but also within

subsequent tokens throughout the input context. Intriguingly, similar to the attention

sink observed in the initial token by [64], attention sinks in later tokens also tend to

be concentrated on tokens of less semantic importance.

• Excited by the above observation, we further probe into the relationship between at-

tention sinks at different locations and the accuracy of the generated content at those
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respective locations. Interestingly, we discover that not all attention sinks have a

positive impact on maintaining LLMs' performance, which complements the �nd-

ings in [64].

• Leveraging the �ndings above, we have developed a training-free Attention Calibra-

tion Technique, named ACT, that automatically optimizes attention distributions on

the �y during inference in an input-adaptive manner, improving the achievable ac-

curacy of pretrained LLMs on downstream tasks. Additionally, it can even lead to

a comparable accuracy as compared to the commonly used in-context learning tech-

nique, and further be combined with the latter for boosted accuracy. As such, our

ACT has provided an alternative new design knob for LLM enhancement.

• Extensive experiments and ablation studies validate that our proposed method can

achieve up to a 7.30% higher accuracy than the vanilla inference baseline across

various tasks. Furthermore, ACT is capable of improving LLMs' performance in

challenging multi-round conversation tasks. Speci�cally, applying ACT to different

variants of Llama2 boosts the achievable score by up to 0.13 on the challenging MT-

Bench dataset.

3.2 ACT: Related Works

Observations regarding LLMs' attention Despite being one of the key components of

LLMs, the understanding of the attention mechanism has been slow to evolve compared to

the rapid advancement of LLMs themselves. Early works focus on studying attention in

small-scale transformers. For instance, [37] visualizes speci�c types of attention patterns

in pretrained BERT [39], and [38] identi�es biases and localized relevant attention heads.

Additionally, [65] discovers that the degree of association between a word token and a

class label affects their attention score. However, the exploration of the unique attention

distribution in LLMs with larger model sizes and datasets is still in its infancy. Along
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this trajectory, some pioneering works have made interesting observations related to the

attention mechanism in LLMs. For instance, [66] �nds that the attention distribution in

LLMs differs from that in humans, and [67] observes that increasing the attention score of

manually de�ned tokens at speci�c heads can improve LLMs' ability to follow instructions.

However, determining the relationship between attention distributions and the achievable

performance of LLMs, as well as automating the enhancement of LLMs' performance by

calibrating attention distributions during inference, still remain open challenges.

StreamLLM and the attention sink. StreamLLM [64] identi�es the presence of an

attention sink, which is a token that receives a signi�cantly higher attention score than

other tokens but provides limited semantic information. StreamLLM observes that the

attention sink only exists in the initial token and suggests always preserving these tokens

when processing long input sequences to prevent forgetting.

3.3 ACT: Unveil and Harness Hidden Attention Sinks

Overview. We aim to investigate the general existence of attention sinks and explore their

impact on the reasoning and generation process of LLMs. To achieve this goal, we adopt a

deductive approach by sequentially addressing three intriguing research questions outlined

in section 3.1: Firstly, we addressQ1 to investigate whether attention sinks are limited

to the initial token or if they persist in various locations, as discussed in subsection 3.3.1.

Secondly, we exploreQ2 to shed light on the effects of these identi�ed attention sinks on

the achievable accuracy of LLMs, as discussed in subsection 3.3.2. Finally, building upon

the �ndings gained fromQ1 andQ2, we addressQ3 by developing the ACT to enhance

the performance of LLMs in a training-free manner during inference, as discussed in sub-

section 3.3.3. Unless otherwise speci�ed, for the remainder of this section, our exploration

is based on one of the SOTA LLMs, Llama2-7B-chat [3].
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Table 3.1: Frequency of tokens appears with signi�cantly higher attention scores.

Token name `< s > ' '.' ` < 0x0A > ' `:' `Answer'

Frequency 1621135 958992 636902 65078 46297
Ratio 48.2% 28.5% 18.9% 1.9% 1.3%

Token name ` ' `Type' `iment' `D' Total

Frequency 21841 4430 3896 2644 3363296
Ratio 0.6% 0.1% 0.1% 0.1% 100%

3.3.1 Q1: Do attentionsinksonly existin theinitial token?

The attention sink has been observed at the initial token of LLMs [64]. However, the pres-

ence and distribution of attention sinks in later tokens remain an open yet crucial question,

especially considering that these tokens contain ample semantic information. Therefore,

our objective is to investigate the overall existence of attention sinks that consistently draw

signi�cant attention across the entire input sequence.

Settings.To addressQ1, we �rst visualize two metrics: (1) the averaged attention maps

across all heads and layers, denoted as(
P H

h=1

P L
l=1 A l

h)=(H �L), on different datasets, and

(2) the averaged attention maps of each layer, i.e.,(
P H

h=1 A l
h)=H), when processing a sin-

gle input sample, as illustrated in Figure 3.2. To generalize these observations across a

larger range of datasets, we �rst visualize the distribution of token-wise attention scores

across different datasets to validate the signi�cant gap between high-attention and normal

tokens. We further determine that thei -th token has a signi�cantly higher attention score if

al
h[i ] > �=N (i.e., more than� times the average attention score) and is considered an at-

tention sink. Speci�cally, we set� = 5 based on our upcoming visualization in Figure 3.1

unless otherwise speci�ed. We summarize the frequency of tokens exhibiting signi�cantly

higher attention scores across all samples in a mixed dataset comprising 100 samples col-

lected from each of the 18 datasets mentioned in subsection 3.4.1.

Observations. We can draw the following observations from Figure 3.2:Obs-(1)

several tokens consistently attract signi�cantly higher attention values than other tokens.
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Figure 3.1: Attention score distribution of the initial token (i.e., the attention sink observed
in StreamLLM [64]), non-initial high attention tokens, and other tokens for classi�cation
tasks (top) and multiple-choice tasks (bottom).

Moreover, as visualized in Figure 3.1, the distribution of high-attention tokens' attention

values has a notable boundary with those of other tokens across different datasets, vali-

dating that the difference in attention scores between identi�ed high-attention tokens and

other tokens is signi�cant;Obs-(2)as illustrated in Table 3.1, aside from the initial token

< S> , which corresponds exactly to the attention sink observed in StreamLLM [64], there

also exist a non-trivial number of other attention sinks that contain limited semantic infor-

mation (e.g., “.”, “:”, and “< 0x0A > ”), yet frequently draw signi�cantly higher attention

scores at various locations; andObs-(3)attention sinks often manifest in the intermediate

layers of LLMs, while the �rst two layers exhibit more evenly distributed attention scores,

and the �nal layer focuses more on local information with diagonal attention patterns.

Generalization of Attention Sink Patterns Across Models.To examine whether the

attention sink phenomenon extends to models with different generation behaviors, we ana-

lyze DeepSeek-R1-Distill-Llama-70B [24], a representative large reasoning model (LRM)
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Figure 3.2: Upper: Visualization of the averaged attention maps across all heads and layers
of Llama2-7B-chat on different datasets. Lower: Visualization of the averaged attention
maps across all heads in each layer when processing a sample from SST2 with Llama2-7B-
chat. Identi�ed attention sinks in the averaged attention map from SST2 are bounded with
green boxes.

that performs autoregressive multi-step reasoning. Its chain-of-thought-style generation

strategy, which differs substantially from that of instruction-tuned models such as Llama2,

makes it a representative candidate for evaluating the robustness of our �ndings across

different model types.

As shown in Figure 3.3, the attention maps of DeepSeek-R1-Distill-Llama-70B ex-

hibit similar attention sink behavior: certain tokens in intermediate layers consistently re-

ceive disproportionately high attention. Notably, compared to vanilla LLMs like Llama2-

7B-chat, attention sinks in LRMs frequently align with reasoning-speci�c tokens such as

<think> and</think> (highlighted in red), which encapsulate the model's intermedi-

ate thinking steps. This observation supports the hypothesis that the existence of multiple

attention sinks is not con�ned to a speci�c training objective or decoding strategy, but rather

emerges as a general inductive bias across transformer-based LLMs.
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Figure 3.3: Visualization of the averaged attention maps across all heads and layers of
DeepSeek-R1-Distill-Llama-70B on different datasets.

Our answer to Q1. In complement to the observations made in StreamLLM, we con-

clude that attention sinks are found not only in the initial token but also in later tokens,

particularly during the intermediate layers of LLMs.

3.3.2 Q2: Will preservingattentionsinks alwaysbene�t LLMs' accuracyin different

scenarios?

Considering that the newly identi�ed attention sinks in later tokens, with their substantial

attention values, divert a signi�cant portion of attention away from other non-attention-sink

tokens, it is imperative to investigate the impact of this notable diversion on the reasoning

and generation capabilities of LLMs. While StreamLLM [64] suggests preserving the at-

tention sink of the initial token, it remains unclear whether preserving later attention sinks

also enhances the accuracy of LLMs. Therefore, in this subsection, we delve into the im-

pact of attention sinks on LLMs' accuracy in downstream tasks.

Settings.We make a heuristic attempt to verify the in�uence of attention sinks by de-

creasing the attention scores of each attention head associated with attention sinks and ex-

amining whether this can enhance the accuracy achieved by LLMs on the MMLU dataset [68].

Taking into account the various layer-wise attention patterns discussed in subsection 3.3.1-

Obs-(3), we only apply this operation to attention heads between the third layer and the
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