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SUMMARY

Two distinct datasets, one being a historical cohort of Beagles made to inhale a solu-
ble form of °°Sr and an aggregate dataset of mice injected WiRu, were used to train
neural networks and random forests, respectively. The historical dataset was small, and
required signi cant preprocessing including a canvassing of different applied normaliza-
tion along with three different data con gurations to test three model complexities. The
performance of these neural networks was compared using a two-metric optimization that
simultaneously maximized the accuracy of the predictions and the consistently of their
variance with the true values. The rst data con guration showed promising results of re-
constructing the initial inhaled activity from age, sex, weight, time post exposure, and the
retained burden, which was a whole body counting measurement made approximately 14
days post exposure. The second con guration veri ed that the historical documentation
neglecting to include individual-level measurements or retention regression equation pa-
rameters meant that the small dataset could not be adequately augmented with statistical
simulation meant to emulate the historical measurements. The last con guration revealed
that the bias towards lower magnitude intakes due to shorter-lived dogs being unavailable
from the dataset was detrimental to the accuracy of model predictions.

The mice data used to train RFs showed that higher quality data used to fuel statistical
simulations made model training simpler by not needing the extensive data preprocessing
and resulted in more accurate predictions. This allowed for an in-depth feature importance
analysis to take place, which manifested in a novel, ensemble-based importance metric
that appeared agnostic to biases in the underlying datasets and is modular with regard to
the feature importance metric used in its calculation. However, this metric struggled to
consistently rank the intermediate importance features, but was successful at doing so for

the most important features.
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CHAPTER 1
INTRODUCTION

Internal dosimetry is a challenging subset of radiation dosimetry that attempts to estimate
the energy imparted by a radioactive substance in many different tissues and organs accord-
ing to the time varying biodistribution of the internalized radionuclide and the character-
istics of the type and energy of the radiation emitted. Unlike external dosimetry, internal
dosimetric estimates cannot be made directly from measurements, rather, they are largely
based on the mathematical modeling of radionuclide movement in the body and augmented
with results of veri ed simulations that model the radiation transport. Internal exposures
may be the result of ingestion, inhalation, injection, or absorption (i.e., through wounds or
directly through the skin in the case of tritium [1]). The overall process of estimating in-
ternal dose relies heavily on knowing the activity in the body, preferably at the initial time
of exposure. However, this is a luxury that is often only available in the medical context in
which radiopharmaceuticals and imaging agents are injected directly into the blood stream.
The process is additionally complicated by the variation in the physiological mechanisms
that follow each intake pathway. For example, the clearance of inhaled radioactive aerosols
may be aided by mucociliary action in the respiratory tract while an injected counterpart
would benet from a more direct pathway to the liver and kidneys through the blood-
stream. Furthermore, different radionuclides may congregate and be cleared by completely
different pathways. These clearance pathways may also vary for the same radionuclide
depending on its chemical form of delivery, which dictates its solubility. Returning to the
example of a medical application, radiopharmaceuticals are typically delivered with a bio-
logical vehicle that is amenable to a speci ¢ function or dissolution in a particular tissue.

In positron emission tomography (PET) imaging, urodeoxyglucose (FDG) is injected and

used as a radiotracer to reveal tissue that consume glucose and is speci cally designed to



be consumed by tumor cells. However, in the case of mass dispersion of a radioactive sub-
stance to the environment, the biological behavior of the radionuclide is not well-controlled
as in the medical setting, nor is the amount of activity taken in by individuals. Thus, these
internal dose estimates rely on knowing the movement of the radionuclide in the body, the
delivery of the radiation from one organ to many others, and knowing the activity taken
into the body. The rst two requirements are currently satis ed by mathematical modeling

in the form of biokinetic models that describe the movement of substances in the body and
by radionuclide S-values which encapsulate how the type and energy of the radiation emit-
ted for different radionuclides are delivered from the organ in which they reside (i.e., the
source organ) to all other organs (i.e., target organs). The last requirement, knowing the ac-
tivity of intake, is a highly uncertain reconstruction process that culminates from bioassay
measurements in conjunction with solutions to the biokinetic system to estimate the initial
activity.

Due to the inherent stochasticity and high uncertainty within internal dosimetry, and
speci cally with the reconstruction of the initial intake, the present study implements ma-
chine learning (ML) to aid in both the inverse prediction, or simply reconstruction, of the
initial activity and the investigation of previously excluded data features that may offer
new insights. Machine learning is a subset of arti cial intelligence (Al) that allows statis-
tical models to capture highly non-linear relationships between input features and output
labels or to simply unveil patterns in data and assign them a structured form through cluster-
ing/categorizations. Although the speci c types of models are vast in number and use cases,
the following study implements arti cial neural networks (ANNSs), probabilistic Bayesian
neural networks (pBNNSs), and regression random forests (RFs). As machine learning is
heavily reliant on the quality of the data used and its inherent ability to be modeled statisti-
cally, the use of machine is rstjusti ed by the data itself, both in how it was collected and
the underlying process under study. The following chapter will further explore the current

methods of internal dosimetry through the use of biokinetics, bioassay, the data that fueled



the study (of which there are two distinct data sets), and the speci ¢ ML models along with

the mathematical formulation of their "learning”.



CHAPTER 2
BACKGROUND

2.1 Internal Dosimetry

Biokinetic models are mathematical representations of the complex metabolic processes by
which a substance is transferred between organs and tissues, retained, and excreted follow-
ing an intake [3]. As such, the different bodily structures that lie along the metabolic path-
way of the substance may be represented through compartments that are linearly connected
by a "transfer coef cient” which dictates the proportion of the substance that is transferred
from one compartment to another per unit time. The International Commission on Ra-
diological Protection (ICRP) is the primary source for biokinetic models, however, they
design such models to provide dose estimates for healthy "reference” individuals, meaning
individual variation only manifests through different transfer coef cients depending on age
and sex, and different compartments for radionuclides that exhibit sex-based differences in
their propagation through the body, such as that of Plutonium in Figure 2.1, which includes
gonads as a compartment. Since the biokinetic models describe the time-dependent biodis-
tribution of a substance, the primary models are called "systemic” models which include
the substance being present in the bloodstream and subsequently transferred to the multi-
tude of compartments that are connected to the bloodstream. The mathematical description
takes the form a system of rst-order differential equations. Examples of these compart-
ment models are shown for the two radionuclides under study, Plutoniun®g8i| and
Strontium-90 {°Sr) in Figure 2.1 and Figure 2.2, respectively. The fractional transfer rates
corresponding to these compartment models are shown in Table 2.1 and Table 2.2. Itis
from the combination of the directional connections depicted by the arrows between com-

partments and the transfer rates that describe the fractional movement of the radionuclide



Figure 2.1: Biokinetic model for plutonium from ICRP Publication 67 [2].



Figure 2.2: Biokinetic model for strontium from ICRP Publication 67 [2].



Table 2.1: Age-speci c transfer rates for plutonium biokinetic model from ICRP Publica-
tion 67 [2].



Table 2.2: Age-speci c transfer rates for strontium biokinetic model from ICRP Publication
67 [2].

between the compartments that one may construct a large system of rst order differen-
tial equations, which may then be numerically solved. In addition, the ICRP has both a
respiratory and alimentary tract models which describe how the intake routes of inhalation
and ingestion, respectively, eventually result in the substance reaching the bloodstream, at
which point the systemic model (which can also be used to approximate dose estimates
from injection) may be implemented. These models may then be categorized into three
types: a generic human respiratory tract (HRT) model [4], a generic human alimentary
tract model, and systemic models developed for speci c elements [3].

The systemic models for different elements may also adapt their structure from well-
known biokinetic models in the same chemical grouping. One such example is that Strontium-
90 is modeled as a bone-seeking radionuclide, which is the result of both historical ex-
perimentation and is the natural consequence of its chemical group, which also contains
Calcium, a well known bone-seeking element. Development of the biokinetic models is
a dif cult process that occurs by leveraging the typically scarce human data for a given

element (or chemically similar element) and animal experimentation, which has been per-



formed on beagles, rhesus macaques, and mice [5].

To conceptually bridge the biokinetic models to a feasible intake activity reconstruction
for a given exposure, one must also include bioassay measurements. Bioassay is an analyti-
cal method of taking measurements to determine the presence and abundance of a substance
in the body; in the present study, this refers to measurements of radioactivity to deduce the
abundance of the radionuclide in the body. In the occupational setting, a common method
is urinalysis. In the case of an acute exposure, if the time post exposure is known, then
one may use the measured activity from urinalysis to reconstruct the intake according to
Equation 2.1, whereis the time since the intakg(t) is the bioassay measuremen(t) is
the intake retention or excretion fraction, dnts the intake amount [6]. The varialig(t)
is found from solving the biokinetic system, which becomes quite complex for excretion,
whether urinary or fecal, since the biokinetic models typically assume continuous transfer

of the substance, yet excretion occurs as a process of periodic voiding.

| = 22 (2.1)

Regardless, biokinetic models paired with bioassay measurements represent the status
guo method of intake reconstruct to inform internal dosimetric estimates, yet are subject to
high uncertainty. Sources of this uncertainty include knowledge of time elapsed since ex-
posure, biological variability in individuals that may signi cantly deviate from the healthy
reference individual for which biokinetic models are developed, and a limited number of
measurements available. Urinalysis, although most logistically feasible, is only a single
measurement; an ideal case would include many measurements that may be localized to

speci c organs.



2.2 Animal Data

Given the relative scarcity of human bioassay data, the study employs animal datasets from
two different sources. The rst is from a large-scale radiobiological study involving the
inhalation of a soluble form of°Sr by Beagles performed by the Inhalation Toxicology
Research Institute (ITRI) from 1966 to 1987. During the course of these years, investigators
designed an aerosol generator, a canine inhalation apparatus and performed periodic whole
body counting (WBC) measurements on the beagles. The second dataset is an aggregated
set of semi-individualized experiments, all of which involved the injection of a soluble form

of 2%8Pu in mice, which, in contrast to the beagle data, offered organ-speci c activities. The
following section will brie y discuss the history or experimental methods used to obtain
said datasets absent of any further modi cations, simulations, or preprocessing performed

as part of the current study.

2.2.1 InhalationToxicology Researchnstitute®°Sr BeagleDogs

The strontium experimentation perform at ITRI were part of a larger project being con-
ducted by the Lovelace Foundation for Medical Education and Research called the Fission
Product Inhalation Project. This project was also a consequence of dog experimentation oc-
curring at four other institutions. The ITRI experiments included many other radionuclides,
however, thé®Sr dataset was not only relatively larger than that of other radionuclides, but
also allowed for future work to be conducted in alternative modes of intake, including in-
gestion (of which there are ample data from the other institutions). The data used for the
present study was rst reported in the ITRI Annual Report LF-38 (1966-1967) and the nal
tabulations that served as the current dataset was reported in LMF-120 (1986-1987) [7],
[8]. From this documentation, the beadRSr inhalation dataset includes 97 total dogs,

63 of which were part of a "Longevity Study” in which four experimental groups were

compelled to inhale varying initial body burdens (IBB) and were observed and measured
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until their "natural death”, and the remaining 34 dogs were part of a "Sacri ce Study” in
which a single experimental group was similarly exposed, but were serially sacri ced at
different time points. Because of the scale of the experiments, ITRI was burdened with
producing results that were not only relevant for internal dosimetry, but also for pathology,
hematology, and clinical observations; the protocol for the Sacri ced Dogs were re ective
of the additional goals other than internal dosimetry, since no organ speci ¢ measurements
were made post-mortem.

As previously mentioned, the Longevity Study included four experimental groups of
12 dogs each and a single control group of 15 dogs. Using a canine inhalation apparatus
[9], dogs were made to inhale a radio-strontium chloride aerosol between 2 and 22 minutes
depending on the desired IBB. After inhalation, the dogs were moved to a whole body
counting facility where they measured IBBs for every individual dog and reported average
IBBs for the experimental groups shown in Table 2.3. The IBB values shown in Table 2.3
are a re ection of repeated measurements on the dogs within the rst hour post exposure to
ensure reproducibility, however, the annual reports note that there was signi cant variance
in the clearance of the IBB in the short term, but the overall retention seemed to parallel
between dogs after the early clearance period.

Table 2.3: Initial Body Burdens and Long-Term Retained Burdens of the six experimental
Beagle groups [7].

Experimental Group IBBs and LTRBs
Experimental Group Number of Dogs| IBB[ Cu/kg] | LTRB[ Cu/kg]
Mean | SD | Mean SD
Longevity 12 226.67| 40.28| 99.25| 16.41
Longevity 12 103.5 | 17.01| 42 10.36
Longevity 12 2342 | 542 | 783 | 1.21
Longevity 12 403 | 1.08 | 1.75 0.6
Longevity 15 0 0 0 0
Sacri ce 24 88.75 | 29.07| 37.82| 13.74
Sacri ce 10 0 0 0 0

Fourteen days post exposure, the dogs returned to the WBC facility and were once again

measured to obtain what ITRI referred to as the long-term retained burden (LTRB), which
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is also shown in Table 2.3. Because of the high variance in the rapidly-clearing component
of the intake, the investigators at ITRI stated that "groupings by initial body burden may be
meaningless by 14 days post exposure” [10], which once again emphasizes the high degree
of uncertainty that plagues internal dosimetry and biokinetics. Regardless, the IBB and
LTRB represent the only individual observations of activity in the body available for the
beagle®Sr inhalation dataset.

According to the ITRI Annual Reports, the dogs were periodically brought back to the
WBC facility (approximately every 3 months) for additional measurements of activity and
had their excreta sampled and measured for activity as well; unfortunately, these individual
measurements do not appear in the Annual Reports nor publications made as a result of this
work. Using the individualized measurements, the investigators performed a non-linear
regression to generate individualized retention equations for each dog. Evidence of the
individual WBC measurements along with the retention equations generated from the data
is shown in Figure 2.3. The retention regression equations took the form of a summation
of exponential terms, shown in Equation 2.2, whBi (t) is the whole body burden as
a fraction of the IBBk is the number of exponential terms to be used in the retention
regression equation,is time since the exposure in days, amdand ; are the parameters
speci c to each dog (the rst parameter is unitless while the retention decay constant,
is in days 1) [10]. The value ok was dependent on the lifespan of the dog for which the
regression was performed such that short-lived dogs (i.e., those that passed within 30 days)
had retention equations tted with two exponential terms while the longer-lived dogs could
use up to four exponential terms.

X«
BB (t) = ae ! (2.2)
i=1

Similar to the individual WBC measurements for each dog, although the Annual Re-
ports clearly state that the protocol calculated the retention parameters for each dog, they

do not offer these values. The reports only contain the summary statistics for the the re-
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Figure 2.3: Retention dPSr following inhalation based on WBC measurements made for
four individual dogs.
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Table 2.4: Mean and standard deviation (in parentheses) of the regression parameters for
individual dog retention equations [10].

Parameters 2 Components 3 Components | 4 Components
a 0.58 (0.03) 0.64 (0.08) 0.57 (0.09)
1 1.4 (0.3) 2.5(0.8) 2(0.5)
a 0.42 (0.03) 0.16 (0.04) 0.15 (0.06)
2 0.015 (0.006)| 0.031 (0.04) 0.11 (0.05)
as 0.2 (0.04) 0.11 (0.03)
3 0.00063 (0.0002) 0.0074 (0.004)
ay 0.16 (0.07)
4 0.00036 (0.0002

gression parameters, which are shown in Table 2.4. The means and standard deviations are
separated according to the number of exponential terms used in the regression.

Lastly, at the conclusion of each dog's life, the investigators calculated an absorbed beta
dose to the skeleton using the WBC measurements. Equation 2.3 was the equation used
to achieve this, wherd is the IBB, W is the weight of the dogSB(t) is the skeletal
burden at time as a fraction of the IBB, and 0.457 is a conversion factor used to output the
absorbed dose in rad. The assumptions that gave rise to this equation were that the skeletal
weight was 10% of the total body weight, weight of the dog remained constant throughout
the observation period, and the skeletal burden could be approximated using the whole
body burden retention (from Equation 2.2) minus the early clearance component (i.e., the
rst exponential term). The calculation of the absorbed beta dose was calculated for every
dog at 730 days post exposure and at death. Additionally, the documentation offers what is
referred to as a "potential cumulative dose” at 5000 days, which appears to be an absorbed
dose analog to committed dose, although many dogs died well before reaching this time
point.

In addition to the two WBC measurements given from the historical annual reports, the
tabulated dataset also offered age at exposure in days, weight at exposure in kilograms, day
until death in days (including the sacri ced dogs), and sex (male or female). The summary

statistics for these parameters are given in Table 2.5.
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Table 2.5: Summary statistics of the input features and output labels used in the various
models.

Parameter Mean Standard Deviation Minimum | Maximum

Age [days] 401.484 15.282 377 438

Sex [0-Male, 1-Female] 48 M 47 F N/A N/A N/A
Weight [kg] 8.741 1.232 5.7 11.9

IBB[ Ci ] 592.737 740.592 0 3000

Time Post Exposure [days] 14 0 14 14

LTRB [ Ci /kg] 27.811 33.534 0 120
Days to Death [days] 2837.632 1806.314 6 5948
Dose at 730 days [rad] 4572.586 4566.471 140 18000
Dose at Death [rad] 8217.241 5984.718 420 22000
Potential Dose at 5000 days [rad]L6886.724 17617.561 430 73000

0:457A Z
Absorbed dose (rady — 0 SB(t)dt (2.3)

0

2.2.2 InjectedinternalExposureof >*8Puin Mice

The mice data cohort was composed by aggregating the results and measurements from 11
different studies that were all designed to analyze the ef cacy of hydroxypyridinone chelat-
ing agents. For the purposes of the present study, the control mice from these publications
were extracted as observations for the dataset. Since male mice were underrepresented
in the studies due to logistical dif culties in housing them together, the aggregated dataset
only included female mice. Once collected, a statistical data simulation was used to expand
the dataset, which remedied the data needs exempli ed in subsection 4.0.1 and discussed
in chapter 5. The simulation that resulted in the nal dataset was performed and provided
by epidemiologist collaborators at Oak Ridge Associated Universities. They modeled each
of the biokinetically relevant features (i.e., skeletal, whole body, liver, kidney, soft tissue,
urine, and fecal burdens) using three different distributions: normal, positively skewed nor-
mal, and negatively skewed normal. Additionally, they performed a fourth simulation that

modeled the whole body burden using a log normal distribution and the rest of the features
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using normal distributions. A summary of the nal dataset may be found in Table 2.6. De-
spite these crucial data augmentation techniques, the result was still a large yet sparse data
matrix, the reason being that not all studies reported the same features. For example, the
counts column in Table 2.6 shows that the liver and skeletal burdens were always reported
while urine, fecal, and kidneys proved to be a scarce feature in the literature. Another no-
table feature of the nal dataset is that the positive and negative skews have unexpected
medians compared to the mean values, meaning not all the features have positively skewed
medians that are less than the mean and vice versa for the negative skew. This is due to
each of the 11 studies collected from the literature serving as their own means and standard
deviations for the simulation, meaning the summary statistics shown in Table 2.6 represent
the summation of 11 distributions that may have different mean and standard deviations,
thus perturbing the nal feature distributions from the expected shape.

Table 2.6: Data summary 6tPu injection mice dataset.

Mice Data Summary
Parameter Count| Mean | Stan. Dev.| Normal | Positive Skew| Negative Skew
Median Median Median
Injected Act. [kBq]| 3120 | 1.45 0.58 1.86 1.86 1.86
Time [days] 3120 | 1.60 2.09 1 1 1
Liver [%)] 3120 | 42.94| 12.64 44.6 44.11 45.33
Skeletal [%0] 3120 | 34.28 8.4 34.54 34.24 34.99
Whole Body [%] | 3070 | 84.91| 12.67 89.15 88.3 89.96
Kidney [%] 350 | 1.62 0.78 1.46 1.44 1.44
Soft Tissue [%] | 2600 | 7.12 2.51 6.91 6.85 6.85
Urine [%)] 400 | 7.03 3.38 6.89 6.76 6.76
Fecal [%] 400 | 3.67 1.78 3.57 3.69 3.69

2.3 Machine Learning

Machine learning (ML) is a subset of arti cial intelligence (Al) that seeks to learn com-
plex relationships in data that would be otherwise impossible with conventional methods
of numerical analysis. The foundation of ML lies in leveraging statistical methods to pre-

dict one or many output values (often called "labels”) given a set of accompanying inputs
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(analogously called "features”). These ML models may be broadly categorized into two
categories: supervised and unsupervised learning. Supervised techniques are applied to
datasets in which a set of known output labels are available, from which the model at-
tempts to nd the often highly non-linear relationship between the many input features and
the output label(s). In contrast, an unsupervised ML model attempts to identify patterns in

a dataset absent of any output labels. Rather than trying to recreate a known, true output,
the unsupervised model is meant to "let the data speak for itself” which results in a previ-
ously unseen grouping or structure within the dataset to reveal itself. Of the many possible
models, the following study implements arti cial neural networks (ANNS), probabilistic
Bayesian Neural networks (pBNNs), and random forests (RFs), all of which are supervised

ML.

2.3.1 NeuralNetworks

Neural Networks (NNs) are a form of supervised machine learning whose architecture is
composed of sequentially connected layers of computational units called "nodes”. The
nodes are the vessels that contain the numerical values of interest, and they are fully con-
nected to nodes in the immediate subsequent layer through synapses that are de ned by
weights. These weights determine how impactful the values in preceding nodes are for
calculating the numerical value in the current node, which is calculated as the dot product
of the values in the preceding nodes with the associated synapse weights. In this manner,
the inputs are transformed into the output(s) by carrying out the process at every layer un-
til the network produces an output prediction, which is then compared with the true value
associated to the inputs. This comparison is encapsulated by a loss function, which nu-
merically assesses the quality of the prediction and adjusts the synapse weights to unify
the predictions with the true values. For the arti cial neural networks used in conjunction
with the Beagle inhalation data, the loss function is the mean squared error (MSE), given

by Equation 2.4, wherg; is the true outputy} is the analogous model prediction, and
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is the number of observations in the dataset. The process of adjusting the synapse weights
according to the loss to produce better predictions represents the "learning” of the data by
the model.

The function that dictates how and by what magnitude to change the synapse weights
is called the optimizer function, as its role to optimize the learning process. All the models
in the present study use the Adaptive Moment Estimation (ADAM) optimizer, which takes
into account the gradient and the momentum of the loss function to adjusts the learning
rate, which generally prescribes how much the weights are allowed to change upon each
training iteration [11]. The most consequential tunable parameter in this function is the
initial learning rate. NNs may also be de ned according to their complexity, which gen-
erally refers to the number of hidden layers (i.e., layers of nodes excluding the input and
output layers) and nodes in each layer. The architectures for the three complexities used in
the present study are shown in Figure 2.4. The effect of model complexity on prediction
accuracy is encompassed by the bias-variance trade-off. A qualitative plot showing this re-
lationship is shown in Figure 2.5, in which low complexity models tend to produce biased
predictions that manifest as a under t model, while high complexities models tend to have
excessive variance that over ts to the data. Note that although the bias-variance trade-off
is discussed in subsection 2.3.1, it is a relationship that holds true for ML models at large,
including the random forests discussed in subsection 2.3.2.

1 X
MSE="" (v %)’ (2.4)
i=1

The study implements an advanced form of NNs called probabilistic Bayesian neural
networks. This type of NN adopts two primary modi cations over the ANNs described
above. The rst modi cation results in a Bayesian neural network, and it relies on mod-
eling the synapses connecting the nodes in subsequent layers as distributions rather than
scalar values. As such, any individual call on the model to make a new prediction is the

result of randomly sampling at every synaptic distribution, inherently causing the same set
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Figure 2.4: Architectures of the three model complexities used in the study, referred to by
the enumeration on the right.
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Figure 2.5: Conceptual plot of the bias-variance trade-off, where the optimal complexity
lies at the intersection of the variance and bias curves [12].

of inputs to produce many different outputs. This approach helps encapsulate the epistemic
uncertainty arising from a lack of training data, which is certainly relevant in the case of
the Beagle dataset discussed in subsection 2.2.1. Despite this modi cation, Bayesian neu-
ral networks still produce a scalar output. Thus, a probabilistic Bayesian neural network
utilized the second modi cation to produce an interval estimate for each set of inputs. This
is achieved by altering the output layer from having a single node to having two nodes; one
is consistently indexed as the mean of the predictions for a single set of inputs and the sec-
ond indexed as the standard deviation. This method emulates running the Bayesian neural
network a large number of times, thus increasing computational ef ciency. However, to
ensure the two output nodes are representative of a distribution that can model the output
for a given set of inputs, the loss function is changed from the MSE to the negative log
likelihood function, which is shown in Equation 2.5, wheres the true prediction ang,

is the output distribution. This loss functionally allows the optimizer (ADAM) to adjust
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the synaptic distributions according to the probability that the true output could be sampled
from the output distribution predicted by the pBNN. This accounts for the aleatoric uncer-
tainty arising from stochastic nature of the process that produced the data [13]. For both

the ANNs and pBNNSs, the study uses the Keras/Tensor ow open-source packages.

X
logP(Dj )= (vilogyy +(1  yi)log(1 y%)) (2.9)

i=1

2.3.2 RandomForests

Random forests are a type of ensemble learning ML model that may be used for either
classi cation or regression by generating numerous decision trees and averaging the results.
The decision trees operate with nodes that represent a decision; these decisions are based
on the input features. An example of a decision tree from the preliminary investigation of
RF viability is shown in Figure 2.6. For regression tasks, the decisions create numerical
boundaries for continuous input variables to split the tree into two more decisions until a
terminal node called the "leaf node” is reached; the leaf node stores the prediction. It is
worthy of note that the same input feature may be used at multiple decision nodes. The
random forest prediction is then the result of averaging the multitude of predictions made
by the decision trees that compose the forest. Similar to NNs, the RFs have a loss function,
the MSE, to adjust the learnable parameters to improve the quality of the predictions. In
contrast to the NNs, the learnable parameters are the boundaries at the decision nodes,
meaning the model learns by selecting the most optimal boundaries to achieve the most
accurate predictions in the least amount of decision nodes [14]. The number of decision
nodes to reach a leaf node is called the "depth” and the number of trees in the RF is called
the estimator amount. Both the estimator amount and maximum depth of the trees are
measures of the model's complexity. A major advantage of RFs in contrasts to NNs are the

relative simplicity of implementation and they require less training data than NNs.
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Figure 2.6: Single decision tree from RF generated in a preliminary canvassing of ML
models.

2.3.3 Featurdmportance

Feature importance offers a method of analyzing how impactful input parameters are to
predicting outputs. The following study makes use of three different feature importance
metrics, all of which are analyzed after the RFs, as the beagle data used with the NNs have
low input feature dimensionality. The following section will discuss the three metrics and
their respective advantages and disadvantages.

The mean decrease in impurity (MDI) is a tree-based feature importance metric that
measures how impactful the input features are according to their contribution in bringing
order to an inherently random dataset. The measure of randomness or inhomogeneity is
typically the Gini index. Thus, the MDI metric attributes more importance to features
whose implementation at decision nodes result in a data splitting that most effectively re-
duces the disorder as measured by the Gini index of the dataset prior to splitting and the two
groupings that exist after the split. However, the MDI metric tends to be biased towards
numerical features that exhibit high cardinality, which would work signi cantly against
known important categorical variables such as sex. Additionally, since impurity metrics
are calculated on the "randomness” of the training set, MDI may not adequately re ect

how impactful a feature is when making new predictions [15].
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Permutation feature importance is a metric that measures an input's impact by mea-
suring the decrease in accuracy (or conversely, increase in error) after randomly shufing
that feature with respective to the ordered observations, effectively polluting any potential
relationship the feature has with the output. Conceptually, if shufing the input causes a
large increase in the prediction error of the trained model, the feature is deemed important
and vice versa [16].

Lastly, the Shapley-based explanation (SHAP) metric allows for analysis of not only
how impactful features are to model predictions, but in what manner they effect said out-
puts. The SHAP metric depicts how varying magnitudes of an input feature have a neg-
ative or positive impact on the magnitude of the output predictions. As such, the number
of training observations is the amount of SHAP values given for an input feature. A scalar
version may be found by averaging the magnitudes of all SHAP values. Examples of the
three different feature importance metrics are shown in the bottom row of Figure 3.6, with

permutation importance on the left, MDI in the center, and SHAP on the right.
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CHAPTER 3
METHODOLOGY

The following chapter explores the speci c models implemented along with the preprocess-
ing and justi cation for each dataset. Beginning with the models, the ANNs and pBNNs
were developed speci cally for the historical Beadl&r inhalation data and offer a simul-
taneous critique of the historical data while investigating the capabilities of ML to operate
on said data. From the investigation fueled by these models, the mice data was explored
using RFs, primarily to avoid over tting due to highly discretized output labels and simpli-

cation for a subsequent feature importance analysis.

3.1 99Sr Inhalation Beagle Dogs

3.1.1 DataPre-processing

3.1.1 Normalization Groups

As seen in Table 2.5, the data features available for the Beagle dataset drastically vary in
magnitude, which may mitigate the performance of the NNs to be used. One response
to such a dilemma is to apply min-max linear normalization in order to unify the magni-
tudes of the data features, however, this may also harm the interpretability of the trained
model. This is of particular concern for the features related to activity (i.e., the initial
body burden and long term retained burden), for which the predictions of the model are
functionally trained to reconstruct the IBB or LTRB between 0 and 1. Although one may
simply de-normalize the outputs according to the feature array from the dataset, there is
a loss of data context in intermediary steps. Thus, the study adopted a varied normaliza-
tion approach in which the data features were categorized into physiological (Group A -

age and weight), chronological (Group B - time post exposure and days until death), and
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Table 3.1: Reference table for linear normalization group labeled and included features
within each group.

Label Description Features
Group A | physiological features describing exposed dog age, weight
Group B chronological features time post exposure, days to death
Group C| features involving WBC measurements or dose 1BB, LTRB, absorbed dose

activity and dosimetry features (Group C - IBB, LTRB, and absorbed dose to skeleton).
From these three categories of features, each "group” was either linearly normalized or
maintained jointly. Normalization was calculated using Equation 3.1, whés¢he orig-

inal value for an observatiomin (x) andmax(x) are the minimum and maximum over

the entire set of observations for the given feature, apg, is the normalized observa-
tion. Enacting all permutations of the three normalization groups resulted in eight possible
combinations of normalization (including complete normalization and no normalization).
Such a process allowed a comparison of how the linear normalization of different feature
groups effected model performance. As the legends and subsequent text may simply refer
to the normalization groups according to the letter label introduced above, Table 3.1 offers
a concise reference of which features are included in each of the three groups. Additionally,
regardless of the linear normalization applied, all results are shown after denormalizing the
predictions, using the equation obtained by solvingxfon Equation 3.1, so that models

with both normalized and original outputs may be scrutinized against each other.

X min(x)
max(x) min(x)

(3.1)

Xnorm =

3.1.1 Retention Simulation

As discussed in subsection 2.2.1, although the nonlinear regression to generate a whole-
body retention equation was done on an individual basis, the documentation neglects to
include such speci c results. Due to the detrimental low amount of historical data avail-

able, the following study leverages the summary statistics of the regression parameters to
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perform a statistical simulation to generate synthetic WBC measurements. To do so, every
dog in the data cohort had 5 additional WBC measurements generated in evenly spaced
time intervals between the 14-day mark at which point the LTRB was measured and the
death date of the dog. This offers an expanded dataset that is used in one of three data
con gurations when constructing the neural networks, which are described in subsubsec-
tion 3.1.1.3.

For each synthetic WBC measurement, every regression parameter in Table 2.4 was
modeled as a Gaussian distribution and randomly sampled to generate a new data point.
This means that for every synthetic data point, every regression parameter is sampled inde-
pendently, such that no two synthetic WBC measurements will probabilistically have the
same regression parameters. This ensures that the neural networks must learn to recon-
struct the IBB within the high uncertainty of measurements as de ned by the historical
documentation. It is also worthy of note that this random sampling generally manifests as
noisier synthetic data points for the dogs who were tted with four-component retention
equations versus those tted with two-component equations, as is natural consequence of
having more randomly sample regression parameters. An example of the synthetic WBC
data simulation is shown for four different dogs in Figure 3.1. Note that these are the same
four dogs (as de ned by the dog ID letter and number in the legend) whose true measure-
ments are shown in Figure 2.3. This offers a visual method to compare the simulation
results to the true values that are absent in the literature. A notable consequence of the sim-
ulation is that the single measurements exhibit much greater intra-dog variability than the
true counterparts. This is expected since they are the result of randomly sampling from 4-8
Gaussian distributions (depending on the number of components in the retention equation
as determined by the dog's lifespan). Additionally, the inter-dog variability in the noiseless
retention equations, which are depicted as dashed lines in Figure 3.1, is very low since the
summarized regression parameters essentially only allow 3 retention categorizations for the

dogs.
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Figure 3.1: Simulated WBC measurements made for four different dogs along with the
noiseless retention equations.
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3.1.1 Data Regimens

The beagle study has been divided into three separate data con gurations called regimens,
each adopting a separate set of inputs and answer different questions related to the historical
data quality and the capability of ML to operate on said data.

Regimen 1 utilized age, weight, sex, time post exposure, and the LTRB to predict the
IBB. Despite the historical literature stating the groupings by initial body burden may be
meaningless by 14 days post exposure due to the extremely high variability in the rapidly
clearing component of the exposure [10], regimen 1 has been designed to test if a deep
learning framework could reconstruct the initial burden given a WBC measurement made
relatively soon after the initial exposure. This regimen was most severely effected by
the lack of available training data with only 95 observations available, which include all
longevity study dogs (63 observations) and all but two sacri ce study dogs (32) since they
were euthanized within 14 days of exposure, thus did not have and associated LTRB. How-
ever, since the LTRB was consistently measured at 14 days post exposure, arti cial noise
of 1 day was imposed to ensure the time post exposure input feature had adequate vari-
ability. This may be justi ed by the fact that in an actual mass exposure scenario, the exact
knowledge of time elapsed since the exposure may not be available. Additionally, since
the dogs were processed and measured in batches, there exist an unreported degree of un-
certainty in the exact time from initial inhalation to the WBC measurement taken as the
LTRB. The magnitude of the arti cial noise was meant to ensure the model allocated some
importance to a feature that domain knowledge dictates is important without neglecting the
reported time frame designated by the ITRI experimental protocol.

Regimen 2 utilized the synthetic WBC measurements produced from the statistical sim-
ulation described in subsubsection 3.1.1.2. However, the simulation was performed on only
the 48 experimental group dogs. Including the LTRB measurement and ve additional syn-
thetic WBC measurements from the simulation, this dataset included 288 observations,

with each dog represented as six individual observations, each with a different WBC mea-
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surement and time post exposure, yet the six observations belonging to the same dog would
still carry identical age, sex, weight, and IBB. Unlike regimen 1, which sought to investi-
gate the performance of ML given a de cient dataset, regimen 2 was designed speci cally

to critique the historical data quality and ascertain if individual dog WBC measurements
could be salvaged from the summary statistics in Table 2.4. Thus, regimen 2 attempted to
predict the IBB from simulated WBC measurements (plus the LTRB serving as the rst
measurement post exposure), age, sex, weight, and time post exposure. In this case, since
ample variance in time post exposure was offered by the 5 additional synthetic measure-
ments, there was no noise added.

Lastly, regimen 3 sought of leverage the historical absorbed dose measurements since
they offered a derived metric from the measurements taken at multiple time points, which
ensures adequate variance in time post exposure, while not relying on simulation techniques
based on high uncertainty parameters. This regimen was designed to both take advantage
of more features given from the historical documentation while partially remedying the
downfalls of both regimen 1 and 2. Therefore, this regimen used age, sex, weight, time post
exposure, and absorbed dose to predict LTRB. Similar to regimen 2, since the doses were
calculated at three time points, each dog is represented in the dataset by three observations.
Although two of the dose estimates are made for uniform time points of 730 and 5000 days,
the dose calculated for the death date of the dogs ensures adequate variance of the time post
exposure feature. Additionally, the output label is changed from the IBB to the LTRB for
this regimen since the researchers at ITRI excluded the rapidly clearing component of the
exposure, thus making the dose estimates more related to LTRB rather than IBB. The size
of this dataset was 174 observations from 58 dogs, which included all the experimental
group dogs from both the longevity and sacri ce studies minus 7 longevity dogs and 8

sacri ce dogs that all passed before a single dose estimate could be calculated.
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3.1.2 Model DevelopmentArchitecture andHyperparameters

3.1.2 Arti cial Neural Networks

The ANNs were developed with varying complexity and hyperparameters to achieve ad-
equate convergence. All models had ve input features and one output label, although
the exact features and label varied depending on the data regimen as described in sub-
subsection 3.1.1.3. The complexity varied between three architectures referred to as low,
moderate, and high complexity which had fully connected sequential layers of [5-10-3-1],
[5-10-9-7-5-3-1], or [5-10-15-14-13-12-11-10-9-8-7-6-5-4-3-1] nodes, respectively (Fig-
ure 2.4). Combining the three different complexities with the eight possible linear nor-
malization combinations, the study thus tested 24 models for each data regimen described
below.

All of the models in regimens 1 and 2 utilized a recti ed linear unit activation function
at the nodes while regimen 3 used the SoftPlus activation function. The number of training
epochs to achieve adequate convergence was determined from visual inspection of the loss
plots; all ANNs appeared to converge within 100 training epochs. The initial learning rate
for the ADAM optimizer was by far the most varied hyperparameter and spanned @dm
to 10 1, and was tuned by changing the order of magnitude. The batch size was adjusted
by tuning a dataset divisor rather than tuning the batch size directly, such that the batch size
was the rounded quotient. The batch divisor was 7 in most cases resulting in batch sizes of
9, 41, and 25 for regimens 1, 2, and 3, respectively. Lastly, the train/test split was 80/20 for

regimen 1, 85/15 for regimen 2, and 90/10 for regimen 3.

3.1.2 Probabilistic Bayesian Neural Networks

The pBNNs introduced notable complexity that far exceeded that of ANNs. The drastically
greater number of learnable parameters associated with the pBNNs along with the extreme

sensitivity of the negative log likelihood function made development of the same models as
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the ANNs impractical. Instead, the optimal models determined by the performance metrics
of the 72 ANNs were translated into pBNN model counterparts, thus the pBNNs were only
developed for the model con gurations that resulted in the most successful ANNs. This was
4 models for regimen 1 and 2 models for regimen 2. Regimen 3 pBNNs were attempted
but either produced completely biased estimates, or diverged regardless of hyperparameter

tuning.

3.1.3 Evaluation

Each model was analyzed by outputting three plots and depicting two performance metrics.
An example of a graphical report for a single ANN is shown in Figure 3.2. The plot on the
left is a scatter plot that shows the model predictions on the training set as a function of
the true values; this shows how well the model has "learned” the data after training. The
dashed gray line is the "target line” and represents perfect predictions. The solid red line is
the linear regression of the predicted values regressed on the true values and its R-squared
is shown in the legend. Perfect prediction would also manifests as the solid red line having
the same slope as the target line (i.e., 1). The center plot shows the relative error in the
model predictions on the test set relative to the true values; this shows how well the model
can generalize the pattern it has learned to new observations. Similar to the left plot, the
middle plot shows a gray dashed target line centered at O error along wi#b% error
margin. The right plots shows the test and training loss as a function of epoch and ensures
that the model has converged.

The performance of the ANNs were compared using a two-parameter optimization for
which the best performing models would lie along the Pareto front. The two metrics to
be maximized in this case was the inverse of the root mean squared error (RMSE) on a
horizontal axis and the inverse of the relative difference between the variance of the test set
predicted outputs relative to the variance of the true counterparts (VarRD) on the vertical

axis; both of these metrics are also shown in Figure 3.2. The mathematical formulation
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Figure 3.2: Example of graphical report for a regimen 3 trained ANN, speci cally of the

highest complexity (Model #3) and normalizing age, weight, LTRB, and dose (Norm AC).
Left: Scatter plot of training set predictions versus true values. Middle: Relative error in
test set predictions versus true values. Right: Training and test losses versus epoch.

of the latter is shown in Equation 3.2, wherg. .4 i the variance of the model predic-
tions on the test set and,, is the variance of the ground truth values. This metric was
developed to penalize high bias models, which was the primary concern early in develop-
ment as many models converged on a single value for all predictions. As such, the VarRD
metric offered a quantitative veri cation that predictions were able to replicate the variance
observed in the dataset. The two-metric optimization allowed models to be evaluated ac-
cording to both their accuracy and bias. High accuracy models would emerge by having
low RMSEs and low bias models would exhibit a low VarRD, the combined effect means
that the best models would appear in the upper right corner of the optimization scatter plot.
Taking the inverse of these values was selected rather than their original form as to amplify
in nitesimal differences in their values for similarly performing models, which would be

indistinguishable otherwise.

V arRD = Sredicteg tzrue (3.2)

true
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3.2 238py Injection Mice

Similar to regimens 1 and 2 of the Beagle study, the mice study models sought to recon-
struct the initial injected activity. Initial testing of RFs with the mice data revealed that
the large dataset meant the mice models were easily able to exceed the performance of the
NNs learning the Beagle data, however, another clear pattern emerged. As the number of
input features was incremented, the predictions made by the RFs became more accurate,
however, they also became more uncertain. This is shown in Figure 3.3, where K is the
number of input features used and N is the number of observations in the dataset. The
top row included scatter plots of the predictions as a function of the true values. Since the
output has such low cardinality and is highly discretized, the bottom row shows boxplots
for the predictions to analyze general trends more effectively. Including more features im-
proves the accuracy, particularly for the higher magnitude injected activities, but since the
dataset inherently decreases in volume as more features are required, the lessened training
data manifests as higher uncertainty when predicting the injected activity. Since the RFs
showed promising performance with regard to accuracy, the emergence of this clear pattern
along with a need to leverage all available data shifted the focus of the mice study towards

novel feature importance analysis.

3.2.0 Feature Selection

As discussed in subsection 2.2.2, although the mice dataset remedied the severe lack of
training data revealed by the Beagle dataset, it offered a new dilemma in the sparsity of the
data matrix. Since the data was the result of a simulation, statistical imputation was not
a preferable solution. Furthermore, a desire to maximize the data used since the features
mostly corresponded to biokinetic compartments meant a unique feature selection method
must be implemented. This was done by incrementing the number of input features used

in the RFs and choosing said inputs based on the combination that maximized the number
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Figure 3.3: Results of preliminary RFs. Top Row: scatter plots of predictions as a function
of actual values. Bottom Row: Analogous boxplots re ecting the highly discretized nature
of the output variable.

of observations that concurrently reported the features. This is done by appending the
powersets, each of which provides all possible combinations for a given number of inputs,
for all available features incrementing from one to all nine features, which gives rise to the
feature concurrence plot generated and shown in Figure 3.4. Note the large gap that occurs
between 400 and 2500 concurrent observations; this is a consequence of the urine, fecal,
and kidney burdens being reported signi cantly less than liver, skeleton, and whole body
burdens. All the feature combinations at 400 concurrent observations or below must contain
either urine, fecal, or kidney burdens while those with 2500 or above observations do not.
Although this approach to feature selection introduced a major computational inef ciency
through the calculation of the powersets, this process only needs to be conducted once and

then fuels the development of a multitude of ML models, as described in the next section.

3.2.1 Model Development

As introduced in the prior section, the feature combinations that were selected to fuel RF
models were those that maximized the number of concurrent observations. RF models were

developed for said combinations for only two input features up to eight input features. The
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Figure 3.4: Scatter plot of the number of observations with concurrently reported input
features for every possible combination of features as a function of number of inputs.
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Figure 3.5: Listed optimal combos as output from code that calculated all powersets and
extracted the feature combinations that maximized concurrent observations for each num-
ber of inputs used.

exact features included in the optimal feature combinations are listed in Figure 3.5. For
each feature combination of Figure 3.5, the evaluated models output both the prediction
scatter and box plots along with all three feature importance metrics (MDI, permutation,
and SHAP). This graphical report is shown in Figure 3.6. All three feature importance

metrics were used to fuel the in-depth feature importance analysis of subsection 3.2.2

3.2.2 Evaluation

As alluded to in the prior sections, the mice study sought to investigate if the RFs could
identify the most important biokinetic parameters when reconstructing the initial injected
activity. Since sixteen models were developed, the evaluation of this goal was done with
a novel ensemble approach called total feature importance (Tl). The Tl was developed
as a metric that would both preserve the contributions of all models, without diluting the
marginal contribution of each additional input feature and maintaining that of the consis-
tently reported features that are included in all models. Equation 3.3 shows the formula
used to calculate the total feature importance after training all sixteen models, @Mgere

is the cross validation score of modelF1; is the feature importance of featurdor
modelj, K; is the number of inputs used in modelJ; is the number of models that uti-

lize featurd, andT I; is the total feature importance of featurd his metric was developed
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Figure 3.6: Example of individual RF graphical report, shown speci cally for the maximum
number of inputs (8).

to reward features that consistently exhibit high individual importance in well-performing
models when said models bene t from the contribution of many features. The inclusion of
K; is meant to account for features that may appear important solely because they happen
to be reported more often in the literature; the less-reported features, such as urine, fe-
cal, and kidney burdens are not penalized by only appearing the models that utilized many

features, which may dilute their contribution.

X CVFl K,

Tl =
i \]i

(3.3)
j=1

Examples of the Tl for skeletal and liver burdens calculated using the permutation im-
portance and the normal distributions' dataset is shown in Figure 3.8 and Figure 3.7, re-
spectively. The plots will exhibit the same cross validation score data points since both the
skeletal and liver burdens were included in the same models, but their individual feature
importance determines the eventual difference in their respective Tls.

To test the ef cacy of the Tl metric to correctly and consistently identify the most im-

37



Figure 3.7: Example of total importance calculation by plotting liver importance as a func-
tion of the number of inputs used.
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Figure 3.8: Example of total importance calculation by plotting skeletal importance as a
function of the number of inputs used.
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pactful input features, the Tl was calculated for skeletal, liver, soft tissue, and kidney bur-
dens using all combinations of feature importance metrics (where the average magnitude
of SHAP values is used as a scalar representation of the SHAP importance) paired with
the three distributions using to model the biokinetic features. The dataset resulting from
modeling the whole body burden as a log normal distribution is also used, however, was
not expected to deviate much from the results of the normal distribution since, unlike the

positive and negative skews datasets, only one of the seven biokinetic features was altered.
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CHAPTER 4
RESULTS

4.0.1 °°SrinhalationBeagleDogs

From Figure 4.1, there are four optimal models in Regimen 1. They are the result of
complete normalization with low complexity (Model #1, Norm ABC), normalization of
age and weight or only time post exposure with the moderate complexity (Model #2, Norm
A and Norm B), and normalizing age, weight, LTRB, and IBB with the high complexity
(Model #3, Norm AC). The graphical reports for these models are shown in Figure 4.2.
The low complexity model has an RMSE of 212.5Ci and exhibits test predictions with
a variance that is 4% below that of the true test values. The moderate complexity models
have RMSEs of 237.14Ci and 228.01 Ci and VarRDs of 0% and -2% when normalizing
either age and weight or time post exposure, respectively. The high complexity model has
an RMSE of 209.13 Ci and a VarRD of -9%.

The two parameter optimization from the results of Regimen 2 shown in Figure 4.4
reveal the optimal models to be the result of normalized age and weight with a moderate

complexity (Model #2, Norm A) and normalized age, weight, and time post exposure with

Figure 4.1: Results of the Regimen 1 two-parameter optimization shown on the right and
the individual model (training) losses shown on the left.
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Figure 4.2: Single model graphical reports for the Regimen 1 optimal ANN models laying
along the Pareto front of the two metric optimization.
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