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SUMMARY

While many individuals naturally experience a natural cognitive decline due to old age, a
significant number of individuals experience a faster cognitive decline, which may manifest itself
as dementia. While there are many studies on preventative care for those individuals, the quantity
of social interactions for those individuals, on a daily basis, plays a large role in whether or not
they experience a rapid cognitive decline.

A monitoring system capable of identifying speakers with very little data would a crucial first
step to understand the nature of those interactions, but it is challenging to identify speakers with
close to zero training data. There have been many advancements in speaker identification in the
field of speech processing. Speaker identification is a different type of classification problem,
given that it requires an enrollment component to it. Some high performant frameworks may
sometimes need long durations of audio for each speaker, and while there has been progress on
diminishing the amount of training data to develop such speaker identification systems [1, 2, 3,
4], research on these topics are nevertheless important. A system capable of quickly enrolling
speakers for identification could lead to many more applications beyond preventative health care.

One example could be that movies, TV shows and other forms of media could have enhanced
subtitles. While present day subtitles inform the audience what is being said, it doesn't always in-
form who is speaking. Hard-of-hearing audiences suffer from such a visualization, as they can only
infer that the person speaking is present on the screen. If such a framework is capable of running
as an online algorithm, thousands of hours of videos/podcasts could be properly tagged to assist
deaf individuals. Additionally, if such a system was capable of running in real-time, journalistic
interviews, presidential debates, sports commentaries could also benefit from such an expansion.

This work builds the backbone and a functional system capable of doing speaker identification
in real-time, aiming to bridge the gaps for the purposes of monitoring the quantity of interactions
for at-risk populations. It paves a different pathway for an individual to map the interior of a

space (e.g. home, office), determine optimal locations to place microphone arrays, set up a server
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and edge nodes, and run the aforementioned autonomous system capable of detecting new classes
(i.e. speakers) with only 2.5 seconds of audio, auto-enrolling new speakers, and re-identifying

the speakers in real-time.
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CHAPTER 1
INTRODUCTION AND BACKGROUND

We all may know someone or know someone who knows someone who goes through dementia.
Dementia patients (e.g. Alzheimer's) may sometimes suffer from short-term or long-term memory
loss and may find themselves distraught not knowing what is occurring around them, or with
whom they are surrounded. Dementia is a devastating disease that occurs in many members
of society, but one does not simply fall into dementia overnight. While most people naturally
go through a natural cognitive decline, dementia patients undergo an intermediary period called
mild-cognitive impairment (MCI), which can be characterized by a steep progression [5]. There
are a lot of studies that focus on this period, where people may ask: “Is it possible to prolong
this period as much as possible so that individuals never go through dementia?”, or even “Is it
possible to avoid having individuals fall under MCI?".

Many different factors may increase the risks of an individual falling into dementia. Negative
social interactions, such as being excluded from social events, receiving unsympathetic or insen-
sitive behaviors from others, or not receiving help when needed, can oftentimes increase the risk
factors up to 60% of getting dementia [6]. Aside from the quality of the social interactions, it's
been studied that the number of interactions an individual has daily greatly impacts their cognitive
decline. As an example, a study of 1000 European men over the age of 70 found that men who
lost a partner and lived alone experienced twice as much cognitive decline over a 10-year period
when compared to other men who did not live alone [7].

Therefore, we sought to study the quality and quantity of interactions of those who experi-
enced MCI. However, a lot of individuals have multiple interactions over the course of a day, with
their kids, grandchildren, and different caregivers for different days of the week, and it turned
out to be difficult to keep track of every interaction. As we looked more into interactions, we

found smaller but very non-trivial problems such as speaker identification.



While speaker identification is used to identify a speaker given some audio segment, speaker
diarization acts as a temporal version of speaker identification, and it answers the question “who
spoke when”. There were many different approaches aimed at improving the speaker diarization,
which was broken in a number of subsequent tasks [8]. Common approaches of speaker diarization
start with detecting speech, and from then doing change detection. There were two main ap-
proaches to change detection. The first looked at adjacent windows of data and used the Bayesian
information criterion (BIC) to see if the data in a new window is better modeled as one distribution
or multiple distributions [9, 10]. The second used a method that represented each window by
a Gaussian distribution and checked the distance between them by Gaussian divergences [11, 12,
13]. After change detection, they sometimes made a gender classification to help with the down-
stream clustering or a bandwidth classification used for understanding the different mediums, such
as telephones or studios [14, 15]. Finally, the classification would be done via clustering methods.

While Gaussian mixture model (GMM)s were highly employed to cluster different speakers
[16, 17, 18], full covariances were also used to represent different speakers [19, 14, 11]. A lot
of these detections were done using BIC to check if a given audio segment and a previous cluster
belonged to the same distribution or different distributions. There were multiple approaches
that relied on clustering methods [10, 20, 21], and many of them relied on creating a universal
background model (UBM) to represent generic speakers, and in many different instances, they
would adapt the UBMs as part of their clustering of speakers. After this point, the different
clusters would be recombined and re-segmented to create speaker labels.

Many other works used HMM/GMMs, expectation maximization [22, 23, 24], but many of
them required the entire audio to be availabf&iori. Other works took advantage of microphone
arrays and spatial beamforming to determine the speakers [25, 26], but we did not wish to rely
on array signal processing.

Instead of segmenting and clustering the audio at separate stages, it was possible to do so
jointly. An evolutive hidden Markov model (HMM) (e-HMM) was created capable of detecting

speakers, and as it would detect speakers, it would influence the detection of other speakers and



the speaker boundaries [27, 28, 29]. In these works, the e-HMM started with two states: speech
and noise. Then, through an iterative process, the speakers would be detected one by one by
adapting the transition weights and by finding optimal indexing via a Viterbi algorithm. In these
frameworks, the algorithm would often ask at every iteration whether it was possible to create

a new speaker or not. This re-segmentation phase was repeated until the speaker labels no longer
changed, and the process of adding speakers (at every iteration) was also repeated until there
wasn't any additional gain in terms of comparable likelihood. This work achieved the hybridized
task of simultaneously detecting new speakers and identifying them (similar to ours), though they
relied on an iterative process of detecting speakers and were not shown to be applicable in online
scenarios. Other similar works were done in adjacent and/or more recent fields, however.

Many times, speaker diarization may be conceived by analyzing it from a speaker identifi-

cation task (i.e. more like a classification task). There were many different approaches to doing
so over the years. In the past, the concept of eigenvoices and eigenchannels was heavily explored
[30], which then was expanded with work on joint factor analysis (JFA) [31], where Kemnny
al. brought the eigenvoice and eigenchannel model together into a single model. The methods
for JFA built information about the speakers, and worked very well in other speech tasks, such
as language recognition. By building on [31], Deletilal created the identity vectors (i-vectors)
[32]. Recent work has shown that i-vectors are able to identify the native language of a speaker
speaking a second language, indicating that they are capable of capturing information about the
accents of an individual [33]. Then, speaker identification has reached many achievements with
the recent growth in deep learning.

Deep learning gained momentum in the field of speaker identification due to its performance
[34], and there were many different approaches to the problem. The x-vector system is an
example where speaker identification was originally set as a classification problem. The network
was trained on a high number of speakers, such as VoxCeleb [35, 36, 37] or Speakers-in-the-Wild
[38]. One issue with many state-of-the-art speaker identification systems is that they sometimes

may require long durations of audio of each speaker in order to be enrolled for identification,



meaning that one would need copious amounts of data for each individual. There has been a lot
of progress in reducing the amount of data required to train speaker identification systems [1, 2,
3, 4], and it is important to further develop this subdomain. As an example, the x-vector system
was expanded to have residual connections as well as attention layers [39] and was further used
in few-shot learning frameworks [40].

There has been a lot of work in speaker diarization involving deep learning [41]. Many works
have been able to operate on an offline inference mode. Some of them were limited to only
working with a fixed number of maximum speakers [42, 43], but others have been able to handle
a variable number of speakers [44, 45, 46, 47]. Many other works have indeed been carefully
constructed to perform online inferences. Some of them were limited to operating on a fixed
number of maximum speakers [48, 49], but a few of them were capable of handling various
numbers of speakers [50, 51, 45, 52] while doing online inferences.

von Neumanret al. [50] created a recurrent neural network capable of performing blind
source separation through separation masks and being able to track speakers even through silent
segments in time. Kinoshitt al.[51] built on the previous work by using separation masks
to do speaker counting as well, and making it more robust to noise and reverberations, thus
more suitable for meeting analysis. Horiguebil. [45] created a framework using deep at-
tractor networks, where each attractor would be representative of different clusters. However,
the embeddings during overlaps (i.e. two or more speakers simultaneously speaking) would
find themselves between the two attractors. eal. [52] built on [45] by using incremental
transformer encoders, which attended to the left of its contexts.

While the previous works had amazing and very creative approaches, we were interested
in an approach that relied on detection theory and leaned closer to speaker identification (in
other words, closer to a classification task). Additionally, we were interested to see if we could
decrease the size of our model, making it suitable for low computational resource settings. We
were interested in handling online inference problems, and that our system was able to detect

novel speakers basing itself on a few-shot learning framework. This strayed us away from the



traditional approach of speaker diarization previously mentioned.

Although we were no longer involved with a previous bigger project, we found that there was
a lot of potential outside of just monitoring dementia patients. Another example is individuals
who lay on the autism spectrum disorder. Due to the nature of the disorder, many times autism
is associated with sleep disorder [53, 54, 55]. Therefore it is a common occurrence for those
individuals to wake up in the middle of the night, which may cause them to trip and fall. Autistic
children may also experience seizures in the middle of the night [55, 56, 57, 58]. Unfortunately,
due to the nature of their disability, they may not always feel inclined to report unnatural events
that may occur in the middle of the night. In these cases, it is virtually impossible to personally
observe them 24/7. Itis possible to hire individuals to watch over their loved on in shifts, however,
this demands very high financial costs, making it infeasible for a majority of the working class
to afford it. If speaker identification systems were capable of performing auto-enrollment and
identifying speakers with zero training data, just as humans do, it would lead to many different
applications even outside of healthcare-related domains.

Movies, TV shows, and other forms of media, such as podcasts, remain somewhat inaccessible
to hard-of-hearing individuals. While we have subtitles in place to help detemtiatthe
characters have said, it is still difficult for hard-of-hearing individuals to determiresaid those
phrases. It would be ideal if the subtitles could be displayed with a markup (i.e. colors or emphasis)
or even be prefixed by the speaker's identity to distinguish different characters. This problem
could be solved by a theoretical offline algorithm that can identify those speakers. However,
the problem would persist in real-time cases. Real-time cases, such as journalism content and
presidential debates, would still suffer from the same problem if an offline algorithm were to be
implemented. Although there are stenographers often working behind the scenes for real-time
media, they do not always identify the speaker. For those cases, an online algorithm paired with a
system capable of running inference in real-time would need to be implemented, which would also
be very applicable in offices for meeting transcriptions to know which team member said what.

With technology in mind, it would be ideal to have a surveillance system that could monitor



individuals who need additional care. Unfortunately, the word “surveillance” is often thought
of video surveillance systems. In 2022, the global video surveillance market size was estimated
to be between U3.7-56.9B, and it is expected to reach$88.3B by 2028 with a compound
annual growth rate of 9.2-12.4% [59, 60]. There are, however, studies and editorials which show
how people are uncomfortable using cameras inside their homes. Beatjél] show how

61% of individuals, in their sample population of 1007 people, are either uncomfortable or very
uncomfortable to have a video being recorded of them, and 61% of the individuals are either
uncomfortable or very uncomfortable to have a camera inside their homes, posing that a video
camera surveillance may not always be widely accepted by people.

There has, however, been an increase in a different sensor modality in people's homes:
smart speakers. Smart speakers have been welcomed worldwide across homes in the past recent
years, led by Amazon Alexa and Google Home devices [62]. In June 2022, Edison Research
estimated that approximately 116 million American adults (35%) own a smart speaker device
[63]. Furthermore, the global smart speaker market is projected to grow fré& 1Esin 2020
to US$15.6B by 2025 [64]. This indicates that there is a higher level of comfort in using smart
speaker technologies inside people's homes.

Although the technology behind smart speakers has pushed the boundaries of what is possible,
the unfortunate issue with them is their infrastructure. To ensure that their devices remain at a low
cost in the market, the tech companies set their infrastructure to rely on cloud computing, which
makes sense! By relying on cloud computing, they can sell devices, obtain data, improve their
algorithms, update the algorithms in the cloud, and make sure that the devices are still usable in
years to come. This way, it reduces the price of the devices themselves, making them affordable
to the consumer, without sacrificing compute power. For example, Amazon uses a wake-word
technology, where once the wake-word is triggered (i.e. “Alexa”), they start to record the audio
data, and a speech endpoint detector is used to identify when the end of a phrase occurred, which
sends off the recording to the cloud for inference. Amazon has also reported multiple times that

they do keep the recordings, where a fraction of the employees do sometimes listen to a minimal



fraction of the recordings for “improvements of their systems” [65, 66, 67, 68, 69]. This then
poses a threat to people's privacies.

Over the years, there has been a significant increase in the usage of data, which has also
led to an increase in the number of data breaches [70]. Reports have shown how even Amazon
plugins (i.e. Skills) are prone to data leaks, where [71] have shown that in 2021, from the 90,194
unique skills, 23.3% of the skills don't fully disclose a privacy policy, allowing them to make
code changes after the user agreement approval, coaxing the users into revealing information.
Furthermore, there have been failures in the core system itself. In 2018, Kiro 7 News reported how
Amazon Echo once recorded a family's conversation and emailed the recording to the husband's
co-worker [72]. Some action capabilities, although may be very convenient, may unfortunately
lead to unwanted disasters related to privacy.

Overall, the common denominator for all these problems is that therseisdiior a system
capable of working in real-time to identify speakers that it has never heard before. This can be
done with an auto-enrollment framework coupled with a speaker identifier capable of dealing
with new classes.

Originally inspired by solving the problem of monitoring systems, this thesis is set to build
a platform capable of performing real-time auto-enrollment and speaker identification in a closed
environment with low computational resources while maintaining privacy, It outlines the steps
necessary to go from a bare environment (e.g. home, office, clinic) to the deployment of an
autonomous self-sustaining platform which can be used by an analyst via a front-end dashboard
to examine activities within an environment.

Chapter 2 addresses hardware and software methodologies that can be employed to (1) obtain
a floorplan of a closed non-simply connected environment, and (2) deploy a communication
network between a central server and edge nodes to ensure real-time processing of multiple
simultaneous data streams. Chapter 3 addresses the problem of, in a non-simply connected
environment, where would be the optimal locations to place omnidirectional sensors (e.g. micro-

phones) such that it maximizes the covered area. Chapter 4 designs a novel methodology to detect



never-before-seen classes by leveraging few-shot learning frameworks. Chapter 5 builds on the

concepts from chapter 4, and couples the detector with an auto-enroliment system and a speaker
identification system to enroll and identify speakers in an online algorithm setting. Finally, chapter

6 assembles the contents from chapters 2, 3, 4, and 5, and creates a platform capable of detecting
new speakers, enrolling the speakers in real-time, identifying the registered speakers, and adapting
the definition of each of the speakers. The final chapter also creates a front-end dashboard that

allows an end user to view the collected data without the capability of determining what was said.



CHAPTER 2
DESIGN OF SERVER

2.1 Introduction

It was important to create an environment or an ecosystem that would allow the different
components of this thesis to operate together. There were many aspects to consider. For example, it
was important to build a server that would allow different data to be dropped from the microphones
to a data storage system. Additionally, it was important to consider which microphones were
going to be employed in the setup, and how they were going to communicate with the server.

In this chapter, each section describes the different components that allowed the completion
of this project. First was the hardware component that allowed one to quickly map the interior
of a home. Once the mapping stage was completed, this hardware would not be re-used. The
second section describes the single-board computers and microphones used to collect audio and
potentially do some minor edge computing before sending the data to the server. The third section
described the communication between the edge nodes and the server itself, and then the server

components and choices of data processing along with data storage.

2.2 Mapping the Interior of a Home

Mapping the interior of a home, or any space for that matter, can be very time-consuming, tedious,
and mundane. It is often that one does not possess an accurate floor plan of their own home, or
space of interest. There are different methods to quickly create a floor plan. One is able to use
automated systems such as Faro's Orbis [73], which uses a rotating LIDAR device. One may
even use the LIDAR on 2020's iPad Pro with Sitescape [74], though these options are rather cost
intensive. It is possible to use a regular metric tape and do it with a pen, but it is time-consuming.

This work uses a 1D LiDAR device. Because this work was projected to use microphone arrays



Figure 2.1: Schematics and dimensions of Slamtec's LIiDAR

(i.e. omnidirectional sensors), and we only cared about a two-dimensional floor plan, the method

of choice was to use light detection and ranging (LIDAR) sensors.

2.2.1 LiDAR Sensor

The LiDAR used was purchased from Slamtec, and it was the A1IM8 model, shown in Figure 2.1.
It only covers two dimensions with an angular range of 36ith a working range of 12 meters.

It has a scanning frequency of 5.5 Hz with an angular resolutidn. &fhis device is often used

in robotics with Robot Operating System (ROS) integration.

For this work, the LIDAR was placed on a small piece of wood with screws, and it was
placed on top of a tripod, as shown in Figure 2.2. Over the course of 5 seconds, the range values
obtained for each of the angldR'( 3¢°, whereT represents the number of times the LiDAR
sampled ranges for every angle within 5 seconds) are averaged to obtain the range of values in
a given space, as shown in Figure 2.3. The catkin workspace requires Slamtec'sgsliB&S

package, located at https://github.com/Slamtec/rplidar
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