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SUMMARY

Introduction and Motivation

In the evolution of the landscape of machine learning (ML), we need to ensure that eq-

uitable models are performing well across diverse data subpopulations in the increasingly

critically challenging era. One of the very prominent issues is the model's tendency to

over�t to spurious correlations — i.e. features that are predicted during training, but are

misleading and irrelevant during testing. The most pronounced performance degradation is

observed on minority groups. Here, a group refers to a subset of the data de�ned by both

class labels and spurious features — for example, in image classi�cation, a group might be

”landbirds on water backgrounds.” More formally, given a set of target classes Y and spuri-

ous features S the dataset is partitioned into groups G = Y * S. Each group thus consists of

examples sharing the same label and spurious feature. Group robustness is then evaluated

by the worst-group accuracy (WGA), which is the minimum accuracy achieved across all

groups. This metric highlights the model's performance on the most challenging group,

offering a robustness measure. Also, spurious correlations can raise concerns about fair-

ness and generalization and compromise ML systems in sensitive domains such as criminal

justice, health care, and social media content moderation.

In our study, we aim to improve test WGA and mitigate bias by exploring strategies

such as deep feature reweighting (DFR) [1], last-layer retraining (LLR) [2], and various

class-balancing techniques during �netuning. Notably, last-layer retraining has emerged as

a particularly effective approach for enhancing group robustness without requiring group

annotations during training [3]. In parallel, class-balancing methods — including sub-

setting, upsampling, and upweighting — offer lightweight and intuitive interventions that

do not require any group annotations whatsoever, instead equalizing representation across
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classes or indirectly across groups.

However, the effectiveness and reliability of these techniques are nuanced and dataset-

dependent. This thesis synthesizes key �ndings from two pivotal works: ”On the Unrea-

sonable Effectiveness of Last-Layer Retraining” [4] and ”The Group Robustness is in the

Details” [5], offering a holistic view of contemporary challenges and solutions in group-

robust ML training.

Last-Layer Retraining (LLR) - Effectiveness and Analysis

We consider two main variants of last-layer retraining (LLR):Deep Feature Reweighting

(DFR), which explicitly constructs a group-balanced holdout set using group annotations,

and class-balanced LLR, which does not use group labels but balances classes during

holdout selection or weighting, often leading to improved group balance as a side effect.

In all variants, LLR involves freezing all earlier layers of a pretrained model and retraining

only the �nal classi�cation layer using a holdout dataset. This method offers simplicity

and computational ef�ciency, making it a focal point for improving both group and class

robustness in the presence of spurious correlations.

The reason for the effectiveness of LLR remains unclear. In our study we considered

a number of concepts prevalent in the ML literature and attempted to relate them to the

performance of LLR. First,neural collapseis a phenomenon observed in the later stages

of training deep networks, where features within each class collapse to a single proto-

type and these class prototypes become maximally separated and equidistant. Meanwhile,

the concept of amaximum-margin classi�er, such as the one produced by a hard-margin

support-vector-machine (SVM), refers to a decision boundary that maximizes the smallest

distance (margin) between the boundary and any training example. Our initial assumption

was that LLR could be bene�cial by avoiding neural collapse in the holdout features —

since the holdout set is unseen during earlier training — and by leveraging the implicit bias
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of gradient descent, which tends to favor maximum-margin solutions. This combination,

we hypothesized, might lead to improved group robustness.

However, the comprehensive experiments in our work challenge this early hypothesis.

Metrics of neural collapse (e.g., NC1) across several datasets (Waterbirds, CelebA, Civil-

Comments, and MultiNLI) indicate that feature collapse either only occurs after prolonged

training or does not happen at all, undermining its relevance to standard LLR settings.

Moreover, the convergence of LLR-trained classi�ers to the SVM solution is too slow

to account for observed robustness gains. Additionally, group accuracy correlates more

strongly with the average margin across the training data than with the minimum margin

over the training data, further weakening the margin-based explanation.

Instead, an alternative and compelling hypothesis emerges: the effectiveness of LLR

arises fromimproved group balance in the held-out dataset— either directly, as in Deep

Feature Reweighting (DFR), which explicitly constructs a group-balanced subset, or indi-

rectly, through class-balanced LLR methods that inadvertently promote group balance by

equalizing class distributions. Our empirical evidence con�rms that test WGA improve-

ments via LLR are directly related to increased representations of minority groups in the

held-out dataset. Even without access to group labels, our method using class-balanced

proxies often performs comparably and achieves similar robustness bene�ts, as demon-

strated by variants like class-balanced LLR (CB-LLR) and automatic feature reweighting

(AFR). While CB-LLR uses class balancing during LLR to implicitly improve group bal-

ance, AFR dynamically upweights examples in the holdout set based on model con�dence

— placing greater emphasis on points the model is uncertain about — thereby indirectly

improving performance on minority or hard-to-classify groups.
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Revisiting Finetuning — Class-Balancing Pitfalls and Solu-

tions

Finetuning pretrained LLM models with class-balancing has gained substantial attention as

a strategy for improving group robustness. Common methods include subsetting (remov-

ing data from overrepresented classes), upsampling (resampling underrepresented classes),

and upweighting (scaling loss contributions from minority classes). While intuitive, these

methods can introduce signi�cant improvements in group robustness — particularly for

datasets that are initially class-imbalanced. In such cases, improving class balance often

indirectly enhances group balance as well, leading to better worst-group performance.

Our work reveals surprising differences in the behavior of class-balancing methods

when used to train neural networks. For example, on datasets like CelebA and CivilCom-

ments, upsampling and upweighting class-balancing methods can cause catastrophic WGA

collapse over training epochs. Based on our study, we believe the root cause is over�t-

ting to the minority group within the minority class, which receives disproportionate focus

due to repeated sampling or increased loss weighting. Surprisingly, subsetting-based class-

balancing methods — despite reducing dataset size — can outperform other approaches

when the minority class has a more balanced internal group structure.

To address these pitfalls, also proposes a novel ”mixture balancing” technique. This

method interpolates between subsetting and upsampling by �rst creating a class-imbalanced

subset and then applying adjusted sampling to balance mini-batches. It resulted in a notice-

able improvement in test WGA and mitigated over�tting across datasets. It is also worth

noting that the method performs competitively without any access to group annotations,

making it a practical solution for real-world applications.
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Model Scaling and Spectral Insights

Another critical dimension that we explored is the impact of model size on WGA. While

earlier work suggested that overparameterization could harm group robustness, these stud-

ies often relied on older architectures or training from scratch. In contrast, our updated ex-

periments use more modern, state-of-the-art models — speci�cally, pretrained ConvNeXt-

V2 and BERT — and reveal that model scaling can signi�cantly enhance worst-group ac-

curacy (WGA), but only when paired with effective class-balancing.

Speci�cally, on the Waterbirds dataset, scaling ConvNeXt-V2 from Atto (3.4M param-

eters) to Base (88M parameters) increases the WGA from 69.2% to 81.1% when mixture

balancing is applied. In CivilComments, scaling the BERT from Small to Base shows an

improvement of up to 12% in WGA. On the contrary, scaling on unbalanced data without

class balancing methods can reduce robustness by more than 10% . These results under-

score the synergistic effect of model capacity and data balancing.

Our paper also investigates spectral imbalance in the learned features. The covariance

matrices of the minority groups consistently illustrate the higher top eigenvalues, for ex-

ample, the top eigenvaluel 1 in group 2 of CivilComments is over 1.5× larger than that of

the corresponding majority group. From this we can conclude that the characteristics of the

minority groups vary more widely, which may be correlated with inconsistent classi�cation

behavior.

To evaluate this quantitatively, we introduce the intra-class spectral norm ratio

� (y) =
� (minority)

1

� (majority)
1

> 1 for all y 2 Y in CelebA and CivilComments

in almost all trials and classes, con�rming that spectral disparity persists despite balance

efforts. This metric correlates with accuracy gaps between minority and majority groups,

offering a quantitative lens for disparity assessment.
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Discussion and Implications

Overall, our results reshape the understanding of group robustness strategies in machine

learning. Our �ndings rule out simplistic explanations for the success of LLR based on

margin theory and neural collapse; instead, we highlight the high importance of group

balance. Similarly, especially in the presence of internal class imbalances, class-balancing

techniques are very widely applied, but the method of class-balancing is critical to achieve

success.
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CHAPTER 1

INTRODUCTION AND BACKGROUND

1.1 Group Robustness in Finetuned Models

Modern machine learning models frequently over�t tospurious correlations, often result-

ing in degraded performance on underrepresented or minority groups [6, 7, 8, 5]. Through a

comprehensive set of experiments across four benchmark datasets spanning both vision and

language domains, we uncover several surprising and nuanced behaviors in the group ro-

bustness of �netuned models—particularly with respect toworst-group accuracy (WGA).

Formally, WGA is de�ned as:

WGA = min
g2G

P
�
f � (x) = y j g

�
;

the minimum accuracy achieved over all demographic or structural groupsg 2 G.

We �rst �nd that widely used class-balancing strategies, such as mini-batch upsampling

and loss upweighting, can paradoxically reduce WGA over training epochs. In some cases,

these approaches perform no better than standard empirical risk minimization (ERM), as

they tend to over�t minority-class examples. While constructing a class-balanced subset by

removing data from majority classes can improve performance, its effectiveness depends

heavily on the dataset's group structure. To mitigate this, we propose a hybrid mixture

method that interpolates between subsetting and upsampling, achieving a more favorable

balance between data ef�ciency and robustness.

Overparameterization and Robustness.While larger models generally improve in-

distribution accuracy, their impact on group robustness is far more nuanced. Prior studies

report con�icting results: model scaling can either harm WGA under spurious correla-

tions [8, 9] or enhance robustness to covariate shifts when trained appropriately [10, 7,
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11]. Recent evidence suggests that model scaling is bene�cial only when combined with

effective class-balancing, yielding up to 40% higher WGA in non-interpolating models [5,

9]. However, when scaling is applied to imbalanced data or paired with poorly chosen

balancing techniques, it can exacerbate group disparities rather than alleviate them [4, 9,

10].

Last-Layer Retraining and Class-Balancing. To further improve WGA and miti-

gate bias, we explore two complementary strategies: last-layer retraining (LLR) and class-

balancing methods. LLR, which includes Deep Feature Reweighting (DFR) as a special

case [1, 12], has emerged as a powerful post-training technique that enhances robustness

without requiring group labels. annotations [1, 5]. Meanwhile, class-balancing techniques

such as subsetting, upsampling, and upweighting [13, 14, 15] provide simple yet effective

mechanisms for promoting fairer representation across groups. Our results show that com-

bining LLR with appropriate class-balancing signi�cantly improves WGA across datasets

and model scales.

Spectral Imbalance. A deeper structural insight arises fromspectral imbalance—the

observation that minority-group covariance matrices have signi�cantly larger top eigen-

values than those of majority groups when conditioned on class [5, 15, 14]. Intuitively,

a larger top eigenvalue means that the feature vectors from the minority group vary much

more strongly in at least one direction of the feature space. In practice, this indicates that the

model's representation of minority-group examples isless tightly clusteredand therefore

less stable, making it harder for a single linear classi�er to correctly separate all groups.

These geometric disparities in feature variability highlight that robustness challenges stem

not only from data quantity, but also from differences in how reliably each group's features

are represented [3, 16, 17].

Taken together, our �ndings provide a uni�ed perspective ongroup-robust learning dy-

namics. Across our experiments, we observe that model scale, class-balancing strategy,

and the geometry of the learned representations—including phenomena such as spectral
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imbalance—interact in nontrivial ways to determine worst-group accuracy (WGA). In par-

ticular, imbalanced representations (e.g., minority groups having higher spectral norms)

can amplify the effects of suboptimal balancing choices or poorly composed held-out sets

during LLR. These results highlight that improving WGA requires a joint consideration

of algorithmic designand data composition: neither balancing, scaling, nor architectural

choices alone are suf�cient without understanding how they shape group-speci�c feature

representations.

1.2 Spurious Correlations in Machine Learning

Machine learning models trained with empirical risk minimization (ERM) often exploit

spurious correlations—patterns in the training data that are predictive but not causally

related to the target task [6, 7, 4, 2]. These misleading associations typically arise from

biases in data collection or labeling and can cause models to perform well on standard

training or validation splits but fail to generalize to new or diverse environments [18, 14].

Spurious correlations are especially harmful in real-world applications because they

degrade performance on minority or underrepresented groups, creating systematic dispar-

ities [6, 19]. For example, in the Waterbirds dataset [20, 21, 22], most waterbirds are

photographed near water and landbirds on land. An ERM-trained classi�er often learns

to rely on background scenery rather than the bird itself, resulting in severe failures on

counterfactual cases (e.g., a waterbird on land).

A similar phenomenon arises in natural language processing (NLP). In the MultiNLI

dataset [23], classi�ers frequently rely on simple heuristics—such as the presence of nega-

tion words—to predict entailment instead of understanding sentence-level semantics. These

shortcuts in�ate performance on in-distribution examples but collapse on examples that de-

viate from common patterns or belong to rare linguistic subpopulations.

Spurious correlations can also reinforce existing social biases. In the CivilComments

dataset [24, 25], comments containing demographic identity terms (e.g., references to race

3



or gender) are more likely to receive “toxic” labels due to annotation bias. Models trained

on such data may internalize these patterns and disproportionately penalize benign com-

ments involving marginalized groups.

Addressing spurious correlations is therefore essential for both fairness and robust-

ness. Prior work has explored dataset curation [24, 26, 27, 28], specialized training ob-

jectives [20, 29, 30], and architectural modi�cations that encourage reliance on causal fea-

tures [29, 31, 32]. Despite this progress, spurious correlations remain a central obstacle

to achieving distributional robustness, particularly because most classical robust-training

methods requiregroup annotations, which are rarely available in practice.

In summary, spurious correlations represent a fundamental barrier to building fair and

reliable machine learning systems. Overcoming them requires methods that improve not

only overall accuracy but also robustness across groups and environments. This motivates

the techniques examined next—such as class-balancing and last-layer retraining—which

aim to mitigate group-level disparitieswithout relying on explicit group labels.

1.2.1 Key Contributions

This thesis makes the following key contributions:

• Diagnosing Failure Modes in Class-Balancing.We conduct a systematic analysis

of widely used class-balancing techniques during �ne-tuning and identify two con-

sistent failure modes. First, mini-batchupsamplingand lossupweightingcan cause

catastrophic degradation in worst-group accuracy (WGA), even under standard hy-

perparameters. Second, although constructing a class-balanced subset through data

removal (subsetting) typically improves WGA, we show that this method canhurt

performance in datasets with particular group structures—most notablyWaterbirds,

where subsetting disproportionately eliminates samples from a small minority sub-

group within the majority class. These �ndings reveal that class balancing is not

uniformly reliable and depends critically on underlying group composition.
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• Introducing Mixture Balancing (Our Proposed Method). We propose a hybrid

strategy,mixture balancing, which interpolates between subsetting and upsampling

to avoid the respective pitfalls of each. By preserving majority-class diversity while

preventing excessive repetition of minority-class samples, mixture balancing consis-

tently outperforms all three standard class-balancing baselines (subsetting, upsam-

pling, upweighting) on the datasets where collapse is observed. This establishes

mixture balancing as a simple yet effective and robust alternative.

• Model Scaling and Group Robustness.We provide empirical evidence that model

scaling interacts strongly with data balancing. While overparameterized models can

exacerbate group disparities under ERM or poorly chosen balancing strategies, we

show that scalingimprovesWGA when combined with appropriate class-balancing

and high-quality pretraining. This clari�es con�icting reports in the literature and

highlights scaling as bene�cial only when paired with the right data interventions.

• Revealing Spectral Imbalance in Learned Representations.We uncover and for-

malize a structural phenomenon we callspectral imbalance: the covariance matrices

of minority groups reliably exhibit larger spectral norms (i.e., higher top eigenval-

ues) than those of majority groups when conditioned on class. This disparity persists

across models, datasets, and balancing strategies. Spectral imbalance provides a

geometric perspective on why minority groups generalize less reliably, pointing to

representational instability as an underexplored driver of group-level performance

gaps.

1.3 Datasets and Models

We evaluate our methods on four benchmark classi�cation datasets—two from the vision

domain and two from the language domain—that are widely used to assess group robust-

ness.

5



Waterbirds: [20, 21, 22]is a vision dataset where the task is to classify birds as either

landbirds or waterbirds. The spurious feature is the image background: landbirds typi-

cally appear on land backgrounds, and waterbirds on water backgrounds, creating a strong

correlation between background and label.

CelebA: [20, 33]is an image-based classi�cation dataset where the goal is to predict

whether a celebrity is blond or non-blond. The spurious feature is gender, as the training

data contains disproportionately more blond women than blond men.

CivilComments:[24, 25] is a text classi�cation dataset consisting of online comments

labeled as toxic or non-toxic. Spurious correlations arise from identity terms (e.g., male,

female, LGBT, Black, White, Christian, Muslim, or other religions), which are more likely

to appear in either toxic or non-toxic comments, depending on the group.

MultiNLI: [20, 22] is a natural language inference dataset in which pairs of sentences

are classi�ed as entailment, contradiction, or neutral. The spurious feature is the presence

of negation in the second sentence, which occurs more frequently in contradiction pairs

than in entailments or neutrals.

1.4 Balancing Techniques

1.4.1 Class-BalancingTechniques

Figure 1.1: Class-Balancing. Images from [5]
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Group robustness aims to improve performance on the worst-performing subpopula-

tions, typically measured through worst-group accuracy (WGA) [8]. A direct approach is

group-balancing, which equalizes sample counts across groups during training [5, 4, 15].

However, group labels are rarely available in real-world datasets, making this approach dif-

�cult to apply in practice. As a practical alternative, class-balancing—ensuring that each

class is equally represented during training—has emerged as a lightweight yet effective

proxy [34, 35].

Class imbalance arises when certain classes are overrepresented relative to others in the

training data. This imbalance can bias the learning process, causing models trained with

empirical risk minimization (ERM) to underperform on minority classes, which contribute

little to the overall training loss. Class-balancing addresses this issue by reweighting or

resampling the data so that each class contributes more equally in expectation over the

sampling distribution.

Several strategies have been proposed to achieve class balance. Subsetting removes

samples from majority classes [36], upsampling duplicates examples from minority classes [13],

and upweighting increases the loss contribution of underrepresented classes. In our analy-

sis, we �nd that each of these approaches has important trade-offs: subsetting can discard

potentially useful data, while upsampling and upweighting often lead to over�tting, partic-

ularly within small subgroups. Building on these observations, we introduce a re�nement

we callmixture balancing, which interpolates between subsetting and upsampling to miti-

gate these limitations and improve WGA without introducing over�tting. Our experiments

demonstrate that this mixture method consistently outperforms the standard balancing tech-

niques on the datasets we study.

In this work, we employ four class-balancing techniques—subsetting, upsampling, up-

weighting, and mixture balancing—to systematically evaluate their effect on worst-group

accuracy and overall robustness across multiple datasets. I describe each below:

Subsetting:achieves class balance by trimming all classes to the size of the smallest
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one. We achieve this by randomly removing the appropriate amount of examples from the

majority classes. This process is performed only once, and the subset for each dataset is

�xed before training.

Upsampling:while the entire dataset is utilized for training with the typical stochastic

optimization algorithm, we adjust the class sampling probabilities so that the mini-batches

are class-balanced in expectation. For example, if the original distribution is 80% majority

and 20% minority, we resample to 50% - 50%. This is done by �rst sampling a label

y � Unif(Y) ,and then samplingx � p̂(� j y), wherep̂ is the empirical distribution of

examples given classy.

Upweighting: this approach modi�es the loss function to give more weight to minority

class examples. Speci�cally, if the loss function is`(f (x); y) for a modelf , input x, and

class labely, then upweighting scales the loss to
` (f (x); y), where
 is the class-imbalance

ratio applied to minority class examples and equals1 for majority class examples. Impor-

tantly, upweighting is equivalent to upsampling in expectation over the sampling distribu-

tion.

Mixture Balancing: To address the shortcomings of standard class-balancing meth-

ods, we introduce anew class-balanced mixture methodthat combines the strengths of

subsetting and upsampling. Our proposed approach �rst draws a class-imbalanced sub-

set uniformly at random, and then adjusts sampling probabilities so that mini-batches are

class-balanced in expectation. This design increases exposure to majority-class examples

without excessively oversampling the minority class.

Across datasets, our mixture balancing method outperforms all three standard class-

balancing baselines—subsetting, upsampling, and upweighting—on Waterbirds and Civil-

Comments. While it does not surpass subsetting on CelebA, it substantially mitigates the

worst-group accuracy (WGA) collapse observed with upsampling and upweighting. We

omit MultiNLI from this comparison because it is already class-balanced by construction.
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1.4.2 Group-BalancingTechniques

While class-balancing addresses disparities across target labels, it often fails to correct

imbalances among �ner-grained subgroups de�ned by both class and spurious attributes

(e.g., gender, background, or identity). Group-balancing explicitly targets these intersec-

tions, which are typically where model biases emerge most clearly. Groups are de�ned

as the Cartesian product of classes and spurious features (i.e., G = Y × S), and a model's

worst-group accuracy (WGA) serves as a measure of fairness and robustness across these

intersections.

Explicit group-balancing: involves curating datasets where each group is equally rep-

resented, enabling robust optimization methods like Group DFR. These approaches require

group annotations, which are often costly, ambiguous, or ethically sensitive to obtain in

practice.

Implicit group-balancing: offers an alternative by using proxies. Methods like CB-

LLR (Class-Balanced Last-Layer Retraining), AFR (Automatic Feature Reweighting), and

SELF approximate group balance using class balance, prediction con�dence, or per-sample

losses. These strategies can boost WGA without explicit group labels, making them more

practical for real-world applications.

Group-balancing methods, especially when applied in retraining or �ne-tuning stages,

have proven effective at improving fairness and generalization. However, their success

depends heavily on how well the balancing proxies align with the actual group disparities.

1.5 Last-Layer Retraining (LLR)

Last-Layer Retraining (LLR), introduced under the name Deep Feature Reweighting (DFR) [38,

1, 12], has emerged as an ef�cient post-training strategy for mitigating reliance on spuri-

ous correlations and improving model performance on underrepresented groups. In this

approach, the �nal classi�cation layer of a neural network—originally trained using empir-
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Figure 1.2: An illustration of the LLR method.[37]

ical risk minimization (ERM)—is reinitialized and retrained on a separate held-out dataset

while the feature extractor remains frozen. In the original DFR formulation, this held-out

set is constructed to be group-balanced, meaning that each group is equally represented

during retraining. This balance is crucial: by equalizing group frequencies, the retraining

stage forces the classi�er to rely on features that are predictive across all groups, thereby

reducing reliance on spurious correlations. Remarkably, later work has shown that LLR

can still improve worst-group accuracy (WGA) even when the held-out set is not perfectly

group-balanced, although group balance strongly ampli�es its effectiveness.

Although our original hypothesis attributed the success of LLR to the mitigation of

neural collapse and to the implicit bias of gradient descent toward maximum-margin solu-

tions [39, 40, 41, 42, 43, 2], more recent studies challenge this view. A central insight from

the DFR line of work is that ERM-trained models typically learn both core and spurious

features, but the last linear layer places disproportionately high weight on the spurious di-

rections, especially when those directions correlate with the labels. LLR corrects this by

retraining the last layer on a more balanced held-out set, which reduces the in�uence of spu-

rious features and reweights the classi�er toward features that generalize across groups [5,

4, 44, 20, 45, 46, 47]. Empirically, the correlation between WGA and held-out group bal-

ance is extremely high (e.g.,r > 0:99 on CelebA and CivilComments), highlighting the

sensitivity of LLR to data composition.

Variants of last-layer retraining differ in how they correct the biases encoded during
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ERM. DFR retrains the classi�er on a group-balanced held-out set, intentionally equalizing

group frequencies so that spurious features are not overweighted during retraining. LLR,

in contrast, does not require explicit group labels; it simply reinitializes the last layer and

retrains on a held-out subset—yet still improves WGA when that subset is implicitly more

balanced than the original training distribution. AFR extends this idea further by estimating

per-example importance weights directly from the feature geometry, enabling the model to

downweight spurious directions even without group or class labels.

Our experiments show that LLR can recover the WGA of an optimally class-balanced

model even when the initial ERM training was highly imbalanced. This observation un-

derscores LLR's practical value: despite its simplicity, it can undo much of the imbalance-

induced bias in the �nal layer and signi�cantly improve fairness and robustness in label-

limited or distributionally shifted settings.

1.5.1 DeepFeatureReweighting(DFR)

Figure 1.3: An illustration of the DFR method. Images from [1]

Deep Feature Reweighting (DFR)is a simple yet powerful method for mitigating

spurious correlations in neural networks and can be viewed as aspecial case of Last-Layer

Retraining (LLR). For example, in the Waterbirds dataset—where the background (e.g.,

land or water) is spuriously correlated with the bird species (foreground)—models trained

with standard ERM tend to rely heavily on both background and foreground features. As a

result, they perform poorly on samples where these correlations break down (e.g., a land-

bird on a water background) [1]. DFR implements LLR by retraining only the �nal linear

layer of the model on a small, curated held-out dataset in which the spurious correlations
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between background and foreground are reduced or absent. Since the feature extractor is

frozen during this stage, retraining effectivelyreweightsthe contributions of the learned

features based on the new data distribution. The resulting classi�er thus learns to em-

phasize the true, task-relevant foreground features (e.g., the bird itself) while discounting

misleading background cues. Consequently, DFR signi�cantly improves robustness and

performance on challenging or minority-group examples.
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CHAPTER 2

METHODOLOGY

This chapter outlines the methodological framework used in this thesis, drawing from two

recent studies that explore group robustness and the dynamics of last-layer retraining under

spurious correlations. The approach is structured to evaluate the behavior of �ne-tuned

models with various balancing strategies and model scales across benchmark datasets in

both vision and language domains.

2.1 Experimental Setup

Our experimental setup is designed to systematically evaluate the robustness of models to

subpopulation shifts across multiple benchmark datasets. We focus on datasets known to

exhibit spurious correlations between input features and target labels, such asWaterbirds,

CelebA, MultiNLI, andCivilComments. These datasets provide a diverse testbed, spanning

both vision and natural language domains.

For each dataset, we adopt the standard train/validation/test splits as de�ned in prior

group robustness literature. The validation set is further partitioned into atarget setfor

guiding sample reweighting and a separatemodel selection setto avoid over�tting during

the outer-loop optimization.

We consider both pretrained and randomly initialized model backbones, varying the

model scale to study its interaction with group robustness. For vision tasks, we use ResNet-

50 architectures initialized with ImageNet-pretrained weights unless otherwise speci�ed.

For language tasks, we employ transformer-based models such as BERT and RoBERTa,

initialized from publicly available checkpoints.

All models are trained using standard empirical risk minimization (ERM) in the �rst

stage, followed by last-layer retraining (LLR) or alternative group-balancing strategies in
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the second stage. Optimization hyperparameters, data augmentation strategies, and early

stopping criteria are selected based on the model selection set. Detailed dataset statistics,

preprocessing steps, and hyperparameter con�gurations are provided in Appendix A.

2.2 Last-Layer Retraining (LLR)

Last-layer retraining (LLR) is a simple yet powerful method for improving model robust-

ness under spurious correlations, recently gaining prominence due to its effectiveness and

computational ef�ciency. In essence, LLR consists of two distinct phases:

1. Representation Learning: Initially, a deep neural network (e.g., ResNet or Trans-

former) is trained via standard empirical risk minimization (ERM) on the original

training dataset, which is often biased due to majority-group dominance and spuri-

ous correlations.

2. Last-Layer Fine-Tuning: After training the full model, the learned feature extractor

parameters are frozen, and only the �nal classi�cation layer is retrained on a carefully

constructed held-out dataset, often balanced across groups or classes.

This procedure has been empirically shown to signi�cantly improve worst-group ac-

curacy (WGA), despite involving adjustments to only a small fraction of the model's pa-

rameters. Our experiments speci�cally analyze the conditions under which LLR achieves

optimal robustness, including the effects of the held-out set composition, the scale of the

pretrained models, and the regularization strength employed during �ne-tuning. Further

methodological and theoretical details underpinning LLR can be found in recent studies

such as [1]), [5], and our own collaborative analyses in this thesis.

2.3 Class-Balancing Techniques

A dataset is class-balanced when it contains, in expectation, an equal number of train-

ing examples from each class under the sampling procedure. In our work, we examine
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three common class-balancing strategies — subsetting, upsampling, and upweighting —

described below:

Subsetting:Each class is reduced to match the size of the smallest class by randomly

removing surplus samples from larger classes. This is done once before training, producing

a �xed balanced subset.

Upsampling:All training data are retained, but the sampling probabilities are modi�ed

so that mini-batches are class-balanced in expectation. For each draw, a class is �rst sam-

pled uniformly, followed by sampling an example from that class according to its empirical

distribution.

Upweighting:Minority class samples receive a higher weight in the loss function, pro-

portional to the class-imbalance ratio — the ratio of the number of majority to minority

class samples. If the loss is`(f (x); y) for modelf , inputx, and labely, the weighted loss

is 
` (f (x); y), where
 equals the imbalance ratio for minority classes and 1 for majority

classes. In expectation, this weighting has the same effect as upsampling.

It is worth noting that terminology for these techniques varies in the literature. For

example, [12] refer to subsetting as subsampling (SUBY) and upsampling as reweighting

(RWY). In contrast, [48] use downsampling for group-wise subsetting and upweighting to

describe increasing the loss weight of minority group samples.

2.4 Group-Balancing and Loss Weighting

While class-balancing techniques aim to equalize the number of samples per class,group-

balancingfocuses on achieving equal representation acrossgroups, where a group is de-

�ned as a unique combination of class label and spurious attribute (e.g., gender, back-

ground, or negation). This is particularly important in spurious correlation settings, where

models trained using empirical risk minimization (ERM) tend to over�t to majority groups,

resulting in degraded performance on minority groups.

A common approach to improving group robustness isloss weighting, where training
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samples are weighted inversely proportional to their group frequencies. Formally, each

sample from groupg is assigned a weight
 g, typically de�ned as
 g / 1=j
 gj, wherej
 gj

is the number of training samples in groupg. This weighting encourages the model to

prioritize underrepresented groups, thereby improving worst-group accuracy (WGA).

However, in practice, group labels are often unavailable or costly to obtain, limiting the

applicability of explicit group-balancing methods. Consequently, prior work has proposed

approximate strategies such as proxy group discovery, high-loss sample reweighting, or

leveraging small group-labeled subsets for training.

In our experiments, we �nd that group-based loss weighting substantially improves

WGA when accurate group labels are available. However, its effectiveness is sensitive to

the accuracy of the group labels and the weighting strategy. Excessive emphasis on mi-

nority groups may cause instability or reduced performance on majority groups, especially

in overparameterized models. Therefore, careful tuning and regularization are necessary

when applying group loss weighting in practice.

In summary, while group-balancing through loss weighting provides a principled ap-

proach to robustness, its real-world utility hinges on the availability of group labels and the

ability to manage trade-offs between fairness and overall performance.

2.5 Model Scaling and Spectral Analysis

Model scaling — increasing the size of neural networks via depth, width, or parameter

count — has become standard practice for improving in-distribution accuracy. However,

its effects on distributional robustness, particularly worst-group accuracy (WGA), remain

less well understood.

Recent studies show that scaling pretrained models can be bene�cial for group robust-

ness, but only under certain conditions. In particular, we �nd that model scaling improves

WGA primarily when paired with appropriate class-balancing techniques. Without such

balancing, larger models are prone to over�tting spurious correlations, potentially amplify-
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ing performance disparities across groups.

To better understand these dynamics, we conduct aspectral analysisof the �netuned

feature representations. Let� (x) 2 Rd denote the feature embedding of an inputx ex-

tracted from the penultimate layer of the network. For each classy 2 Y and groupg 2 G,

we de�ne thegroup-conditional covariance matrix as:

� y;g = Ex� p(xjy;g)

�
(� (x) � � y;g)( � (x) � � y;g)>

�
;

where� y;g = Ex� p(xjy;g) [� (x)] denotes the corresponding feature mean.

To quantify representational disparity, we compute theintra-class spectral norm ra-

tio:

� (y) =
� 1(� y;min)
� 1(� y;maj)

;

where� 1(�) represents the largest eigenvalue of� , and “min” and “maj” refer to the mi-

nority and majority groups, respectively. Values of� (y) > 1 indicate that minority-group

features exhibit higher variance than majority-group features within the same class.

Across multiple datasets, we observe a consistent pattern ofspectral imbalance: mi-

nority groups exhibit signi�cantly larger top eigenvalues even when class balance is main-

tained. This suggests that minority-group features tend to occupy higher-variance direc-

tions in feature space, indicating that their representations are less stable or more weakly

aligned with class-speci�c decision boundaries.

Moreover, this spectral disparity becomes more pronounced in larger models. As

model capacity increases, the dominant directions in minority-group covariances contribute

disproportionately to the loss, amplifying instability during optimization. Consequently,

worst-group accuracy (WGA) can degrade unless these imbalances are explicitly mitigated

through balancing techniques such as class-balancing or last-layer retraining.

These �ndings underscore the nuanced interaction between model size, representation

geometry, and dataset balance. While scaling can aid robustness, it must be accompanied
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by deliberate strategies — such as class-balancing or last-layer retraining — to prevent

over�tting to spurious patterns and preserve equitable group performance.
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CHAPTER 3

RESULTS

In this chapter, I present empirical �ndings from our experiments across four benchmark

datasets. These results are part of a collaborative effort with PhD students Tyler LaBonte

and Jack Hill. Our work highlights the complex and sometimes counterintuitive effects of

class-balancing strategies, model scaling, and last-layer retraining (LLR) on worst-group

accuracy (WGA), a key metric for evaluating model robustness. We observe that while

some interventions improve WGA in expected ways, others reveal surprising trade-offs

that challenge conventional wisdom in robust machine learning.

3.1 Revisiting Finetuning under Spurious Correlations

We investigate the performance of various �netuning and retraining procedures on four

benchmark datasets: Waterbirds, CelebA, CivilComments, and MultiNLI. Each dataset

contains distinct spurious correlations that cause standard ERM models to over�t to majority-

group features, producing large disparities between average accuracy and worst-group ac-

curacy (WGA).

Our experiments reveal several consistent trends across both vision and language do-

mains. Without intervention, �netuned models achieve high accuracy on majority groups

but often collapse to near-random performance on minority groups. In Waterbirds, back-

ground scenery acts as a dominant spurious cue; in CelebA, gender correlates spuriously

with hair color; in CivilComments, toxic language is entangled with demographic iden-

tity terms; and in MultiNLI, syntactic heuristics such as negation bias predictions toward

incorrect entailment labels.

To better understand these effects, we compare three class-balancing strategies—subsetting,

upsampling, and upweighting—each widely used to mitigate imbalance during �netuning.
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• Subsetting: Each class is reduced to match the size of the smallest class.

• Upsampling: Sampling probabilities are adjusted so that mini-batches are class-

balanced in expectation.

• Upweighting: Minority-class losses are scaled by the class-imbalance ratio.

Across datasets, we �nd that the choice of balancing method has a pronounced effect

on worst-group accuracy (WGA). The results are shown in Figure A.2. On CelebA and

CivilComments, the most class-imbalanced datasets, both upsampling and upweighting

cause catastrophic collapse in WGA over training epochs, whereas subsetting maintains

stable performance. Conversely, on Waterbirds, subsetting slightly reduces WGA because

it removes examples from the already small minority subgroup within the majority class.

Since MultiNLI is inherently class-balanced, it is excluded from this comparison.

Figure 3.1:Class-Balancing. Images from [4]. We compare the test worst-group accu-
racy (WGA) of ERM, trained on 100% of available data, with that of LLR, which uses
a training/held-out split. Both methods are evaluated under four balancing strategies: no
class balancing, upsampling, upweighting, and subsetting. ResNet-50 is used for the vision
datasets and BERT-Base for the language datasets, with results reported as the mean and
standard deviation over three experimental seeds. We �nd that when ERM is trained with
optimal class balancing, its performance matches that of LLR. Note that MultiNLI is inher-
ently class balanced.In contrast to standard LLR, which uses only the cross-entropy loss,
AFR (Adaptive Fine-tuning with Reweighting) applies a weighted loss that emphasizes
examples where the ERM model performs poorly. Each held-out example i is assigned a
weight proportional toexp(� 
 p̂i ) wherep̂i is the predicted probability for the correct class
pi and
 � 0 is a tunable temperature parameter. This weighting effectively gives the AFR
held-out set a better group balance than the original training set. Ablation studies by [16]
show that setting
 =0 reduces AFR to class-balanced LLR with upweighting—explaining
its gains over ERM with no class balancing, as shown in Figure 4.1.

Quantitatively, applying either class-balancing or last-layer retraining (LLR)—including

its group-balanced variant, Deep Feature Reweighting (DFR)—substantially improves WGA
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across all datasets. For instance, DFR on Waterbirds and CelebA closes over 70–90% of

the ERM robustness gap, while balanced �netuning on CivilComments and MultiNLI im-

proves group fairness without relying on group annotations.

Figure 3.2: DFR. Images from [4]. We conduct a detailed comparison between class-
balanced ERM and group-balanced DFR models under three distinct balancing strategies:
subsetting, upsampling, and upweighting. Our analysis spans both vision and language
domains, using a ResNet-50 architecture for the vision datasets and a BERT-Base model for
the language datasets. For each con�guration, we report the mean and standard deviation
of the test worst-group accuracy (WGA) across three independent experimental seeds to
ensure statistical robustness and reproducibility.

The results reveal that the choice of balancing method plays a crucial role in determin-

ing the generalization and robustness performance of both ERM and DFR models. Specif-

ically, the interaction between the balancing strategy and the training paradigm can lead

to substantial variations in WGA outcomes. For example, on the CelebA dataset, we ob-

serve that DFR trained with subsetting consistently achieves higher test WGA compared

to DFR models trained with upsampling or upweighting, regardless of which balancing

method was used during the preceding ERM stage. This pattern suggests that subsetting

may help mitigate over�tting to majority-class examples and promote better representation

of minority groups during retraining.

Overall, these �ndings emphasize that balancing methodology is not merely an imple-

mentation detail but a decisive factor in�uencing the robustness and fairness of models

trained under distributional shifts. The strong dependence of DFR's performance on the

speci�c balancing technique highlights the importance of carefully selecting and tuning

data rebalancing strategies to achieve optimal group-robust performance across diverse do-

mains.
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3.2 Class-Balancing Techniques and WGA Dynamics

We evaluate three standard class-balancing methods—subsetting, upsampling, and up-

weighting—on Waterbirds, CelebA, MultiNLI, and Civilcomments. Our �ndings reveal

two critical failure modes:

Collapse in WGA with Epochs: Both mini-batch upsampling and loss upweighting can

lead to a signi�cant decline in WGA over training epochs, especially when using standard

hyperparameters. While these methods may initially improve group performance, they

often over�t to minority classes and harm generalization. Dataset-Dependent Behavior

of Subsetting: While subsetting improves WGA on some datasets (e.g., CelebA), it can

degrade performance on others, particularly when the removed data contributes important

variability to the learned features.

Figure 3.3:Mixture balancing mitigates catastrophic collapse of upsampling and up-
weighting. Images from [5]. We introduce a class-balanced mixture method that combines
the strengths of subsetting and upsampling. Speci�cally, we �rst sample a class-imbalanced
subset uniformly at random from the dataset, and then adjust sampling probabilities so that
mini-batches are balanced in expectation. This approach increases exposure to majority-
class examples while avoiding excessive oversampling of minority classes. Notably, mix-
ture balancing outperforms all three standard class-balancing strategies on Waterbirds and
CivilComments. Although it does not surpass subsetting on CelebA, it substantially mit-
igates the WGA collapse observed with upsampling and upweighting. As MultiNLI is
inherently class-balanced, it is omitted from this comparison
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To address these limitations, we propose a mixture balancing method, which combines

subsetting and upsampling. This approach consistently yields better or comparable WGA

than either method alone, across all datasets.

(a) Waterbirds (b) CelebA (c) CivilComments (d) MultiNLI

Figure 3.4: Group-balancing with upsampling and upweighting can produce severe
performance collapse.We evaluate three group-balancing strategies:subsetting, upsam-
pling, andupweighting. The plots report the mean and standard deviation over3 seeds
using a ResNet-50 for the vision datasets and a BERT-Base for the language datasets. Test
WGA drops sharply during training for both upsampling and upweighting on CelebA and
CivilComments, and we observe a similar collapse for upweighting on MultiNLI.

3.2.1 InteractionBetweenModelScalingandRobustness

I investigate how increasing model size (from ResNet-18 to ResNet-50 and larger BERT

variants) affects WGA. Our key observations include:

Scaling Helps with the Right Setup: Larger models generally improve WGA, but only

when class-balancing or post-hoc reweighting is applied. Without these techniques, over-

parameterization can worsen performance on minority groups due to over�tting to spu-

rious correlations. Pretraining Ampli�es Gains: The bene�ts of model scaling are most

pronounced when combined with strong pretraining, suggesting that large-scale represen-

tations help disentangle spurious from core features. These �ndings emphasize that while

scaling model capacity can improve average accuracy, it does not inherently address group-

level disparities.
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