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SUMMARY

Recent advancements in large language models (LLMs) have revolutionized natural language
processing and vision-language tasks. While demonstrating emergent capabilities, these models
present challenges in responsible development, particularly in visual world knowledge, privacy
concerns, and multilingual capabilities. This thesis addresses these challenges through three main
contributions. First, we introduce InfoSeek, a vision-language benchmark assessing models' abil-
ity to leverage world knowledge for answering queries about visual entities. To improve perfor-
mance on this challenging task, we develop multimodal retrieval-augmented generation systems
to acquire knowledge from external resources. Inspired by the visual knowledge we found from
InfoSeek, we raise an emergent privacy concern of multimodal LLM to reveal geolocation infor-
mation of user posted images. We then present PrivQA, a benchmark evaluating models' ability
to follow access control instructions and prevent private information disclosure. Our ndings re-
veal biases and vulnerabilities in current privacy protection mechanisms, especially in adversarial
settings. Third, we propose three approaches to enhance multilingual capabilities and improve
information extraction (IE) in low-resource languages: TransFusion, a framework leveraging En-
glish translations to enhance multilingual performance; EasyProject, a simpli ed method for creat-
ing synthetic multilingual IE data; and a model selection algorithm predicting multilingual model
performance on unseen languages. These contributions aim to develop and benchmark methods
for extracting knowledge with multimodal and multilingual intelligent systems, addressing key

challenges in emergent visual knowledge, privacy concerns, and multilingual capabilities.
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CHAPTER 1
INTRODUCTION

Large language models (LLMs) [1, 2, 3] that consume vast amounts of human knowledge from
large-scale online text corpora have revolutionized the eld of natural language processing (NLP).
By learning to read and predict missing or subsequent words in textual sentences [4, 5], these mod-
els demonstrate emergent capabilities and perform instruction-following to tackle a wide range of
tasks. Recent advancement to combining pre-trained vision encoders with large language model [6,
7] further extend the such capabilities to vision-language tasks and broadens the domain of down-
stream applications, such as visual question answering.

While these emergent capabilities bene ts people when using the technology, it also raises
several challegnes when we build towards responsible multimodal and multilingual intelligent sys-
tems. Firstly, as one of the fundamental capabilities of these pre-trained models, it is important
to understand how much world knowledge is learned during the pre-training phase. For vision-
language models, accurately benchmarking visual world knowledge is crucial, as models require
this knowledge to perform a wide range of real-world tasks. For example, when a user posts a
picture and asks, “Where is this building located?”, the model needs to draw upon its visual world
knowledge to answer accurately. While pre-training knowledge from large-scale online data is
important, it also raises concerns about models leveraging world knowledge and combining it with
reasoning capabilities to create emergent privacy issues. For instance, an adversarial user might
easily use a model to geolocate images posted by users on social media, revealing personal infor-
mation. Thus, it is crucial to ensure responsible model behavior to protect against privacy risks.
A vast majority of people around the world (70%) speak non-English languages, and knowledge
shared across human society is also present in a multilingual way. It is essential to develop mod-

els capable of understanding different languages, especially low-resource languages that might be



underrepresented in pre-training data. This ensures the technology is accessible and useful to a
global community.

This thesis aims to develop and benchmark methods to extract knowledge with multimodal
and multilingual intelligent systems: Emergent visual knowledge: We propose the task of visual
information seeking with a new benchmark to assess the level of visual world knowledge in vision-
language models. Emergent privacy concerns: We introduce a benchmark for building reliable
models with controlled capabilities to protect information gained through pre-training. Improving
multilingual capability: We develop multilingual instruction-following language models that use
translation systems to improve information extraction in low-resource languages.

In summary, this thesis makes the following contributions:

Benchmarking emergent visual world knowledge. In Chapter chapter 2, we aim to understand
visual world knowledge encoded in pre-trained vision-language models. We propose the task
of visual information seeking, which requires the model to leverage world knowledge to answer
knowledge-intensive queries about visual entities. For instance, given an image of a church and
the query "In which city is this church located?”, the model is asked to generate the answer to the
guestion. By combining a range of image classi cation datasets and leveraging textual knowledge
bases such as WikiData, we develop a vision-language benchmark - InfoSeek, which contains over
10,000 visual entities with information-seeking questions about entities present in the image. Our
ndings reveal that pre-trained vision-language models demonstrate emergent capabilities to an-
swer these guestions to some extent. However, the task remains very challenging, with accuracy
around 20%. To address these challenges, we develop multimodal retrieval-augmented generation
systems, trained using the visual entity recognition (OVEN) dataset [8] to retrieve Wikipedia arti-
cles of the visual entity and then read the article to answer questions. Both InfoSeek and OVEN

serve as foundational benchmarks for multimodal LLMs and multimodal retrieval models.



Benchmarking emergent privacy concern in LLM. While LLMs using visual world knowl-

edge to answer information-seeking questions are very useful for real-world applications, they
also raise concerns about privacy information leakage, such as using these models to geolocate
images based on knowledge, visual features, and reasoning. As pre-trained models consume vast
amounts of web data, including text and images, they memorize information people have left on-
line and may reveal this information when prompted or instructed. In Chapter chapter 3, we aim to
benchmark such privacy concerns and build towards ne-grained privacy control models. We in-
troduce PrivQA [9], a multimodal benchmark designed to evaluate models' ability to follow access
control instructions and prevent the disclosure of private information. Using PrivQA, we evalu-
ate language models under standard and adversarial scenarios, offering key insights that improve
privacy protections through the implementation of adaptable instructions. While LLMs show the
ability to protect private information based on access control instructions, we found these protec-
tions are often biased and not robust in adversarial settings. We hope PrivQA can serve as an open

benchmark to facilitate research in this direction.

Improving information extraction on low-resource languages. Knowledge written in textual

format is often stored in different languages to represent diverse cultures and communities. As
an important capability, it is crucial to build multilingual models and reduce the performance gap
between high-resource languages such as English and low-resource languages such as African lan-
guages. In Chapters 4, 5, and 6, we contribute to the multilingual research direction by proposing a
model, introducing a data generation technique, and presenting a machine learning approach to pre-
dict model performance on unseen languages. To address the performance gap between language
models on English and low-resource languages, we propose the TransFusion framework in Chap-
ter chapter 4. TransFusion leverages English translations from target languages using machine
translation systems to enhance multilingual performance. We show that TransFusion improves

English-centric LLMs on low-resource language IE tasks and improves GPT-4 performance on



African named entity recognition. A key aspect of training TransFusion models involves creat-
ing synthetic multilingual IE data with span-level annotations, traditionally a complex task relying
on word alignment. In Chapter chapter 5, we benchmark a simpler mark-then-translate approach
(EasyProject) and develop an NLLB [10] translation model optimized for this task using synthetic
training data. We show it outperforms complex alignment-based methods on creating annotation
projection data for IE tasks by benchmarking models trained on the generated data. However, the
cross-lingual transfer performance of models trained with different hyperparameters involves ran-
domness, complicating model selection for deployment. In Chapter chapter 6, we propose a model
selection algorithm that predicts the performance of multilingual models on unseen languages us-
ing a ranking model. The ranking model takes the representation of the multilingual model and
the target language representation as input to predict a score, which is used to rank models. Our
experiments show this method outperforms other baselines for selecting the best model checkpoint

for deployment and generalizes to low-resource languages.



CHAPTER 2
BENCHMARKING VISUAL WORLD KNOWLEDGE

Pre-trained vision and language models have demonstrated state-of-the-art capabilities over exist-
ing tasks involving images and texts, including visual question answering. However, it remains
unclear whether these models possess the capability to answer questions that are not only querying
visual content but knowledge-intensive and information-seeking. In this chapter, we introduce In-
foSeek, a visual question answering dataset tailored for information-seeking questions that cannot
be answered with only common sense knowledge. Using InfoSeek, we analyze various pre-trained
visual question answering models and gain insights into their characteristics. Our ndings reveal
that state-of-the-art pre-trained multi-modal models (e.g., PaLI-X, BLIP2, etc.) face challenges
in answering visual information-seeking questions, but ne-tuning on the InfoSeek dataset elicits
models to use ne-grained knowledge that was learned during their pre-training. Furthermore, we
show that accurate visual entity recognition can be used to improve performance on InfoSeek by
retrieving relevant documents, showing a signi cant space for improvement.

The material in this chapter is adapted from InfoSeek [11] and OVEN [8].

2.1 Background - Open-domain Visual Entity Recognition



Figure 2.1: An illustration of the proposed OVEN task. Examples on the right are sampled from the
constructed OVEN-WKI dataset. OVEN aims at recognizing entitmsysically presenteth the image or
can bedirectly inferredfrom the image.

Pre-trained large language models [12,i8er alia, have shown strong transferable text pro-
cessing and generation skills in tackling a wide variety of natural language tasks [13, 14, 15] across
languages and task formats, while requiring very few manually labeled per-task examples. At the
same time, while there has been equally impressive progress in multi-modal pre-training [16, 17],
it remains unclear whether similarly universal visual skills, recognizing millions of coarse-
grained and ne-grained visual concepts, have emerged.pre-trained multi-modal models ca-
pable of recognizing open-domain visual concepts?

Answering this question requires a visual recognition dataset with broad coverage of visual
domains and tasks, under a universally de ned semantic space. Existing recognition benchmarks
such as ImageNet [18, 19], Stanford Cars [20], or SUN database [21] represent a large number
of visual concepts, but make speci c assumptions about the granularity of the target concepts
(e.g. building type such as “castle” in ImageNet but not a speci c building in the world such
as “Windsor Castle”), or limit attention to concepts of the same type such as car models/years.
Visual question answering (VQA) datasets test models' abilities to recognize concepts which can
be of more exible granularities and object types, but in practice existing VQA datasets tend to
focus on higher-level categories. We aim to assess models' abilities to recognize visual concepts
from a close to universal, uni ed space of labels that covers nearly all visual concepts known to
humankind, and at a exible level of granularity, speci ed by a user or a downstream application.
Given a short speci cation of each element in the target visual concepts space (such as a textual
description), multimodal pre-trained models can in principle recognize concepts without seeing
labeled instances from each of them.

Towards evaluating models on such universal visual recognition abilities, we introduce the
task of Open-domairVisual Entity recognitidN (OVEN), targeting a wide range of entities and

entity granularities, including animals, plants, buildings, locations and much more. Particularly,
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we construct OVEN-WKI by building on existing image recognition and visual QA datasets and
unifying their label spaces/granularities and task formulations. For our uni ed label space, we
use English Wikipedia which covers millions of visual entities of various levels of granularity and
also includes a speci cation of each entity via its Wikipedia page (containing entity name, text
description, images, etc.). Wikipedia also evolves as new entities appear or become known in the
world, and can be used as a rst approximation of a universal visual concept space.

We re-purpose 14 existing image classi cation, image retrieval, and visual QA datasets, and
ground all labels to Wikipedia. In addition to unifying labels, we unify input recognition intent
speci cations, which is necessary when combining specialized datasets with the goal of evaluating
universal recognition. Given an image showing a car and a tree behind it, OVEN makes the
recognition intent explicit via a natural language query such as “What is the model of the car?” or
“What is the species of the tree?”. Therefore, the OVEN task takes as input an image and a text
query that expresses visual recognition intent with respect to the image. The goal is to provide an
answer by linking to the correct entity (e.Bugatti Veyron or Bactris gasipaes ) out of the
millions of possible Wikipedia entities, each coming with descriptions and a relevant set of images
from its Wikipedia page (see Figure 2.1). Importantly, OVEN requires recognition of entities that
were UINSEENIN the training data. Models can still take advantage of the text description and/or
images on the Wikipedia page of theNBEEN entities, as well as knowledge acquired through
pre-training.

Human annotators were hired to help create OVEMN«Wor two reasons. First, grounding la-
bels from the component datasets into Wikipedia entities is non-trivial due to language ambiguity.
For example, Tornadd can be a weather phenomenon or a type of airpldan@via Tornadg.

To reduce such ambiguity in the grounding, we take multiple steps to re ne the labels, including
the use of human annotators, a state-of-the-art textual entity linking system [22], and heavy I-

tering. Second, creating unambiguous textual query intents is also challenging. In many cases, a

1A query can be expressed in different formats; in this paper, we choose to use a question to re ect the intent.



text query can lead to multiple plausible answers (e.g. of various granularities), and a human often
needs to make revisions to make sure no other objects could be correct answers. For our train-
ing and development/test sets we rely on semi-automatic processing, but additionally introduce a
gold evaluation set, for which annotators thoroughly corrected entity linking errors and rewrote

ambiguous input query intents.

2.2 Can Pre-trained Vision-Language Model Answer Visual Information Seeking Ques-

tions?

2.2.1 Introduction

The acquisition of knowledge occurs in the pre-training of large language models [12, 3], demon-
strated as their emergent ability to answer information-seeking questions in the open-world, where
the questioner does not have easy access to the information. While prior works have analyzed
models' capabilities to answéextualinformation-seeking (or info-seeking) questions, much less

is known forvisual info-seeking questions. For example, after taking a picture of the specic
church in Figure 2.2, a person might want to know the date of construction, or who decorated the
interior of the church. Although the entity is presented in the image (the speci ¢ church), the rel-
evant knowledgeg(g, the date) is not. Given recent advances on pre-trained visual and language
models [23, 17, 6]do these models also understand how to answer visual information-seeking
guestions?

To study this research question, a visual question answering (VQA) dataset focusing on info-
seeking questions is inevitably required. However, not all VQA datasets meet this criterion. For
example, by design, the majority of questions in datasets such as VQA v2 [24] focus on visual
attributes and object detection that does not require information beyond the image to answer. While
models capable of answering these types of questions have the potential to aid visually impaired

individuals [25], there is a broader classionfo-seekingquestions that cannot be easily answered



Figure 2.2: While 70.8% of OK-VQA questions can be answered by average adults without using
a search engineNFOSEEK poses challenges to query ne-grained information about the visual
entity (e.g, Dominus Flevit Church), resulting in a sharp drop to 4.4%.

by sighted adults. Handling such questioag{When was this building constructed? 1955) is
critical as they come closer to the natural distribution of human questions.

In this paper, we presentFOSEEK, a natural VQA dataset that focuses on visual info-seeking
guestions. Different from previous VQA datasets, the testing subsetrFSEEK is collected
in multiple stages from human annotators to evaluate VQA where the question can not be an-
swered from only the visual content. In addition to this manually curated test set, which enables
realistic evaluation of info-seeking VQA, we also join annotations from a recent visual entity
recognition dataset [26] with the Wikidata database [27], and employ human annotators to write
templates to semi-automatically generate a large corpus of visual info-seeking QA pairs. Over 1
million fimage, question, answgtriplets are generated to support ne-tuning multimodal models
for info-seeking VQA. We split data to ensure memorizing knowledge during ne-tuning is use-
less — models either have to learn to use knowledge learned during pre-training or learn to retrieve
knowledge from an external knowledge base.

Using INFOSEEK, we analyze the ability of state-of-the-art models to answer visual info-
seeking questions. We found pre-trained vision-language models, such as models pre-trained
end-to-end €.g, PaLI-X by [28]), and models pre-trained with frozen LLM.g, BLIP2 by [6]),
both struggle to answer info-seeking questions in zero-shot, though BLIP2 outperforms PaLl-X

by a margin. Surprisingly, after ne-tuning on our (large, semi-automatically curated) training set,



Table 2.1: Comparison oNIFOSEEK and prior KI-VQA benchmarks. Performances reported in
VQA score.y :% of questions that require knowledge to answer. PaLM (Q-only): a question-only
baseline using PaLM.

Dataset OK-VQA VIQUAE NFOSEEK
PaLM (Q-only) 23.8 31.5 5.6
Current SotA 66.1 22.1 18.2
Require Knowledgé 29.2% 95.2% 95.6%

PaLl-X yields a signi cant improvement and outperforms the ne-tuned BLIP2 models on queries
that are unseen during ne-tuning. This suggests that while pre-trained PaLl-X has a signi cant
amount of knowledge, it requires a small amount of ne-tuning data to fully awaken its capabil-
ities. Furthermore, we show thatFOSEEK ne-tuned models can even generalize to questions
and entity types completely unseen during ne-tuniagy( art & fashion).

When incorporating a visual entity recognition component, and conditioning models on the
Wikipedia articles of the relevant entities, we show that models accessing such a knowledge base
(With-KB) perform better overall than those that rely on knowledge learned during pre-training.
However, end-to-end (No-KB) models were found better on certain classes of questions that require
coarse-grained answef$\(hich continent is this building located on},’even on tail entities. Our
experiment (8subsubsection 2.2.8) further suggests that improving visual entity recognition can
drastically increase model's capability in answering visual info-seeking questions (from 18% to

45.6%), indicating a promising direction for future development.

2.2.2 Formulation

While there have been plenty of knowledge-intensive VQA (KI-VQA) benchmarks, we show that
none of these meet the criteria to effectively evaluate info-seeking VQA. Early efforts in this area,
such as KBQA [29] and FVQA [30], were based on domain-speci ¢ knowledge graphs, while
recent datasets like OK-VQA [31] and its variants such as S3VQA [32] and A-OKVQA [33]

have improved upon this foundation by incorporating an open-domain approach and highlighting

10



common-sense knowledge. Among the existing benchmarks, K-VQA [34] and VIQUAE [35] are
the most relevant, but they have severe limitations in their question generation process, as discussed

below.

Information Seeking Intent. The evaluation of models' ability to answer info-seeking questions
requires ne-grained knowledge, which a person is unlikely to know off the top of their head.
However, we found that 70.8% of OK-VQA questions based on our study with human on 500
random OK-VQA questions can be answered without the need to use a search engine, indicating
the dataset primarily focuses on knowledge that is commonly known to people.

Five adult annotators each annotate 100 examples (500 in total) sampled from the OK-VQA
training set. Annotators are instructed to categorize each example into one of three categories (see
Table 2.2). Table Table 2.2 shows the annotation result with ve adult annotators each annotate
100 examples (500 in total) sampled from the OK-VQA training set. Annotators are instructed to

categorize each example into one of three categories.

Table 2.2: OK-VQA annotation results.

Question Category Percentage
Answered directly by looking at the corresponding image 50.8%
Answered without looking at the image (Q-only) 20%
Requiring a Google search for an answer 29.2%

Most OK-VQA questions are regarding coarse-grained knowledge that many people already
know: What days might I most commonly go to this building? Sunday One only needs to know
the building type €.g, Church rather than the speci ¢ buildinge(g, Dominus Flevit Church).
This makes it unsuitable for evaluating pre-trained models on long-tailed knowledge, where these

models have shown weaknesses [36].

Reliance on Visual Understanding. In contrast to OK-VQA, the VIQUAE dataset aims to test

ne-grained knowledge of visual entities by pairing questions from TriviaQA [37] with images.
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However, a signi cant portion of the VIQUAE questiorsd, "Who betrayed him for 30 pieces of

silver?" ) can be answered without looking at the images, as the questions often reveal suf cient

information to determine the answer. To quantify this observation, we present questions from

the evaluation set to a large language model, PaLM (540B) [3]. Results on the VIQUAE test set

are shown in Table 2.1. Surprisingly, we nd that PaLM can read questions and generate answers
with 31.5% accuracy, outperforming the SOTA retrieval-based model [35] (which has access to the
image) on this dataset by 9.4%. Although PaLM is a much larger model, this experiment illustrates

that it is possible to achieve very good performance on VIQUAE without using information from

the image.

Entity Coverage. Current VQA datasets often cover a limited number of visual entity categories.
For example, K-VQA only focuses on human subjects, while over 43% of questions in VIQUAE
revolve around human entities (see Table 2.3). Such limitations hinder the evaluation of a model's
knowledge across various entity categories and may result in reduced task complexity, as the eval-
uation may be limited to mere facial recognition.

To address these limitations, we presexmtEdSEEK (8 subsection 3.3.3), a new benchmark
for pre-trained multi-modal models on visual info-seeking questions. Our work builds on top of
a visual entity recognition dataset, OVEN [26], which is designed to answer questions related to
the identi cation of visual entities. We take visual info-seeking a step further by benchmarking
info-seeking questions about visual entities, which allows us to test the pre-training knowledge of

models beyond simply recognizing an entity.

2.2.3 INFOSEEK

The INFOSEEK dataset consists of two components, (4FOSEEKyuman @ collection of human-
written visual info-seeking questions (8.9K) to simulate information seeking intent; andi{2) |

FOSEEKwikidata: @N automated dataset (1.3M) to cover diverse entities for large-scale training and

12



Table 2.3: Statistics ofNFOSEEK & KI-VQA datasets. ?: OK-VQA does not specify visual
entities.y: K-VQA only covers entities from the human category.

Dataset #1;Q;Ag LenofQ=A # Entity # Ent. type

OK-VQA 14K 8.1/1.3 - ?
K-VQA 183K 10.1/1.6 18,880 n
VIQUAE  3.6K 12.4/1.7 2,397 980

INFOSEEK
- Wikidata 1.35M 8.9/1.5 11,481 2,739
- Human 8.9K 7.8/2.3 806 527

Table 2.4: INFOSEEK Dataset statistics. Average question per image rate is 1.4 and 1.0 for
Wikidata and Human split, respectively.

#UNSEEN #Total Question Type #Entity
QUESTIONENTITY TIME/NUM./STR.
Train -/- 934,048 4.4/20.4/ 75.2% 5,549
Val 18,656/54,964 73,620 4.6/21.6/73.8% 1,794
Test 98,901/249,079 347,980 4.8/22.9/72.3% 8,905
Human 3,248/5,683 8,931  26.8/26.4/46.8% 806

evaluation purposes (see 8§ subsubsection 2.2.3). We split the dataset to ensure memorizing the
training set is useless, thereby emphasizing the importance of pre-training to acquire knowledge
(see § subsubsection 2.2.3). The statistics of the entity distribution of the dataset are shown in

Figure Figure 2.3.

Figure 2.3: Distribution of the entities iINFOSEEK (Grouped by their super category).
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Image Sources for Diverse Entity Coverage. We sourced images from 9 image classi cation
and retrieval datasets used in [26], including landmarks (17%), animals (13%), food (5%), aircraft
(3%), etc. We utilize their annotation, which links visual entities to their corresponding Wikipedia

articles, to construct ouNIFOSEEK dataset.

INFOSEEK human Natural Info-Seeking VQA Data Annotated by Humans

To ensure NFOSEEK questiongely on visual understandingnd prevent models from taking short-
cuts in the question without using the image, we employ a two-stage annotation approach inspired
by TyDiQA [38]. This makes it unlikely questioners will have prior knowledge of the answer like

SQUAD [39], ensuring questions withfo-seeking intentg!0].

Question Writing. Annotators are asked to write 3-5 questions about a visual entity based on
their own curiosity and information needs. To aid the question-writing process, they are prompted
with visual entity images, a short description (15 words) about the entity, and a list of Wikipedia
section titles. This ensures that the questions re ect a genuine interest in learning about important
aspects of the entity without seeing the answer. A set of annotation rules is employed to prevent

trivial questions, such as questions about visual attributes.

Answer Labeling. For each entity, we randomly assign collected questions to a different group
of annotators to label answers from Wikipedia. Annotators were shown the Wikipedia article of
the entity and asked to nd a concise answer to the question: a text span that is as short as possible
while still forming a satisfactory answer. In addition, annotators categorize questions into three
types: TME (e.g., year), NMERICAL (e.g., height) and 8RING (e.g., location).

Finally, we constructimage, question, answg(lQA) triples by assigning images for the an-
notated QA pair of a visual entity, followed by human veri cation and clari cation of the questions
if multiple objects are presented in the image. Following TyDiQA [38], we measuredinect-

nessof annotations and take the high accuracy (95%) as evidence that the quality of the dataset is
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reliable for evaluating visual info-seeking models.

I NFOSEEK a1 Million Automated VQA Data from Wikipedia

Table 2.5:Two evaluation protocols of INFOSEEK. The key difference is whether auxiliary data
for visual entity recognition and knowledge base is available at trainingnage,Q: question A:
answerE: queried visual entity.

Eval Protocol Training/Validation Testing Methods Example Models Knowledge Base
No-KB fl;Q;Ag f1;Qg End-to-end Model PaLl, BLIP2 -
With-KB fl1,Q;A; Eg f1;Qg Pipeline System CLIP PaLM/FiD Wikipedia

Human annotation is valuable but costly for large-scale evaluation. We thus scale up the dataset
using a semi-automated procedure, transforming knowledge triples in Wikidata (2022-10-03) to
natural language questions with human-authored templates, resulting in 1.3M examples over 11K

visual entities covering 2.7K entity types (see Table 2.3).

QA Generation. We convert knowledge triplesibj, relation , obj) in Wikidata to natural lan-

guage question-answer pairs for a selected list of 300 relations. For each relation, annotators write
one or two question templates, which contain a placeholder for a hypernym of the visual entity
(e.g., car) and a placeholder for unit measurements (e.g., inches) in numerical questions to avoid
ambiguity. Finally, we construct the IQA triples by pairing images of a visual entity with corre-

sponding QA pairs.

QA Pair Filtering and Subsampling. To ensure the questions are diverse and the answers can be
referenced from Wikipedia, we Iter out QA pairs when answers from Wikidata cannot be found in

the Wikipedia article and subsample questions to balance the distribution of entities and relations.

2Based on manual inspection of 500 examples, we found this process rarely produces incorrect exangses (
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Evaluation of| NFOSEEK

Dataset Split. We design the evaluation split to prevent over tting to the training set and focus
on evaluating the generalization ability of the pre-trained models. This includes the ability to
answer questions of new entities and questions not seen during training. Particularly, we de ne
two evaluation splits: (1) NSEENENTITY, where a portion of entities are held out during training
and only included in the evaluation; (2)NSEEN QUESTION, where we hold out a portion of the

QA pairs of seen entities for evaluation.

Evaluation Metric. Three types of questions are evaluated differently: VQA accuracy [24] for
STRING and TiME; Relaxed Accuracjd1] for NUMERICAL. We applied different relaxing strate-
gies for each question type, and averaged the accuracy for each question. Finally, we calculate the
accuracy for each data split {$EEN QUESTION and UINSEEN ENTITY), and take the harmonic
mean of them as the overall accuracy.

There are three types of questiong, STRING, TIME, and NUMERICAL, which are evalu-
ated differently. Particularly, we adopt the VQA accuracy [24, 31] against multiple references
for STRING and TIME questions, and utiliz&elaxed Accuracj4l, 42] for NUMERICAL ques-
tions. For SRING questions, we use the alias of answers from Wikidata as multiple references for
I NFOSEEKyikidata (#avg = 4.5), and the human-annotated multiple referenceNfDIEEKyyman

(#avg = 2.4).
Exact Match: Correct if the prediction matches any one of the references exactly.

prediction="USA", references=["USA", “U.S.”, “United States of America”, L.] X
For TIME questions, the answer references account for different date formats of year/mon-

th/day. Meanwhile, we perform a relaxed match (with a one-year error tolerance) to measure the
model's prediction, because it is quite often that historical events are only associated with estimated

time.
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Exact Match: Correct if the prediction matches any one of the references exactly.

prediction="1991", references=["1990", “1991", “1992") X

prediction="1991 6 11", references=[“1991 6 11", “1991 June 11", “11 June 19917, .4
For NUMERICAL questions, the exact match would not be able to handle the case where a

range €.g, a pair of minimum and maximum values) is provided as annotated ground truth. To ac-

count for this, we make a slight modi cation to the Relaxed Accuracy with a 10% tolerance range.
Relaxed Accuracy: correct if the prediction is in the reference range or the prediction range overlaps with

the reference range of more than 50%
1)refmin pred refmax;

2) loU([predmin, predmax], [refmin, retmax]) 50%

reference= 10 crh reference=[9, 11} 10% tolerance

prediction= 10, reference=[9, 11] X

prediction=[5, 6], reference=[9, 11]
A single value prediction is counted as correct if it falls within the answer range, and a range pre-

diction is correct if the intersection-of-union between the prediction and answer is greater than
or equal to 50%. Finally, we calculate the accuracy for each data splis£EIN QUESTION and

UNSEENENTITY), and take the harmonic mean of them as the overall accuracy.

2.2.4 Detailsof theDataset.

In this section, we provide more details of the human annotation quality control and automatic
data generation process. We summarize the statisticscaf3EEK in Table 2.4 and show question
pre x distribution in Figure 2.7 and entity distribution in Figure 2.3.

Human Annotation Quality Control

Instruction and Training.  We hire 30 full-time in-house annotators to collect questions and an-

swers in NFOSEEKwuman ANNotators are native English speakers in the U.S. and are aware of the
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purpose of the collected data. To ensure the quality of annotations imHESEEK madataset,

a comprehensive training process was designed and implemented for our annotators. This process
involved a pilot study, in which annotators read the instructions and annotated a few sample exam-
ples, followed by a tutorial session and a quiz. The tutorial was conducted through an online video
session and provided a comprehensive overview of the instructions while addressing common mis-
takes identi ed in the pilot study. Only annotators who passed the quiz were selected to work on
the main task, with 30 annotators completing the training. We hire annotators at $17.8 per hour,
which is higher than the minimum wage in the U.S., to fairly compensate annotators for their time
and effort. The average completion time for stages one and two of the annotation task was 12 and

10 minutes, respectively. A screenshot of the annotation interface is provided in Figure 2.4.

Annotation Procedure Stage 1 (Question Writing)As shown in Figure 2.4 (Top), annotators

are shown with images of a visual entity on the left-hand side with a short description of the entity
from Wikipedia below. On the right, we show a list of Wikipedia section titles of the entity and
ask annotators to write relevant questions next to the section title. We prevent annotators from
asking binary questions, asking visual attributes (such as color), writing questions by rephrasing
the description, copying entity names and section titles into the question, and avoiding writing
ambiguous questions.

Stage 2 (Answer Labelingihs shown at the bottom of Figure 2.4, annotators are present with
info-seeking questions to the entity collected from Stage 1 and a Wikipedia link of the entity. For
each question, annotators are asked to nd a short span of answers (less than 10 words) from the
Wikipedia page. They are asked to answer two questions: (1) “Can you derive the answer from the
given Wikipedia page?” and (2) “What is the type of this question?” and select from three options
(TiIME, NUMERICAL, OTHERS). For each answer, they will then Il in the answer boxI{E:

[year, month, day] , NUMERICAL: [min, max, unitf , OTHERS [string] ) and copy paste a

short sentence from Wikipedia that contains the answer to the evidence section. We decided to
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Table 2.6: Expert judgments of answer accuracy based on a sample of 200 examples-o&n |
EEKHuman

Correct Incorrect

Percentage  95% 5%

exclude questions without answer spans from Wikipedia following TyDiQA-GoldP as the dataset

is already hard enough and reserve these questions for future work.

Expert Feedback and Correction. Expert annotators provided regular feedback during anno-
tation and conducted thorough post-annotation veri cation. The data was split into three batches,
with annotators agged and provided feedback for those who consistently made similar mistakes.
After the completion of stage 1, questions that revealed the entity name, asked about the color
or shape of an object, or were binary were automatically rejected. After stage 2, three expert
annotators reviewed and processed the question-answer pairs, removing unguali ed pairs and ver-
ifying the answer span from the annotated evidence sentence. Rejected pairs may have included
guestions that were not answered by the annotated answer or were too general and resulted in an
ambiguous answer. The expert annotators also corrected the question type annotation and edited
the answer span into the correct format, such as adding units for numerical questions or short-
ening long answer spans that exceeded ten tokens. Finally, the expert annotators reviewed the
image-question-answer triples to reject bad images or clarify the question when multiple objects
were present in the image. For example, a building was speci ed when multiple buildings were
present in the image. On average, it took 1.5 hours to verify 1000 triples, as the majority of images
contained a single object.

Following TyDiQA [38], we analyze the degree to which the annotations are correct instead of
the inter-annotator agreement since the question may have multiple correct answers. In Table 2.6,
human experts carefully judged a sample of 200 examples fRFOIEEK man SPlit. FOr each
example, the expert reads through the Wikipedia page of the queried visual entity and nds the

answer to the question. They then indicate whether the annotated answer is correct. We take the
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high accuracy (95%) as evidence that the quality of the dataset offers a valuable and reliable signal

for evaluating visual info-seeking models.

Filtering and Subsampling

Filtering. To test the models' ability to answer visual information-seeking questions that require
ne-grained knowledge, which can be learned from the pre-training corpus such as Wikipedia, we
need to verify the consistency of answers between Wikidata and Wikipedia. Given that Wikidata
and Wikipedia are crowd-sourced independently, some QA pairs created from Wikidata may not
be present in the Wikipedia article or may have different answers. Therefore, we Itered out QA
pairs where the answer could not be found in the Wikipedia article of the entity. We performed
an exact string match to verify answers for string questions and used fuzzy string mataliihg

a substring ratio greater than 0.9 if an exact match could not be found. For time questions, we
applied an exact match to verify the year, month, and date. In some cases, the year of construction
of a building varied by a year, so we allowed a +/- 1 year deviation for the time question. For
numerical questions, we used exact matching to verify the numbers in the article. However, in
many cases, the units were different (meters or inches), or a range with a minimum and maximum
was given. We used regular expressions to extract the number or range from the Wikipedia article
and Iter out the QA pairs if it is counted as incorrect based on the “Relaxed accuracy” in Section
3.3 in the main text. Based on a manual analysis of 200 randomly sampled QA pairs, we found

that 97% of the answers of th&kOSEEKwikigata COUld be found in the Wikipedia article.

Subsampling Questions. In order to achieve a more diverse set of questions\FOISEEK, we
applied a subsampling method to address the skewed distribution of crowd-sourced knowledge
triples in Wikidata. The method followed the approach used in [43]. This involved de ning

P(r;c) as the percentage of triples that contain the relati@nd the subject entity's category

3SequenceMatchefrom difflib  library
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asc. TheP{r;c) = 15(r;c)j was calculated as the average probability of a relation-category
pair and Image-Q-A triples were removed with increasing likelihood based on the probability
r=1 min(1;P(r;c):P(r;c)) ™. Additionally, the same subsampling method was applied

to balance the answer distribution for each relation. This resulted in the question prior baseline

achieving a relatively low score (3.2) inkOSEEKwikidata-

Figure 2.4: Annotation Interface for Stage 1 (Top) and Stage 2 (Bottom).
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