ABSOLUTE AND AUTONOMOUS SPACECRAFT NAVIGATION USING
LINE-OF-SIGHT MEASUREMENTS

A Dissertation
Presented to
The Academic Faculty

Sébastien D. J. Henry

In Partial Fulfillment
of the Requirements for the Degree
Doctor of Philosophy in the
School of Engineering
School of Aerospace Engineering

Georgia Institute of Technology

December 2024

© Sébastien D. J. Henry 2024



ABSOLUTE AND AUTONOMOUS SPACECRAFT NAVIGATION USING
LINE-OF-SIGHT MEASUREMENTS

Thesis committee:

Dr. John A. Christian (advisor)
Associate Professor,

Aerospace Engineering
Georgia Institute of Technology

Dr. Adnan Ansar

Group Supervisor,

Aerial and Orbital Image Analysis
Group

Jet Propulsion Laboratory

Dr. Frank Dellaert
Chief Technology Officer
Verdant Robotics

Dr. Brian C. Gunter

Associate Professor,

Aerospace Engineering
Georgia Institute of Technology

Dr. Edgar G. Lightsey

John W. Young Chair Professor,
Aerospace Engineering
Georgia Institute of Technology

Date approved: December 2, 2024



In theory, there is no difference between theory and practice, while in practice
there is.

Benjamin Brewster (1882)



To my father, Olivier, my mother, Anne, my brother, Quentin, and my sister, Maud.



ACKNOWLEDGMENTS

I am eternally grateful to everyone who made this dissertation possible,
both directly and indirectly. While it is truly impossible to express my entire
gratitude to everyone in a couple pages, I wanted to especially thank a few peers for
helping me through the finish line.

First, I would like to thank my fellow students and engineers who tremendously
helped in rereading my papers. I thank Travis Driver for his help in the asteroid
reconstruction example and valuable feedback on LOSTU. I thank Michael Krause
and Priyal Soni for their thoughtful comments on LOSTU. I thank Tara Mina and
Lindsey Marinello for their help in reviewing my PnP paper. I thank Liam Smego
for rereading my planet identification work. I thank Michela Mancini for her col-
laboration on pushbroom triangulation and for her ongoing support as a lab mate.

Second, this PhD would not have been possible without financial support. I
thank the Georgia Tech Research Institute (GTRI) Independent Research and De-
velopment (IRAD) program for supporting this work and funding the GRA through-
out my PhD studies. On top of financial support, they gave me the chance to partici-
pate in an interesting project and collaborate with folks from different departments.

Third, the technical work that you will read below would not have been possible
without the excellent technical committee and advice. I thank the members of the
committee, Dr. Gunter, Dr. Lightsey, Dr. Ansar, and Dr. Dellaert for taking the
time to review my work and providing me with great feedback. I especially thank
my advisor, Dr. Christian, for his great support and advice throughout the thesis.

Finally, I wholeheartedly thank everyone of my friends and family, both here in



Atlanta and back in Europe. Your active support gave me the strength to pursue this

PhD program.

vi



TABLE OF CONTENTS

Acknowledgments . . . . . ... ...ttt e e v
Listof Tables . . . . . . . . . i i i i i ittt it ittt i et e Xiii
Listof Figures . . . . . . . . @ i i ittt ittt ittt neneeneons Xvi
Listof Acronyms . . . . . . . v i i i it i it i et ettt XXiv
Chapter 1: Introduction and Background . . . . . ... .......... 1
1.1 Contributions: Motivation and Summary . . . . . .. ... ... .. 5
1.1.1  Contribution 1: Optimal Triangulation . . . . . . ... ... 6

1.1.2  Contribution 2: Triangulation Applications to Deep Space
Exploration . . . . . ... ... ... ... ... ... . 8

1.1.3  Contribution 3: Perspective-n-Point . . . . . .. ... ... 11

1.1.4 Contribution 4: Initial Orbit Determination using Relative

Position Measurements . . . . . . . . . . . ... ... ... 13
Chapter 2: Notations and Mathematical Requirements ... ... .... 15
2.1 Scalars, Vectors, and Matrices . . . . . . . . . . oo 15

vil



2.2

2.3

24

2.5

2.6

3DRotations . . . . . ... 15
2.2.1 Rotation Vector Representation . . . . . .. ... ... ... 16
2.2.2 Rodrigues Parameters . . . . . . . ... ... ... ... .. 17
Pinhole Camera . . . . . . . ... .. .. ... ... ... ..., 18
Pushbroom Camera . . . . . . ... ... ... ... ... .... 22
The Maximum-Likelihood Estimator . . . . . . ... ... .. ... 24
Primer on Least Squares Optimization . . . . ... ... ...... 28
2.6.1 Linear LeastSquares . .. . ... .............. 28
2.6.2 Covariance Analysis . . . . . ... ... ... ... ... 30
2.6.3 Non-linear least squares . . . . . ... .. ... ...... 31

Chapter 3: Contribution 1: Optimal Triangulation in Uncertain Envi-

3.1

3.2

0] 1111 1<) L 34
Introduction to Triangulation . . . . . .. .. ... ... ...... 34
3.1.1 History of Triangulation . . . . ... ... ... ...... 34
3.1.2 Modern Triangulation - State of the Art . . . . . . ... .. 37
Linear Optimal Sine Framework . . . . . ... ... ... ... .. 40
3.2.1 Linear Optimal Sine Triangulation with Uncertainties (LOSTU) 43
3.2.2 Optimal camera position estimation . . . . . . . ... ... 47
3.2.3 Optimality of Midpoint . . . . . ... ... ... ...... 48
324 Summary . ... ... 49

viil



33

34

3.5

Triangulation in SfM and SLAM framework . . . . . . . . ... ..
Synthetic Triangulation Experiments . . . . . . . . ... ... ...
3.4.1 Two-View Triangulation . . . . ... ... ... ......
3.4.2 n-View Triangulation . . . . . . ... ... ... ......
3.4.3 Interplanetary Exploration . . . ... ... ... ......
Real Data Experiments . . . . . . .. ... ... ... .......
3.5.1 Perfect CameraPoses . . . . .. ... ... ... ......
3,52 Monocular SLAM . . ... ... oo

3.5.3 Sequential Reconstruction Example . . . . ... ... ...

Chapter 4: Contribution 2: Triangulation-Based Celestial Localization

4.1

4.2

4.3

4.4

4.5

4.6

4.7

4.8

Introduction . . . . . ... oL
Accommodating Planetary and Rotation Uncertainties . . . . . . . .
Aberrationof Light . . . . . . ... ... ... ... ... ... ..
Light Time-of-Flight . . . . ... ... ... ... .........
44.1 RangeEffects . . . ... ... ... ...
44.2 Directional Effects . . . .. ... ... 0000
Bonus: a Linear Correction without Range Information . . . . . . .
Numerical Example in an Error Budget . . . . . . .. ... ... ..
Numerical Example of Triangulation within the Solar System . . . .

Conclusion . . . . . . . . . .

1X



Chapter 5: Contribution 2: Target Identi cation in Celestial Images . . . 109

5.1

5.2

5.3

5.4

5.5

Introduction . . . . . ... 109
Mathematical Prerequisites . . . . . . .. .. ... ... ...... 112
5.2.1 ReprojectionError . .. ... .. .. .. ... 0. 112
5.2.2 Attitude EstimationfromStars . . . .. .. ... ... ... 113
5.2.3 Triangulation . . . ... ... ... .. .. ... 114
5.2.4 Intersectionof FOVs . . . . ... ... ... .. ...... 115
5.25 VisualMagnitude . . . .. .. .. ... ... ... ..... 116
Objectidentication. . . . . . .. ... .. ... ... ....... 118
5.3.1 ImageProcessing . .. .. ... .. ... ... 118
532 StarlDandAttitude . . . . .. .. ... 120
5.3.3 Create Hypotheses . . . ... .. ... ... ........ 120
Results . . . . . . . . 123
541 CassiniWAC . .. ... .. . . . ... . 125
542 OSIRIS-REX . . ... ... . .. .. 128
Conclusion . . . .. 129

Chapter 6: Contribution 2: Linear Pushbroom Optimal Triangulation . . 132

6.1

6.2

Unweighted Linear Multi-View Triangulation . . . . .. ... ... 132
Optimal Linear Multi-View Triangulation . . . .. ... ... ... 135
6.2.1 ProvidinganInitalGuess . .. ... ... ......... 138



6.3 ExperimentalResults . . . ... ... .. .. ... ..... 142

6.4 Conclusion . .. . .. ... 144
Chapter 7: Contribution 3: An Optimal DLT-based PnP Solution. . . . . 145

7.1 Introduction . . . . . . ... 145

7.2 Standard Normalized DLT . . . . ... ... ... . ... ..... 148

7.3 Optimal Normalized DLT . . . . . .. .. ... ... ... ..... 152
7.3.1 Maintaining Optimality T8E(3) . . . .. ... .. .. .. 156
7.3.2 Comparing Our Approachto LM/GN . . . . ... ... .. 159
7.3.3 Summary: The Proposed Implementation . . .. ... ... 159

7.4 Results. . . . . . . . 160
7.4.1 Numerical Experiments . . . . . . .. ... ... ...... 160
7.4.2 Real Data: Structure from Motion . . . . . ... ... ... 162
7.4.3 Real Data: Narrow AngleCamera . . . . . .. ... .... 165

7.5 Conclusion . .. ... .. 167

Chapter 8: Contribution 4: 10D from Relative Position Measurements

in FormationFlying . . . ... ... ... ........... 168
8.1 Introduction . . . . .. .. ... ... 168
8.2 ProblemDenition . ... .. ... ... .. ... L. 170
8.3 10D from Relative Position Vectors . . . . . .. .. .. ... ... 174
8.3.1 Practical Considerations to Solve the System . .. ... .. 177

Xi



8.3.2 Observability . .. ... ... ... ... ... ..., 180

8.4 Considerations for Computing the Relative Acceleration . . . . . . 181
8.5 Linear Covariance Analysis . . . . . . .. .. .. ... .. ..... 183
86 Examples . ... .. ... ... e 186
86.1 Results . ... ... ... .. ... ... .. 190
8.7 Conclusion . .. . . . ... 193
Chapter 9: Conclusions and Perspectives . . . . . . ... ... .. ... 196
References . . . . . . . . . . . e 198
Vita . . e 227

Xii



11

3.1

3.2

3.3

3.4

3.5

4.1

4.2

LIST OF TABLES

Summary of my contributions and related publications throughout
my PhD. Underline@re the ones still under review, but have preprints
available on arXiv. Intalic are the ones where | am not rst author. 6

Summary ofi-view triangulation methods. . . . . .. ... .. .. 50
Mean runtimes of different triangulation methods, & . . . . . . 56
iISAM example orvVicon Room 2 01 from([171]. . ... .. .. 69

Sequential reconstruction of ETH3D high-res datasets [173], where
reconstruction scores have been computed using the standardized
evaluation tool in [173], with a tolerance d@cm, wherea=accuracy
andc=completeness. The SfM reconstruction from [173] is put as a
reference traditional SfM. . . . . . . . ... Lo 72

Reconstruction metrics for the RC3b segment of Vesta. . . . . . . . 74

Planetary ephemeris uncertaintieg ( and the critical range ()
beyond which planet position errors are unimportant for triangula-
tion with LOS direction errors of about 1.2 arcsec. . . . . . .. ... 82

Maximum light aberration with ( ) and without () externally
determined attitude for some example space missions. Velocities
are relative to the Solar System Barycenter (SSB). Actual aberra-
tions are often muchsmaller. . . . .. .. ... ... ........ 87

Xiii



4.3 Summary of light time-of- ight effects on range and LOS directions
for planets in the Solar System. . . . . . . ... ... ... ..... 94

4.4 Correction statistics along the ECLIPJ2000 X axigXgty ] =

[ 25/4]1AU. . . . 107
5.1 Cameraspecications. . .. .. .. ... ... ... 124
5.2 Identi ed bodies inW1604177303 2.IMG. ... .. ... .. .. 125
5.3 Identi ed bodies inW1460493759 1.IMG. . .. ... ... ... 127

5.4 Identi ed bodiesir20181009T092708S091 _mapLOpan.fits .129

6.1 Results of a Monte Carlo simulation wit®Q 000runs andL pixel
of noise in both directions on a simulated LLOcase. . . . . . . . .. 144

7.1 Intrinsic parameter errors fo=50 (centeredcase). . . . . .. . .. 161
7.2 Camera pose estimation performance metrics on the ETH3D struc-

tures.nDLT+GNis used with one iteration only. The best score is
written inbold, second best in underlinand third best intalic. . . 164

8.1 Initial orbital elements of the pair of orbittested. . . . . . . .. ... 187

8.2 Summary of tested methods to nd acceleration at a speci c time.
Measurements, when more than one, are evenly spread around the
timeofinterest. . . . . .. ... ... .. ... 189

8.3 Algorithm performance on the bi-circular pair with same semi-major

axis, withoutnoise. . . . . . . .. ... L 190
8.4 Algorithm performance on the LLO formation. . . .. ... .. .. 192
8.5 Algorithm performance on the ISS-LEO pair. . . . .. .. ... .. 193
8.6 Algorithm performance on the Mars hyperbolic-elliptic pair. . . . . 193

Xiv



8.7

8.8

Values of i in the LLO scenario with central difference, obtained
with the analytical expression at Eq. (8.33) using a set of perfect
measurements ri,. Units of position are km and units of velocity

arekm/s. . . .. 194
Values of i in the LLO scenario with central difference, obtained

with a Monte-Carlo simulation of 100,000 samples. Units of posi-

tion are km and units of velocityarekm/s. . . . . . ... ... ... 194

XV



11

1.2

2.1

2.2

3.1

3.2

LIST OF FIGURES

LOS measurements are extracted in very different operational cases.
1.1a: when the celestial target is close, a feature detector [38] may
be used to extract measurements. 1.1b: when the celestial targets
are very far, they illuminate small blobs in the image, the center of

which is typically the extracted measurement. . . . . . ... . ... 5
Absolute triangulation for spacecraft localization using the line-of-

sight (LOS) to two celestial bodies. . . . . . ... .. ... ..... 8
Attributed rst drawing of a camera obscura [80], depicting a solar
eclipse in the year of 1544 in Leuven, Belgium. . . . ... ... .. 19
Projection of an object onto the image plane on a pinhole camera. . . 20
lllustration by G. Frisius (c. 1533) showing how to determine the

location of unknown (or inaccessible) poirgsb; cusing only the
bearings from two known pointgl(and e) separated by a known
baseline. This is an example of the intersection form of the triangu-
lation problem. Reproduced from Ref. [98] as it appears at the end
of Ref. [99]. . . . . . . . 36

lllustration of intersection (top) and resection (bottom) forms of the
triangulation problem. The location of verticesandp, are known

and the objective is to solve for the unknown location of vertex
Measurements are showninred. . .. .. ... ... ........ 38

XVi



3.3 Geometry of standard 2-view triangulation and minimized quanti-
ties. The perfect LOS; intersect at the 3D point. The noisy
measurements translate to imperfect LOS that do not intersect
anymore. Using these noisy LOS, triangulation aims to estimate the

pointp with p that satis es epipolar geometry. . . . . . . ... ... 40
3.4 Due to errors in camera pose, the measured LOS do not intersect

ANYMONE. . . . . . . e e e e e 41
3.5 The law of sines allows range extraction from two measurements. . . 44

3.6 RMSE for 2-view triangulation on 1000 samples. 3.6a-3.6d: Abso-
lute 3D errors. 3.6e-3.6h: Percentage of RMSE deterioration with
respect taDLT+LM (reproj) — Negative values means better
than minimizing the reprojectionerror. . . . . . . ... ... .... 54

3.7 RMSE for 20-view triangulation on 1000 samples. 3.7a-3.7d: Ab-
solute 3D errors. 3.7e-3.7h: Percentage of RMSE deterioration with
respect taDLT+LM (reproj)  — Negative values means better
than minimizing the reprojectionerror. . . . . . . ... ... .... 58

3.8 Evolution of triangulation performance as the number of views in-
creases. 3.8a: All techniques exhibit linear runtime complexity but
have different slopes. 3.8b: The 3D error decreases as a square root
of the number of views. 3.8c: Percentage of RMSE deterioration
with respect tdLT+LM (reproj) . .. .. .. .. .. ... ... 58

3.9 Spacecraft determining its position by triangulation using two moons
around Uranus. . . . . . . .. 60

3.10 Analytical (left) and Monte Carlo (right) standard deviations of the
spacecraft position with theOSTmethod. . . . . . . ... .. ... 63

3.11 Analytical (left) and Monte Carlo (right) standard deviations of the
spacecraft position with theLTmethod. . . . . . .. .. .. ... 63

3.12 Analytical (left) and Monte Carlo (right) percentage increase in

standard deviation (loss in precision) BET compared td_OST.
The analytical loss never goes under zero. . . . ... ... .. ... 64

XVii



3.13 The Hartley and SturniH§ andLOST algorithms have equivalent
performance. Monte Carlo results show the ratio of= | ost
(left) and the pattern of where each algorithm performed best (right). 64

3.14 Point cloud reconstruction of the west facade of Notre-Dame de
Paris. The top row shows the reference model from [125] while the
bottom row is the solution found withOST. . . . . . . . ... ... 67

3.15 Position residuals for the 3D reconstruction of Notre-Dame de Pairs
using theDLT andLOSTmethods as compared to the reference model. 68

3.16 Reconstructed drone trajectoda¢hed magenta ling and points
(red) against the ground truth trajectorgy@n line) and ground
truth point cloud black). Camera poses are shown accounting for
the shift from the robot center and showing the estimated covariances. 70

3.17 EPnPU+LOSTUeconstruction for facade (left) and deliveayea
(right) [173]. . . . . . . o 74

3.18 Reconstruction of the asteroid Vesta from images of the RC3b phase
of the Dawn mission. For the same constraint on the maximum co-
variance of a reconstructed point, the maximum likelihood triangu-
lation method is able to reconstruct more points. . . . . . .. .. .. 75

4.1 Caseswhere x> ,(top),and 4 < , (bottom). The position
uncertainty of the celestial body can only be ignored when . 81

4.2 The two sides of the triangle de ning the angular error of the light
time-of- ight are multiplied by the same constanti{ or ). There-
fore, to rst order, the light time-of- ight effect doesotdepend on
the distance between the spacecraft and the planet. It only depends
on the velocity of theplanet. . . . . . ... ... ... ... .... 92

4.3 The rst order correction aod is simply of the norm of the angle. . . 100

4.4 Error budget comparison for different objects and a spacecraft ve-
locity of 10 km/s. . . . . . . .. 101

XViii



4.5

4.6

4.7

4.8

4.9

5.1

5.2

5.3

5.4

Number of visible planets given a sun exclusion angle of 15 degrees,
and the apparent magnitude constraintrgf < 10. Inner planets
are not visible in most of the outer solar system. . . . . . ... ... 104

Position bias (i.e., norm of mean position error) with no light time-
of- ight correction (left), LOST correction (center), and true cor-
rection (right). Triangulation is not possible in the gray region. . . . 105

Position standard deviation with no light time-of- ight correction
(left), LOST correction (center), and true correction (right). Trian-
gulation is not possible inthe gray region. . . . . .. ... .. ... 106

Position RMSE with no light time-of- ight correction (left),OST
correction (center), and true correction (right). Triangulation is not

possible inthegrayregion. . . . .. .. ... ... ......... 107
Number of times the triangulation solution falls within an error bin
alongthe Xaxis.. . . . . . . . . . . 107
With an estimate of the spacecraft position and attitﬁdmdﬁ'c),

one can reproject a planet to its theoretical pixel coordinates (red).
The difference between it and the observed pixel measurement (blue)
Is the reprojectionerror. . . . . . . . ... ... .. . 113

Resection (left) and intersection (right) de ne the exact same triangle.114

Approximated triangulated positiorfrom Alg. 1, as well as from
replacingLOSTby DLT in Alg. 1. LOST can put more emphasis

on cameras that are closer and/or have a narrower FOV, unlike the
DLT. This means thdDLT is more succeptible to triangulate a point
outside of the FOV intersection. . . . . .. .. ... ... ..... 117

Estimation of pixel coordinates for unknown unresolved objects in

an image. We proceed differently when the object is a small blob of
pixel (left) or very large blob of pixels (right). . . ... ... .... 119

XiX



5.5

5.6

5.7

5.8

5.9

6.1

6.2

6.3

7.1

7.2

7.3

7.4

7.5

If two planets are observed at the same time by a spacecraft using
cameras, then the spacecraft must be seen by planets using the same
cameras in a reversed con guration. The intersection of the FOVs

is a region where the spacecraft mustlie. . . . . ... ... ... .. 121
Enceladus identi ed in an image from Cassini. . . . . . .. ... .. 126
Titan identi ed in an image from Cassini. . . . . . ... ... ... 127
Low parallax geometry of Cassini observing Titan and Saturn. . . . 128
Bennu identi ed in an image from OSIRIS-REX. . . . . . ... ... 130

Relationship between the camera initial positignthe camera po-
sitionr; at the time of the projection of the poip§, and the line of
Sight™i . . . . 133

The line of sight from the camera intersects a spherical planet at two
points, but only the point with smaller range is actually visible.
Here isdepictedby inthe gure. . . . ... .. ... ...... 140

The two lunar orbits observing a point with pushbroom cameras. . . 143

ODLT+LOST camera pose estimations on some ETH3D training
sets. As a visual help, the camera is drawn in blue when it corre-
spondstothe shownimage. . . . . .. .. ... ... ........ 147

Error metrics on different PnP methods in simulated experiments. . . 162
Mean runtimes of all the algorithms. . . . . . ... ... ... ... 163
The scatter of time versus reprojection error on the Terrains dataset
highlights a Pareto frontier. The bottom left (low runtime and low

error) isthe mosdesirable. . . . ... ... ... .......... 163
First (right) and last (left) images of the Dawn Ves204.1260 _opnav _003

sequence with selected reconstructed cameras and identi cation of
images on the ground-truth pointcloud. . . . . ... .. ... ... 166

XX



7.6

8.1

8.2

8.3

8.4

8.5

8.6

8.7

8.8

Errors vs image number of the Dawn Vesg041260 _opnav _003
SEUUENCE. . . . . . o o e e e e e e e 167
Strip formed by relative position measurements between two LEO
satellites. . . . . . . . . 171
The relative measurements obtained propagating orbitslyvfibr-

turbation only are exactly the same with the two sets of initial con-
ditions. . . . . .. 174

The relative measurements obtained propagating orbitslyahd
Js perturbation differ depending on the two sets initial conditions. . 175

Square root of the cost function in Eq. (8.14) over the plane de ned
by ri,and fy, fortwo LEO spacecraft having the same orbit and

phased by 60 degintrueanomaly. . ... ... ... ........ 179
Rings of solutions to Eq. (8.12) in the case of two circular orbits
with the same semi-majoraxis. . . . . .. ... ... ... ..... 181
The quality of the 10D solution using nite difference depends on

the time between the measurements, illustrated on the LLO case of
Tab. 8.1. . . . . . 182

The four formations considered span a wide range of eccentricity. . . 188

lllustration of the simulationsetup. . . . . ... ... ... ..... 188

XXi



NOMENCLATURE

Scalars

gravitational parameter

range

standard deviation

c speed of light

Vectors

u pixel measuremerjts; v; 1]" = Kx

X image plane measuremdrty; 1]" = K *u
velocity divided by speed of light = v=c
residual
LOS direction of arbitrary scale
position and velocity state = [rT;v']"

a unit vector of the LOS measurement

XXii



C light velocity

e unit vector of the star LOS measurement

k [0;0; 1]

r position of camera / spacecraft

p position of 3D point, or planet from which we navigate
t translation of camera / spacecraft in camera frame Rr
v velocity

Matrices

X square identity matrix of size x
sensitivity matrix (dynamics)
covariance matrix

Tg  rotation matrix from frame A to frame B

J sensitivity matrix, partial

K camera calibration matrix

S 2 3 matrix that eliminates the third column of the matrix it pre-multiplies
Operators

[ ] cross-product skew matrix suchtlmt b=[a ]b

XXiii



inner product
element-wise product

Kronecker product

Tracki: all views that see 3D point

View | : all 3D points observed by vieyv.

XXIV



LIST OF ACRONYMS

BA bundle adjustment

DCM direction cosine matrix

DLT direct linear transform

DSN deep space network

EKF extended Kalman lIter

FIR nite impulse response

FOV eld of view

GN Gauss-Newton

GNSS global navigation satellite system
ICRF international celestial reference frame
IFOV instantaneous eld of view

IMU inertial measurement unit

IOD initial orbit determination

ISAM incremental smoothing and mapping
LEO low Earth orbit

LET low energy transfer

LIS lostin space

LLO Ilow lunar orbit

LM Levenberg-Marquardt

XXV



LOP line-of-position

LOS line-of-sight

LOST linear optimal sine triangulation

LOSTU uncertainty-aware linear optimal sine triangulation
MLE maximum likelihood estimator

ODIN optical deep-space instrument for navigation
OPNAV optical navigation

PnP perspectivai-point

POD precise orbit determination

RANSAC random sample consensus

RMSE root mean squared error

RPOD rendezvous, proximity operations & docking
SfM structure from motion

SLAM simultaneous localization and mapping
SSB solar system barycenter

SVD singular value decomposition

TRN terrain relative navigation

XNAV navigation using X-ray pulsars

XXVi



SUMMARY

Increasing activities in the space domain drive the need for better navigation so-
lutions. Optical navigation (OPNAV) is particularly attractive because it allows one
to navigate autonomously using different beacons like stars, planets, moons, aster-
oids, and other spacecraft. However, there are still technical hurdles to overcome
about autonomous OPNAV. The evermore stringent mission requirements call for
ef cient OPNAV solutions that provide the best state estimation possible. More-
over, the need for ef cient algorithms is further motivated by the fact that cameras
increase in resolution while new image processing pipelines often allow for the
extraction of more measurements. Finally, autonomous navigation pipelines need
recovery procedures in case of lter failure or simply as a redundancy check. This
work speci cally treats the case of line-of-sight (LOS) measurements and focuses
on four contributions.

One of the most fundamental algorithms used in computer vision is triangu-
lation. Triangulation serves a dual purpose: reconstructing shapes from multiple
pictures and estimating the position of a camera when observing known features.
The rst contribution reviews the state-of-the-art in triangulation and develops a
complete non-iterative framework for an uncertainty-aware statistically optimal so-
lution: linear optimal sine triangulation (LOST). LOST gives similar results as iter-
ative schemes but at a fraction of the computational cost.

LOST is applied to space exploration in a second contribution. More speci -
cally, effects like relativity, planetary uncertainty, and light time-of- ight are im-

portant in celestial navigation. LOST is used to analyze the impact of those effects

XXVii



and seamlessly integrates them into the navigation solution. LOST for planet iden-
ti cation in the image in the case of a full lost-in-space problem. Finally, LOST is
adapted to the pushbroom camera model.

The third contribution considers a problem adjacent to triangulation, the perspective-
n-point (PnP). At the difference with triangulation, the PnP further needs to estimate
the camera rotation on top of the position. The PnP is very relevant for robot navi-
gation. The linear optimal sine framework is extended to solve this harder problem
and demonstrates faster performance compared to other optimal methods.

Finally, the fourth contribution tackles the use of LOS in the case of a forma-
tion ying initial orbit determination (IOD). For this, the LOS measurements are
augmented with knowledge of the range by the inter-satellite communication. The
developed solution allows the recovery of the inertial orbits of multiple spacecraft

that can then initialize navigation lters.
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CHAPTER 1
INTRODUCTION AND BACKGROUND

Space has long been an important vector of wonder and innovation, which has al-
ready transformed the daily life of everyone on Earth. The space sector has con-
tinued to develop rapidly since the space race in the second half of the 20th cen-
tury, and is now subject to unprecedented attention. This recent boom comes with
many interesting dynamics. While the public sector still plays an important role
in space, it is now joined by an increasingly powerful private space economy. In
particular, private launcher companies have democratized access to space and the
number of active satellites has now grown substantially, from around 1000 in 2014
to over 10,000 in 2024. It can also be noted that more countries own and operate
satellites [1] — almost 100 countries in 2024 against 40 in 2000 — with intricate
underlying geopolitics implications. The space economy is still expected to grow
substantially [2, 1]. The private space sector which traditionally focused on Earth
orbiting satellites is now also turning to deeper space missions to the Moon (Intu-
itive Machines, iSpace, Astrobotic), asteroid mining (Astroforge), and even Mars
(Relativity, SpaceX).

Next to this, space generates important efforts in academic and engineering re-
search. We can evoke the National Academies of Sciences' decadal survey on as-
tronomy and astrophysics [3], which highlights a series of scienti ¢c opportunities
and fundamental questions to be answered. Answering these scienti ¢ questions

will require dedicated infrastructure to be built directly in space, such as conven-



tional space telescopes [4, 5], or advanced multi-spacecraft scienti ¢ instruments
[6, 7, 8]. These scienti c instruments as well as future logistical hubs drive the
need for specialized formation- ying solutions. Moreover, lot of current scienti ¢
projects are focused on bodies within the solar system like the Sun [8, 9], the Moon,
Mars [10], Jupiter and its moons [11, 12], asteroids [13, 14], and many more.

Exploring further and further motivates the use of fully autonomous systems
due to very long light travel times, impossible communications, and adverse con-
ditions. Enabling spacecraft and robots to probe the universe autonomously is thus
fundamental. While some deep space missions have already managed to approach
different celestial bodies in the solar system, and sometimes land on them, humans
have always been closely involved in monitoring the situation and uploading ap-
propriate commands to the spacecraft. To further push the exploration barrier, ma-
chines will require ways to safely explore their surrounding environment without
(or with very limited) human intervention. For example, the technology may let us
explore intricate landscapes like Saturn's moon Enceladus. Venturing in its water
ocean under a thick sheet of ice may render communication with Earth impossible,
yet it may reveal traces of extraterrestrial life.

It is clear that all of these space projects come with many great challenges that
require engineering innovation to become enabled. Among the necessary pillars to
a successful space mission lieavigation the process of localizing oneself with
respect to the surrounding environment. Many solutions are now available to the
space navigator, but their pertinence greatly depends on the mission-specic re-
quirements. The design of the appropriate navigation pipeline usually balances

metrics like its cost, technology readiness level, accuracy, autonomy, redundancy,



and availability.

In close proximity to Earth, there are two main ways to gure out the state
of a spacecraft. First, Earth-based approaches, such as telescopes [15] and radars
[16]. These are often treated on the ground and are particularly useful to manage
a large number of satellite traf ¢, not necessarily always with cooperative targets,
which makes them popular in space situational awareness. However, these neces-
sitate communication between the satellite and the ground in the case where the
state needs to be known onboard. Applicability of these methods for deeper space
navigation are limited by infrastructure and the signal to noise ratio: it is for exam-
ple dif cult for a telescope to track and observe an object as small as a spacecraft
outside of Earth vicinity. Second, global navigation satellite system (GNSS) tech-
nology [17], which is widely used by Earth orbiting satellites. GNSS navigation
offers the advantage of being treated directly on-board the spacecraft. It is semi-
autonomous because it needs to obtain a signal from another GNSS satellite, but
it needs not send it back. As such, external space infrastructure is still needed to
enable GNSS possible, making it unusable far away from Earth. While there are
projects to have similar positioning constellations around the Moon [18, 19] and
other planets, it remains a solution that is localized and dependant on external in-
frastructures.

Consequentially, the increasing interest in deeper space missions [20] motivates
the development of other sets of tools. The deep space network (DSN) [21] uses a
network of Earth antennae to send a signal to a spacecraft which then processes the
one-way ranging data on-board. The DSN has the advantage of being very accurate

(a few cm in range), but it comes with the drawback of scheduling needs with the



ground station on Earth and not always being available. As such, the DSN is still
a semi-autonomous method. Another proposed deep space navigation method is
using X-ray pulsars (XNAV) [22, 23, 24]. Depsite being demonstrated in the real-
world with the SEXTANT experiment [25] and the Insight-HXMT satellite [26],
XNAV is not yet at a technology-ready point.

The shortcomings of either the DSN and XNAV are both answered by the use
of onboard cameras in the visible (or near-visible) spectrum for optical navigation
(OPNAV), which will be the focus of this thesis. Indeed, OPNAV bene ts from
extensive research in computer vision and can potentially be done autonomously
on board of a spacecraft. Given its wide de nition, OPNAV can use many different
objects to help in the navigation: stars [27, 28], planets [29, 30], asteroids [31,
32], spacecraft [33], and even pulsars [34]. OPNAV also provides pictures of space
targets that can help with the scienti c goal of a mission, for example to map a
certain area of a planet. This versatility has made OPNAV patrticularly popular in
deep space missions and rendez-vous applications.

Many different targets, geometries, and operational scenarios in uence the choice
of the correct OPNAV algorithm to use. In the case where the celestial object is re-
solved, distinct shapes and features such as craters can be used for navigation [35].
Similarly, if the planetary body has a known ellipsoidal shape, then horizon-based
OPNAV is available [36, 37]. Under many operational scenarios, however, the mea-
surement that is extracted is a line-of-sight (LOS), a line in space that goes from the
camera position to the observed object position. LOS measurements in space ap-
pear in two very different cases shown in Fig. 1.1. When the object is well-resolved,

features attributed to pixel locations may be detected, and thus give discrete pixel
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Figure 1.1: LOS measurements are extracted in very different operational cases.
1.1a: when the celestial target is close, a feature detector [38] may be used to extract
measurements. 1.1b: when the celestial targets are very far, they illuminate small
blobs in the image, the center of which is typically the extracted measurement.

measurement producing a LOS. In the opposite case, when the observed object is
very far away in space, it appears unresolved and forms a blob of pixels that esti-
mates a single pixel coordinate, and therefore produces a LOS.

This thesis explores the use of LOS measurements for navigation and 3D recon-
struction. Over the several chapters, it explores several key usage of LOS and shows
its versatility not only in space, but in computer vision and robotics in general. It
is split into four contributions: 1) Optimal Triangulation, 2) Optimal Triangulation
Applied to Space, 3) Perspective-n-Point, and 4) Spacecraft Relative Position initial

orbit determination (I0D). Each contribution is motivated in the following section.

1.1 Contributions: Motivation and Summary

The summary of my contributions with publications may be found in Tab. 1.1.



Table 1.1: Summary of my contributions and related publications throughout my
PhD. Underlinedare the ones still under review, but have preprints available on
arXiv. Initalic are the ones where | am not rst author.

Contributions Publications Chapters
1 Optimal Triangulation [40] (JGCD) [41](TBD) 3
[42] (JOSS) -
2 Optimal Triangulation: Space Effects [43] (JASS) 4
[44] (ASC2024) 5
[45] (SIW2024) 6
[46] (ASC2024) -
3 Optimal PnP [47] (EEE RA-L) 7
4 Relative Position IOD [48] (ASC2023) 8

1.1.1 Contribution1: Optimal Triangulation

Triangulation is a ubiquitous step in computer vision that has been the focus of ex-

tensive research. For space exploration, triangulation may be used in varied scenar-

ios. In deep space, unresolved planets in the image serve as bearings for navigation,

as shown in Fig. 1.2. Moreover, triangulation also proves useful in terrain relative

navigation (TRN) where features are distinguishable. Similarly, if the spacecraft

state is known, triangulation enables the reconstruction of planetary bodies and ter-

rain in 3D from multiple images.

While triangulation itself is nothing new, and indeed was proposed even before

the rst space ights [49], current practices for space exploration have some short-

comings that have a path to be improved. Most recent authors discussing explicit,

instantaneous celestial triangulation have either (1) not discussed the speci c tri-

angulation algorithm (e.g., [50]) or (2) used suboptimal triangulation algorithms

(e.g., the explicit range used in [51] and [52]). The problem with using methods

like the explicit range is that the solution scales poorly as the number of measure-



ments grows. Furthermore, it is well established that suboptimal methods can lead
to worse positioning [53]. Often triangulation is used as part of a bigger work,
and there is a lack of recent literature speci cally addressing triangulation and its
common pitfalls.

The computer vision community still debates the different linear triangulation
methods. Speci cally, uncertainties in the camera parameters may render the so-
lution that minimizes the reprojection error sub-optimal. Several recent papers in
the literature review that speci c case and offer unsatisfying answers to why cer-
tain methods work better than others [54, 55]. There is no common framework to
explain some of the effects seen in the literature. Furthermore, iterative re nement
is still the norm for optimal triangulation with views.

To compensate for these shortcomings, | contribute to the state of the art with

these publications:

1. Ref. [40]. With Dr. Christian, | have written an extensive paper on trian-
gulation that reviews both the suboptimal and optimal ways to triangulate.
Two new algorithms to triangulate in 3D are offered. First, a polynomial
approach in two-view triangulation where the attitude of the cameras is the
same. Second, a-view approach called linear optimal sine triangulation
(LOST), which is statistically optimal and very versatile. My contributions
to this paper are the following: part of the historical review, the idea that the
DLT could be weighted to provide different answers, and the experiments and
simulations. Dr. Christian helped a lot with the mathematics and creation of

the LOST.

2. Ref. [41]. | create uncertainty-aware linear optimal sine triangulation (LOSTU),

7



Figure 1.2: Absolute triangulation for spacecraft localization using the line-of-sight
(LOS) to two celestial bodies.

the most complete triangulation framework that | know of. LOSTU allows to

accommodate the most commonly found uncertainties in both the navigation
case and reconstruction case. With LOSTU, | show why some suboptimal
methods perform the way they do in uncertain scenarios. Extensive numeri-

cal experiments are provided, along with a real SLAM scenario.

1.1.2 Contribution2: TriangulationApplicationsto DeepSpaceExploration

The rst contribution focuses on reviewing and developing the fundamentals of Tri-
angulation algorithms that could be used in generic cases. In this contribution, | am
interested in the particular adaptations necessary to correctly navigate in space, due
to effects that are not signi cantly encountered on Earth, availability of measure-
ments, or Speci ¢ sensor type.

Even though most of the community is aware of the main effects that affect LOS

8



measurements — which were again well described before modern space ights
[56]—, there still exists misunderstandings on the importance of speci c effects re-
lated to celestial navigation. For example, the uncertainty in the planet ephemerides
is often discussed in celestial triangulation. Despite this, there is a lack of litera-
ture on when these effects are relevant to consider. Furthermore, some works that
treat the subject just in ate the covariance while not necessarily providing a better
uncertainty-aware estimate [52].

Celestial aberration is also an important effect that was discussed well before
space ights, but that is still the subject of signi cant confusion in the literature. We
can note that [57, 58] mention aberration as depending on the relative velocity be-
tween the spacecraft and the target, when it really depends only on the spacecraft's
absolute velocity. Celestial aberration is also often corrected using high-order terms
that do not practically in uence the quality of the solution because they are well be-
low the current camera noise oor.

Furthermore, there is light time-of- ight which is not negligible and should be
taken into account. While several works account for this effect, they again offer
some misconceptions in their analysis of the effect by mentioning that it is driven
by the large distances in space [51, 59, 57, 29]. While it may misleadingly feel
intuitive, distance is not what drives the errors in navigation due to light time-of-

ight (it can indeed be corrected without distance information).

Measurement availability plays a crucial role in the choice of navigation solu-
tion. Certain spacecraft may have access to different possible algorithms and may
have to choose when to use DSN, when to use horizon-based navigation, or when

to use triangulation. Furthermore, autonomous navigation in space demands to be



robust to loss of Iter state. The problem is that without an initial position, the
spacecraft does not directly know what planet lies in the eld of view of the cam-
era and cannot create the appropriate measurement. To enable full autonomy, we
now see some mission requirements to navigate with OPNAV without relying on
the lter state, which for example leads to the design of the optical deep-space in-
strument for navigation (ODIN) camera [60]. While the lost in space (LIS) has
been discussed in the literature [61], most of the existing research has simplifying
assumptions like a) that planets are already matched to pixel measurements [62],
b) an initial estimate on the position [63], ¢) planets are already distinguished from
stars [61]. Thus there remain improvements to be made for planet identi cation to
create an initial set of measurements to triangulate from.

A last space-speci ¢ problem in triangulation is that the pinhole camera model
is not always the one own on the spacecraft. For instance, pushbroom images
are commonly used to create maps of celestial bodies [64, 65], and thus trian-
gulation plays an important role for such models. Since pushbroom images are
taken on different orbits, navigation Iters can have different levels of uncertainty
which also motivates taking camera parameters into account. Again iterative re ne-
ment is commonly used to optimally triangulate the position of the terrain features.
Therefore, this raises the question of whether frameworks like LOSTU generalize
to pushbroom images.

| contribute to the state of the art with the following publications:

1. Ref. [43]. | provide analysis on the different LOS celestial effects encoun-
tered during space navigation. This can be summarized in two parts. First,

| rigorously demonstrate which and when some of the effects are important
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to take into account. Second, | offer solutions to ef ciently correct these ef-
fects using linear terms that can be directly incorporated into the triangulation

solution.

2. Ref. [44]. | propose an algorithm to identify celestial bodies in an image
without a-priori spacecraft position. The algorithm is successfully tested on

real images.

3. Ref. [45]. With Michela Mancini, | show that the framework applies to other

types of cameras, speci cally the linear pushbroom camera model.

4. Ref. [46]. With Yuri Shimane, | implement LOST in an extended Kalman |-
ter (EKF) to work in conjunction with DSN and horizon-based measurements
on an Earth to Moon LET. We analyze with covariance when each measure-
ment makes the most sense, and optimize to gure out when to schedule the

limited DSN measurements for best state knowledge on arrival.

1.1.3 Contribution3: Perspective-n-Point

The perspectiver-point (PnP) is another common algorithm used in computer vi-
sion. Whereas triangulation estimates the position while assuming the camera rota-
tion known, the PnP estimates both position and rotation at the same time. As such,
even though both problems have similar geometries, the PnP is a harder problem to
solve. The PnP is the focus of a lot of research too and various solutions have been
proposed to solve it [66].

The PnP has practical applications in both structure from motion (SfM) and

robot navigation. We can evoke sequential SfM that uses PnP to estimate cameras

11



from the relative structure [67]. Similarly, the PnP can be used for simultaneous
localization and mapping (SLAM). There are practical applications to space, for
example robot navigation using points on the horizon of Mars [68], asteroid SLAM

[31], navigation using craters [69].

Two interesting dynamics are worth noting when it comes to solving the PnP.

Firstly, the DLT has been one of the rst solutions to solve the PnP in a time
complexity ofO(n), and is a popular method that is described in many computer
vision books [70, 71]. Unfortunately, despite being very fast, the DLT is known
to behave poorly in the case of noisy measurement, which has motivated ongoing
research for alternative ways to solve the PnP.

Secondly, advances in deep learning lead to a general increase in the number
of feature descriptors that can be taken per image [72, 73]. This higher number
of features usually leads to larger structures with more 3D points. It is thus more
common to have large problem sizes for the PnP.

The previous contributions of this thesis have shown that the DLT could be
weighted to yield the statistically optimal triangulation solution. Therefore, could a
similar approach be used on the DLT to solve other problems?

| contribute to the state of the art with the following publication:

1. Ref. [47]: | develop a new non-iterative weighted modi cation of the DLT to
optimally solve the PnP problem. This modi cation comes at an extra con-
stant cost but is faster than most other proposed optimal methods. | show that

the performance between runtime and reprojection error is Pareto optimal.
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1.1.4 Contribution4: Initial Orbit DeterminatiorusingRelativePositionMeasurements

LOS may also be used in systems composed of multiple spacecraft, nowadays com-
monly encountered in rendezvous, proximity operations & docking (RPOD), con-
stellations, and in distributed scienti ¢ instruments. We can highlight some historic
deep space multi-spacecraft missions such as GRAIL [74] and MarCO [75]. Fur-
thermore, there are many formation- ying scienti ¢ missions in the making: [8, 7,

6].

Formation ying enables taking inter-satellite measurements to help with navi-
gation. These measurements typically take the form of either bearing from cameras
or range and range rate from communication. These measurements may sometimes
assist more conventional measurements like GNSS [76], or be used on their own.
For autonomy purposes, we wish to study the case where only inter-satellite mea-
surements are available.

Several works have proposed to combine LOS with range measurements to cre-
ate relative position measurements. These relative position measurements can be
represented in the inertial frame when the camera attitude is known. While some
work already exists about how te ne the orbit state with inertial relative posi-
tion measurements (precise orbit determination (POD)), | have not managed to nd
references solving for the initial orbit determination (I0D) withaupriori infor-
mation. Despite this, solutions to the IOD problem would act as a safeguard in the
case of a lter failure.

| contribute to the state of the art with the following publications:

1. Ref. [48]. | develop the rst solution to the 10D problem using relative posi-

13



tion measurements between satellites. The solution works for any type of or-
bits that make the problem observable (even parabolic and hyperbolic). Fur-
thermore, | produce a linear covariance analysis that is useful to initialize the

lter.
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CHAPTER 2
NOTATIONS AND MATHEMATICAL REQUIREMENTS

2.1 Scalars, Vectors, and Matrices

Scalars are written in non-bold mathematical fayh; c; A; B; C. Vectors are writ-
ten in lower-case bold mathematical foafb; c. Matrices are written in upper-case
bold mathematical for; B; C. Elements of matrices are accessed by indexes start-

ing at 1, such thaf\[2; 3] denotes the entry at the 2nd row and 3rd columA of

2.2 3D Rotations

The rotation group oR3, also name®O(3), consists of the transformatioRs !

R3 represented by the group of matrices such that [77]

SOB)= R2R?3jdet(R)=1andRx;Ryi = hx;yi;8x;y2 R® : (2.1)

The rotation matrix, also known as the direction cosine matrix (DCM), will be
denotedr in this thesis. Rotation matrices are orthonormal and have the following

important properties:

det(R) = 1; (2.2)

RT=R % (2.3)
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Optionally, subscripts may be added such ®@is the rotation that brings a vector
from frameA to frameB . For example, let us assume a vector represented in frame

A, its representation in frant is

Xg = REXa: (2.4)

The rotation matrix has the advantage of being a unique representation of a 3D
rotation. However since SO(3) has 3 degrees of freedom, the matrix representation
of the rotation has the inconvenience of holding too much information (9 values)
with constraints. This may be practically challenging when working with tools
(estimators, optimizers, Iters) that cannot easily handle the constraints and/or are
slower for a larger estimation space. Hence other representation 8Q(®) are

commonly used [78].

2.2.1 RotationVectorRepresentation

Let us evoke Euler's Theorem which decomposes the rotation into an Euleg axis

and an angle . This representation can be found from the rotation matrix as

t R) 1
= acos % ; (2.5)
2 3

R[2;3] R[3;2]
o o

©= i) §RIB L RIL3

(2.6)
R[1;2] R[21]
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The rotation vector representation directly follows as

= e (2.7)

This rotation vector will be particularly used during this thesis due to its compact
form. With that representation, the rotation covariance may be written ag

R3 3 matrix. Furthermore, we will make use of the fact that [78]

R=exp( [ ]); (2.8)

to linearize around small angle

Rsmall angle I3 [ ] : (2-9)

In practice, using matrix exponential is not the most ef cient way to transform the

angle/vector representation to a matrix form: instead the following formula is used

R=13 sin( )[e ]+(1 cos())[e ]2: (2.10)

2.2.2 RodriguesParameters

Another type of vector representation based on Rodrigues' 1840 publication [79].

The Rodrigues parameters are expressed in a more modern fashion as [78]

g=tan > € (2.11)
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which may also be thought of as the vector part of the quaternion divided by the
scalar part. The Rodrigues parameters have a singularigat radian, but offer

a one to one mapping of the rotation (unlike the quaternion). They are particularly
useful when dealing with small perturbation from a rotation. They offer an expres-
sion for the rotation matrix that need no decomposition of the rodrigues vector, nor

call to trigonometric functions:

9 ¥ [g ]

= I3+
R=l3+2 e

(2.12)

The choice of Rodrigues or rotation vector parametrization is problem depen-
dent, but both offer 8 1 representation that is more convenient for Itering and

bundle adjustment.

2.3 Pinhole Camera

Before introducing the modern pinhole camera model, let us rst explore its origins
with the camera obscuraThe camera obscura is a dark room in which a pinhole
or lens is inserted to let light in. The light is inverted through the hole/lens and
projects on the wall opposite from the hole/lens. The origins of the camera obscura
are debated, but writings about such concept can be found in Chinese texts a few
centuries BC while the rst detailed published drawings are commonly attributed
to Frisius in the mid 16th century, as seen in Fig. 2.1.

Today's modern camera does not project light on a wall, but uses lenses to focus
light on a pixel array. The collected photons are transformed to digital signal that

create the digital image we know today. This thesis mainly abstracts the physical
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Figure 2.1: Attributed rst drawing of a camera obscura [80], depicting a solar
eclipse in the year of 1544 in Leuven, Belgium.

properties of cameras and characterizes cameras by two sets of parameters. Let us
de ne them by showing how an observed point in the world coordinates maps to
pixel coordinates in the image.

De ne a 3D pointp,, 2 R expressed in world coordinates that is observed by

a camera. The same point can be rewritten in the camera coordinate system as
2

Xc
gYé =RE(Pw  Tw); (2.13)

whereRY is the rotation from world to camera, ang is the position of the camera
in the world coordinate system. The position and rotation of the camera together
form its pose or extrinsic parameters

The pinhole camera projects the object in the camera frame onto the image plane
such that its range is not known anymore, as shown in Fig. 2.2. The 3D pointis thus

observed as a point in the projective spBéea point whose direction is known, but
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Figure 2.2: Projection of an object onto the image plane on a pinhole camera.

whose scale is not. This projected measurement is referred to #edha-sight
(LOS). The same LOS can be expressed with any non-zero norm and will be written

as" 2 P?in the generic case:
I RY(pw Tw): (2.14)
Some of the most common ways to normalize are to describe the unit vector,

a= — (2.15)

~
/
~

or do describe the homogeneous coordinates normalized on the third (out-of-plane)

23 2
X XC—ZC

1

component,

The image plane homogeneous coordinatesill do not represent the pixel
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measurement of the camera. Hence, let us introduce the camtrénaic parame-
ters, which are hardware speci c parameters represented by the camera calibration

matrix 2 3
dy Cx
K= go d, cé; (2.17)
0O 0 1

wherec, andc, are the pixel coordinates of the center of the imadyeandd, are

the focal length divided by the pixel pitch,

d = 1.
. (2.18)
dy = %,

< |

x and  are thepixel pitchand represent the size of a pixel. For squared pixels,
x = y. Isthe skew parameter that represents a shear transformation, and is
typically 0. The camera calibration matrix representsafme transformationfrom

the image plane homogeneous coordinatesthe pixel coordinates, such that
u= Kx (2.19)

More compactly, the homogeneous pixel coordinates may be obtained by the

projection matrixP 2 R® 4,

P= 5 RE 133 rw : (2.20)
intrinsics| {z }
extrinsics
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So that the pixel coordinates are obtained by

Ppw
= : 2.21
) k" Ppy, (2.21)

wherek” =[0:;0;1]. Thus, we have the following proportional relation,
x=K 1/ al /I RE(py rw): (2.22)

More detailed information on the pinhole camera model may be found in [70].
Most algorithms that we explore in this thesis seek to actively estimate parts of the
extrinsic parameters, while assuming that the intrinsics are known. However, we

will feature a small example of intrinsics estimation in Chap. 7 intrinsics estimation.

2.4 Pushbroom Camera

Another type of camera that will be used in this thesis, although to a much lesser
extent, is the pushbroom camera. The pushbroom camera is a camera whose 1D
pixel array is pushed along a certain direction to form a 2D image. The linear
pushbroom camera model [81] is used in Chap. 6.

Begin by de ning the camera frame with tlzeaxis along the boresighy;axis
along the 1D sensor array, and thexis completing the right-handed triad (pos-
itive in the direction of the camera velocity). At each instant in time, the camera
position and the/-axis de ne the so-callegliew plane where the one-dimensional
instantaneous eld of view (FOV) lies. Any point in the FOV will project along
they-direction following perspective projection [82, 81]. If we lebe the position

vector of the point relative to the camera, expressed in the instantaneous camera
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frame, andd,; ¢, be the usual camera calibration parameters, we may express the
v-pixel coordinate of the point along tlyeaxis using

2 3 2 3

QVWE _ 90 dy Cyg\; (2.23)
w 0 0 1

where the parametey was introduced to explicitly account for the scaling.

As the camera moves, the view plane sweeps out a region of space, resulting in
an orthographic projection along thlxeaxis. A point that does not lie in the view
plane at some timé, but is visible in the nal 2D image, necessarily lies in the
view plane of the camera at some other titme_etting " be the position vector
of that point relative to the camerafat and™ be the position vector of the same
point relative to the camera gtwe can nd theu-pixel coordinates by determining
the time at which, = 0. Since the motion of the camera is linear, with constant

velocityv =[V, W, V;]", we have

o=+t t); (2.24)
which yields, setting, =0
\Ox
t=t to= —: 2.25
0=\ (2.25)

The u-pixel coordinates may now be determined introducing the exposure time
[82, 81]
u= t=: (2.26)
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The combination of Eq. (2.26) and Eq. (2.23), together with the relation in Eq. (2.24),

provides the linear pushbroom projection projection model

2 3 2 32 3
u 1= 0 0 1=V 0

va% = § 0 dy, Cég Vo=V 1 “0= KB'y; (2.27)
w 0 0 1 V.=V 0 1

recalling that  is the position vector of any point in the world relative to the camera
location at timetg.

The projection model may be easily modi ed to express world points in any
other chosen world frame. Leg be the position of the camera at tig expressed
in the new world frame, and 16t be the attitude rotation matrix from the world
frame to the camera frame. Given a pgit 2 R®, we may obtain ¢ as

2 3 2 3

b= v Twg, §ME- w@PvE (2.28)
1 1

and combine it with Eqg. (2.27) to obtain the nal projection model

2 3
2 3

u

Evé = KB ¢ gpw%: (2.29)

1
W

2.5 The Maximum-Likelihood Estimator

Suppose a set of independent, multivariate Gaussian random variables whose re-
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seek to nd an estimator that implies a hypothetical set of measureméfits) =

probability density function (PDF) for the estimator on a single measurement as,

exp 5 (9i(

) W' yil(yi() ¥i)
Oy y)= P ;

@)% i

(2.30)

Thelikelihoodfunction is the product of the pdf function for each of the variables,

SO
v
LC3Y; 0= Oy y) (2.31)
i=0
Yy exp (9:() y)' yil(yi() Y:)
_ 5 _ : (2.32)
i=0 (2 )dj yiJ

Taking the log of this function, we nd a more convenient representation in terms

of sums. This gives,

(Y ) =in LY ) | (2.33) |
X —_— x4
= SEC) v T EC) ) In (2 )9 ]
i=1 i=1
(2.34)

where we applied the fact that(e?) = a, In(ab) = In( a) + In( b) andIn(a=h =
In(a) In(b). Since the log function is monotonically increasing, the parameter
"L that maximizes the likelihood also maximizes the log likelihood. We note that

Eq. (2.33) has two terms, but only of of those terms is a function of the estimator.
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Thus, we nd

“w=argmax ( ;Y; ) (2.35)
!
X T .
= arg max SEC) v GO oy (2.36)
i=1
Hence, we seek to nd the estimatorthat minimizes the sum of the squared Ma-

halanobis distances,

!
A\ . X 1 T 1
w = argmin SEC) T EO) )

i=1

2.37
% 2 (2.37)
=argmin ékyi( ) YikT
i=1

where the one half factor does not change the minimization result but is kept for
simpli cation later on. Equations (2.37) represents kbast squareproblem for-
mulation that is classically found in the literature.

This equation will be extensively used across the thesis. This equation may also

be written under the matrix form. Consider the vector of residuals

2 3
90) n

()= iz )_ 22 5 gmn 1. (2.38)
9.0) Yn
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Also consider the block diagonal matrix composed from the inverse covariances,

2 3
1
vy 0O ::: O
0 yl o0
W = : 2 R™M mn. (2.39)
0 0 1

Yn

Equations (2.37) is equivalent to,
A 1 T .
ML = arg min > ()W (): (2.40)

Optimality of the pixel reprojection error  Now let us apply the above result to

seek to estimate a quantity which could be either be the camera pose, camera

intrinsics, or the 3D point position. We use the model developed in Eq. (2.21) to

such that I

X
arg min OC) w JHO0) W) (2.41)

i=1
If we assume an isotropic noise in pixel space that is the same for all measurements,

such that the pixel covariance is of the formy = 1, », then the cost function

becomes

X ' X
arg min (i) wi() u) =argmin  kOi( ) uks; (2.42)

i=1 i=1
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which is thereprojection error Thus minimizing the sum of the squared distances
between the pixel coordinates and their reprojected measurement yields the maxi-
mum likelihood estimator (MLE). This is the approach that is usually followed in

the literature [70].

2.6 Primer on Least Squares Optimization

The minimum of the cost function in Eq. (2.37) may be found by taking its deriva-

tive and setting it equal to zero. Let us compute such derivative as,

X
252 7 260 W00 W (243)
i=1
X :
-7 00 w8 o (2.49)
i=1
or more compactly, we write
J = —@Cg ); (2.45)
X T
@) v) 3 =0 (2.46)

i=1

2.6.1 LinearLeastSquares

Suppose the functioy( ) to be under the form,

5()=A; (2.47)
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then the function is given by Eq. (2.46) is
A W' A= (2.48)
which is equivalent to

TAT A=y A (2.49)

A= A LYy (2.50)

which are the classicalormal equationgor linear least squares. Note that these

can be just as easily expressed in matrix form as
ATWA = ATWh; (2.51)

whereW is from Eq. (2.39) and

2 3 2 3
Ar Y1
A= § % b= g % (2.52)

The estimator may be found by simply inverting the system, which can be

commonly done in numerical linear algebra [83, 84]. If, however, the measurements
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y, are zero, then we have an homogeneous system under the form

n, =0 (2.53)

In this case, the solution is found by nding the eigenvector corresponding to the

P P n T 1
smallest eigenvalue of [_; A7 | “A .
2.6.2 CovariancéAnalysis
Consider the system,
A =b (2.54)

Let us now introduce Gaussian noise to this systemiN (0; ), such that
A =b+ (2.55)
The weighted least-squares solution is given by
= ATWA “ATW(b+ ): (2.56)

Thus the covariance of the estimate is simply

= ATWA ‘ATW W'A ATWA (2.57)

Now assume that we solve with the optimal weigits= ! then it directly
follows that
1 .

= AT 1A (2.58)
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Therefore, the termAT A * will often be referred to as the covariance (or

inverse Hessian) of a system.

2.6.3 Non-linearleastsquares

The case where we have a non-linear funcfibn) does not bene t from a closed-
form solution. However, this scenario often arises in computer vision as the projec-
tive function in Eq. (2.21) is inherently non-linear due to the denominator. Thus,
one seeking to estimate the MLE on camera parameters often has to resort to non-
linear least squares theory. Among the many optimization methods available [85,
86], Gauss-Newton (GN) [87] and Levenberg-Marquardt (LM) [88, 89] often stand
out to solve non-linear least squares in computer vision [70].

Both GN and LM require an initial estimate for the estimator Then they

iteratively re ne the estimator by computing an increment such that

= *+ (2.59)

where the subscrigt indicates the iteration step. Let us rst treat GN and then

extend the result to LM.

Gauss-Newton In order to nd the right increment, let us approximate the resid-

ual at the next step with its rst order Taylor series,

(= 9+ O (2.60)
= (9+3(9 261)
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| k+1

We are trying to minimize the norm of the residuél *** ), so we set it to the vector

0
0= (9+3(9 0 JI(9 = (" (2.62)

This equation may be pre-multiplied by the weigtt™ in the case of the weighted

least squares — to conform with the cost in Eq. (2.40) —,
W23 (k) = w2 (K (2.63)

The solution to this equation may be solved by taking the pseudo-invevg&as |

which gives the normal equations

= Jwy

JTW : (2.64)
Theterm JTWJ ' is often referred to as the inversessian approximatiof85]

or thecovarianceg70].

Levenberg-Marquardt The term in Eq. (2.64) has the inverse Hessian approx-
imation that may sometimes cause some large steps, especially if the Hessian ap-
proximation is not well-conditioned. These large steps have no guarantee to lead
towards a decreasing cost function. To prevent this, the LM algorithm slightly
modi es GN by adding adampingterm to the step estimation. The damping, or

regularization, term  0is used to modify Eq. (2.64) as

= JWI+ | TIJwW: (2.65)
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We observe that when = 0, then LM is equivalent to GN. However, whenis

large, then

1

= JJ+ 1 J (2.66)
oo (2.67)
= }JT . (2.68)

In other words, LM resorts to a small step in the steepest descent wisdarge.
The regularization term is usually dynamically adjusted as the optimization pro-
ceeds. For example, it may be increased after a large step that does not result in a

decrease of the cost function.
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CHAPTER 3
CONTRIBUTION 1: OPTIMAL TRIANGULATION IN UNCERTAIN
ENVIRONMENT

In this chapter, | contribute to the state-of-the-art by
1. presenting a thorough review of the current triangulation state-of-the-art.

2. creating a non-iterative framework to ef ciently account for diverse Gaussian

sources of uncertainty in multi-view triangulation.

3. validating the framework with synthetic and real data.

3.1 Introduction to Triangulation

3.1.1 History of Triangulation

Triangulation describes the task of localizing a point by the intersection of two—
or more—lines-of-position (LOPs). These LOPs complete a triangle — hence the
nametriang-ulation — where the third vertex is the unknown position that we seek
to estimate, see Fig. 3.2.

The origins of triangulation are dif cult to establish, largely due to the loss of
primary sources from antiquity. Indeed, attribution of primacy seems to depend as
much on whose works survived to the modern era as it does on who was truly the
rst to “discover” an idea. Regardless, a few things are known. The concept of

using triangles to estimate distance and size was known as early as the 16th cen-
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tury BC, as can be seen by the problem/solution sets (especially P57-P60) in the
Rhind Mathematical Papyrus [90] from the Second Intermediate Period of ancient
Egypt. Sophistication of understanding increased signi cantly by 6th centuty BC,
when the Greek mathematician Thales purportedly used triangles to estimate the
height of the Egyptian pyramids and the distance to ships at sea [91]. All of the ge-
ometric principles necessary for point localization by triangulation were known by
the 3rd century BC, when they were clearly laid out in EucliElementg92, 93].
Moreover, by the 2nd century BC, Hipparchus (amongst the rst known to posses a
trigonometric table [94]) used triangulation principles to estimate the distance to the
Sun and Moon (as described by Ptolemy in the Almagest Book V) [95, 96]. Thus,
there can be little doubt that the classical Greek geometers were quite familiar with
how triangles and a known baseline could be used to infer the location of a point
at a distance. While this line of study continued to ourish in the Islamic world
during the rst millennium CE [97], the knowledge was lost to European scholars
for over a thousand years (until Eucliddementsvas translated from Arabic into
Latin in the 12th century CE [97, 93]). The modern understanding of triangulation
(e.q., Fig. 3.1) can be traced to a booklet published in 1533 by Gemma Frisius [98,
99, 100]. Notable improvements in the practice were made by Snellius in 1617 as
part of his effort to measure the circumference of the Earth [100, 101], and triangu-
lation was put into a least squares framework by Gauss himself while conducting
a survey of Hanover in the 1820s [102, 103]. At a conceptual level, the work of
Frisius, Snellius, and Gauss brings us to the modern era—where new sensors, com-
putational resources, and applications have made room for additional innovations.

Despite its long history, triangulation remains a problem of contemporary study.
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Figure 3.1: lllustration by G. Frisius (c. 1533) showing how to determine the lo-
cation of unknown (or inaccessible) poirsb; cusing only the bearings from two
known points { ande) separated by a known baseline. This is an example of the
intersection form of the triangulation problem. Reproduced from Ref. [98] as it
appears at the end of Ref. [99].
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In today's computer vision applications, the LOPs usually originate from line-of-
sight (LOS) directions that are transformed from a camera frame into the world
frame. Such situations arise naturally in image-based 3D reconstruction and navi-

gation problems.

3.1.2 ModernTriangulation- Stateof the Art

The modern triangulation problem takes on one of two forms: intersection or resec-
tion [104]. This isillustrated in Fig. 3.2. The rst form iatersectionwhich occurs
when angle measurements collected by observers at two (or more) known locations
are used to estimate the location of an unknown point. The intersection form of
triangulation has many practical applications, such as satellite orbit determination
[105, 106] and 3D scene reconstruction from multiple images [53, 107, 108]. The
second form igesection which occurs when an observer estimates its unknown
location using angle measurements to two (or more) points at known locations.
The resection form of triangulation describes the vehicle (e.g., robot, ship, aircraft,
spacecraft) localization problem that commonly appears in navigation applications
[50, 109]. The intersection and resection problems have the same underlying ge-
ometry, with the primary difference being whether the triangle vertex of unknown
location is the observer or is being observed. This means that all the methods dis-
cussed in this chapter will work in either case.

Several important points are to be considered when choosing a triangulation
method: its optimality, its scalability to multiple views, and its projective invari-
ance property. We have seen in Sec. 2.5 that under the assumption of Gaussian 2D

noise, the solution minimizing the reprojection error provides the MLE. Further-
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more, the projection minimizing the reprojection error is projective invariant [70].
This type of approach is often namkegd or optimaltriangulation, but this cost func-
tion is dif cult to work with because it has multiple local minima [53]—unlikg
triangulation [110, 111] that has a single local (and thus global) minimum.

In 2-view triangulation, the optimal solution can be found by solving for the
root of a sixth-order polynomial [53], and faster alternative methods exist [112,
113]. Yet, the problem quickly becomes intractable as more views are added. Itis,
for example, necessary to nd the roots of a 47th degree polynomial for 3 views
[114]. Some notable work has also been done to speed up 3-view triangulation
[115, 116] but is not scalable to more points. Triangulation algorithms like the
direct linear transform (DLT) [70] and the midpoint method [53] are popular due
to their scalability to multiple views. These, by triangulation [117], are often

used to obtain an initial estimate that is then iteratively re ned to minimize the

Figure 3.2: lllustration of intersection (top) and resection (bottom) forms of the tri-
angulation problem. The location of vertigesandp, are known and the objective
is to solve for the unknown location of vertexMeasurements are shown in red.
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reprojection error. However, the re nement can be slow and may not converge to
the global optimum. A summary of a few of the geometry may be found in Fig. 3.3.

Understanding the limitations df, triangulation is essential. First, there are
certain geometries (typically symmetric geometries) under which all triangulation
methods perform similarly [53, 40] and hence where optimal triangulation does
not offer substantial performance gains. Furthermore, geometries involving low-
parallax are a typical example where triangulation performs poorly [53, 54]. Re-
gardless] , triangulation can provide substantial improvements over sub-optimal
methods in general scenarios that are not symmetric and don't have low parallax
[53, 40].

Second, minimizing the reprojection error is only optimal under the assump-
tions of Gaussian 2D noise on the image measurements and perfect knowledge of
the camera parameters. As seen on Fig. 3.4, pose uncertainties also affect the prob-
lem of triangulation. Reference [55] argues that the midpoint method should be
used ovel , optimal triangulation in the SfM process because of uncertainties in
the extrinsic camera parameters. However, the midpoint remains a method that in-
herently minimizes the wrong cost function. A more appropriate approach under
camera parameter uncertainties is to modify thecost function in the iterative
re nement process, as it is done in Ref. [118, 119, 120]. Existing studies, like
Ref. [55] and [119], either lack uncertainty-aware optimal triangulation methods or
use iterative re nement within a larger framework.

This contribution aims to carefully study triangulation under various types of
noise, among which centroiding and camera pose uncertainties. It does so by in-

troducingLOSTU a polyvalent framework for triangulation. We perform numeri-
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Figure 3.3: Geometry of standard 2-view triangulation and minimized quantities.
The perfect LOS; intersect at the 3D point. The noisy measuremerts trans-

late to imperfect LOS that do not intersect anymore. Using these noisy LOS,
triangulation aims to estimate the pomwith p that satis es epipolar geometry.

cal simulations to experimentally validate it and assess the bene ts of considering
camera parameters uncertainties. These bene ts are further demonstrated in a si-

multaneous localization and mapping (SLAM) pipeline.

3.2 Linear Optimal Sine Framework

This work utilizes the pinhole camera model described in Sec. 2.3. For simplicity
of notation, we denote the vector= [0;0; 1]". For clarity, let us rewrite Eq. (2.21)

as the homogeneous pixel coordinate measurement ofipoiniew | ,

RE (1) |

Ui = K : 3.1
OUKRY (o 1) G

wherekK; is the camera calibration matriy; is the 2D measurement of the object
in homogeneous coordinatéé@f is the rotation matrix from world frame to camera
frame,p; is the 3D world position of the measured object, ands the 3D world

position of the camera. The reader will recognize that, under perfect measurement,
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Figure 3.4: Due to errors in camera pose, the measured LOS do not intersect any-
more.

the measurement vector should be colinear to the line-of-sight

K tu;
Xj = Kty /oot = e = RE (B ) (3.2)
J kKj 1uij k ! !
where ; = kp; rjkis the range and; is the unit vector in the direction of the

measurement in the camera frame. The DLT equation takes advantage that the cross
product between those two vectors results in the zero vector (a vector writing of the
law of sines),

Ki'uj  RE(@ r)=0s 1 (3.3)

where[ ]is the skew symmetric cross product matix b =[a ]b. In practice,
the 2D measurements are perturbed by noise, often assumed Gaussian, and this

leads to the equation for the law of sines residual

i = Ky REM@ n) (3.4)

=[x IRY(p 1): (3.5)
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The partials of ; with respect to the 2D measurement are

h [
Jyy = @ =@y = R\é\f o) K b (3.6)

Similarly, the partials with respect to the extrinsic camera parameters can be ob-

tained as:
Jy = @;=@ = Kj'uyy RY; (3.7a)
h [
J j = @Ij :@J = KJ luij R\éf (pl rJ) ; (37b)
where ; is the rotation vector description of a rotation perturbatioriRX}ﬁ (see

Sec. 2.2.1 and the linearization around a small angle in Eq. (2.9)). The partials with

respect to the 3D world positions are
Jp = @ =@ = K tuy R\(/:vj: (3.8)

Because the inverse of the calibration matrix has a simple closed-form [37], we can
take the partials with respect to the desired intrinsic parameters as
h i 1
@j W j
Jkitml = =———— = R (g 1 ————Uj ; 3.9
whereK; [I; m] is thel; m-th entry of the calibration matrix. The partials to other
calibration parameters such as the radial distortion [121, 122] could also be taken
into account by taking the appropriate Jacobians.

Assuming uncorrelated Gaussian noise models whegaepresent the covari-
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ance matrix of(:), Egs. (3.6), (3.7a), (3.7b), (3.8) and (3.9) make it possible to

project the individual parameter uncertainties onto the residual uncertainties as
=3, 3T+ dy g dy o (3.10)

Denote the set of points visible in viewasV;. The MLE is the solution that

minimizes the cost function

X X
J(K;R;r;u;p) = oty (3.11)
jooi2v;
Due to the fact that the rst cross productin Eq. (3.6) to Eq. (3.9) have the same null
space, the matrix , is not full rank and thus not invertible. The trick resides in
observing that the null space of ; naturally aligns with the residual of Eq. (3.4),
and one can thus use the pseudo-inver:‘é"e instead of the matrix inversion to

rewrite Eg. (3.11) as

X X
J(K;R;r;u;p) = LA (3.12)
jooi2v;

3.2.1 LinearOptimal SineTriangulationwith UncertaintiegLOSTU)

Denote the track as the s&tthat consists of all the views that see iltie point,
Ti = fj i 2 V;0. In the case of intersection, we seek to estimate the qiaind

the cost function in Eq. (3.12) becomes

X
J(p) = i (3.13)

1] ij
2T
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Figure 3.5: The law of sines allows range extraction from two measurements.

where  is computed using Eq. (3.10), but does not take the partial derivative
at Eq. (3.8) into consideration. If an initial estimate for the 3D point exists, then
it is straightforward to compute the Jacobians. Wherasmriori information is
available, the covariance of the residual can still be computed. We can start by the

acknowledging that

RY:V,.(pi ) = gl I (3.14)

Given that the camera centers are known (in intersection), the rgngekp;, r;k
can be computed with the help of another measuremgntising the law of sines

as shown in Fig. 3.5, which gives

_ kR\é\j (rj r O) ajj ok'
ka,-,- ajj ok )

i (3.15)

We note that, since we are triangulating, there is always at least one other mea-

suremenj °to compare against. The choice of which measurefistto be cho-
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sen, among the@ 1 other available, necessitate careful attention. In a generic
case where measurements have good angular separation compared to the noise, any
measurement would give a good enough approximation of the range. In cases of
measurements with very low angular separation, the estimate of the range may be-
come poor. As such, it may be interesting to select a measurgfat has the

highest angular separation, but this comparison necessitates an extra loop, increas-
ing the complexity t@D(n?). In practice, a simple rule likeest of ve comparisons

may signi cantly improve the initial guess of the range, while leaving complexity
atO(n).

Once a range is gured out for the rst pall;j° it may technically be good
enough to give an initiap as to avoid comparison for further measuremegnts
However, these extra comparisons for next measurements may still be useful to be
more robust in the case of outliers, and could also theoretically be incorporated in
a RANSAC-like algorithm.

The optimal point is the point satisfyin@J{p,)=@; = 0, which yields the nal
system to triangulate the position of tith 3D point [40]

X Cj 1 y 1 W
RW Kj Uj i Kj Uj RCJ- B
12; (3.16)
= R\(}\t} Kj 1uij yij Kj 1Uij R\é\f r:
j2Ti
Assuming isotropic 2D noise only (;, = 5"_ I, »), the system can be further
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simpli ed by the QR factorization of yij . Denote the weights [40]

_ kKJ lUij k _ kaKj 1Uij k _ kKJ lUij k _ kaKj 1Uij kka., aij ok )
q K] l[l; 1] Ujj |] Ujj I] Xij IJ Ui kR\é\f (I'J I'J 0) a” Ok’
(3.17)

where j can be computed with Eq. (3.15) aKdll; 1] is the rst diagonal ele-

ment ofK. The system to solve can be rewritten as [40]

2 3 2 3
S Kj 11uij 1 R‘é‘?l S Kj 11uij 1 R\é\gl M,
1us W 1. W
qZS sz Ujj , RCJZ p = qZS KJ2 Uij , RCJ'2 P : (318)
q18 Kj nluij n R\é\?n q18 Kj nluij n R\é\?n I’jn

wherefjq;:::jng 2 Ty andS=1[1, 5;0, 4].

The expression in Eqg. (3.17) can help us understand when optimal triangulation
matters most over the DLT. The DLT solution is obtained by solving the system
Eqg. (3.16) replacing all , by I3 3, or Eq. (3.18) replacing at§ by a constant.
Therefore, we observe that the optimal solution will differ from that of the DLT
when the measurement range to the 3D point, or the 2D noise, varies between dif-
ferent views.

In the rest of the thesis, we referlt®STas the algorithm that solves Eq. (3.18),
i.ethat only accounts for 2D uncertainties. We refeL @STUas the algorithm that
solves Eg. (3.16)j.e.accounting for uncertainties of camera parameters and 2D
noise. NeithelL,OST or LOSTUuse ana-priori estimate ofp,, as they nd the
range with Eq. (3.15). The algorith@DLT refers to Eq. (3.18) where aff = 1.

The covariance of a point — accounting for both 2D and camera uncertainties —
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triangulated with linear triangulation methods liRET, LOST, andLOSTUcan be
found at negligible computational expense, by applying Eq. (2.57). Furthermore,
sinceLOSTUis optimal, the covariance simpli es to Eq. (2.58),
X E
o (LOSTY = Ry K 'y YK 'uj R (3.19)
j2Ti
We note that an important assumption for optimality.@STLOSTUand com-
mon iterative schemes such as minimizing reprojection error, is that the noise is of
Gaussian nature. However, despite being commonly assumed by the community,
noise on pixel features in real images has no guarantee to strictly follow a normal
distribution. We still notice that OSTLOSTUgive an ef cient system to weigh
different sources of noise relative to their impact. Take the exampl©&T, and
especially Eq. (3.17). We observe that, the weistinversely proportional to the
range , and pixel noise . This intuition would tend to make sense regardless of
the noise distribution of the pixel feature: prioritize measurements with low vari-

ance and prioritize cameras that are less far away from the observed point. We will

observe improvements on real images in the following sections.

3.2.2 Optimalcamergositionestimation

The underlying analysis for resectioa.gin navigation) is identical to the one in

Sec. 3.2.1. Consider the cost function

X T
J(rj) = i yij ij 5 (3.20)
2V
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Then the optimal camera positionis found with

0 1
X Cj 1 y 1 W A

@ RW Kj Uj " Kj Uj ch I
izv)i( (3.21)
= R\C,:\} Kj 1Uij yij Kj 1uij R\é\: P

2V

This expression is nearly identical to Eq. (3.16), but where'thendp's have been

switched.

3.2.3 Optimality of Midpoint

Some experiments have found that midpoint performs well when triangulating with
camera pose noise [55], but little explanation is provided to rationalize those re-
sults. Starting from Eq. (3.16), we show that the midpoint is the optimal method
when, 1) all cameras have the same position covariance, and 2) this camera posi-
tion uncertainty dominates all other error sources. In this case, using Eqg. (3.7a) and

Eq. (3.10), the covariance of is

C.

;= Kitug RY Ry K Tuy (3.22)
where we considered the facttfat ]" = [ ]. Assuming an isotropic camera
position noise under the form,, = I, and notingR‘(’:"j R\(,:\} = | , we compute its
pseudo-inverse as

1 2
y — 1. .
i - kKl—u”k‘]' KJ u” . (323)
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It follows that

Ry K; 'uj YK 'up R =Ry[y I'RY: (3.24)
Note thala; 1'=1 a;a], sowe rewrite Eq. (3.16) as
!
X X
Ci Ci
Rw(l aa))RE p= Ryl &a)Rer (3.25)
j 2T; j 2T;

which is precisely the formulation for the midpoint triangulationnifrview [71].

The proof for the resection case is analogous. We still noteli®&T Uis a more
general framework that can treat camera position uncertainties of different ampli-
tudes alongside angular noise. Thereaftadpoint refers to the algorithm solv-

ing Eqg. (3.25). Comparing Eq. (3.25) with Eg. (3.16), we observerthdpoint

is nothing else than thBLT with unit normalized LOS.

3.2.4 Summary

LOSTU is the most versatile framework for triangulation and most other proposed
triangulation methods may be thought of speci ¢ cases of Eq. (3.16). The funda-
mental difference betwedrOSTandLOSTUis thatLOSTonly treats about pixel
uncertainties wheredOSTUis fully uncertainty-aware. The advantagel@ST

is that, assuming isotropic pixel noise, the covariance matrices do not need to be
known to compute the position MLE. In following chapters, we may sometimes re-
fer to “LOST” textually as “Linear Optimal Sine Triangulation”, but the optimality
requirements may mean we either useltRsTor LOSTUalgorithms.

We thus understand theOSTLOSTUleverage the law of sines to get the range

49



by using another measurement, which in terms gives a very course initial estimate
of the position. This course position may be used to compute all the desired partials.
In the end, the system solves fonawposition that isnot an increment from the
initial guess.

This contrasts witlDLT+GNestimates the position by solving the fOILT sys-
tem, a heavier and more accurate solution. Then it uses different partiatsde
mentally re nethe initial position.

A summary table is provided and compares the newly proposed methods with
the standard iterative re nement in Tab. 3.1.

Table 3.1: Summary af-view triangulation methods.

Method Equation Optimal when Need covariance lIterative ?
as input?

midpoint 3.250R Large Uniform Camera No No
3.18w.g =1&kxk =1 Position Uncertainty

DLT 3.18w.g =1 - No No

LOST 3.18 Large Isotropic Pixel Noise No No

DLT+GN(reprojection) 3.18wg =1 + Sec. 2.6.3 Large Isotropic Pixel Noise No Yes

LOSTU 3.16 Always Yes No

DLT+GN(Mahalanobis) 3.18wg =1 + Sec. 2.6.3 Always Yes Yes

3.3 Triangulation in SfM and SLAM framework

structure from motion (SfM) is the process of reconstructing a 3D scene from 2D
images. Today's SfM pipelines have matured considerably since early work [123,
124], and are now routinely used to reconstruct large urban scenes [125, 108, 126,
67], terrain [127], and celestial bodies [128, 38]. This section is aimed at pointing
out the particular aspects to consider when triangulating in SfM.

There are many different approaches when it comes to SfM, but all have in

common that features need to be extracted from—and matched between— images.
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This process can be done by well-known handcrafted algorithms [129, 130, 131,
132] or learning algorithms [133, 134, 135]. In some cases the 2D uncertainty that
comes with those features can be rigorously estimated, though it is also common to
simply assume a xed valuee(g, 1 pixel). From here, we often categorize distinct

approaches.

Sequential SfM The extracted features are used to estimate an initial relative pose
between at least two starting views. This seeding process is preferably done in a
dense central place [119]. This process can be done with the ve point algorithm
[136] for calibrated cameras or the eight point algorithm [137] for uncalibrated
cameras, which are often coupled with an outlier detection scheme like RANSAC
[138]. The 3D points commonly seen by the cameras can be triangulated. Then,
an initial bundle adjustment (BA) allows one to obtain the initial covariance of the
poses and structure [70, 139].

Views are then added sequentially. Several options exist when it comes to se-
lecting the next best view. It can involve propagating the covariance and selecting
the best camera, but this is slow in practice since it requires many unnecessary view
estimations. Instead, simple rules like choosing the camera that sees the most points
work well in practice [119]. The estimation of a view pose using 3D points is re-
ferred to as thé&erspective-n-PointPnP), which we will cover in greater detail in
Chap. 7. The PnP problem can be solved using from 3 [140, 141, 142|143,

70, 144, 145, 47] measurements and the reprojection error is often the quantity
minimized, but these break the pattern of maximum-likelihood since not all uncer-

tainties are taken into account. Other works propose to leverage uncertainties from
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the 3D reconstructed points directly in the PaB[146, 147, 148, 149]. The view
pose uncertainties arising from a process like the one in Ref. [148] can be obtained
because they use a subsequent iterative re nement with Levenberg-Marquardt (LM)
or Gauss-Newton (GN) (see Sec. 2.6.3).

Once a camera is added, all points seen by two views or more are triangulated.
The choice of the best triangulation method depends on the magnitude of the pose
noise and availability/accuracy of the pose covariance, and the triangulation covari-
ance expressions [40] can help in the analysis.

Then, either a BA step is performed, or the next view is estimated. Careful
implementations can greatly reduce the computational load of BA [67, 150]. There
are often additional triangulation steps before and after BA [67]. Depending on the
reconstruction, obtaining the covariance of the poses after BA may be practically
dif cult. If the covariance are not obtainable, BA still reduces the errors of the

poses and thus may rendey triangulation more pro table.

Global SfM  Sequential SfM, although very accurate, can be slow. Popular and
faster alternatives are global SfM [151, 152, 153, 154] that estimate all poses rst,
triangulate, and then perform BA only once. After estimating relative poses with
aforementioned tools, theeveragingprocess re nes them into a coherent set [155,
156, 157, 153]. Ref. [158] propagates uncertainties into weights for estimated rota-

tions. This may be particularly interesting to use in conjunction WZISTU

Hybrid SfM A proposed middle-ground to sequential or global Sfvhybrid
SfM [159, 160], where all camera rotations are rst estimated, and the sequential

part only focuses on camera position and structure reconstruction. In this case, the
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problem reduces to a sequence of triangulation problems. The LOST framework
allows to seamlessly obtain the optimal camera position using the 3D structure as

in Sec. 3.2.1, and 3D structure using camera centers as in Sec. 3.2.2.

SLAM Insimultaneous localization and mapping (SLAM), the emphasis is placed
on both the structure and the position of the observer [161]. It is usually done in
an incremental manner with more emphasis in real-time application. Covariances
may be readily available when working with Kalman Filters [162]. Furthermore,
optimization frameworks like incremental smoothing and mapping (ISAM) [163,

164] may be utilized to quickly estimate the marginal covariances.

3.4 Synthetic Triangulation Experiments

3.4.1 Two-View Triangulation

Many applications in 3D vision and navigation use a limited number of cameras.
The case of solving 2-view triangulation has been widely discussed in the literature
[53, 112, 113]. In this section, we compare the performandeG8Tagainst the

6th order polynomial of Hartley and Sturni$ [53]), the fast optimal solution
developed by Lindstromrmter2  [113]), DLT, midpoint , andLOSTU the only
solution here that takes into account camera pose uncertainties. For Robustness
analysis, we also show a version where the pose uncertainties are f€¥5{bU

with wrong values. The corrupted covariances are made with a factor between
1/2 and 2, independently random for each camera, pose covariance, and rotation
covariance. The purpose of this experiment is two-fold. First, it shows that directly

solving the simpld. OSTlinear system gives essentially the same result as the more
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Figure 3.6: RMSE for 2-view triangulation on 1000 samples. 3.6a-3.6d: Absolute
3D errors. 3.6e-3.6h: Percentage of RMSE deterioration with resp&it Te-LM
(reproj) — Negative values means better than minimizing the reprojection er-
ror.
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complicated (and slower) Hartley and Sturm polynomial. Second, it aims to address
the ndings in [54, 55] that tested optimal triangulation in geometries where optimal
triangulation simply has no advantage.

Suppose a 3D object is placed at the origin and observed by two cameras that
are placed ire; = [0;y1;z]" andc, =[0;2; 2]". Inthe nominal case, camera one
is placed suchthat; = 2,z; = 6. The camera has an effective focal length of
400 We assume a 2D noise ofy = 1 pixel, a camera rotation noise of = 0:5
deg, and a camera position noise @f= 0:03. The cameras are rotated such that
they point towards the 3D point (orbital con guration). Independently, we vary
the camera poseg;, andz;. To make the results more graphically meaningful, we
show the results in Fig. 3.6 both in absolute value and in percentage of position

RMSE compared to the HS polynomial solution:

Error=100 (RMSE RMSEs) =RMSExs; (3.26)

where is the tested triangulation method. Fig. 3.6e highlights the gap in perfor-
mance between the optimal solutions anidpoint or DLT.

The fact that a performance gap persists when there is no pixel noise is due
to the remaining uncertainty in the camera pose. In Fig. 3.6f, we observe that the
non-optimal algorithms get better relative to the polynomial solution of Hartley
and Sturm as the camera pose uncertainties increase. We also obseh@3hat
behaves comparatively better in that case, laB@&TUalways has the lowest error.
When there are no camera pose uncertainties, all optimal methods have the same

RMSE. Fig. 3.6h con rms the analysis of Eq. (3.17) in that the the sub-optimal
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methods behave similarly to the optimal methodg,at 2, when the geometry

is symmetric and the ranges are all the same. As the depth decreases, the relative
importance of the camera position noise increaseswaidgoint  performs well.

Finally, Fig. 3.6g shows what happens when the angle between the two observations
progressively decrease. In this case we observe that the classical two view optimal
solutionsHSandniter2 , start to comparatively lose in quality. This trend is less
pronounced if no camera noise is added. In our experimeé@QST and LOSTU

exhibit better behavior in low parallax.

The runtimes of the tested algorithms are presented in Tab. 3.2. The experiment
has been performed with MATLAB and a 2.3 GHz Intel Core i9. Our MATLAB
implementation of theiter2 by Lindstrom [113] remains the fastest method to
triangulate optimally in two viewLOSTis still twice as fast as solving tHéSand
comes with additional robustness and scalability bene ts.

This experiment shows that optimal triangulation can still lead to improvements
over non-optimal schemes, even when substantial camera pose uncertainties exist.
It does show operational regions where standard optimal triangulation algorithms
become less stable. Th®ST algorithm gives a similar solution to standdrd
triangulation in nominal cases, while also responding better to camera noise and

low parallax.

Table 3.2: Mean runtimes of different triangulation methods,sn

midpoint DLT LOST HS niter2 LOSTU
12.8 199 235 524 12.9 43.7
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3.4.2 n-View Triangulation

This experiment aims to compare multiple triangulation solutions in a typical SfM
geometry. The algorithms selected an&lpoint , DLT, LOSTas thelL , optimal
triangulation, and. OSTUas the triangulation accounting for all uncertainties. The
DLT method is also implemented with a re nement using an iterative: @Nmin-
imize either the reprojection error wibLT+GN (reproj) , or the Mahalanobis
distanceDLT+GN (Mahalanobis)

A single point placed ap = [2;1;0] is triangulated byn = 50 cameras ran-
domly spawned in a domaiB¢am = f[Xmin;Xmax] = [ 10; 10} [Ymin | Ymax] =
[ 10,10} [Zmin; Zmax] = [ 50 10Jg. Each camera is oriented to look in the
direction with a random deviation @leg. The effective focal length of the camera
is 800 and an isotropic 2D noise of 1 pixel is added to the measurements. Fur-
thermore, a camera rotation noise of = 0:05deg and translation of, = 0:02is
added for every camera. These pose uncertainties are randomly scaled by a factor
from 1/2 to 2 for each camera, so that all cameras have different uncertainties.

Each of the parameters will be varied independently to study their effects on
classical triangulation solutions. For each set of parameters, we perform triangu-
lation 5000 times, where camera poses and measurements are regenerated at each
iteration. The position RMSE are recorded in Fig. 3.7 while the scaling perfor-
mances with problem size are displayed in Fig. 3.8.

One can observe thatidpoint is the fastest method but it provides a sub-

optimal solution, except when the position uncertainty of the cameras dominate

a custom GN has been implemented over a factor graph approach for speed purposes, but we
have made sure that these give the same results.
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Figure 3.7: RMSE for 20-view triangulation on 1000 samples. 3.7a-3.7d: Absolute
3D errors. 3.7e-3.7h: Percentage of RMSE deterioration with resp&itTeLM
(reproj) — Negative values means better than minimizing the reprojection er-
ror.

runtime (s)
3D RMSE
Loss (%)

@) (b) (c)

Figure 3.8: Evolution of triangulation performance as the number of views in-
creases. 3.8a: All techniques exhibit linear runtime complexity but have different
slopes. 3.8b: The 3D error decreases as a square root of the number of views. 3.8c:
Percentage of RMSE deterioration with respedtd+LM (reproj)
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in Fig. 3.7g, which con rms the theory in Sec. 3.2.3. Even then,rth@point

will not coincide with the optimal solution for high camera position noise because
cameras have different pose noise. THeT is slower, but still time-ef cient, and
remains consistently better thamdpoint in this experiment. Minimizing the re-
projection error is still a strategy that yields signi cant improvements ®IeF and
midpoint , depending on multiple factors. First, the geometries favoring greater
variations in distance between the views give an edds tisiangulation. Second,
noise in the position of the camera centers reduce the relative performahge of
triangulation. Third, the number of views may change the relative performance
between methods. In our ndings, a moderate number of views tend to favor min-
imizing the reprojection error, and then the relative performance may go in either
direction depending on the 2D noise to pose noise raf@S Tperforms statistically
identically to the GN re nement at a fraction of the computational cost.

All the methods above do not require any knowledge of the covariance matrices.
When these are available, the methods that properly account for them are always
statistically better, sometimes substantially SOSTUagain performs equivalently
to the GN re nement, and can be slightly more robust if used in a re nement way.
As a nal implementation tipLOSTUcan be made as fast aB®STif the residual
covariance matrix in Eq. (3.10) is approximated by a diagonal matrix to speed-up
the computation of the pseudo-inverse. In that case the results were found to still

be close to the standatdDSTU
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3.4.3 InterplanetanjExploration

Triangulation is expected to play an important role in future exploration missions
to the outer planets. Both the gas giants (Jupiter and Saturn) and the ice giants
(Uranus and Neptune) have a large number of moons, and it is possible to use
LOS measurements to these moons to triangulate a spacecraft's location. The U.S.
National Academies have identi ed the Uranus Orbiter and Probe (UOP) as “the
highest-priority new Flagship mission for initiation in the decade 2023-2032" [3],
which makes Uranus a prime candidate for further study. A simulated scenario is
created where a spacecraft observes the moons Titania and Oberon, with a different
camera pointing in the direction of each of the moons. An illustration of this is
found in Fig. 3.9.

Supposing an epoch of 1 January 2050 00:00:0.0 UTC, the known locations of

Figure 3.9: Spacecraft determining its position by triangulation using two moons
around Uranus.
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Titania (p,) and Oberong,) relative to Uranus are
2 3 2 3
2:8607 10° 5.0811 10
U g 3:2961 10% km  p,= E 2:8608 10% km
33944 10 9:.0978 107

These positions were obtained from td&A111 ephemeris les [165] and pro-
cessed using the SPICE toolkit [166, 167]. These two moons are then viewed by
simulated cameras aboard a simulated spacecraft residing somewhere in the equa-
torial plane of Uranus. Although the true spacecraft location is in the equatorial
plane, the moons Titania and Oberon are not in this plane—and, thus, the triangula-
tion problem considered here is fully 3D. Moreover, this speci ¢ arrangement and
choice of epoch allows for qualitative comparison of these results with the moon-
based localization study provided in Ref. [168].

It is not possible to practically image a speci c moon from everywhere in the
Uranian system. Thus, following a similar approach as Ref. [168], a humber of
visibility constraints are adopted. For a moon to be visible, it cannot be blocked
from view in any way by Uranus, and needs to have at least 5% of FOV clearance
from Uranus. Additionally, the moon is not visible if it occupies more than 80% of
the FOV. Finally, the spacecraft is not able to see the moon if the LOS to the sunis
within 30 deg of the LOS to the moon. The triangulation is only performed in the
case where both moons are visible. To facilitate easy comparison, this analysis uses
the mid-resolution camera from Ref. [168], with a FOV/oflegrees and an IFOV
of 60 rad.

This simulated scenario (of practical relevance to future interplanetary explo-
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ration) may be used to illustrate a number of important observations about trian-
gulation algorithms. These observations are facilitated by the evaluation of results
from a Monte Carlo analysis. Speci cally, conside(d 1¢°) (3 1(P) km
region centered around Uranus. At each point within this region, a Monte Carlo
analysis was preformed with measurement error of 0.1 pixel. These noisy LOS
data are used to triangulate the spacecraft position usinDltiiethe Hartley and
Sturm (HS) polynomial methoHS[53], andLOST.

The rst use of the Monte Carlo analysis is to validate the analytic covariance
models. Exceptional agreement between the analytic and sample covariances were
seen in all cases. To summarize these results, contours of the total standard devi-
ation , are shown for the. OST method in Fig. 3.10 and for thBLT method in
Fig. 3.11. The contours for thdSmethod are visually indistinguishable from the
LOSTmethod, and so a separate gure is not necessary. Indeed, the covariance for
theHSandLOST methods are identical to machine precision for the analytic case
and the total standard deviation agrees to better than 0.1% everywhere for the nu-
merical case (which is consistent with the expected uncertainty in the numerically
computed covariance with a nite number of Monte Carlo samples).

A few observations are immediately apparent from Fig. 3.10 and Fig. 3.11, and
agree with simple intuition. First, triangulation performance is best (localization
error is smallest) when the angle between the LOS directions and the bakegline
is large. Conversely, performance is worst (localization error is largest) when this
angle is small — at low parallax. Second, triangulation performance is best when
close to the moons and this performance deteriorates as the distance to the observed

moons increases. Third, the analytic covariance foll@&T (andHS) method is
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Figure 3.10: Analytical (left) and Monte Carlo (right) standard deviations of the
spacecraft position with theOSTmethod.

Figure 3.11: Analytical (left) and Monte Carlo (right) standard deviations of the
spacecraft position with thBLT method.

always smaller than thBLT method, as can be seen in Fig. 3.12. The improved
performance obtained withOSTas compared to thBLT is only signi cant when
the distances between the observed points are very different.

The second use of the Monte Carlo analysis is further investigate the statistical
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Figure 3.12: Analytical (left) and Monte Carlo (right) percentage increase in stan-
dard deviation (loss in precision) &fLT compared td.OST. The analytical loss
never goes under zero.

Figure 3.13: The Hartley and Sturrfl§ and LOST algorithms have equivalent
performance. Monte Carlo results show the ratio g= | ost (left) and the pattern
of where each algorithm performed best (right).

equivalence of thelSandLOSTmethods. The covariance of these two methods has
already been shown to be equivalent—to within machine precision for the analytic
result and to within the expected error for the Monte Carlo result. Having an equiv-

alent covariance, however, does not imply thatif&andLOST methods provide
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the exact same estimate for any particular realization of measurement noise. Two
additional analyses are preformed to address this question. First, the total standard
deviation of the residual r = r_ost rns is computed and then contours of the ra-
tio = _ost shown in the left-hand frame of Fig. 3.13 (for comparison, contours
of |ost are as shown in Fig. 3.10). Second, at every point where a Monte Carlo
analysis is performed, the number of cases is recorded where each me@®d (
or HY is best. The results are summarized in the right-hand frame of Fig. 3.13,
where a point is colored dark blue if th®STalgorithm was closer to the truth for
more than half of the cases (or light bludHSwas closer to the truth for more than
half). Two things are now clear. First, the standard deviation of the residyas
usually 3—4 orders of magnitude smaller than the total standard deviati@md
at least one order of magnitude smaller everywhere). Second, there is no apparent
structure in which method is closer to the truth, suggesting that there is no viewing
geometry that systematically makes th®@ST method better (or worse) thaiS
method. Moreover, each algorithm was found to be “best” with about the same fre-
guency (theLOST algorithm was better for about 50.1% of the points evaluated).
Thus, not only do th€ OSTandHSmethods have exactly the same covariance, but
neither of the methods is more likely to produce a better estimate than the other.
While theHS andLOST algorithms have equivalent localization performance,
the LOSTalgorithm has a few notable advantages. First, for the two-measurement
case, the solution tbOSTtakes the form of a small linear system, which is easier
(and faster) to solve than the polynomial of degree six inHBamethod. Second,
theLOSTmethod retains its linear form for  3LOS measurements—thus allow-

ing for statistically optimal triangulation for a very large number of measurements
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as the direct solution to a linear system (and without the need for iteratively solving
a nonlinear least squares problem). By comparison, the opti8ahethod does

not scale to more than two LOS measurements.

3.5 Real Data Experiments

3.5.1 PerfectCameraPoses

As previously established,OST will provide the statistically optimal estimate
when camera poses are perfectly known. We decide to test this on real images
using the Notre Dame dataset. The Notre-Dame de Paris cathedral lies i the
de la Cig in Paris and the main body of the cathedral was built between about
1160 and 1245 [169]. Notre-Dame is widely regarded as the preeminent surviving
example of French Gothic architecture and is amongst the most visited (and pho-
tographed) structures in France. As a result of its popularity, there are a large num-
ber of public-domain photographs—making Notre-Dame a natural choice (amongst
others) for demonstration of the ground-breaking image-based 3D reconstruction
work by Snavely, Seitz, and Szeliski [125, 108]. A 3D cloud of 127,431 points
originating from 715 pictures (and as many cameras) obtained from Ref.2[125]
may be used to reconstruct the west facade of the cathedral. This is an example of
the intersection form of the triangulation problem. The solutions of0h& and
theLOSTmethods are compared to the reference model included in the benchmark
dataset. As illustrated in Fig. 3.14, the distinction between the reference model and
the LOSTreconstruction is hardly distinguishable to the naked eye. The histogram

presented in Fig. 3.15 con rms what the eye can (or cannot) see: the majority of the

2Supplementary data for Ref. [125] vailable from: http://phototour.cs.washington.edu/datasets/.
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