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CHAPTER 1

INTRODUCTION

Cardiovascular diseases (CVDs) are the primary cause of mortality globally among adults

aged 37 to 70 years [1]. An electrocardiogram (ECG) is a representation of the cardiac

electrical activity over time [2], and the most accessible and widely used tool for CVD

diagnosis. The ECG is most accurately studied through standard multilead recordings

(e.g., 12-lead). Every day, clinicians conduct millions of ECGs, and wearable and personal

devices generate millions more. There are billions of digital diagnostic ECGs globally

and billions more in conventional formats such as micro�lms, printed papers and scanned

images. Although this legacy contains invaluable information on prevalent and rare CVDs

and their evolution across generations and geography, we are not currently “learning” from

ECG archives. Due to natural deterioration, lack of funding and a transition to digital

ECGs, non-digital ECG archives worldwide will soon be destroyed, before we can learn

from them. This will be an irreversible loss for CVD research, since the ECG is the only

biological signal that has been recorded for over a century without signi�cant changes

in its acquisition protocol, especially for low and low middle income countries (LMICs),

where paper ECGs are still more common. Although non-digital ECGs can be scanned and

archived as images, there is little incentive to do so; because currently ECG images are not

automatically searchable for anomalies, and are incompatible with annotation software that

analyze ECG time-series [3]. Digitization of the existing paper ECG archives is an essential

step in this context. ECG biomarkers, such as RR, PR, QRS, QT intervals, waveforms and

rhythms are easily accessible from ECG time-series and could help better performance of

existing machine learning models.

Further, paper ECGs are restricted mainly due to privacy concerns as they contain

personal and sensitive information. The US HIPAA rule requires appropriate safeguards to
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protect the privacy of protected health information and sets limits and conditions on the uses

and disclosures that may be made of such information without an individual's consent [4].

This requires informed consent from each patient from whom the record has been procured,

making the availability of open-source datasets scarce. Most datasets have been randomised

or pseudonymised for de-identi�cation of personally identi�able information [5]. However,

there are signi�cant concerns that de-identi�ed datasets can be re-identi�ed through linkage

of metadata [6], or more recently through deep learning models [7]. Thus there have been

many attempts to model ECG synthetically in a privacy-preserving manner to adhere to all

privacy regulations while generating massive amounts of data.

In the �rst part of our dissertation, we focus on generating synthetic paper-like ECG

images from ground truth time-series data to cater to applications such as ECG image

digitization that may require large paper ECG datasets [8]. A generative model is a model

that attempts to provide a representation of observed phenomena or target data using

statistics and probability. Such a model is capable of producing and augmenting realistic

data. Synthetic data generated using generative models must meet the following criteria:

First, they must resemble the original data statistically, to ensure realism. Second, they

must ensure that any application utilizing such data can be reused [9]. Over the years,

many generative models have been formulated for synthetic data generation including:

Synthetic Minority Oversampling Technique (SMOTE) [10], stochastic data imputation

methods [11], random oversampling [12, 13, 14, 15], variational autoencoders [16] and

generative adversarial networks [17]. Researchers have used such generative models to

produce synthetic data for various applications [18, 19, 20]. However, these methods rely on

the availability of large datasets to learn underlying distributions. The synthetic ECG data

we generate must contain all characteristics of the real data population and seamlessly feed

into software applications. Thus, we aim to mimic all possible distortions present in paper

ECG records while generating images from time-series data. However, instead of relying on

large datasets to learn a generative model, we allow users to input assumptions about the
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underlying data distributions and provide �ne-control on synthetic data generation to the

users. We present a step-by-step mechanism for generating distortionless paper ECG records

from digital data, followed by sequentially adding distortions such as printed text artifacts,

handwritten text, wrinkles, creases, perspective distortions, and environmental noise.

In the second part of the dissertation, we describe a deep learning-based method for

ECG digitization. Recently, deep learning algorithms have shown promising performance

in several �elds including image processing [21, 22], speech processing [23] and language

models [24]. The advent of Convolutional Neural Networks (CNNs) has changed how

present day researchers view image processing problems. CNNs have been used extensively

in �elds such as computer vision, speech processing and facial recognition as they identify

relevant features in images without human intervention [25]. CNN models are adaptable

and can be trained using custom datasets for any use case, contrary to classical image

processing methods that are domain-speci�c [26]. Much research has been performed in

the �eld of deep learning-based image denoising using CNNs. Traditional denoising �lters

produce reasonable results, but with drawbacks such as manual parameter settings and

loss of generalizability [27]. CNNs have shown �exibility in mitigating these drawbacks.

CNNs have been successfully shown to help in situations such as blind denoising, real

image denoising, JPEG image blocking and image super resolution problems [28]. The

ECG digitization problem mainly involves removing grid and other noise artifacts from

the image to obtain clean ECG traces, followed by conversion to time-series data. Thus,

we approach the digitization problem, partly as an image denoising problem. Considering

the performance that CNNs have previously achieved in image denoising, we use them

in the ECG digitization problem for grid removal. We use the Denoising CNN (DnCNN)

architecture as it is a classical denoising architecture used for general image denoising

and can be retrained to adapt to our application [29]. We present a systematic approach to

deep-learning based digitization through preprocessing steps such as rotation compensation

and text removal, followed by grid removal and postprocessing steps to convert the ECG
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trace to time-series data.

1.1 Thesis statement

This dissertation explores a deep learning-based approach to digitization through generative

modeling. The �rst contribution of this thesis is a pipeline for synthetic ECG image

generation to facilitate the creation of large datasets for the development of digitization

algorithms. The second contribution is a deep-learning based digitization algorithm which

makes use of the previously generated synthetic ECG image dataset to incorporate variability

in data and to achieve precision in digitizing real-world data. Thus the thesis statement can

be stated as follows:

“A deep-learning based approach, trained using synthetically generated electrocardio-

gram image records, can be used for digitization.”

1.2 Scope and organization of the dissertation

The dissertation is organized as follows. In Chapter 2, we present the problem of generating

synthetic scanned electrocardiogram images and describe a solution to generate such data

in an ef�cient and privacy-preserving manner. The chapter further presents examples of

such data generated along with quantitative evaluation of the computational time needed

to generate massive datasets using the proposed method. Chapter 3 focuses on the deep

learning-based pipeline for digitization, further describing the results obtained when digi-

tizing the synthetically generated data using the pipeline. In Chapter 4, we present future

directions and provide concluding remarks.
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CHAPTER 2

A SYNTHETIC ELECTROCARDIOGRAM IMAGE GENERATION TOOLBOX

2.1 Introduction

Access to medical data is often limited as it contains protected health information (PHI).

There are privacy concerns regarding using records containing personally identi�able infor-

mation. Recent advancements have been made in applying deep learning-based algorithms

for clinical diagnosis and decision-making. However, deep learning models are data-greedy,

whereas the availability of medical datasets for training and evaluating these models is

relatively limited. Data augmentation with so-calleddigital twins is an emerging tech-

nique to address this need. This chapter presents a novel approach for generating synthetic

electrocardiogram (ECG) images with realistic artifacts from time-series data for use in

developing algorithms for digitization of ECG images. Synthetic data is generated in a

privacy-preserving manner by generating distortionless ECG images on standard ECG paper

background. Next, various distortions, including handwritten text artifacts, wrinkles, creases,

and perspective transforms are applied to the ECG images. The artifacts are generated

synthetically, without personally identi�able information. As a use case, we generated a

large ECG image dataset of 21,801 records from the PhysioNet PTB-XL dataset [30], with

12 lead ECG time-series data from 18,869 patients, and a few examples of these synthetic

ECG images are illustrated in this chapter.

2.2 Related work

There is an increasing interest in the generation of realistic synthetic data and so-called

digital twins. Privacy preservation and HIPAA mandates have forced researchers to look at

synthetic medical data generation, particularly Electronic Health Records (EHR). In [31],
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John et al. proposed using a federated generative adversarial network (GAN) to generate

EHRs. The GAN was trained on real-world EHRs to generate a dataset of “fake” patients

through synthetic data. Through medGAN [32], Choi et al. demonstrated the usability of a

GAN in the generation of EHRs. EHR-Safe [33] is another synthetic EHR-data generation

framework that aimed to model EHR data through a sequential encoder-decoder architecture

and GANs.

In the ECG context, there are numerous research elucidating the generation of synthetic

time-series ECG records. Previously, dynamical models have been used to produce synthetic

ECG data of adults and fetuses [34, 35]. The model generates a trajectory for the ECG in a

three-dimensional state space. The model parameters can be selected to generate different

morphologies for the PQRST complex and heart rate. This model also captures morphologi-

cal variabilities in the human ECG. In [36], Clifford et al. used an arti�cial vector model for

generating abnormal ECG rhythms. The normal ECG is generated using a three-dimensional

vectorcardiogram formulation, while abnormal beats are generated as perturbations to the

expected trajectory. In [37] a general framework was presented for morphological modeling

of ECG data using signal decomposition techniques. [38] demonstrated simulating sinus

rhythm, episodes of atrial �brillation, and atrial premature beats in ECGs. These simulations

again use physical models to generate synthetic abnormalities.

There have been recent advancements in synthetic data generation using GANs. Zhu et

al. [39] proposed using a GAN composed of a bidirectional long short-term memory(LSTM)

and convolutional neural network(CNN) to generate synthetic ECG time-series. The gen-

erated synthetic time-series data exhibit properties that match existing clinical data and

retain features of patients with CVDs. Delaney et al. [40] proposed a regular GAN-based

architecture but utilized recurrent neural networks (RNN) and convolutional neural networks

(CNN) to generate time-series ECG data. The generated time-series samples are structurally

similar to their training sets and exhibit variabilities across samples. GANs have also been

successfully shown to generate synthetic ECG with abnormalities. Zhang et al. [41] pro-
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posed a two-dimensional bidirectional LSTM GAN to produce 12-lead ECGs corresponding

to four different conditions: left ventricular hypertrophy (LVH), left branch bundle block

(LBBB), acute myocardial infarction (AcutMI), and normal. In [42], Wulan introduced three

generative models for the generation of ECG signals — namely the WaveNet-based model,

the SpectroGAN-based model, and the WaveletGAN model — to generate ECG signals

with three different kinds of beats: normal, left bundle branch block and right bundle branch

block. These research demonstrate that generating synthetic time-series ECG can be made

possible through generative models. To leverage these advances for the development and

validation of ECG image digitization algorithms, considerably large datasets of scanned

paper ECG images and their corresponding ground truth time-series data are required. How-

ever, to date, large paper ECG archives are not readily available. In [43], Thambawita et

al. used WaveGAN and Pulse2Pulse GAN to generateDeepFakeECGs and have created a

repository with the resulting ECG images. The generated ECGs inherently have synthetic

time-series data underlying the images and are validated using General Electric's MUSE

12SL ECG interpretation program. Herein, we take a different approach to synthetic paper

ECG generation. We focus on a privacy-preserving approach to synthetic ECG image gener-

ation by plotting ECG time-series data on standard paper ECG grids and adding artifacts

and distortions sequentially. Therefore, synthetic paper-like ECG images are obtained for

which the underlying ground-truth real ECG time-series are available. Thus, the dataset can

be used to develop effective ECG image digitization algorithms of high accuracy.

2.3 Methodology

The proposed methodology includes step-by-step addition of distortions to distortion-less

time-series data plotted on standard ECG grids, as shown in Figure 2.1. Each step of the

developed pipeline is detailed in the sequel.
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Figure 2.1: Proposed pipeline for generating synthetic ECG images

2.3.1 TheECGtime-series

The synthetic paper ECG generation pipeline requires a time-series dataset which functions

as the ground truth. For this purpose, we use the PTB-XL dataset [30], a clinical ECG dataset

which has been compiled for training machine learning algorithms with clear benchmark

procedures . The dataset contains 21,801 clinical 12-lead ECGs from 18,869 patients of

10 second length. This dataset also contains extensive metadata and statistics on signal

properties and demographics such as age, sex, height and weight. Each record is provided

with the standard set of ECG leads I, II, III, aVR, aVL, aVF, V1, V2, V3, V4, V5 and V6

[30]. In addition to the PTB-XL dataset, we also use other 12-lead clinical ECG datasets

such as the CPSC and the CPSC-Extra Databases [44], the INCART Database [45], the

Georgia 12-lead ECG database (G12EC) and the PTB database [46]. These datasets were

used as part of the 2021 PhysioNet Challenges on multilead ECG annottaion [47]. The

segments of interest are extracted as short 10 s time-series arrays from the entire time-series

data, lead-wise. All the leads are used to construct the standard 12 lead ECG. Most time-

series records from the above mentioned datasets could be contaminated by various types

of measurement noises such as baseline artifacts, power line interference, motion artifacts,

muscle noise and additive white Gaussian noise (AWGN) [48]. These different forms of

real ECG noises can be modeled and added to time series data in order to make it more

realistic [35]. Since realistic ECG noise is not white or stationary, most practical applications

involving noise addition to time-series ECG data involves addition of real ECG noises such

as those found in the MIT-BIH non-stress test database with varying signal-to-noise ratios
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Figure 2.2: The standard grid on printed ECG papers/images

[49]. Further, time-varying models such as autoregressive models can be used to simulate

realistic ECG noise and can be added to time-series data, as mentioned in [35].

2.3.2 ThestandardECGpaper

The standard printed ECG is recorded at 25 mm/sec speed and the standard vertical scale is

such that 10 mm on the paper corresponds to 1 mV of physical units of the ECG. There are

two grids plotted on the standard paper ECG: a coarse grid of 5 mm� 5 mm corresponding

to 0.5 mV in vertical (amplitude) and 0.2 s in horizontal (time) directions, and a �ne grid of

1 mm� 1 mm corresponding to 0.1 mV and 40 ms in vertical and horizontal directions, as

shown in Figure 2.2.

Historically, a calibration DC pulse of 1 mV amplitude and 0.2 s width is also shown on

most paper ECGs [50]. Most paper ECG records are of a reddish-orange colour, however

this is not standardized. The typical paper ECG record is plotted on A4 or US Letter sized

papers. The standard surface ECG is recorded by placing 12 electrodes on 12 different

locations on the body, in addition to reference leads. Leads I, II, III, aVR, aVF and aVL

denote the leads placed on the limb whereas the leads V1-V6 denote the precordial leads.

Reduced ECG lead sets, measure fewer number of leads and reconstruct the other leads by

calculation [51], or more recently by machine and deep learning [52, 53].

Most standard paper ECG records contain all the 12 leads plotted along four rows.

The V1 (or V2) lead is plotted separately in the 4th row as a 12 s continuous strip, for

rhythm analysis. Although majority of paper ECG records follow these practices, there do

9



exist paper ECG records that do not adhere to this. Consequently, a synthetic paper ECG

generation pipeline must take into account the variability that exists across real paper ECG

records. Our developed toolbox, allows the user to tweak these variabilities and generate a

diverse dataset.

2.3.3 Printedtextartifacts

Typically, text artifacts on paper ECG records could contain lead names, patient informa-

tion/ID, ECG calibration, date, physician's name, diagnostic codes/keywords, ECG-based

measurements, and some medical terminologies. Several state and federal regulations, such

as the Privacy Rule of the Health Insurance Portability and Accountability Act (HIPAA),

mandate the protection of patient privacy [54]. Consequently, in most paper ECG records

available, protected health information (PHI) is redacted to preserve privacy. The synthetic

paper ECG generation pipeline must accommodate these variable printed text artifacts.

The lead names (I, II, III, V1, V2, V3, V4, V5, V6, avL, avF, avR) are printed alongside

their respective ECG segments on the synthetically generated ECG image (cf. Figure 2.3a).

The user of the toolbox has the option of choosing whether there must be an overlap between

ECG segments and printed text artifacts. Although overlapped characters do pose a problem

in digitizing paper ECG records [55], they are added to represent realistic paper ECGs.

Further, to add other printed information such as date, ECG calibration, patient record

numbers, etc. we have designed several template ECG record �les that can be customized by

the user. These text are superimposed on the synthetically generated ECG image obtained

from the previous step (cf. Figure 2.3b).

2.3.4 Handwrittentextartifacts

Scanned ECGs may contain annotations or hand-written diagnoses from the heathcare

provider. Our synthetic ECG image generation pipeline attempts to simulate such handwrit-

ten text artifacts to generate more realistic ECG images.
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(a) With lead names (b) With text artifacts

Figure 2.3: Distortion-less synthetic ECG images with lead names (left) and printed text
(right)

Most handwritten text on paper ECG records comprise of medical terms related to

cardiology. We collected a set of medical text related to ECG and CVDs. We next applied

Natural Language Processing (NLP) models on these text to compile a list of biomedical

phrases and keywords from these texts. The resulting set was converted to handwritten

style images using pretrained models and the resulting images were overlayed on the ECG

images from the previous step of our pipeline. The Python-baseden_core_sci_md

model from sciSpacy [56], was used for the NLP step, which provides a fast and ef�cient

pipeline to perform tokenization, parts of speech tagging, dependency parsing and names

entity recognition. Next, the SpaCy model [57] was retrained on our collected medical texts

to retain words in the ECG-CVD context. The dependency parser and the parts of speech

tagger in the released models were retrained on the treebank of McClosky and Charniak

[58], which is based on the GENIA 1.0 corpus [59]. Major named entity recognition models

have been trained on the MedMentions dataset [60]. Our developed synthetic ECG image

generation toolbox parses words from an input text �le or from online links using the

BeatifulSoup library [61], performs parts of speech tagging on the parsed words and then

uses named entity recognition from the aforementioned models to identify ECG-related
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(a) Artifacts on upper left corners of image
(b) Artifacts on lower right corner of image
with printed text artifacts

Figure 2.4: Handwritten text artifacts on synthetic paper ECG

keywords, which are randomly chosen and add as handwritten text.

The extracted words need to be converted into handwritten-style text to overlay on the

synthetic ECG image. A pretrained Recurrent Neural Network (RNN) transducer- based

model paired with soft window is used to generate handwritten text from the extracted words

[62]. One of the major challenges in converting the words to handwritten text is that the

input and output sequences are of very different lengths dependent on the handwriting style,

pen size, etc. The RNN transducer based model is capable of predicting output sequences

which are of different length and unknown alignment from the input sequence [63]. The soft

window is used to determine the length of the output handwritten sequence by convolving

with the input text string. This results in outputs of different lengths for different handwriting

styles. Our current handwritten text pipeline allows the user to choose from seven different

handwriting styles to overlay onto the ECG image. The coordinates to overlay the text can

be chosen by the user of the toolbox, and if not speci�ed are selected randomly. Examples

of the resulting images are shown in Figure 2.4.
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2.3.5 Paperwrinklesandcreases

Wrinkles and creases are very common distortions observed on scanned paper-based ECG

images. Wrinkle distortions are caused by the uneven surface of the wrinkled document.

When the scanner light passes over the uneven surface, the resulting image can be distorted

by shadows or re�ections from the wrinkles. This can cause areas of the image to appear

darker or lighter than the actual paper, or it can cause the image to appear blurry or distorted.

Creases, on the other hand, are caused by the physical crease in the scanned paper. When

the scanner light passes over the crease, it can create a shadow that appears as a dark line in

the resulting image. This can make the text or image on the creased area dif�cult to read or

interpret.

Wrinkles and creases can be modeled using image processing techniques. Creases can

be modeled by Gaussian-distributed blurred lines, linearly spaced to give an impression of

creases caused by paper folds. Mathematically, to introduce crease artifacts in an image,

the coordinates of the creases can be determined using line equations and translations. To

generate the line equations representing creases and to determine their starting and ending

points based on the number of creases, their angle of inclination, and the width and height

of the image, the steps in Algorithm 1 were taken. This algorithm provides us with the

coordinates of the creases using line equations and translation, ensuring that the creases are

within the image bounds and contributing to the generation of realistic crease artifacts in the

synthetic paper-like ECG images.

To simulate the effect of blurring on crease lines, we apply Gaussian blurring to the

generated crease lines, which is commonly used as an image augmentation technique to

simulate smoothing or blurring effects in images. It has also been used to simulate the effect

of unfocused camera on the object of interest, which is known to impact the performance

of deep neural networks [64]. The blurring process is mathematically expressed as a

convolution of the crease lines with a Gaussian kernel:
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Algorithm 1 Crease Artifacts Generation

Require: Number of creasesn, angle of inclination� , ECG image widthw, ECG image
heighth

Ensure: Crease coordinates:start _points, end_points
1: Initialize empty arraysstart _points, end_points
2: Calculate the gap between creases:gap (w + h)=(n + 1)
3: Setxc  0, yc  0, xe  0, ye  0
4: for i in 1 to n do
5: if (xc + gap) < w then
6: xc  xc + gap
7: else
8: yc  xc + gap� w
9: xc  w

10: end if
11: Append[xc; yc] to start _points
12: end for
13: for i in 1 to n do
14: x  xc from start _points[i ]
15: y  yc from start _points[i ]
16: m  tan(� � � )
17: c  y � m � x
18: ye  m � xe + c
19: Append[xe; ye] to end_points
20: end for
21: return start _points, end_points

G(x; y) =
1

2�� 2
e� x 2+ y 2

2� 2 (2.1)

wherex andy represent the coordinates in the 2D space, and� represents the standard

deviation of the Gaussian distribution in pixels. The application of Gaussian blurring to the

created crease lines aids in generating more realistic images by simulating a shadow effect

in the crease, which is commonly observed in scanned paper ECG images.

Wrinkles can be thought of as textures and can thus be synthesized by state-of-the-art

texture synthesis techniques such asimage quilting[65]. Image quilting starts with a plain

wrinkle image as a seed, followed by randomly selecting a patch from this image. This

patch serves as the basis for synthesizing the entire wrinkle texture. Multiple such patches
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are generated and seamlessly blended using the minimum boundary error cut method [66].

In this method, the goal is to �nd the optimal boundary between two patches by minimizing

the error in the overlap region. The minimum cost path through the region of overlap is

found using dynamic programming according to the algorithm proposed in [67]. Instead

of using a straight line between the two patches, this method calculates the minimum cost

path that represents the boundary of the new block. By doing so, the placement of texture

patches appears smoother and more realistic, effectively reducing noticeable sharp edges

between the patches.

Let B1 andB2 be two blocks that overlap along their vertical edges, and letBov1 and

Bov2 be the regions of overlap between them. The error surfacee is de�ned as the squared

difference betweenBov1 andBov2: e = ( Bov2 � Bov2)2. The error surfacee is traversed for

each row (i = 2 to N ) in the overlapping region and the minimum error pathE is computed

using dynamic programming as follows:

E(i; j ) = e(i; j ) + min( E(i � 1; j � 1); E(i � 1; j ); E(i � 1; j + 1)) (2.2)

whereE(i; j ) represents the cumulative minimum error at position(i; j ) in the error matrix

E. The minimum error path is determined by taking the minimum of the three adjacent

pixels in the previous row (i � 1) and adding it to the corresponding pixel in the current row

(i ). The last row ofE contains the minimal value and hence, the end of the minimal vertical

path through the error surface. Backtracking can be used from the last row to determine

the path of the best-�t boundary betweenB1 andB2 [65]. Thus a seamless and visually

coherent texture is synthesized.

This image quilting technique, combined with the minimum boundary error cut method,

helps generate a realistic paper-based texture with wrinkles and creases. Thus the resultant

image exhibits natural and realistic blending, contributing to the overall authenticity of the

synthetic ECG images. Together, wrinkles and creases are added as cumulative transforms
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