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SUMMARY

As Arti cial Intelligence systems become commonplace in society, we require bidirec-
tional, human-centered, mechanisms of communication. Particularly in a mixed-initiative
setting, wherein humans and Al systems are collaborating towards a shared goal, humans
should be able to specify their intentions to Al-systems and also interpret the intentions of
an Al-collaborator. lll- tting methods can undermine the human-Al interaction, leading
to a downgrade in performance and an increase in mistrust of autonomous systems. In
this thesis, | build and study human-centered methodologies which enable humans to spec-
ify their desired behavior of an Al system, as well as receive suitable explanations which
optimize their ability to perform the shared task.

First, | build two machine learning frameworks to enable humans to specify their de-
sired behavior of an autonomous system via unstructured natural language. In my rst
contribution, | develop a machine learning framework that translates a user's unstructured
description of their desired policy into a decision-tree, which is then utilized to initialize
a differentiable decision tree (DDT) policy. The use of a “white-box” framework such as
a DDT, enables users to interpret the nal learned policy of the agent. Next, | expand
this method towards interpreting the high-level strategies of a user rather than a descrip-
tion of a speci c policy. For this task, | train a computational interface, powered by a
large-language-model, to translate language descriptions of strategic intent into actionable
“Commander's Intent” in the form of goals and constraints.

The second half of my thesis pertains to explainable-Al, speci cally, understanding
the factors which in uence a user's interaction with an explanation and developing per-
sonalizable explanation methods which consider the speci ¢ user and the context of the
interaction. First, | conduct an human-subjects experiment aimed at understanding the
differences, wherein we observe a counter-intuitive phenomenon; participants performed

signi cantly worse with explanations they preferred at a signi cant level. To address this
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nding, | developed a rst-of-its-kind personalized explainable Al framework to adaptively
balance a participants preference and task-performance. This method is comprised of two
components. First, | build a federated, personalization model which predicts when a par-
ticipant is likely to make a mistake. Second, | utilize this prediction to provide a suitable
explanation to a user, i.e. if a user is likely to be incorrect, they are more likely to be given
an explanation that optimizes their performance and if they are likely to be correct, they
are more likely to be given an explanation which they prefer. Finally, | conclude this the-
sis with a human-subjects experiment which compares different forms of personalization
for explainable Al. We compare adaptive personalization with adaptable personalization
to study the impact of varying the approach to personalizing an explanation received by a
usetr.

| contribute the following in my thesis:

Contributions:

1. | develop an approach to specify natural language descriptions of policies as differ-

entiable decision trees. [1].

2. | develop a computational interface to translate strategic intent from unstructured

language in a low-data setting [2].

3. I design a novel human-subjects experiment to reconcile usability and usefulness of

policy explanations for sequential decision-making systems [3].

4. | build a federated learning approach called FedPerC, for contextualized language

generation with personal- and context-based preference embeddings [4]

5. | design an adaptive personalized xAl method which seeks to balance user-preference

and task-performance. [5].

6. | conduct an analysis of different forms of personalization, i.e. adaptive vs adapt-

able vs no personalization, for explainable decision-support with regards to user-
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performance and adoption.
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CHAPTER 1
INTRODUCTION AND BACKGROUND

1.1 Motivation

There is a ever-widening chasm between Arti cial Intelligence (Al) practitioners and stake-
holders. We are living in an era of unprecedented growth in Al-capabilities leading to
interactive Al-systems being deployed in many disparate domains. Doctors leverage Al-
agents to support their decision making [6], military commanders utilize Al-systems to
identify threats and convey intent to their operatives [7], and an increasing portion of the
general population rely on language-based conversational agents, such as “ChatGPT,” to
improve their productivity. Due to the lucrative nature of these ever-growing applications of
Machine Learning (ML) algorithms, researchers invest signi cant time and effort towards
building methods to better optimize the learning objective so as to improve quantitative per-
formance on the downstream task. However, simply focusing on algorithmic advancement
is insuf cient for developing effective interactive systems which impact real-world users.

In interactive settings, wherein users leverage or interface with an autonomous system
to perform a task, a lack of understanding of an Al-partner's decision-making or an inabil-
ity to direct the behavior of the Al-agent leads to a decrease in trust and satisfaction in au-
tonomous systems [8]. If inadequate care is taken during the design and development pro-
cess of these interactive Al-algorithms, humans become suspicious of Al-systems and are
less tolerant to failures [9, 10, 11]. To engender long-term adoption and user-satisfaction,
interactive machine learning research needs a stronger focus on building methods to en-
able human speci cation of Al-behavior, as well as understanding how best to explain the
behaviors learnt and decisions made by an Al-system. This thesis will present novel ap-

proaches to accomplish two goals; (1) Enabling users to provide their expertise or intent to



inform the learning process of an Al-agent, (2) Studying methods to personalize the expla-
nations relayed to a user to maximize their performance or understanding of the Al-system.

In this thesis, | will be focusing on developing methods to speci cally improve Human-

Al interactions in a Mixed-Initiative setting. Mixed-Initiative interactions are those in
which humans and Al-systems are working together to perform a shared task [12, 13]. Both
humans and Al systems have distinct but complementary skills which should be interleaved
to enable them to collaboratively perform a task. For example, humans will generally pos-
sess domain expertise or high-level planning capabilities built through years of experience,
whereas Al-systems are capable of rapid search and optimization. My thesis speci cally
focuses on building methods which allow a user to specify their expertise or strategy for a
task, and also studying methods to present personalized explanations to maximize a user's
preference and performance on a collaborative task.

In Aim-1 (Chapters 3, 4) of my thesis, | build novel machine learning methods to inter-
pret a user's description of a strategy or a policy, speci ed in unstructured, natural language.
In my thesis, | focus on building methods to interpret unstructured natural language descrip-
tions of desired agent-behavior. Natural language provides an accessible means of interfac-
ing with an autonomous system for a novice end-user [14, 15]. Prior work has shown that
utilizing language-based interfaces improves user-satisfaction, whereas users have been
found to struggle or lose motivation when forced to interact with an agent through a com-
plex interface [16]. In the rst half of my thesis, I build two methods focusing on interpret-
ing unstructured language descriptions of users into actionable representations which can
be utilized for further planning or Reinforcement Learning (RL). First, | propose a method
wherein natural language descriptions of policies are transformed into an intermediate rep-
resentation, called differentiable decision trees, which are an interpretable and optimizable
method to represent a user's preferred policy. Second, | build a computational interface
to translate unstructured “Commander’s Intent,” in the form of language, into actionable

intent in the form of goals and constraints. For both these approaches, | collected novel



datasets for each task and showed that my proposed methods outperformed prior state-of-
the-art baselines.

In Aim-2 (Chapters 5, 6, 7, 8) of my thesis, | conduct a study of methods enabling
Al-systems to specify their reasoning to their human-partners in a manner suitable to the
speci c end-user. In my rst work, | design a novel human-subjects experiment to contrast
the preferences and performance of a user while working with an explainable agent. In this
thesis, preferences are measured as subjective assessment of the perception of an explain-
able agent, wherein we measure the participants subjective attitude towards the explainable
agent, either during and after the task. Performance is an objective measure of utility of
the explanation with respect to the deployment context. The speci ¢ measurement of per-
formance utilized in this study depends on the functional role of the explanation. If the ex-
planation is used for explanatory debugging, performance is measured as the improvement
in a user's ability to predict the agent's behavior. Whereas, if the role of the explanation
is to teach a user how to independently perform a task, performance is measured through
a post-hoc assessment of the user's performance of the task after interacting with the ex-
plainable agent. Both these factors are highly informative towards understanding a user's
interaction with an explainable agent. Measuring these factors together helps contextualize
the proclivities of users while interacting with explainable agents to inform the design of
suitable explainable agents which provide measurable bene ts to the stakeholder. Our nd-
ings showed a contrast between preference and performance across different modalities of
explanations. Users signi cantly preferred language-based explanations but signi cantly
performed best with decision-tree-based explanations.

To build on these insights, | designed a novel personalization method to balance a
user's preference and performance to decide which explanation modality to provide to a
user. For this task, | rst developed a federated personalization algorithm which encodes
personal- and context-based information into embeddings to help personalize the outputs

of a machine learning model. After showing the success of this personalization method in



a language-modelling setting, | deployed this personalization method to predict the actions
of a user working with an explainable agent. Our adaptive method of XAl-personalization
provided a user with an explanation corresponding to their preferences if they were pre-
dicted to take the correct action, otherwise the user was provided with the explanation
which was shown to maximize their performance. Finally, my thesis concludes with a
rst of its kind study of adaptable vs adaptive personalization in explainable Al. Through

a human-subjects experiment, | uncover the factors in uencing the impact of the type of
personalization method to a user's preferences and performance on the downstream task.
In this study, | independently measure and contrast both these personalization paradigms
towards measuring the extent to which humans learn to independently perform a task with
the help of explainable decision support systems.

To summarize, | contribute a set of human-centered methods of interpreting user in-
tentions and speci cations as well as methods to present suitable explanations to a given
user in a speci ¢ setting. On this path, | contribute multiple machine learning frameworks
and datasets that improve upon state of the art baselines to solve real-world problems in
interactive settings. My goal in this thesis is to resolve salient issues hampering end-user
utilization of Al-technology and identify potential bottlenecks that could impair the devel-

opment of future Human-Al collaborative methods.

1.2 Thesis Statement

| present the following thesis statement:

Effective machine learning methods that enable language speci cations of interpretable
policies or operational intent, along with personalized explainability methods enhance the
user's ability to identify failures or improve task-performance, for the human or Al collab-
orator

My thesis is broadly divided into three sub-goals:

1. Facilitate rst-of-its-kind methods for humans to specify their intent or speci cations

4



to an Al system through unstructured natural language.

2. Characterize the subjective perception of an explanation with regards to usability

with the objective usefulness of the explanation for the purpose of explanatory de-

bugging.

3. Determine how to personalized explanations, and understand how varying forms of

personalization impact a user's performance on a task.

1.3 Outline

This chapter provides an outline for this thesis. Chapter 2 discusses background and re-
lated works to Language-based behavior speci cation, explainable Al, and personaliza-
tion. Chapter 3, Chapter 4 describe methods which enable humans to specify their desired
behavior of an autonomous agent through unstructured, natural language. In Chapter 3, |
develop a method wherein user's can specify the entire policy via an interpretable, and op-
timizable policy-network, which the user can leverage to visualize the nal learned policy
of the agent. In Chapter 4, | build a machine learning model which is capable of translat-
ing a user's unstructured description of their strategic intent into actionable “Commander’s
Intent,” as goals and constraints. Next, | shift focus to explainable Al in Chapter 5. In
this chapter, | describe a human-subjects experiment to evaluate how people perceive the
usability in contrast to the measured usefulness of an explanation. The key nding from
this chapter, that participants often have contrasting preferences and performance while
interacting with explainable agents, serves as my motivation for the last three chapters
in my thesis pertaining to personalized explainable Al. First, in Chapter 6, | discuss a
novel method of personalized federated learning to personalize the outputs of a machine
learning system to a given user and deployment context. Next, in Chapter 7, | leverage
this personalization module to develop an adaptive explainable Al mechanism which bal-

ances a user's preferences and task-performance. We deployed our adaptive personalization



module in a human-subjects experiment and empirically showed that our balanced person-
alization method signi cantly improves task-performance compared to a personalization
method which maximizes preference. Finally, in Chapter 8, | conduct a human-subjects
study to compare different forms of personalization for XAl, i.e. adaptive personalization
and adaptable personalization.

In the following, Subsection 1.3.1 - Subsection 1.3.6, | provide an overview of each

contribution of my thesis.

1.3.1 NaturalLanguageSpeci cationof InterpretabldPolicies

Prior work on policy speci cation has provided methods enabling humans to provide their
expertise to specify an autonomous system'’s desired behavior or policy [17, 18, 19]. How-
ever, the long-term success of such collaborative methods is contingent on providing acces-
sible and interpretable approaches to interact with an Al-system. In Chapter 3, | develop
and deploy a novel collaborative technique that empowers humans to (1) specify their ex-
pertise, via unstructured language, to initialize an interpretable reinforcement learning pol-
icy, (2) optimize and improve these speci ed policies through reinforcement learning. My
approach is able to produce 80%translation accuracy while transforming language de-
scriptions into decision trees. Furthermore, | show that policies initialized through this
approach match the performance of relevant RL baselines on two OpenAl Gym tasks.
Approach: My framework to synthesize interpretable policies via natural language is
comprised of two parts. The rst step of this pipeline is called Policy Speci cation, which
involves translating unstructured descriptions of policies into a lexical decision tree to rep-
resent the policy. | develop a novel deep learning framework, called HAN2Tree, which
utilizes heirarchical, recurrant neural networks to generate decision trees from language.
This decision tree is utilized to initialize a Differentiable Decision Tree (DDT) network. In
addition to providing the optimization capabilities of modern machine learning methods,

DDTs utilize an interpretable architecture such that the network can be discretized to distill



into an explanation to enable users to inspect the learned policy. After initializing the DDT,
the next step of my approach is Policy Optimization. In this step, we apply RL methods,
i.e. Proximal Policy Optimization (PPO), to further optimize the initially speci ed policy.
Overall, our rst-of-its-kind approach enables an autonomous system to leverage human
expertise, via natural language, to warm-start its learning process, and further optimizes
the initial speci cation through an interpretable policy network.

Dataset: We conduct our experiments on two OpenAl Gym domains, the Taxi do-
main [20] and the Highway Domain [21]. There was no pre-existing dataset mapping
language to decision-tree-based policies in these domains, therefore, we crowdsourced our
own datasets from mechanical turk. We designed a data collection protocol to collect 200
unique decision-tree policies annotated with complete language descriptions of the entire
policy. We then applied natural language augmentation procedures to increase the size of
our datasetto 1000datapoints for each domain.

Results: In my experiments, | validate two hypotheses: (1) My HAN2Tree architec-
ture will outperform comparable approaches to generate lexical decision trees from natural
langauge, (2) Utilizing my pipeline to initialize DDTs via language descriptions, via our
HAN2Tree network, can be optimized to match or outperform comparable methods with-
out language initialization. To test (1), | measure the accuracy of the recurrent network,
measured as the percentage of generated trees which exactly match the ground truth. The
HANZ2Tree network was found to achieve a 86% accuracy in the Taxi domain and an 80%
accuracy in the highway domain. My network was even found to outperform a fused-
embedding encoder, which incorporated pretrained BERT embeddings into the encoder of
a sequential RNN by 3% in both domains. Following this analysis, we test hypothe-
sis (2) by comparing the policies learnt by our pipeline to DDTs trained from scratch and
a similarly sized black-box neural network. My approach demonstrated effective warm-
starting of RL policies as evidenced by a higher initial reward across the rst 100 episodes

of training. Furthermore, utilizing my approach also learnt the “best” policies across all



episodes during training, as measured by maximum rolling reward, indicating successful

optimization of the initially speci ed policy.

1.3.2 Inferring Strategidntentfrom Unstructured_anguage

Effective communication is integral for ef cient operation of organizational teams. In do-
mains such as the military, search and rescue, etc., “Commander's Intent” is employed to
distill an understanding of a commander's goals and constraints for a mission to their sub-
ordinates, such that each operative can independently act in accordance with the goals of
the team. This mechanism builds “shared-cognition” between team-members, and could
prove similarly effective in collaborative Human-Al teams. Enabling an autonomous agent
to infer the “Commander’'s Intent” of a human collaborator could improve human-Al col-
laboration for mixed-initiative efforts.

Commander's Intent is formally represented ®galsand Constraints In Chapter 4,
| build an approach, called Automated Strategy Translation, which translates a human's
strategy descriptions, provided in natural language, into actionable goals and constraints to
represent the human's “Commander’s Intent.” First, | collect a dataset of over 1000 data-
points mapping langauge to goals and constraints. Next, | ne-tune a pretrained RoOBERTa
model [22], enhanced by model augmentations and custom loss functions, to translate
unstructured strategy descriptions into goals and constraints which can then be applied
towards constrained optimization or planning. Finally, | showcase the potency of my
approach by performing a head-to-head evaluation with both humans and ChatGPT. |
prompted humans and ChatGPT to perform the same task of automated strategy transla-
tion, for a held-out set of 30 examples. My model was found to signi cantly outperform
both humans and ChatGPT for predicting goals and constraints, showing the challenging
nature of this problem and need for targeted, domain-speci ¢ approaches such as my pro-
posed computational interface.

Task and Dataset: | employ the board game, called Risk, as the domain for my ex-



periments. Risk is a multiplayer, strategy-based board game, involving iterative bouts of
con ict and conquest, with the goal of conquering all the continents on the board. Our
experiment speci cally focuses on the rst phase of the game, which is a player's initial
troop draft onto the game board. Allocation of troops is a crucial task, which involves
reasoning about the player's long-term strategy and setup for the rest of the game, making
it the ideal point to collect a player's “Commander’s Intent.” As such, we crowdsource a
dataset of “Commander’s Intent” speci cations by eliciting humans to perform the initial
draft phase of the game, by selecting their troop deployments, and annotating these with
the goals and constraints critical for their strategy as well as a language description of their
strategy. | collected a dataset 01000 such datapoints for my experiments. | further build

an augmentation pipeline, to enable a state-of-the-art pretrained paraphrasing model [23],
to generate additional synthetic data as well as augment the human-data that | collected.

Goals (or preferences) are de ned as a set of desirable states of affairs that the agent
intends to obtain [24, 25], and constraints are the conditions imposed on potential solutions
derived by the agent [26]. In this domain, there are a set of six prede ned goals, each of
which takes a numeric assignment between [-100,100]. This numerical value corresponds
to whether the goal positively or negatively aligns with the commander's strategy. Each
constraint is comprised of a class and a value, wherein the maximum number of constraints
that can be associated with any strategy is restricted to eight. Given the troop deployments,
and the strategy, which is a paragraph written by a human in natural language, our task is
to automatically infer the human's goals and constraints.

Approach: To perform Automated Strategy Translation, | ne-tuned a pretrained RoOBERTa
model [22]. | build two separate models for infering goals and constraints, where both
models shared the same encoder structure, but differing decoder structures to cater to the
individual output formats. Both models utilized the standard RoBERTa model as the lan-
guage encoder, to process the tokenized strategy description and troop selections of the

player, and output dense embedding representations corresponding to the inputs. The de-



coder for the goal-extraction model takes in the embeddings learnt through the encoder and
predicts goals as an ordinal classi cation task., through multi-head classi cation where
each head predicts the value of one of the six goals. | utilize a multi-head decoder to ex-
tract goals, such that each classi cation head is designated to predict the assignment for one
out of the six goals. The goal-extraction model is trained via a dual-criteria loss function
that combines cross-entropy loss and mean-square-error loss. Similar to the goal-extractor,
the constraint predictor also follows a multi-head classi cation approach via the embed-
dings learnt from the language encoder. Unlike goals, constraints are not ordered, therefore
the constraint-extractor should be structured as an order-less classi cation model. To fa-
cilitate this, we integrate a recently proposed loss function called Order-Agnostic Cross
Entropy [27], which applies cross-entropy with respect to the best possible ordering of
outputs. Similar to the goals model, our nal loss function combines cross-entropy with
order-agnostic cross entropy.

Results: Performance of my model was measured by accuracy with respect to the
percentage of goals and constraints predicted correctly. Because this method of automated
strategy translation is the rst of its kind, there were no pre-existing baselines to validate
the performance of my proposed approach. Therefore, the primary evaluation | conduct is
to compare my ne-tuned model's performance with the average human's, as well as Chat-
GPT's, performance for Automated Strategy Translation. | rst design a human-subjects
experiment on Proli ¢, wherein we train humans to perform the task of automated strat-
egy translation. Next, | develop a ChatGPT baseline for my task, by designing a single-
shot, Chain-of-thought prompt to enable ChatGPT to predict goals and constraints from
language. | report the average performance of humans and ChatGPT on a dataset of 30
held-out testing examples. Pairwise statistical tests comparing our methods showed that
my custom, ne-tuned model signi cantly outperformed both ChatGPT and humans for

predicting goals (g 0.05) and constraints ( 0.01).
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1.3.3 ReconcilingUsability andUsefulnes®f Policy-Explanations

Many safety-critical domains utilize autonomous agents in a sequential decision-making
setup, where the agent learns and follows a policy to dictate its actions at each step. Un-
fortunately, due to the credit-assignment issue in RL [28], it is dif cult for a stakeholder

to debug or identify failures without rolling out the entire policy. Explainable Al seeks to
resolve these issues by providing users with explanations to make transparent the decision
making processes of an autonomous system. However, explainable Al is not a “one-size-
ts-all” solution. Each individuals dispositional and situational preferences dictate their
ability to process, and willingness to utilize, an explanation.

In Chapter 5, | designed and conducted a human-subjects experiment to understand
the factors which in uence a user's perceived usability as well as objective usefulness of
policy explanations for autonomous agents in a sequential decision-making setup. | report
an analysis conducted through a large-scale human-subjects experiment, with data from
231 participants, conducted online on Amazon Mechanical Turk. My study included two
factors: (1) The modality or format of policy explanation shown to a user, and (2) The
user's “ rstimpression” of the agent, i.e. whether the user's rst interaction with the agent
was watching it succeed or fail at the task. | studied the user's preference, as per self-
reported likert questionnaires, and performance, as per their ability to predict the agent's
behavior with the help of the explanations.

Approach: My study was comprised of two phases. First, in Phase-1, participants
would view an initial, one minute, video of the agent acting in the environment, and com-
plete four prediction tasks. In each prediction task, the participant is shown a 5-10 second
video of the agent, and is asked a multiple choice question to predict the next set of actions
of the agent. In Phase-2 of the study, we show each participant a policy-explanation to
explain the behavior of the agent. Next, we ask participants to repeat all four prediction
tasks with an updated understanding of the agent's behavior. My study concludes with a

set of post-survey questionnaires measuring perceived usefulness, usability, etc.

11



Domain: My study was conducted in the highway domain [21]. In this domain, the car
needs to navigate through traf c in a three-lane highway, where traf c is always moving in
the same direction at different speeds. | chose this domain due to the ease of understanding
the driving task, for the average participant. Most participants would have some experience
with driving, or being in a car, on a highway, so they are likely to have expectations of how
the car "should” drive on a highway. My setup allows us to test whether the explanations we
provide are able to accurately convey this speci ¢ agent's driving processes and consolidate
the differences between their own expectations.

Conditions: My study adopts x4 between-subjects design. Each participant was as-
signed to one of two conditions, i.e. explanation format, and rst impression. With regards
to the rst condition, | present each user with one of four global explanations, wherein each
explanation seeks to explain the entire policy of the agent in a different format. The four ex-
planation types we utilize are (1) Decision Trees, (2) Language, (3) Simpli ed Language,
and (4) Psuedo-Code. The selection of these modalities was motivated by the principles
of “explanatory debugging” proposed in prior work|cite]. By choosing these methods, we
seek to understand effects of changing the presentation format of an explanation where all
explanations are complete representations of the exact policy followed by the agent. In the
second condition, | vary the initial calibration video shown to participants to help build a
mental model of the car. We show one of two videos; In the rst video the participant sees
the car execute its actions successfully, whereas in the second video, participants see the
car execute its actions un-successfully, ending with the car crashing into another car on the
highway. Through this condition, | seek to measure how a participant's rst impression of
the car's behavior impacts their perception of the explanation or ability to predict the car's
behavior.

Metrics: | utilize subjective and objective measurements to measure a user's preference
and performance. To measure usability, | leveraged a validated survey from prior work

on usability of e-service systems, which included ve factors, i.e. usability, ease-of-use,
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attitude, intention to use, and trust [cite]. We measure performance as the improvement
or worsening of the participant's ability to predict the car's behavior after showing them a
policy explanation.

Results: | rst investigate which explanation offers the greatest degree of simulata-
bility, in terms of understanding the decision making processes of the car. We nd that
providing decision-tree explanations signi cantly improved a participant's ability to pre-
dict the car's actions, compared to when they were provided either of the text explanations
(p < 0.05). Next, | measured a user's perception through the usability survey to under-
stand whether a user's preferences matched the explantion method which improved their
performance. Participants signi cantly perceived the simpli ed text explanations to be
more useful compared to trees<p0.05) and programs (p 0.001). This discrepancy in
subjective preference and objective performance highlights an important tradeoff between
willingness to adopt and usefulness which needs to be considered for the future design of
explainable systems.

With regards to the participant's rst impression, this condition was only found to
signi cantly affect a participant's attitude regarding the explainable agent. As expected,
watching a video where the car succeeds, as opposed to failing, signi cantly improved a
participant's attitude towards the agent{p0.05). A participant's rst impression did not
have a signi cant impact on performance.

Finally, | measured the impact of some important dispositional factors on a user's pref-
erence and performance. | found self-reported computer science (CS) experience to sig-
ni cantly affect both objective usefulness and perceived usability. Participants with low
CS experience have signigicantly improved predictions relative to tree(Q(®01) or pro-
gram (p< 0.05) explanations. Similarly, for perceived usefulness, attitude and ease-of-use,
higher CS experience signi cantly decreases the relative preference of text over program
explanations (< 0.05). | thus posit that dispositional factors such as computer science

experience, must be considered while designing explanations which adequately satisfy a
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user's needs.

1.3.4 IndividualandContextConditionedPersonalization

As autonomous agents are deployed in real-world scenarios, these systems need data-
ef cient personalization paradigms such that they can be effectively learn from a user's
data on-device. In Chapter 6, in collaboration with Andrew Silva, | develop a novel fed-
erated learning approach called FedPerC, which personalizes a machine learning model
to a user's on-device data. The key to our approach is the use of personal and context
embeddings, also called preference embeddings. In this work, | hypothesize that a user's
data distribution is informed by both individual and contextual information. | test this
approach in a langauge generation setting, wherein | seek to deploy FedPerC to generate
which re ects that of speci ¢ individuals in a speci c context. | compare my approach

to state-of-the-art methods utilized in prior work methods for enabling personalized and
federated learning. FedPerC was empirically shown to be superior to prior work with re-
gards to sample-ef ciency, memory-cost and runtime-ef ciency. Furthermore, | showed
that, across two datasets, FedPerC generated language of higher quality, as measured by
perplexity, than its alternatives. These results showed that FedPerC offers a promising path
forward for personalization within a federated learning paradigm.

Task and Datasets: | chose to test my method on language generation owing to
the abundance of language corpora publicly available, enabling me to train a large-scale
state of the art language model. | conduct experiments on two datasets, a smaller dataset
comprised of TV show scripts from “Friends” and “Game of Thrones” and a larger corpus
of Reddit posts from various subreddits. For both datasets, | treat the speaker as the “user”
and the TV-show/subreddit as the “context.” These datasets enable me to demonstrate the
capability of FedPerC towards personalized and stylized generations in a federated setting.

Approach: FedPerC produces personal and contextual embeddings either via back-

propagation, by learning embeddings, or through inference, by predicting embeddings.
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Every input sample is accompanied by a personal and context embedding. These embed-
dings are combined via an element-wise multiplication to produce a single preference em-
bedding to condition the language generation. As per the federated learning paradigm, our
approach follows a server-client training setup. Training begins by distributing all model
information onto client devices. This information includes the model-parameters and the
global context embeddings which are shared across users. Unlike context embeddings,
each client's personal embedding is maintained on-device to preserve privacy. Each client
device then performs a set of gradient updates to train on the available data for a user. The
accumulated gradients for each client is passed back to the server and averaged to update
the global parameters. In a typical federated learning paradigm, these average updates
across client-devices are utilized to update the global model. In FedPerC, we freeze the
model-parameters during training and only update a small set of parameters, i.e. the pref-
erence embeddings. In my experiments, | utilize the DistilGPT2 model as our base-model.
Crucially, FedPerC is the rstapproach which utilizes Large Language Models (LLMs) for
federated language generation.

Results: | compare FedPerC to two baselines; (1) Split Learning, and (2) Meta-
Learning. In the Split-Learning baseline, instead of maintaining an embedding for each
user or context, the model includes individual model-heads. For the meta-learning baseline,
there are no additional embeddings or model-heads, i.e. there is no explicit personalization.

| conduct two sets of evaluations to compare FedPerC to these baselines. First, | con-
duct an evaluation in a known-user setting, wherein all users have been seen in the training
process. Second, | measure performance in a withheld-user setting, wherein some users
have been held-out during the training process. The results show that FedPerC outperforms
both the split learning and meta-learning baselines in the withheld user and known-user
settings. FedPerc was also found to be emperically more sample-ef cient than the base-
lines. With regards to the withheld user setting, FedPerC ne-tuned on only 5 examples

on-device outperforms the Split-Learning and Meta-Learning baselines ne-tuned on all
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available examples. Furthermore, the memory requirements of the split-learning baseline
scale infeasibly with the number of contexts in the dataset. For example, for the reddit
datset with 57 contexts, there is an additionaBGM of memory required, whereas the
corresponding memory requirement for FedPerC is onl¥71KB. Overall, these results
highlight the capability and feasibility of FedPerC towards real-world deployment for per-

sonalized, federated learning.

1.3.5 BalancingPreferencandPerformancehroughAdaptivePersonalizeAl

Researchers have identi ed explainability as an integral component of human-Al interac-
tion in a many domains. Despite the invention numerous explainability methods such as
decision tree extractions, feature importance, and counterfactual explanations, explainabil-
ity cannot be framed as a “one-size- ts-all” problem. Explanations are a double-edged
sword. If an explanation does not suit a user's experience or disposition, it can have ad-
verse affects on performance and trust through inappropriate compliance and reliance]cite].
In every human-Al interaction, an explanation has a unique functional-role based on the
deployment context. To enable successful utilization of an explanation, we need to person-
alize the explanation to the speci c individual and task.

In Chapter 7, | present work lead by Andrew Silva, which seeks to understand the
diverse preferences of untrained humans with potentially faulty assistants that use XAl to
support decision making in a collaborative task. | present the results of two studies in which
participants interact with a virtual, self-driving vehicle and navigate through a city with the
help of an Al-assistant. Crucially, in this study, the assistant may not always be correct.
This study replicates real-world interactive settings, where explanations are often used with
sub-optimal algorithms, to explain when the user should comply with the decision made
by the Al-system. Furthermore, in this study, | derive a novel method of personalizing the
explanations shown to a user to balance their preference- and performance-based needs.

Unlike prior work on personalized XAl, which only personalize to user-preferences, | pro-
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vide a crucial step forward by integrating user-performance to ensure that personalization
does not degrade a user's task performance.

Domain: | employed a simulated driving domain for our experiments. The participant
interacts with an autonomous vehicle, re ecting a human-Al interaction that is becoming
increasingly more relevant in society. The participant is tasked with helping the car navigate
through various city layouts. The participant receives a suggestion from the agent along
with an explanation to help the participant decide which direction they want to travel in.
Approximately 30% of the time, the suggestion and explanation from the driving-agent
is incorrect. Through this domain-setup, | sought to measure the participants ability to
correctly identify inappropriate suggestions from the driving agent.

Method: | designed a two-phase experiment. The rst stage was a population study,
wherein we collected user preferences and measured performance across three explanation
types. The speci c explanation-types shown to a user were based on popular explainabil-
ity methods in recent work, i.e. Decision trees, language explanations (counterfactuals),
and saliency maps. Phase-1 was a within-subjects task where each participant completed
three navigation tasks with each explainability method and concluded a set of post-survey
guestionnaires.

Phase-2 of this study was a personalization study, wherein we designed and tested our
adaptive personalized XAl formulation. Our method balanced a user's preference with
their task-performance to provide them an appropriate explanation given their previous ex-
periences and the speci c context they are in. Speci cally, | utilize the data collected from
the population study to train a model which predicts the action a user will take at any inter-
section. Based on the likelihood of the user taking the correct action, my method decides
whether the user should be shown an explanation they would prefer or an explanation which
optimizes their performance. For each participant, | keep track of sampling distributions
for their preference and task-performance. My personalization method creates a balanced

sampling distribution by re-weighting the user's preference and performance distributions
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based on the model's prediction of their next action. Phase-2 followed a between-subjects
design, wherein each participant interacted with our balanced personlization method as well
as an alternate baseline-method of personalization. | employed four baseline methods of
personalization which were (1) Preference-maximization, (2) Performance-maximization,
(3) Language-Only (Static), and (4) Random. Similar to Phase-1, Phase-2 concluded with
a set of post-survey questionnaires.

Results Our results from Phase-1 reveal that participants signi cantly preferred lan-
guage explanations to decision-trees(p.001), and saliency maps €0.001). Language
based explanations also lead to a signi cantly lower rate of inappropriate compliance com-
pared to saliency maps  0.01). Overall, across most metrics, langauge-based explana-
tions were found to be superior to both other modalities considered in this work. Therefore,
we conclude that language-explanations are the “gold-standard” explanation modality for
this domain.

In Phase-2, | compare the user-preference and task-performance of my proposed bal-
anced personalization method with each baseline. First, balanced personalization is sig-
ni cantly superior to no-personalization, i.e. random modality-selection. Balanced per-
sonalization also leads to signi cantly fewer mistakes than preference maximization. No
signi cantly difference was found with respect to the performance-maximization method,
indicating that participants considered task-performance to be paramount. Finally, there
was no signi cant difference between the “gold-standard” language-only baseline and the
balanced personalization method, showing that our personalization method will not under-
perform the established “best” XAl modality when deployed to a new domain.

Takeaways: Balanced personalization was lead to signi cant performance improve-
ments compared to preference-maximization. Furthermore, despite not maximizing only
for preference, participants rated the balanced personalization method as doing a bet-
ter job of conforming to their preferences in their post-task surveys. Similarly the task-

performance method yields a positive retrospective perception compared to balanced per-
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sonalization, despite never actually incorporating a user's preferences. These ndings in-
dicate that until a certain threshold of performance is met, accommodating preferences
explicitly may not be perceived as important or useful, as participants seem to value com-
pleting the task rather than engaging with an agent that incorporates their feedback. By
applying the balanced method proposed in this work, we are able to leverage the ben-
et of maximizing task-performance at crucial junctions while also accomodating user-

preferences.

1.3.6 Understandingheimpactof Adaptablevs AdaptivePersonalizatioin Explainable

Al towardsimproveddecision-making.

Personalization is swiftly emerging as a promising avenue of research in explainable Al.
There are broadly two types of personalization methods; (1) Adaptive Personalization and
(2) Adaptable Personalization [29]. Adaptive personalization in xAl seeks to select or mod-
ulate an explanation to best suit an individual user or context by learning from interactions
with users [30, 5, 31, 32]. Adaptable personalization in XAl seeks to empower the user
to modulate the explanation or type of explanation they receive [33]. In order to ground
future research on personalization in explainable Al, we need to understand how these
varying methods of personalization impact a user's interaction with the explainable agent.
In Chapter 8, | design a human-subjects study to understand the impact of adaptive vs
adaptable personalization while providing explainable decision-support for a collaborative
task. In this study, | deploy an decision-support agent that seeks to improve a user's game-
play performance, through suggested actions and explanations. The goal is to understand
how varying the method of personalization of the explanation, affects adoption (measured
indirectly through usability , workload and satisfaction) and task-performance. Similar to
my previous study, this explainable agent provides suboptimal suggestions. Therefore, |
test how much each personalization method impacts a user's ability to utilize the explain-

able agent to learn relevant and irrelevant gameplay strategies to improve their gameplay
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performance.

Domain: Similarto Subsection 1.3.2, | utilize the board game, Risk, as the domain for
this experiment. Risk is a turn-based game, where each player is given a recruit, attack and
move phase in their turn, with the goal of eliminating their opponents and conquering all
territories on the board. Risk requires strategic decision-making and scheduling to execute
long term, in-game, strategies, similar to many real-world tasks like search-and-rescue,
drone scheduling, disaster response, etc. Risk also has a degree of uncertainty due to
stochastic action outcomes, via dice rolls. These properties make Risk a suitable domain for
an xAl exploration, as explanations can teach players short-term and long-term strategies
to improve their gameplay performance. | designed a user-interface which integrates an
explainable agent into Risk. After the player takes an action that differs from the action
of an Al-expert (developed for this task), the explainable agent provides the player with an
alternative action followed by an explanation. | chose to provide an explargiternhe
player has already taken their action because | wanted to avoid players blindly complying
with the expert when given the option to do so. By providing decision-support after the
action, | am able to more accurately measure a user's ability to re ect on the strategies and
plans included in the explanations and improve their gameplay.

Method: | design a human-subjects experiment to understand the impact of varying
formats of personalization for my explainable agent deployed for Risk. In my study, the
participant completes 5 tasks in Risk. The participant completes the rst four tasks with
the help of an explainable assistant, and completes the last task independently to test their
pro ciency for Risk. The rst task is a “training” task for participants to familiarize them-
selves with the game, followed by three tasks where the participant is seeking to accomplish
speci ¢ sub-goals such as “Conquer a continent” or “Survive for 5 turns.” As mentioned
earlier, each player's turn is comprised of three phases. In my risk-interface, players receive
only one opportunity to view an explanation. The rst time they take an action that does

not correspond to what the Al-expert would do, the explainable agent will provide them
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with a suggested alternative action and the option to view an explanation. Any following
instance where the expert disagrees with the player, it will simply notify the player that it
would have done something else.

Conditions: My study follows a P 5 between-subjects design. These conditions com-
pare varying forms of personalization for the explainable agent deployed in the study. The
rst two conditions are adaptable and adaptive personalization. In each of these conditions,
the explainable agent is capable of providing four types of explanations. The difference
in conditions stems from the method of providing the speci ¢ type of explanation to the
participant. In the adaptive personalization condition, participants are assigned an expla-
nation in each phase by sampling from a distribution of explanations based on the partic-
ipants performance across tasks. For example, if a participant performed poorly in task
one, and primarily received explanations of type-A, then explanations of type-A would be
downweighted in the sampling distribution. In adaptable explanations, instead of learning
a distribution of what a participant would perform well with, participants are allowed to
which category of explanation they want.

The third condition is a “ xed” explanation, which provides the entire decision-making
process of the agent as a decision graph. This explanation also provides the options the
Al-expert considered at each step in its decision-making process to arrive at its decision.
This condition seeks to compare how providing all information pertaining to the agent's
decision-making process compares to the personalized settings, where the agent seeks to
provide a simpler, targeted explanation.

Finally, conditions four and ve are controls. In condition four, participants only receive
a suggested action from the agent without any explanation. In condition ve, participants,
who take an action that differs from that of the Al-expert, receive neither suggestions nor
explanations and only receive noti cations that the agent would have done something else.
These conditions serve as a means to measure the general helpfulness of the explanations

provided to participants in this study.
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Metrics: First, | collect pre-study information such as a participant's personality [34],
need for cognition [35], and curiosity [36] to understand relevant dispositional factors for
the task. This experiment also includes both objective and subjective post-study metrics.
Through the subjective metrics, we measure various factors in uencing the adoption of
our explainable agent such as usability [37], satisfaction [38], and workload [39]. These
metrics measure various facets of adoption to gauge whether users would choose to utilize
such an explainable agent and the overall impression of their experience and the explain-
able agent. Next, | compute the user's task-performance via their score on the test-task
at the end of the study, to measure how much the player has learnt about Risk gameplay.
In the test-task, the player is dropped into Risk mid-game and is asked to win the game
within 15 turns. If the participant wins, they assigned an extrapolated score between O to
1 depending on when they win the game. Similarly, if the participant loses, they are as-
signed a score between -1 to 0, depending on how soon they lose the game. | also measure
the participant's “improvement” brought about by the explainable agent, by computing the
difference between the performance on the rst few tasks and the last task.

Results: First, | investigate the ability of each type of explainable-agent in improv-
ing the participant's ability to play Risk. | analyze two dependent variables to model the
participant's gameplay performance, i.e. their performance on the test-task and their im-
provement, as meaured by their performance on the test-task (without explanations) sub-
tracted by their average performance on the rst three tasks (with explanations). ANOVAs
for both these dependent variables yielded a signi cant difference across conditigns (p
0.05). After conducting a pairwise test, we found that the explainable agent which em-
ployed adaptable or adaptive personalization performed signi cantly better on the test task
than the placebo condition ¢ 0.05), wherein participants only received noti cations from
the agent when it disagreed with action taken by the agent. The pairwise results for a par-
ticipant's improvement at Risk, were not signi cant at a 95% con dence level, but were

trending towards signi cance. Both the adaptable (p j 0.07) and adaptive (p j 0.08) per-
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sonalization brought about a higher improvement for participants compared to the xed,
only-suggestions, and only incorrect explanations baselines at an almost signi cant level.
These results highlight that participants bene tted from the explanations provided in the
adaptable or adaptive explanations regardless of which form of personalization was used.

Next, | investigated adoption of the explanations offered by the explainable agent. Ex-
planations were optional in the participant's interaction the agent to measure how likely
they were to adopt the explanations offered by their decision support system. Adoption
was measured via the number of explanations the participants chose to view when given the
option. The type of personalization was not found to signi cantly affect explanation adop-
tion, however, | found important dispositional and situation factors which in uence how
often the participant views an explanation. Computer science experience was found to sig-
ni cantly reduce a participant's likelihood to utilize the explanations (p j 0.05). Whereas, a
participant's performance on the rst two tasks also in uenced adoption. Participants who
performed better on the rst two tasks viewed signi cantly more explanations (p j 0.01).
A participant with a better understanding of CS and Al may perceive that they do not need
the explanations and can gure out how to beat the Risk-Al agent themselves. Participants
who are performing well with the explanations are likely to have a more positive attitude
towards the explainable agent, or are bene tting from the explainable agent, therefore it is
reasonable to expect higher adoption.

Finally, | measure the participants subjective perceptions of each explainable decision-
support system. Participants strongly preferred the conditions which offered explanations
to the control condition which did not offer any assistance. With respect to Perceived
Usefulness, Perceived Ease of Use, Intention to Use and Attitude, the adaptalfe0)
and xed (p< 0.05) explainable agents were signi cantly preferred over the no assistance
condition. Adaptive was also signi cantly preferred over no assistance for all but Intention
to Use and the “only suggestions” agent elicited signi cantly higher attitude and perceived

ease of use compared to the “only incorrect noti cations” agent. These results highlight that
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participants emphatically did not like the condition where the participant was just noti ed
when the agent disagreed.

Takeaways: Based on our results it is clear that the personalized methods offered are
helpful to participants, however, the interaction with the agent requires additional ne-
tuning to facilitate broader adoption to maximize the utility of the personalized explainable
decision support. There are two key design considerations uncovered through qualitative
analysis conducted in this experiment (1) Participants have a low-threshold for abandon-
ment of the explainable agent, (2) Bidirectional alignment will be critical for engendering
adoption of explainable systems in real-world autonomous settings. Participants valued
conciseness, and wanted the agent to better align the feedback the were being provided to
their feedback and strategies. Future work should seek to facilitate bidirectional channels
of continuous explanations to enable the agent to update their beliefs of the user's under-

standing of the game and the strategy they are deploying.
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CHAPTER 2
RELATED WORK

For mixed-initiative interaction, users typically collaborate with or employ an autonomous
system to perform a shared task. In such settings, users require an accessible means of
specifying their desired intent or behavior to the autonomous agent. By doing so, the au-
tonomous agent can function independently, towards the shared goal, in accordance with
the user's speci cations. However, autonomous systems may not be optimal or may not
adequately interpret the initial speci cations of a user. Therefore, end-users require expla-
nations of the agent's decision-making process in order to understand whether the actions
being taken by the agent are helpful towards their goals. Furthermore, these methods of ex-
plaining Al-behavior need to be personalized to the individual stakeholder to enable them
to accurately re ect on the actions of the autonomous system.

In this chapter, | detail the prior work relating to behavior speci cation and explanation
for autonomous systems. In Section 2.1, | start with a survey of techniques for utilizing
natural language to specify Al behavior, highlighting the strengths and weaknesses of prior
approaches. In Section 2.2, | shift focus to Explainable Al, to holistically cover prior work
on Explainable Al, Interpretable ML, and Explainable Reinforcement Learning. | conclude
this section with a discussion on the objective and subjective evaluation methods employed
to evaluate the utility and adoption of explainable systems. Finally, Section 2.3 discusses

personalization and how it relates to machine learning and explainable Al.

2.1 Language-Based Speci cation of Al Behavior

There are two primary areas of work | will be covering in this section regarding behavior
speci cations through natural language, are policy speci cation and strategy speci cation.

| summarize the sets of related works most relevant to my thesis in these two elds and
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Figure 2.1: There are three categories of prior work relating to my thesis, i.e. Natural
Language based Speci cation & Interaction, Explainable Al, and Personalization. This
diagram provides a depiction regarding how my contributions t into the array of prior
works in each of these categories.

highlight the gaps | resolve through my work.

2.1.1 Policy Speci cationthroughLanguage

Policy Speci cation is the process of empowering humans to specify the desired policy
of an agent, or the speci ¢ mapping from states to actions in the world. In this section, |
speci cally focus on methods which utilize language as the means of specifying a policy.
Traditional language-based policy speci cation involves translating natural language to a
predicate-based language for planning, such as PDDL [40, 41, 42, 43, 44]. For example,
the sentence “move to the left” could map to the predicateega) ~ dir (a;left). This
process involves a high degree of feature engineering as both the grammar and the for-
malizing of the predicate speci cation require expert design. Some deep learning-based
approaches seek to alleviate the dependency on a speci ed grammar [45, 46]. However,
these approaches still require hand-engineering in the form of expert-speci ed predicates.
Similar approaches also consider mapping language directly into an agent's policy [47, 48,
49] or adapt these methodologies to multi-modal systems via language and image con-

ditioned imitation learning [50, 51]. These approaches condition an agent's policy via a
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combined learned embedding of the state and language instruction.

2.1.2 StrategySpeci cationthroughLanguage

Strategy speci cation corresponds to methods which enable humans to specify their high-
level goals or strategy to an autonomous agent. A popular alternative to is language-
conditioned learning, where language is employed to specify a reward function, or atask [52,
53, 54, 55]. Such approaches seek to improve the ability of an agent to complete a task(s)
through intermediate language inputs, such as “take the ladder to your left”. Recent work
also proposed a novel approach to mapping language to constraints and rewards via a de-
pendency tree [56], however their approach relies on a pre-trained grammar to extract a
dependency tree, thus may not scale to human-like language.

Formally, the process of optimizing Al systems given goals and constraints has been
broadly categorized as Seldonian Optimization [57, 58]. In this framework, the goal is to
optimize the priorities of an objective function while adhering to a given set of constraints
as opposed to simply optimizing based on the reward or loss function. [59] proposed
a Seldonian optimization approach to translate constraints into a feature representation,
encoding invalid regions in the state space, which is then applied towards safe RL. However
their application is restricted to learning to parse individual constraint statements such as
“Don't get too close to the water,” rather than facilitating constraint extraction from more

realistic descriptions pertaining to an entire strategy.

2.1.3 Conclusion

There are two key gaps in prior work on behavior speci caiton through natural language
that | seek to resolve in my thesis. (1) | develop a policy speci cation approach that is both
simulatable and optimizable, through the use of differentiable decision trees, and (2) Unlike
prior works which are only able to parse individual constraints, my strategy speci cation

method translates a user's unstructured, “think-aloud,” strategy descriptions into strategic
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intent.

2.2 Explainable Al

In this section, | cover a range of methods and experiments within the eld of Explainable
Al that are relevant to this thesis. Firstly, | summarize the depth of explainability methods
developed in prior work to explain the decision making process of an autonomous system
to a user. | begin with a breif history of explainability methods developed for classical ma-
chine learning, and then move on to explaible reinforcement learning methods speci cally
relevant to the domains discussed in this thesis. Finally, | conclude with a discussion on
evaluation methods to evaluate the utility of an explanation in the context of a Human-Al

interaction.

2.2.1 ExplainableAl Methods

Explainable Al is a prominent area of research within arti cial intelligence. The most
prevalent explainability methods are model-based approaches, which seek to explain the
black-box of a deep neural network. A popular preliminary approach was by visualiz-
ing the outputs and gradients of a deep neural network [60, 61, 62, 63]. These methods
provided informative visualizations of neural network outputs and parameters in order to
enable users to interpret the functionality of the network. However, it has been found that
approaches that rely on visual assessment can sometimes be misleading, as they may be
speci ¢ to unique data or modelling conditions, and can be highly susceptible to outlying
outputs that contradict the explanation [64, 65, 66]. Prior work has also sought to transform
uninterpretable deep networks into interpretable architectures or modalities such as deci-
sion trees [67, 68, 69], or bayesian rule lists [70], and generate explanations by exploiting
the “white-box” nature of these architectures [71].

Other researchers focus on generating human-centered explanations which describe the

actions of an agent in human-understandable language. One such approach is rationale
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generation which present post-hoc explanations which rationalize the actions taken by an
agent in a human-understandable manner [72, 9]. Susequent human-centered Al work
builds on rationalizing individual actions, by also providing a set of suggested actions to
enable the user to understand how to achieve their speci ed goal [73]. In instances where
data is presented in a format understandable to an end-user, an elegant solution is to high-
light individual training examples which in uence the model to expose the reasons behind
a model's output. Prior work has enabled approaches to identify and visualize individu-
ally the effect of training examples on the hidden representations of a neural network, and
have applied these methods towards explaining the network or understanding the source of
bias [74, 75]. Alternative data-based explainability methods have also provided methods to
highlight the sections of the training example which provide a reasoning for an output [76,

77, 78].

2.2.2 ExplainableReinforcementearning

Autonomous agents deployed in safety-critical settings, often follow a sequential decision
making paradigm wherein the agent learns a policy to determine the appropriate action at
each state. Due to the distinctive nature of a sequential decision making tasks, explanations
in this domain have varying structures and properties. Explanations for sequential-decision
making algorithms are broadly categorized as Explainable Reinforcement Learning (XRL).
XRL approaches often seek to reconcile the inference capacity or the mental model [79] of
a user. Inference reconciliation involves answering investigatory questions from users such
as “Why not actiora instead ofa®?” [80, 81, 82], or “Why is this plan optimal?” [83, 84].
Other instance-based methods seek to provide the user with an explanation to elucidate
the important features or a reward decomposition to enable a user to better understand
or predict individual actions of a sequential decision making agent [85, 86, 87] Model
reconciliation approaches format explanations to adjust the human's mental model of the

optimal plan to more accurately align it with the actual conceptual model of the agent [88,
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89]. The last important category of XRL is policy summarizations or highlights [90, 91,
92, 93]. These approaches describe the functionality of an Al agent, through intelligently
selected example trajectories or visualizations.

Within the set of XRL approaches, an important category of explanations to this thesis
on are “global” policy explanations, wherein the goal is to explain the policy as a whole
to the user rather than explaining at an instance- or action-level. A prevalent global ex-
planation methodology is “policy trees,” wherein the agent explains the policy of the user
in the form of a tree. A popular methodology to generate policy trees is through distilling
a learned policy into a soft decision-tree [94, 95]. However, these distallation approaches
have a critical aw: the policy trees may not represent the actual policy of the agent, but
merely an understandable approximation [96]. To resolve this issue, recent work utilize a
differentiable decision tree [97] to learn and visualize the actual policy of the RL-agent [98,

68].

2.2.3 EvaluatingExplainability

With a greater focus placed on XAl systems, facilitating a means of evaluating the effec-
tiveness and usability of these approaches has become increasingly impéttaman-
grounded evaluatiof@9] is a popular methodology to evaluate the usefulness of proposed
approaches within simulated interactions. Human-grounded evaluation seeks to understand
the perception of XAl systems and the aspects of the user-experience which can be im-
proved to facilitate smoother interactions with such autonomous agents [72, 80, 100, 101].
A common practice in human-grounded evaluation is to leverage the principle of mental
models [79], wherein researchers attempt to reconcile the differences between the men-
tal model of a user with the conceptual model being explained to measure how well the
XAl method explains the agent's model [38, 102]. This is typically measured by a post-
explanation task or description which attempts to understand how much the explanation

has helped the user learn to better understand the Al agent's decisions [80, 103, 104, 105,

30



106].

To subjectively evaluate the perception of an XAl methodology, researchers have pri-
marily applied the Technology Acceptance Model (TAM) [107]. Many prior XAl surveys
have employed this model to study the willingness of an individual to accept an XAl agent,
through metrics such as ease-of-use, usefulness, intention to use, etc. [72, 33]. Another
popular avenue of studying acceptance is through the items of trust and satisfaction. In
prior work, [38] present a trust scale which predicts whether the XAl system is reliable
and believable. Recent work also formalizes a new human-Al trust model and emphasizes
why “warranted” trust is an important factor in XAl acceptance [108]. Finally, the last
avenue of related work that needs to be covered is studies which pertain to the impact of
personality factors on a user's interaction with an explainable system. Prior work has inves-
tigated how factors such as need for cognition [35], openness [109] and other personality
traits impact design of explainable interfaces for recommendation systems [110, 111, 33].
Contemporary work has also found that system, demographic and personality factors as
well as the type of explanation provided can have an impact on the perceived fairness and

subjective sense of understanding of an intelligent decision making system [112, 113].

2.2.4 Conclusion

A range of commendable approaches have been developed to explain the behavior of an
autonomous system to a user. However, prior work has shown that not all explanations
are suitable for all users. A user's disposition, or personality of the interaction can all be
signi cant contributors to the effectiveness of an explanation. Therefore, further study is
necessary to better understand the complex relationship between a user's preference to-

wards an explanation and their performance.
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2.3 Personalization

The last relevant related works section pertains to approaches relating to personalizing the
outputs of a system to a user. First, | will broadly cover personalization in machine learning,
with a speci ¢ focus towards approaches which personalize outputs in a distributed learning
setting as pertaining to the novel method of personalized federated learning developed in
this thesis. Next, | will shift my focus to personalization in XAl and discuss insights from
prior work which motivate personalization as well as some contemporary work relating to

personalizing explainable Al methods.

2.3.1 Personalizatiom DistributedLearning

Human factors research has de ned two types of personalization for autonomous systems,
i.e. Adaptive personalization and Adaptable personalization. Adaptive personalization is
a form of personalization wherein the system adapts to a user based on their interactions
with the user, and adaptable personalization is a form of personalization wherein the user
directly adapts the system themselves to receive the behavior they would like to see [29].
The primary mechanism for personalization in machine learning is through adaptive per-
sonalization, by collecting information or feedback from the user to learn speci ¢ parame-
ters which represent a user's preferences [114, 115, 116, 117].

As machine learning systems are deployed to the real-world, there is increasing need
for data-ef cient methods to deploy personalized models to end-users. Federated learning
is the predominant paradigm used to enable decentralized learning of machine learning
models to cater to individual end-users. A preliminary approach to personalizing federated
learning models is through the adoption of meta-learning [118] to learn a global model
prior to ne-tuning on a user's individual preferences or data distribution [119, 120, 121].
However, it is often infeasible to compute and apply gradients for a full-model for most

state-of-the-art architectures in machine learning, on-device. A more ef cient approach
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is to update personalized model-heads for each user, also known as split learning. Such
approaches share gradient information to learn a global feature encoder, but compute and
retain user-speci c classi cation-head gradients only on-device [122, 123, 124, 125]. An
alternate to split-learning is through the use of personalized embeddings to condition the
model on personal or contextual preferences without requiring re-training of an entire net-
work, or model-head [126, 127, 128]. These approaches have one key limiting factor;
they do not integrate personal preferences with the context of the interactions. A deeper

integration of contextual information into personalized federated learning is necessary.

2.3.2 Personalizatioi XAl

Recent work highlights the effects of differing XAl modalities on human-Al teaming with
respect to subjective and objective metrics [103]. Furthermore, dispositional factors, such
as a user's intuition regarding the various decision making pathways in a human-ai in-
teraction, can explain some differences in reliance and usefulness of different types of
explanation [129]. Their results suggest that the presence of explainability alone does
not signi cantly impact a user's preference and task-performance; rather adapting to users
and “meeting users half-way” is a more effective approach for ef cient human-Al team-
ing. These results motivate the need for personalization while developing explainable Al
methods to provide each user with a suitable explanation. Most prior work on personalized
explainable Al falls under the adaptive personalization category. Recent work has sought to
build on these ndings to adaptively generate explanations that suit a user's needs or pref-
erences. Such approaches modify the explanation by eliciting user-inputs [31], or based on
a user's predicted learning capabilities [33] or by learning an embedding to encode a user's
preferences [30]. Each of these approaches provides effective means of catering to a user's

preferences, they do not account for the user's task-performance.
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2.3.3 Conclusion

In distributed learning settings, personal embeddings are the most popular method of de-
ploying personalization to federated learning algorithms. However, in addition to person-
alizing to a speci c user, there is need for contextualization to the speci ¢ context of the
human-Al interaction. Personalization has also recently been adapted to XAl to develop
suitable explanations for individual end-users. However, existing methods only cater to
user preferences. Furthermore, current methods leverage adaptive personalization wherein
a user has no control over the type of explanation they receive. There has not yet been an
investigation into adaptable personalization methods for explainable Al, and a constrastive

analysis of the utility of adaptive and adaptable personalization in XAl.
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CHAPTER 3
NATURAL LANGUAGE SPECIFICATION OF REINFORCEMENT LEARNING
POLICIES THROUGH DIFFERENTIABLE DECISION TREES

3.1 Introduction

Collaborative policy-learning techniques require human-centric approaches to ef ciently
integrate autonomous systems or robots in society [130]. However, many contemporary
approaches to policy speci cation do not effectively cater to novice end-users and are un-
able to provide a means of interpreting an autonomous system's behavior [131, 132, 133].
Natural language provides an accessible means of interfacing with an autonomous agent
or a robot for a novice user [14, 15]. Prior work demonstrated increased user satisfaction
when natural language is used as the interface [16]. Experienced users can leverage their
expertise to quickly learn how to program robots through a complex interface; however,
novice users may struggle or be demotivated [134]. Therefore, | propose a methodology
by which novice users can specify their desired behavior through simple and unstructured
english language sentences, thus catering to the needs of a more diverse set of users. Pol-
icy acquisition through natural language is a well-studied area of research in recent years.
Prior work can be broadly divided into either symbolic or connectionist approaches [135].
However, given the lack of interpretability in connectionist methods [49, 136, 54] and the
lack of ne-tuning in symbolic methods [45, 137, 46], it is dif cult to specify policies that
are comprehensible to a human trainer and can improve over time.

To address these issues, | propose a Human-Al collaborative policy synthesis architec-
ture that bridges the bene ts of both connectionist and symbolic approaches. This frame-
work consists of a (1) novel deep learning framework, called HAN2Tree, which learns to

translate user-generated language descriptions of policies to lexical decision trees (sym-
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Figure 3.1: In my Human-Al collaborative policy synthesis approach, we rst convert pol-
icy descriptions to lexical decision trees. Each decision tree is encoded as a differentiable
decision tree to initialize the RL policy followed by proximal policy optimization to opti-
mize the policy.

bolic), and a (2) Differentiable Decision Tree (DDT) [97] model to represent and opti-
mize the human-speci ed policy with policy gradients (connectionist) given a user-de ned
task completion signal (i.e., a reward function). Unlike standard deep learning models,
DDTs can be discretized after training into intelligible decision tree policies for users to
inspect [71]. | empirically demonstrate that optimized policies initialized via our natural
language translation technique outperforms or matches the performance of relevant base-
lines across two domains by utilizing language speci cations from novice users.

The contributions of this paper are as follows:

1. | present a data collection protocol alongside the largest known dataset mapping nat-
ural language instructions from humans to lexical decision trees (400 policy speci -

cations).

2. |l develop a novel machine learning architecture to parse natural language instructions

into lexical decision trees (HAN2Tree).

3. I show that my proposed method outperforms relevant baselines and obtains a trans-
lation accuracies of 86.30% and 80.38% across two domains and demonstrate that

these translated trees can successfully warm-start RL.

36



3.2 Preliminaries

Differentiable Decision Trees (DDT) —Initially introduced for classi cation and regres-
sion [97] and later extended to RL [68], DDTs are parameterized decision trees that can be
optimized through backpropagation. In a DDT, tif& node of the tree) ,, contains a set

of weights,g, 2 P, and comparator values, 2 C. At each decision node, the input state,
X, is combined with the weights and comparator values and passed through a sigmoid,
approximating reasoning of a decision trBg,= [( 8 X ¢,)], where is ascaling
constant which throttles the decision making threshold. Every leaf p&el., contains
probabilities (i.eli, 2 [0;1] such thatP M lia = 1) for each output actiors 2 A, and a

path from the root of the tree to its position. The action probabilitids ame weighted by

the path probability of reachingy, which is determined by the output of all decision nodes
in the path. The weighted probabilities from all leaves are summed to produce the nal
output, which is a distribution across all actions, serving as an agent's policy,

Language Modelling - Recurrent neural networks (RNN) are often employed to en-
code sequences with temporal dependencies [138], such as language. A specic con g-
uration of RNNs, sequence-to-sequence networks (Seg2Seq), have been utilized to great
success for language tasks like machine translation, dialogue generation, semantic parsing,
etc. [139]. Seqg2Seq networks are comprised of an encoder, which generates a xed size
representation of the input, and a decoder, which sequentially models the probability of the
next word in the sequence(XijX« ;h). Attention was proposed as a means of improving
the model's capability to remember long-term dependencies [140, 141]. These approaches
produce alignment scores between the words in the input with respect to each word in the
output, to produce more contextually grounded predictions. Recent work further expanded
on attention-based networks by building sequence encoders built entirely with attention, i.e.
Transformers, such that the entire text input is encoded in parallel, via self-attention [142].

Transformers such as BERT [143] and GPT [144] are now widely being deployed to solve
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language applications that deal with large-scale datasets.

Hierarchical Attention Network - The Hierarchical Attention Network (HAN) is a
speci ¢ RNN architecture, that was shown to be successful for encoding larger language
sequences. The HAN consists of two RNN layers. The rst layer takes in embeddings,
w;, for thet™ word in thei™ sentence in the input and applies self-attention to create a

sentence embedding, (Equations Equation 3.1-Equation 3.3).

X
Si = it hij (3.1)
j
exp(hi Y
it = p p( ItW\)N (32)
i exp(hij )
hit = GRU(hit 1;Wi:k<t ) (3.3)

Here, h;; is the hidden vector corresponding to wdrébr sentenca. W,, represents a
weight vector for the self-attention layer ang corresponds to the importance weight for
the hidden state of wortlin sentence. The embedding for sentences calculated by
a weighted combination of the hidden states for every word in the sentence. The second
layer of RNNs re-applies hierarchical attention (Equations Equation 3.1-Equation 3.3) on
sentence embeddings to produce the nal hidden veétQrf¢r the language description

Sequence to Tree model - A relevant model to this paper is the sequence to tree
(Seq2Tree) network [145]. Seq2Tree incorporates a spaoiaterminaltoken to de-
code a tree structure. Each time the model predicts a non-terminal token, the RNN cell
is re-conditioned on the non-terminal token as well as the current hidden vector of the
decoder,hy. For example, if the model predicts a non-termiggl after three tokens

<Yyi1;¥2;¥3 >, the RNN cell is re-conditioned on these tokens and the model begins gen-

trained to maximize the likelihood of predicting the target sequen¢e y;:::y, >),

given a hidden vector from the encodey. For a Seq2Seq network, the likelihood is
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Figure 3.2: This gure depicts the HAN2Tree architecture. The left side of the image
represents the HAN encoder and the right side of the image represents the Tree decoder.
Each sentence in the language description, consisting of n wagds (v,), is input into

the HAN encoder. The encoder is comprised of two layers of GRU cells [139], or Gated
recurrent units, which are a type of RNN-cell. The encodings for each word in the sentence
are then passed into the rst word-level attention layer to generate an embedding for each
sentence (the attention weights for this layer are represented.byext, the sentence
embeddings pass through another layer of GRU cells, and a second sentence-level attention
layer (the attention scores for this layer are represented) by generate a nal encoding

for the entire inputid). This vector is then passed to the Tree Decoder to generate the
decision tree. At each step, the GRU cell predicts the next predicate in th@tye@&hen

a non-terminal token is predicted by the GRU cell, two new branches are created. Decoding
stops when all branches predict end of sequence tokens or the maximum depth is reached.

Seq2Tree example, where the@n-terminalis predicted ay,, the likelihood isp(ajhe) =
P(Y1; Y2; Ya; Yaihe) P(Ys : - : Ynjhg). The decoding process of a Seq2Tree network terminates

when all non-terminal sequences have led to an end-of-sequence token.

3.3 Policy Speci cation and Optimization

Human language can be verbose and unstructured. A successful approach to encoding
human-speci ed policies needs to be theoretically capable of handling document-sized in-
puts, and identify the individual parts of the instructions pertaining to relevant compo-
nents of the behavior. For the task Bblicy Speci cation we develop an architecture,
HANZ2Tree, that leverages the Hierarchical Attention Network as an encoder and extends
the Tree Decodeproposed in the Seq2Tree paper (see Figure 3.2).

The ability of the HAN encoder to explicitly learn word-level and sentence-level de-
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pendencies allows us to better identify which parts of a disorganized language description
are relevant to the policy. A language description is encoded into a véttaand pro-

vided as an input to théree DecoderUnlike that of Seq2Tree [145], in odiree Decoder

each non-terminal prediction creates two separate branches to facilitate a decision tree-like
structure (see Figure Figure 3.2). At each decoding step ifird® Decoderwe reapply
attention by learning the alignment weights of the hidden vector of the decoder with respect
to the hidden vector corresponding to each sentence in the input. By extending the decoder
from the Seq2Tree model, each branch of our decoder is able to speci cally focus on infor-
mation from its predecessors while using relevant information from the natural language
input via attention.

We de ne the target language as the set of all possible decision nodes or leaves for a
given domain. For our experimental domains (Section Section 3.4), we specify a dictionary
of all possible predicates a priori. Translating from natural language into a structured de-
cision tree of these predicates, we are able to optimize the translated policy by encoding it
as a DDT, i.e foiPolicy Optimization We create a mapping between each lexical predicate
to a set of weightsp, and comparator values,, as described in Section Section 3.2, to
initialize the DDT through a lexical tree generated by our network. This intermediate de-
cision tree representation also provides an intelligible modality for a user to visualize their
speci ed policy, should they want to modify or re-specify the policy prior to optimization
(see Figure Figure 3.4). We can then apply proximal policy optimization [146] to improve
upon the initial policy speci cation. Through our approach of translating natural language
into neural network structure and parameters, our HAN2Tree framework facilitates a cru-
cial extension to prior work [68] by accommodating the needs of a larger set of end-user

needs, i.e. speci cation via language.
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Figure 3.3: Figures (a) and (b) show the highway and taxi domains. Figure (c) provides a
depiction of the interface we developed to collect decision trees corresponding to natural
language descriptions of policies. Turkers could drag and drop options from a list of possi-
ble actions/decisions to generate a tree.

3.4 Experimental Domains

| chose theaxi andhighwaydomain, which are analogous to sub-tasks within autonomous
driving. Autonomous driving is of keen interest in the robotics community [147].

Taxi Domain — | adapt the Taxi domain [20] as our rst domain. The adapted version
of the taxi domain utilized in this experiment consists of three locations: the airport, village
and city. Passengers are always available at the city, however they may encounter traf c.
Whereas at the village, there will be no traf ¢, but there may be a wait for passengers. The
state space consists of the taxi's location, the traf ¢ towards the city, and the village wait
time. Actions consists of driving to a destination or waiting for a passenger.

Highway Domain — The highway domain was initially proposed by [21] for appren-
ticeship learning. The highway consists of three lanes, with the traf ¢ all moving in the
same direction [148]. The state space is comprised ofxhg, [X, y] vectors for the four
closest cars to the agenk, /) corresponds to the position of the car ardy) represents
the velocity of the car in thg andy directions. The agent is rewarded for safely traversing

the highway at a high velocity and is given a negative reward for crashing.
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3.5 Data Collection

To collect our dataset, we employed Mechanical Turk to crowdsource a novel supervised
learning dataset for policy speci cation. The objectives of our data collection were to: (1)
Collect free-form natural language which accurately describes policies that lead to plausi-
ble behavior; and (2) Facilitate a varied set of policies speci ed to ensure that our model is
not biased towards speci c strategies.

To collect the requisite data, | built a Qualtrics survey [149] and deployed it on Me-
chanical Turk under a protocol approved by an Institutional Review Board (IRB). | did not
collect demographics information for our study. Any participant between the ages of 18 -
65 from an English speaking country was eligible to participate in our study. However, |
had no way of enforcing these constraints through Mechanical Turk. Participants did not
interact with the domain; rather, users received pictures of the domain (Figure 3.3). My
user interface contained a binary tree of depth four consisting of fteen empty text- elds
(Figure 3.3). Participants were asked to Il in the tree using a collection of predicates to
specify their desired policy. After creating a tree, participants were instructed to submit a
natural language description of their speci ed tree. Collecting language after trees was a
deliberate design choice in order to elicit language descriptions that were relevant to the
participant-speci ed tree. Each submitted response was carefully evaluated according to
a pre-de ned rubric, and only the data points where the instructions described the policy
speci cation were included in the nal dataset. This rubric included checks for whether the
majority of the decisions in the tree-policy were references in the language descriptions. |
also checked for whether information included in the description was copied from external
sources, parts of the study itself, or was completely irrelevant to the policy speci ed, e.g.
“Trees are great, | liked working with trees. | enjoyed this taskMinor edits were made
to the submitted data based on correctness and grammar. Our study collected 400 policy

speci cations (Text + Tree).
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Table 3.1: Means (standard deviations) for tree and token-wise accuracy with 5-fold cross-
validation. We report the average 5-fold accuracy across three 5-fold runs to better compare
S2T and H2T, since the results of these models were very similar.

Taxi Highway
Tree Acc Token-wise Acc Tree Acc Token-wise Acc
Seq2Seq 76.54% (0.33)] 90.35% (0.11) | 65.11% (0.96)| 88.12% (0.11)
Seq2Tree 86.04% (0.64)| 94.83% (0.23) | 80.11% (0.27)| 91.58% (0.23)
Seq2Tree (BERT Enhanced)81.84% (1.26)| 93.07% (0.50) | 77.17% (0.65), 90.38% (0.67)
HAN2Tree (ours) 86.30% (0.55)| 95.23% (0.12) | 80.38% (0.48)| 92.83% (0.36)

3.5.1 DatasePreparation

| augmented my dataset by applying synonym replacement and back-translation on the pol-
icy descriptions. Back-translation is a common method in language augmentation which
leverages machine translation models to translate a sentence to a different language and
then translate it back to english. This serves as a means of syntactically changing a sen-
tence while retaining the same semantic meaning. After augmentation, the entire dataset
totalled978and998examples for the Taxi and Highway domains, respectively. Language

is highly variable modality, in that two potential users could describe the same behavior in
completely different ways. Augmenting this initially collected data adds some of this vari-
ation to my corpus and makes our model more robust to real-world language. Our source
and target vocabulary size amounted 883and20, respectively, for the Taxi domain and
1162and?20, respectively, for the Highway domain. The source vocabulary size represents
the total number of words utilized in the language descriptions, and the target vocabulary
represents the number of action/decision predicates among the trees in the dataset. | ap-
plied a 70/30 split on the augmented dataset to create training and validation sets. While

training, words with a frequency of less than 5 were replaced by an unknown foken.

1Similar language-to-structure datasets [145, 150, 151], typically include language sequences which are
almost1=10" the length of those of my datasets, as the language inputs in my datasets describe entire policies
rather than a single command (GeoQuery - 7.56, ATIS - 10.97, Scholar - 6.69, Taxi - 81.37, Highway - 92.03).
To the best of our knowledge, no pre-existing dataset is comparable to this dataset, in terms of size of samples
or correspondence of data.
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Figure 3.4: Two examples of trees correctly and incorrectly parsed by our system. The red
box corresponds to the incorrect part of the tree predicted. The model replaced “Drive to
the City”, with a longer expression which rst checked the wait time before driving to the
city.

3.6 Results

In this section, | empirically validate the advantages of our approach to warm-starting pol-
icy optimization with natural language-based policy initialization. First, we show that our
approach (HAN2Tree) generates lexical decision trees from language with high accuracy,
outperforming relevant baselines (Section Subsection 3.6.1). Second, we demonstrate that
we can bootstrap policies through natural language to outperform reinforcement learning

baselines (Section Subsection 3.6.2).

3.6.1 Policy Speci cationfrom Language

| hypothesize that (1) no related network will be able to outperform our HAN2Tree ar-
chitecture (2) training models from scratch is more suitable to our specialized task on a
small dataset when compared to leveraging pretrained embeddings on large-scale internet
corpora. | employ K-fold cross validation accuracy as my evaluative measure. The effec-
tiveness of this model depends on how accurately it is able to generate decision trees from
language, therefore | employed a standard classi cation measure utilized in prior work. To

evaluate my Policy Speci cation method (HAN2Tree), | employ the following baselines:
1. Seqg2Seq: We trained a Seq2Seq network with attention [140] to generate attened
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representations of trees.

2. Seg2Tree: An extension of the architecture presented by [145], with a binary Tree

Decoder.

3. Seq2Tree (BERT enhanced): The Seqg2Tree baseline augmented with pretrained BERT
embeddings [143].

I included a “BERT enhanced” baseline to leverage large-scale pretraining for our en-
coder, allowing us to see what bene ts may be gained by equipping our network with this
prior knowledge. | chose to leverage BERT as a feature encoder as prior work has shown
that a fused-embedding structure is more effective means of incorporating BERT [152].
Therefore, | applied the methodology used by the ELMO architecture[153] to incorporate
BERT embeddings into the encoder of the Seq2Tree baseline. | report the 5-fold cross
validation accuracy for each of our baselines (Table Table 3.2). Tree Accuracy is the per-
centage of trees that exactly matched the target tree, and the token-wise accuracy reports the
per-token accuracy of the model. My best-performing approach achieved a mean tree accu-
racy of86:30% (0:55) in translating natural language to decision trees in the Taxi domain.
We do note that the Seq2Tree approach achieves a comparable performance to HAN2Tree
in both domains. However, our approach, remains a better t for real-world applications,
due to its capacity to more effectively process large text inputs. Despite attention, and up-
dated RNN architectures, RNN models still struggle to retain long-term dependencies for
larger input sequences. The HAN encoder explicitly separates words and sentences in order
to split up the input into meaningful segments to mitigate some of these issues. Particu-
larly in instances with free-form language descriptions of policies, which could feasibly be
comprised of 1000 words, it is important that the network has the ability to effectively
segment the input and model the dependencies of each segment.

The performance of the BERT-enhanced baseline is unable to match either the Seq2Tree

or HAN2Tree approaches. We hypothesize that due to the size of our dataset, adapting the
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information learnt from BERT's large-scale pretraining methodology is more challenging
than learning the speci ¢ information required for this task from scratch. We acknowledge
that the bene ts of using a BERT enhanced structure, or the entire pretrained BERT trans-
former as an encoder, would increase in situations where data for this problems is more
abundantly available. However, | leave this avenue of research to future work given the
challenge of creating a large enough dataset for such a trend to possibly become evident.

Sample outputs from our approach are shown in Figure Figure 3.4.

3.6.2 Policy OptimizationthroughRL

In this section, | show that leveraging language to specify policies as DDTs is a viable
method for policy learning. We hypothesize that (1) utilizing natural language initializa-
tions from non-expert participants does not inhibit policy learning for DDTs, and that (2)
policies initialized through language, via lexical decision trees, can be suf ciently opti-
mized to match or outperform those without language initialization. | compare my ap-

proach, a DDT initialized by natural language, with the following baselines:

1. NN (PPO): A neural network (NN) with three fully-connected layers, a baseline used

in prior work [68].

2. Random DDT: A randomly initialized DDT initialized with eight leaves adopted

from prior work [68].

In Table ??, we depict the initial and maximum rolling rewards for each baseline. For
the NL baseline, we report the average of the initial and maximum rolling reward across
the best 5 trees generated through natural language initializations out of a selection of 10-
15 trees. The rolling reward was computed across 100 episodes. We nd that the best
NL model achieves a higher average in terms of the best performing model as well as
the initial model compared to the random and FC baselines. The Random DDT baseline

also outperforms the NN baseline, which is likely due to helpful inductive bias seen in
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Table 3.2: This table displays the medians and standard errors for the initial and maximum
rolling rewards for DDTs across training runs. The window-size for both the initial and
maximum rolling reward was 100.

Taxi Highway
NN Initial 0.8 043 | -3.79 0.03
Random Initial 345 0.28| -1.49 0.18
Natural Language Initial (Ourg)4.04 0.32| -1.28 0.27
NN Best 8.22 0.04| -0.36 0.30
Random Best 826 0.12| 9.81 0.43
Natural Language Best (Ours)8.79 0.17| 10.00 0.41

prior work [68]. The average initial performance was also found to be higher for DDTs
initialized by language rather than randomly initialized DDTSs. It is interesting to note that
the relative initial performance with respect to the random baseline is greater within the
taxi domain (+0.6) rather than the highway domain (+0.2). The drop in initial performance
between the taxi and highway domain, indicates that the loss in translation accuracy affects
the quality of the policy initializations. Future work could expand this approach to a larger
dataset in order to overcome this translation cost. However, by successfully initializing
DDTs through natural language, and matching the performance of prior work, | facilitate
the rst such methodology, combining symbolic and connectionist concepts, where humans

can program and visualize their desired policies through free-form natural language.

3.7 Limitations and Future Work

In this work, | assume that specifying policies via natural language is preferable to directly
specifying policies as decision trees through a graphical user interface. While this assump-
tion is supported by prior work [154], it would be interesting to see if this assumption bears
out in practice. In future work, | hope to study which modality, between natural language
and decision trees, is more suitable for allowing non-experts to specify robot policies.
Another important limitation pertains to the size and scope of our dataset. In this data-
collection protocol, participants were limited to specifying trees of depth four to reduce

their cognitive load during the study. Based on analysis from pilot studies, trees of depth
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four were ascertained to be the deepest trees needed to describe the majority of behav-
iors possible for our domains. However, trees of depth four may be insuf cient for other
domains. In such cases, one would have to restructure the data-collection Ul to collect
variable size decision trees, but our approach would still be applicable. With respect to the
dataset, | also acknowledge the presence of an inductive bias pertaining to the method of
data collection. Since | collected language after participants submitted their trees, partic-
ipants were more likely to produce language that re ected the tree structure. It might be
possible that this approach will not perform as well on language instructions collected “in
the wild.” However, | maintain that the building blocks presented in this approach will be

crucial for future work towards developing a simulatable model for in-the-wild policies.

3.8 Conclusion

In this chapter, | present a novel approach which bridges symbolic and connectionist meth-
ods, developing a human-centered, interpretable framewaork for policy speci cation through
natural language, policy improvement via reinforcement learning. Furthermore, | showcase
a data collection methodology that can be used to collect decision trees, of any size, and the
natural language descriptions corresponding to these trees for any given domain. Utilizing
this protocol, | crowd-sourced the largest known corpus mapping unstructured, free-form
natural language instructions to lexical decision trees. My novel machine learning archi-
tecture, called HAN2Tree, was the rst approach capable of generating lexical decision
trees from language while outperforming a model that leveraged pretrained embeddings. |
demonstrate the utility of using language speci cations from novice users by showing that
our approach outperforms or matches relevant baselines without natural language initial-
ization. | hope that this work promotes a greater emphasis on building accessible machine
learning systems which can cater to the needs of the diverse sets of users who may interact

with such systems.
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CHAPTER 4
A COMPUTATIONAL INTERFACE TO INFER STRATEGIC INTENT FROM
UNSTRUCTURED LANGUAGE IN A LOW-DATA SETTING

4.1 Introduction

Effective communication is essential for the proper functioning of organizational teams.
Prior work in psychology has de ned a concept called “theory of mind,” which is a shared
understanding of each team member of their role within the context of the overall goals of
the team [155]. “Commander's Intent” is a method for developing a theory of mind utilized

in many domains such as the search and rescue, pandemic response, military, etc [156, 157,
158]. Commanders and leaders often utilize the formulation of “Commander’s Intent” to
convey the tasks that need to be accomplished and engender an understanding of the criteria
for success to their subordinates [159]. Commander's intent could similarly function as an
effective scaffold to represent a human's strategic intent in a mixed-initiative interaction
[160].

Commander's intent is formally represented by a seja#lsandconstraints Goals (or
preferences) are categorized as a desirable set of states or affairs that the agent intends to ob-
tain [24, 25] and constraints refer to conditions that are imposed on solutions formulated by
an agent [26]. Translating unstructured language-based strategy into this machine-readable
speci cation is a non-trivial challenge. This translation could be conducted via a human
interpreter, however, interpreters with the requisite expertise will not always be available.
Alternatively, humans could utilize a structured interface to specify their intent. However,
interfaces can become overly complicated, and humans become demotivated to work with
an Al system when they cannot easily navigate the interface [134]. Enabling humans to

express their strategic intent in everyday language provides an effective solution to these
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issues.

In this paper, | develop an approach to solve a task | call automatic strategy inference,
wherein | learn to infer strategic intent, in the form of goals and constraints, from language
(see Figure 4.1). Prior work has developed methods to utilize language to specify policies
of an Al agent [161, 46, 44, 49] or specify reward functions or tasks which can be opti-
mized for, via reinforcement learning (RL) or a planner [46, 162, 52]. However, this work
is the rst to translate language into goals and constraints, which can be applied towards
constrained optimization approaches for directing agent behavior independent of the orig-
inal human speci er. Unlike prior work, | focus on interpreting language description of
complex gameplay strategies, rather than simple individual commands (e.g., “move from
A to B; open the door”).

First, | collect a dataset of over 1000 examples mapping language to goals and con-
straints, leveraging a game environment of Risk. Next, | ne-tuned a pretrained ROBERTa
model [22], equipped with model augmentations and customized loss functions such as
Order-Agnostic Cross Entropy [27], to infer goals and constraints from language strategy
speci cations. Finally, | employ a human evaluation to test our approach. Recent work has
shown that automated evaluation metrics for language models may provide a misleading
measure of performance [163]. Therefore, | design a head-to-head evaluation, whereby, we
can directly compare our model to the average human intepreter. In addition to humans, |
also prompted ChatGPT to perform the same task on a held-out set of 30 examples. | com-
puted the statistical difference between our model and these baselines, providing a concrete
measure of the relative ef cacy of this approach.

The overall contributions of this research are as follows:

» We propose one of the rst complete machine learning pipelines including data col-

lection, augmentation and model training for inferring structured strategic intent from

human language.

» Through a human study, we show that our proposed approach can interpret goals and
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constraints from language descriptions better than the average humah@pl).

» Through in-context learning, we evaluate ChatGPT's performance to gauge the rela-
tive ef cacy of our approach, and show that our approach signi cantly outperforms

ChatGPT (p< 0.05).

4.2 Natural Language Strategies in RISK

This work aims to enable humans to specify their strategy or commander's intent to an Al
system via language. In this section, | describe my data collection procedure, deployed for
the game Risk, to build a dataset that maps unstructured natural language descriptions of

strategies to actionable intent in the form of goals and constraints.

4.2.1 BoardGame-RISK

Risk [164] is a multiplayer strategy board game of diplomacy, con ict, and conquest, which
was rstinvented in 1957. The gameplay of Risk consists of four phases: Draft, Recruit,
Attack, and Move. The draft phase is conducted at the start of the game wherein each
player drafts an initial set of continents and deploys a xed number of troops onto those
continents. This allocation of troops is a crucial participatory task [165] which involves
humans reasoning about their strategy and setting up for the rest of the game. Participants
may choose any of the empty territories on the map to deploy their troops, with a wide
range of strategies that may depend on their opponent's troop allocation. For example, a
more conservative player may draft troops to only one continent for better defense, whereas
a player with a more aggressive strategy may choose to spread out their troops. After the
draft phase, each subsequent turn for a player involves iteratively conducting the recruit,
attack, and move phases.

In my setting, we use a map layout that has ve continents with a total of 21 territo-
ries/countries, as illustrated in Figure 4.1. Instead of real country names used in the Risk

game, we use ad-hoc names for each continent (e.g., Red, Green, Blue, etc.) to mitigate
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participant bias. In the draft phase, each player takes turns to deploy 14 troops. The speci ¢
set of tasks that humans need to complete for our study include: (i) develop a strategy for
Risk and deploy fourteen troops after the two opposing players have completed their draft;
(if) provide six goals (on a 200-point scale) and up to eight constraints that were relevant
to their allocation of troops and broader intents; (iii) use natural language to describe their
overall strategy and the goals and constraints they considered. The troops of the opposing
player are shown to the participants prior to completing these tasks. More details about this

data collection process are discussed in Subsection 4.2.3.

Figure 4.1. Our work aims to facilitate humans to specify their strategy to an Al system
via language. Using the board game Risk as a simulated environment, we collect language
descriptions of a strategy (top-left) corresponding to a player's troop deployments (bottom-
left). The player's selections are shown by the white icons, and the grey and black icons
denote the troops of the two opposing players. Each strategy corresponds to a set of goals
(bottom-right) and constraints (top-right). The orange and green text corresponds to text
related to goals and constraints respectively.
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4.2.2 TaskDe nition for Strategidnference

The goal is to develop a computational interface capable of inferring strategic intent from
unstructured language descriptions of strategies. Formally, |1 de ne the task of Strategic
Inference as follows: Given the troop deployme®is mapM , and the strategW, which

is a paragraph written in natural language, our task is to automatically derive a set of goals
G and constraint€. The troop selectionS include the name and number of troops for
each territory drafted by the player. There are a total of 6 prede ned goals, each of which
takes a numeric value betwepn10Q 100} This numeric value corresponds to whether the
goal positively or negatively aligns with the strategy. For example, for the goal “maximize
battles”, 100 implies that the player intends to battle as much as possible, and -100 implies
that the player intends to battle as infrequently as possible. Each constraint is comprised
of a class and value. | restrict the number of possible constraints to 8 as a reasonable
upper bound per strategy. To summarize, each exal]®V; S; C; Gi 2 D consists of a
strategyW described in natural language, for a player's troop select®®nsn a mapM ,

from whichC andG are the gold standard constraints and goals.

4.2.3 DataCollection

| collected a datasdD of 1053 unique examples by recruiting participants on Amazon
Mechanical Turk and Pro lic [166]. Firstly, to familiarize participants with the game, we
designed a tutorial that provided a description and annotated examples to explain the rules
of the game and the tasks that participants needed to perform. As a further measure of
improving data quality, participants were quizzed on the rules of Risk to reinforce their
understanding. They were given three attempts to answer correctly, after which they were
shown the answers. Upon completing the quiz, participants began the task. Participants are
shown a map, which shows the drafted troops of the two opposing players, and asked them
to provide their own troop deployments. Following their draft, participants are asked to

provide the goals and constraints they considered for their gameplay strategy/deployments
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and nally provide a language description of their strategy. The language strategy they
provided needed to have at least 200 characters. Each participant was asked to repeat this
task 5 times to create 5 data points, each time with a different map. The maps seen by
participants were selected from a set of 15 unique initial troop settings.

Participants needed approximately 10 minutes per data point. Figure Figure 4.1 depicts
the format of our dataset. Our dataset included data from 230 participants. The average
length of language descriptions in our dataset was 99.21 words, and the overall vocabu-
lary size was 2,356 words. Additional details regarding our data collection protocol are

available in Appendix Section A.1.

4.3 Automatic Strategy Inference

Figure 4.2: lllustration of our Automatic Strategy Inference model. The input to the
model includes the classi cation tokens, language description, and troop selections (Sec-
tion Subsection 4.3.1). The encoder then generates embeddings for each classi cation
token, and passes them onto an individual classi cation head. Each classi cation head
is a fully-connected layer that predicts a probability distribution for the respective goal
(8Subsection 4.3.2) or constraint (§Subsection 4.3.3).

Following the data collection in Section 4.2, our goal is to leverage this dataset to develop
a model that can perform the task of automatic strategy inference. Inferring strategic intent
from language is a non-trivial endeavor as unstructured language can be vague thus leading
to ambiguous interpretations. We seek to develop an approach capable of performing this

task better than the average human, so as to enable strategy speci cation via language to
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reduce the potential risk of human errors or the need of third-party expert interpreters. In
this section, we cover the technical details which make this task possible in a low-data

setting.

4.3.1 TextEncoder

| adopted the pretrained RoOBERTa model [22] as our encoder which is parameterized by

. The input sequence to this model is comprised of the language description of the strat-
egy, W = [wy; Ws;:::Ww;], and troop selectionS = [s;;S,:::Sjsj], where each troop
selection is comprised of the country name along with the number of troops placed on that
country (e.g..S = [Red A = 2;Red C = 8;Purple.D = 4]). The encoder learns the
embedding function, which maps the text input, comprised of the strategnd selec-
tions S, to ad-dimensional real-valued vector which then be used towards predicting goals
(8Subsection 4.3.2) and constraints (§Subsection 4.3.3).

Ordinarily, the nal embedding for the single [CLS] token learned by RoBERTa, i.e.,

E = BERTcs)(W;S), is used for classi cation. In this work, | incorporate multi-
ple classi cation tokens [167], each of which corresponds to an individual goal or con-
straint. Forith goal or constraint, the encoder learn's a separate classi cation embedding,
E' = BERTcLs;)(W; S). Using individual class-speci ¢ tokens improves the model the
capability to learn different attention weights corresponding to the classi cation embed-
dings for each goal or constraint. | utilize different encoders for predicting goals and con-

straints, which are parameterized Qyand ., respectively.

4.3.2 GoalExtractionModel

| treat the subtask of deriving goals from language as an ordinal classi cation task. Orig-
inally, in my dataset goals are speci ed as continuous values ranging [frdf©Q 100]

which we discretize by creating 5 uniform buckets, ife.100 60), [ 60, 20), etc.
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That is, for each goal, the decoder predicts an assignment as a 5-class classi cation as:
P =L (E"); (4.1)

whereP; represents the probability distribution across assignmentgsttfiogoal andE"g
corresponds to the embedding from the encoder. Each goal uses a separate classi cation
layer L parameterized by;. The goal extraction model is trained on a dual-criteria loss

function that combines cross-entropy (CE) and mean-square-error (MSE) loss:
Lgoas = Lce+(1 )LmsE ; (4.2)

where is a simple weighting hyperparameter. The addition of MSE loss helps to account

for the ordinal nature of goal value predictions.

Figure 4.3: Pipeline for augmenting synthetic or human-created data (§Subsection 4.3.4).
A strategy description is rst split into sentences, then passed into the PEGASUS [23]
paraphrasing model and data quality lter.

4.3.3 ConstraintExtractionModel

Similar to the goal extraction model, the input to each classi cation head for constraint
prediction isE"C, which corresponds to the classi cation embedding learned by the en-
coder for thek™ constraint. However, unlike for the goal extraction model, each of the
eight constraint classi cation heads learns to predict the constraint itself rather than a value
for a xed goal. Therefore, the model needs to predict the set of unordered constraints
fcp; ;i cgg, Wherein eacly is predicted from the set of all possible constrai@t§190

total possible constraints). Each strategy can have a maximum of eight constraints, i.e., the
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setC includes a null value.

While providing constraints during data-collection, participants merely assigned con-
straints to their strategy, but did not rank the ordering of constraints. As such, the order of
constraints in my dataset does not necessarily correspond to the order in which each classi-
cation head needs to predict the constraints. Therefore, each classi cation head does not
have a strict label it can utilize to compute a classi cation loss, making this task distinct
from conventional sequence prediction or multi-class classi cation tasks. For instance, if
the constraints predicted by the model &€& ; ; B; D g and the labels for this strategy are
fA;B;C; ;g, utilizing a standard classi cation loss function, such as cross-entropy, would
result in a higher loss than what is representative of the prediction, as three out of four con-
straints have been predicted correctly. As such, this task requires a loss function that allows
us to train our model to predict the correct constraints for a language strategy agnostic of
the ordering of the labels. | chose to adopt a recently proposed loss function called Order-
Agnostic Cross Entropy (OaXE) [27]. Intuitively, OaXE is de ned as the cross entropy for
the best possible alignment of output tokens. Qet fO;; O,;::: Ojo;g be the ordering
space of all possible orderings of the target sequence of constraints, whei®@, eacme

possible ordering of the target tokens. The nal loss function is computed as:

Loaxe = logP(O jX) (4.3)

whereO represents the best possible alignment from This alignment is computed

by applying the Hungarian algorithm, after casting this problem as maximum bipartite
matching [27]. As the nal loss function, | follow [27] in combining OaXE with cross-
entropy loss:

Lconstraint = Tm L ce + (1 Tm) L oaxe (4-4)

whereT,, is a temperature parameter that is logistically annealed from 1 to 0. In this case,

cross entropyl({cg ) is computed using the default ordering of labels in our dataset.
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4.3.4 DataAugmentationMethods

Finally, | applied data augmentation procedures to improve our model's performance. First,

| randomly generated 4000 unique sets of goals and constraints, and applied a text template
to produce descriptions to develop a Synthetic (S) training corpus. For example, the con-
straint, “I must have troops on Red” could be represented as “My strategy is to take over
Red,” or “I need a large army on Red,” or “I need to place troops on Red.” | further
augmented this synthetic corpus with a pretrained PEGASUS [23] paraphrasing model to
create an Augmented-Synthetic (AS) dataset. | split each language description from the
synthetic corpus into individual sentences and employed the paraphrasing model to gener-
ate candidate paraphrases. Sentences that replaced important keywords, such as continent
names, or were too similar to the original sentence in terms of edit distance were removed.

| randomly chose a sentence from the remaining candidates as a replacement sentence, and
combined the replacement sentences to form an augmented data point (see Figure 4.3). The
two Synthetic datasets (S, AS) were used to pretrain my model prior to training on human
data. The same techniques were also applied to our human dataset to form a Augmented-
Human dataset (AH). My nal Augmented-Human data set is a version of our original
crowdsourced dataset where each example is rephrased using this augmentation pipeline
and is twice the size of our original human dataset. | experiment with utilizing the AH
dataset in place of the original human dataset to see if the added diversity in our cor-
pus through paraphrasing improves downstream performance. Examples of Synthetic (S),
Augmented-Synthetic (AS), and Augmented-Human (AH) data are provided in Figure A.3

in the Appendix.

4.4 Experiments

This section will present the empirical evaluations of our approach. | design two evaluation

experiments to contrast my model's performance with humans, as well as ChatGPT trained
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to perform automated strategic inference through in-context learning. Both human and

ChatGPT performance was computed using the 30 held-out examples in our test set. We
statistically measure the difference in the average number of goals/constraints predicted
correctly per data point between our model and the two baselines (Human + ChatGPT). We
conclude with an ablation analysis across the model and data augmentations utilized in this

approach.

4.4.1 HumanPerformance

In my rst study, | ask how well the average human can perform on the task of parsing
strategic intent from language (see Table Table 4.1). | recruited 114 participants for this
study from Proli c. Participants begin with a tutorial of the task and are provided an anno-
tated example explaining how to assign goals and constraints given a language description
and map. Following this tutorial, each participant is provided three randomly selected
maps and language descriptions from our test set of 30 unique data points and is asked to
annotate the goals and constraints for each given strategy. This study included attention
checks to ensure participants who were submitting random responses could be excluded.
The average time taken for our study was 21 minutes, and participants were paid $3.6 for
completing our task. | utilized a data Itering rubric to identify and remove individual data
points which were inadequate or were from participants who appeared to blatantly ignore
or misunderstand the instructions. The rubric is included in Appendix Section A.5. After

ltering, a total of 270 responses remained.

4.4.2 ChatGPTPerformance

| also evaluate ChatGPT as a baseline for my task (see Table Table 4.1). | design a 1000-
word language prompt to train ChatGPT to perform the same task (see full prompt in Ap-
pendix Subsection A.6.1). This prompt includes a description of the environment and task,

as well as an annotated example translating goals and constraints from language. Crucially,

60



Table 4.1: Mean and standard deviations for the number of correct predictions of each
approach.

Baseline Goals (Total = 6) Constraints (Total = 8)
Model (Ours)  2.76 1.05 5,53 1.26
Human 1.87 1.12 428 1.83
ChatGPT 210 1.27 3.80 1.51

Table 4.2: Ablation study (10-fold cross-validation) with respect to model and data aug-
mentations foigoal extraction. H: the human-created dataset (§Subsection 4.2.3); S: the
synthetic dataset created from templates; AH/AS: the augmented version of H/S via para-
phrasing (8Subsection 4.3.4). [Cll$epresents the use of individual classi cation tokens

for each goal/constraint (8Subsection 4.3.1); “troop” represents the inclusion of troop se-
lections as a part of the input.

Model Type Data Pretraining Accuracy (Std)

ROBERTa4se - — 44.37 (1.33)
w/ troop AH AS 46.04 (1.85)
w/ troop + [CLS] AH AS 45.52 (1.48)
w/ troop + [CLS] AH S 45.32 (1.01)
w/ troop + [CLS] AH - 45.89 (1.26)
w/ [CLSi] AH AS 44.29 (1.14)
w/troop +[CLS] H - 45.07 (1.33)

| design our prompt such that ChatGPT receives the same information that humans receive
in my study in Subsection 4.4.1. Following this prompt, | iteratively input each strategy
and troop deployment from the test set and store the constraints selected by ChatGPT. The
additional prompt engineering | conduct is to notify ChatGPT when it makes formational
mistakes while predicting constraints, such as predicting more than the maximum number

of constraints or creating new constraint classes.

4.4.3 Resultsfor Goal Extraction

The average number of goals predicted correctly per map can be seen in the rst column
of Table 4.1. | applied multivariate linear regression to compare the resuls of our model
with our ChatGPT and human baselines, with Akaike information criterion (AIC) as the

Occam’'s razor. AIC is a mathematical method for determining a model- t so as to choose

the regression model which best ts our data. For the goals model, | modeled each baseline
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Table 4.3: Ablation study (10-fold cross-validation) famstraint extraction.

Model Data Pretraining Accuracy (Std)
ROBERT@ase H - 62.60 (1.60)
w/ troop +[CLS;] H S 68.21 (1.08)
w/ troop + [CLS] AH S 67.79 (1.58)
w/ troop + [CLS] H AS 67.09 (1.28)
w/ troop H S 65.96 (1.12)
w/ troop + [CLS] H - 65.76 (1.13)
w/ troop + [CLS] AH - 65.52 (1.42)
w/ [CLS{] H S 65.31 (1.12)

(human vs. model vs. ChatGPT) as a xed effects co-variate, and the datapoint number
as a mixed effects variable. The datapoint corresponded to the numerical index (between
1 - 30) of the data-point from the test set. | performed the Levene's test [168] to show
homoscedasticityH(2; 327) = 0:5435 p = 0:581). The residuals for the linear regression
model were not normally distributed; however, prior work has shown that an F-test is robust
to non-normality [169, 170]. Therefore, | proceeded with our linear regression analysis.
The dependent variable within our analysis was the number of goals predicted correctly.
An ANOVA with respect to the dependent variable yielded a signi cant difference across
conditions F (2;29995) = 10:605, p < 0:00]1). A Tukey post-hoc test [171] for pairwise
signi cance further revealed a signi cant difference between the performance of our model
vs humans (p j 0.001) and vs ChatGPT (p j 0.05), i.e., my approach was able to signi cantly

predict goals better than humans and ChatGPT.

4.4.4 Resultsfor ConstraintExtraction

The average number of constraints predicted correctly per map can be seen in column 2
of Table 4.1. To compare my constraint prediction model, to the human and ChatGPT

baselines, | conducted a non-parameteric Friedman's test [172]. | could not employ a mul-

tivariate regression analysis, as the regression model for constraints did not satisfy the
assumption of homoscedasticity as per Levene's t&;327) = 5:4294 p < 0.01). The

Friedman's test yielded a signi cant difference across conditions for the task of predicting
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constraints (2(2;90) = 16:768 p < 0:001). A further pairwise Wilcoxon signed rank
test [173] revealed a signi cant difference between humans and my mpdel Q:001)

as well as ChatGPT and my model € 0:001), indicating that this approach is not just
able to signi cantly outperform humans, but also ChatGPT for inferring constraints from

language.

4.4.5 Discussion

These results emphasize that inferring strategic intent from language is a non-trivial task,
as language interpretation can be subjective and malleable. ChatGPT is capable of per-
forming novel tasks such as text classi cation [174], mathematical problem solving [175],
and information extraction [176]. through in-context learning. However, despite these ca-
pabilities, our model was found to signi cantly outperform chatGPT for inferring strategic
intent from language. Success in highly speci ¢ and complex language interpretation tasks,
such as the task de ned in this chapter, requires the model to build an understanding of the
domain and the task itself as generic language interpretation learned by the majority of pre-
trained language models may not be applicable. Recent work on evaluating open question-
answering on a challenge-dataset has shown that even for large-scale language models
with between 6B-100B parameters, none of these models outperformed humans [177]. By
developing a computational interface which can infer strategic intent from language signif-
icantly better than humans, | show the usefulness of our pipeline towards solving complex

domain-speci c task in a low-data, -resource setting.

4.4.6 Ablation Study

Table 4.3 and Table 4.2 provide the results from ablating each model augmentation dis-
cussed in Section 4.3. The effects of these augmentations are more prominent in the model
for predicting constraints ( 6% performance boost) than predicting goals {:5% per-

formance boost). For the constraints model, when any parameter, i.e. troop selections,
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Table 4.4: This table depicts the performance when the roberta-base encoder is substituted
with a SOTA autoregressive model, i.e. GPT-Neo (125 million parameters).

Baseline Constraints Goals

Roberta-base (Best) 68.21 (1.08) 46.04 (1.85)
GPT-Neo 125M (Best) 65.22 (1.21)46.08 (0.73)

pretraining, or CLS-Tokens, were removed, the accuracy dropped BYo individually.
For predicting goals, the inclusion of troop selections was the only model-augmentation
which seemed to have a decisive impact on performance, as all models with selections had
an accuracy of 1% more than those without. | attribute the dif culty in improving the
performance of the goals model to the contextual ambiguity for values assigned to each
goal. Participants may not always follow the same metric while specifying goal values.
Each participant could have a unique interpretation, for what any rating between -100 to
100 means for a particular goal, and description of that value through language(see Ap-
pendix for the data distribution corresponding to each goal). This disparity in interpreting
values could be affecting the consistency of language descriptions for goals in our dataset.
Finally, the last ablation conducted studied the effect of the type of encoder utilized
in our approach. Therefore, | performed a comparison with a model which replaced the
encoder with a SOTA pretrained autoregressive model. | utilized GPT-Neo [178] for these
experiments, as it has the same number of parameters as Roberta-base (125 million). My
ndings (see Table 4.4) show that utilizing an autoregressive model as our encoder offers no
bene ts to a roberta-base model, the GPT-Neo model performed equivalently for predicting

goals and about 3% worse for the constraints model.

Limitations

Firstly, | asked participants to provide natural language descriptions after providing their
structured intent in the form of goals and constraints. This potentially biased the participant

towards speci cally referencing the terminology utilized in the goals and constraints. While
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this dataset provides explanations that are the closest to natural, human-like descriptions
of strategies, an important next step would entail comparing how our model performs on
strategies collected “in-the-wild.” Secondly, in this paper | assume that utilizing language
is more accessible than learning to use mathematical speci cations directly to specify their
intent to an intelligent agent. However, | do not test whether this assumption bears out in
practice. In future work, | hope to develop a human-subjects study to con rm this hypoth-
esis. Finally, despite converting language to goals and constraints, in this work | do not
directly train a seldonian optimization approach. Instead, | focus on showing the capability
of our machine learning pipeline in a low-data setting. However, | have provided all the
components needed to train a reinforcement learning approach for an RL-agents constrain-
ing behavior through unstructured language (including a novel open-Al RL domain for the
game Risk, see Appendix). Developing this approach is currently outside the scope of this

work, and | thereby leave this exploration for future work.

45 Conclusion

In this chapter, | present a novel computational interface to automate inferring strategic
intent, in the form of goals and constraints, from unstructured language descriptions of
strategies. | build a new benchmark for our dataset and broader task, and further conduct
a novel head-to-head evaluation to determine the relative ef cacy of our approach. In a
low-data setting, | provide an approach towards inferring goals and constraints from lan-
guage strategy descriptions that can signi cantly outperform humans for the same tasks.
Furthermore, | also found that my approach, with only 125 million parameters, was able to
signi cantly outperform ChatGPT for inferring strategic intent from language. My work
endows researchers with valuable tools to further seldonian optimization approaches for

mixed-initiative interaction.
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CHAPTER 5
TOWARDS RECONCILING USABILITY AND USEFULNESS OF POLICY
EXPLANATIONS FOR SEQUENTIAL DECISION-MAKING SYSTEMS

5.1 Introduction

There is a widening chasm between Al-practitioners and consumers due to the ever-expanding
breadth of Arti cial Intelligence (Al) systems. This rift between end-user and technology
leads to a decrease in trust and satisfaction in autonomous systems [8]. Humans under-
standably become suspicious towards these systems and are less tolerant to failures and
mistakes [9, 10, 11]. Explainable Al (XAI) was thus proposed as a means for develop-
ers to engender greater con dence in these systems by enabling users to understand the
inner-workings and decision making process of Al algorithms [179, 108]. As such, XAl
systems have now been broadly deployed in various capacities such as for banking [180],
healthcare [181], robotics [182] among other domains.

Many Al systems within these domains leverage a sequential decision making setup,
where the agent follows a policy which sequentially dictates the action it will take at
any given state in the environment. Explainable Al for sequential decision making sys-
tems raises different challenges compared to single-interaction tasks, such as decision sup-
port [183]. User experiences with sequential decision making systems often involve re-
peated interactions. Furthermore, many applications within sequential decision making
involve human-supervisory control in which humans provide feedback or demonstrations
to change an agent's behavior [184, 185], which require the user to iteratively update their
feedback based on the new behavior of the sequential agent. Explanations for such inter-
actions need to take into account the continuously shifting mental models of users, and

provide explanations in the context of the agent's behavior in various scenarios.
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For users who work with these systems, the stakeholder may have varying degrees of
understanding of the agent's behavior in different contexts. An inappropriate understanding
of an Al agent's behavior can have a regressive effect on Al-safety through creating a
false sense of security [186] and encouraging blind compliance [187] to uninterpretable
behavior. Analyzing the mental models [188] of end-users has become a popular method
of gauging a user's understanding of an autonomous system. The role of an explanation
is to reconcile any differences in the user's mental model of the system with the actual
conceptual model of the system, which in the case of sequential decision making systems
is thepolicy. Recent work has shown the importance of mental models in user interactions
with a sequential decision making agent by utilizing a formulation called “critical states,”
wherein the actions at these states encapsulated the essence of the policy [189]. The authors
showed that by presenting the actions of an agent at these critical states, a user is able to
better identify the quality of two policies. [86] similarly study mental models for sequential
agents, through a qualitative measurement of the accuracy of a user's mental model of the
agent and the information a user utilizes to make a prediction. In our work, we utilize
a post-hoc plan-prediction task, in which we measure how often a participant is able to
correctly predict an agent's behavior for the next few actions.

To avoid liability and mistrust between human-stakeholders and their Al-partners, we
need to promote “explanatory debugging” [190] of these systems, so that humans can ad-
equately simulate an agent's behavior and debug any faults. In this chapter, | present a
user study in which | compare multiple modalities of policy explanations with regards to
the simulatability [191] of a sequential decision making agent. This study focuses on an
intereptable architecture, called differentiable decision trees (DDT), which were originally
developed by [97], and recently adapted to reinforcement learning as policy learners [68].
DDTs are of interest to us due to the “white-box” nature of the architecture wherein the
explanation is derived faithfully from the decision making process of the agent. Through

DDTs, the actual policy learnt by an agent can be distilled as a predicate-based decision
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tree [71]. In my study, | analyze the utility of decision-tree-based policy explanations in
relation to other policy-explanation modalities such as language or programs. Language
explanations are formatted as a paragraph or set of sentences, and programs are a set of if-
else statements. Crucially, the information is presented in a different format but is internally
consistent with the decision making process of the agent. | develop a forward simulation
protocol [99] in which we tested a participant's ability to interpret four modalities of expla-
nations for a self-driving car on a highway, to build on prior work on mental models in the
same domain [189, 93]. Driving is an accessible domain, as people generally have a model
of how a car should drive on a highway, making it an interesting task to measure how well
an explanation is able to shift this model to the car's actual policy. Autonomous driving
is also a safety-critical application and thus is a highly relevant domain for explanatory
debugging due to the ethical and liability concerns involved [192, 193]. Therefore, itis im-
portant to better understand the factors that in uence the perception and ability to apply the
explanations in these scenarios. This chapter also seeks to unpack the relationship between
perceived usefulness of an explanation and actual usefulness, which | de ne as how well a
participant is able to apply the explanation towards predicting the behavior of the Al agent.

Through this analysis, of subjective and objective metrics of explanation usefulness,
| seek to present a better understanding of how to connect users to the right explanation
which suits their individual context and characteristics. | identify key demographic factors
that elucidate when an XAl method is more or less helpful for an individual user. Our anal-
ysis highlights issues regarding a lack of internal evaluative consistancy of XAl modalities
by demonstrating that users objectively better understand the underlying working of the
self-driving car with the help of an explanation, but subjectively prefer a different modal-
ity because the rst explanation was ill- tting towards their distinct disposition [194]. To

summarize, this chapter contributes the following:

1. I present anovel study design to compare multiple modalities of explanations through

both subjective metrics of usability and acceptance as well as objective metrics of
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Figure 5.1: This diagram depicts the environment utilized in this study. The green car
denotes the Al agent which is navigating through the highway and presenting explanations
to the particpant for each action it takes.

simulatability.

2. | conduct qualitative and quantitative analysis on data from 231 participants to eluci-
date individual preferences of explanation modality as well as highlight the effect of

situational or dispositional factors on the perception of the XAl agent.

3. These results highlight a lack of consistency in evaluative preference of explanation
modalities, by showing that although participants rated text-based explanations to
be signi cantly more usable than the decision tree explanation (205), the de-
cision tree explanation was found to be signi cantly more useful for simulating the

functionality of the self-driving car (g 0.001).

5.2 De ning Preference and Performance

User-preference and -performance are highly relevant to the explainability portion of this
thesis, therefore, | wanted to begin by explicitly de ning these terms with regards to
Explainable-Al. Preference and performance are important measurements which dictate
the success of a user's interaction with an explainable agent. User-preference is measured
by the user's subjective ratings of the explainable agent. Preference measures include both
within-task measures which provide estimates of the user's attitude towards the agent while
they are performing the task, and post-task measures which provide estimates of the user's
opinions of the agent after they complete the task and re ect on the impact of the explain-

able agent. In this thesis, we measure preference as an indirect measure of adoption, under
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the assumption that participants will be more likely to adopt explainable agents that they
prefer during and after the task.

Performance is measured as the quantitative utility of the explanation within the context
of the deployment. If the role of the explanation is to improve a user's ability to identify
faulty advice from the agent, then the performance measure is the rate of innapropriate
compliance, whereas if the role of the explanations is to improve the user's ability to inde-
pendently perform a task, then performance can be measured through a post-hoc “test,” to
measure the participant's independent competency on the task. In this thesis, | speci cally
explore this relationship between preference and performance to investigate how both these

factors are in uenced by different explanations or forms of personalizing an explanation.

5.3 Methodology

To analyze utility of different modalities of explanations describing the decision making
process of a sequential Al-agent, | designed a novel human-grounded evaluation [99] ex-
periment to see which explanation modality is the most helpful objectively for simulat-
ing/predicting an agent's behavior and subjectively for usability. | employed the highway
domain for my experiment [21](see Figure Figure 5.1). In this environment, the car needs
to navigate through traf c on a three-lane highway, where the traf ¢ is always moving in
the same direction. | chose this domain due to the easily understandable nature of the do-
main. Most participants would have had prior experience driving or being a passenger in
a car on a highway, so they are likely to have an expectation of how to “properly” drive
on a highway. This allows us to test whether the explanation is able to accurately able to
convey the car's decision making process, and consolidate the differences between the two.
Through this study, | attempt to not only understand more about explanation preferences
and perceptions but also the dispositional (CS Experience, Video Game experience, learn-
ing style, etc.) and situational (success/failure) factors which in uence these preferences.

Speci cally, my analysis sought to answer the following questions,
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Table 5.1: This table provides the speci c items of the usability and trust questionnaire
employed in this study. This survey was previously used to measure perception of “e-
services.” In this study, | replaced all references of “e-services” to “explainable agent.”

Category

Questions

Perceived Usefulness

Using this explainable agent would be useful for me
Using this explainable agent will improve my effectiveness
Using this explainable agent will improve my performance

Perceived Ease-of-use

With this explainable agent, it would be easy to get the information | need
Learning to operate with this explainable agent would be easy
This explainable agent would be easy to use

Using this explainable agent is an idea | like
Using this explainable agent would be a pleasant experience

Attitude Using this explainable agent is a good idea
Using this explainable agent is a wise idea
| trust this explainable agent
Trust This explainable agent is reliable

This explainable agent is trustworthy

Intention to use

When | will need it, | will intend to use this explainable agent rather than an agent with no explan
When | will need it, | predict | would use this explainable agent rather than an agent with no expla
When | will need it, | would like to use this explainable agent rather than an agent with no explan

ation
nation
ation

* Q1. Which explanation modality affords the greatest degree of simulatability in

terms of understanding the decision making process of the car and accurately pre-

dicting the car's actions?

* Q2. How do individual explanation modalities impact subjective measures of us-

ability and trust, and are these individual preferences consistent with the metric of

explanation usefulness studied in Q17?

* Q3: Are there any interaction affects between dispositional and situational factors,

e.g. computer science experience, learning style, success/failure, on the subjective

and objective measures studied in this protocol?

5.3.1 ExperimentDesign

The factors in my experiment were (1) Explanation Format and (2) Success-vs.-Failure

video. This experiment was conducted as a between-subjects study with stdy de-

sign.

Explanation Format — This study compares policy trees with other “global” expla-

nation modalities to provide an alternate means of presenting the same information in the
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Figure 5.2: This gure depicts the four policy explanations shown to participants corre-
sponding to each baseline. (a) Basic Text: A language description generated using a tem-
plate from the decision-tree policy, (b) Modi ed Text: A simplied version of the language
description presented in an easy-to-understand manner, (c) Decision Tree: A decision tree
describing the exact policy of the self-driving car, (d) Program: Pseudo-code of the deci-
sion making process of the car.

tree. In general, explanations as policy trees can be generated by various methods. Differ-
entiable decision trees can be initialized by users through a graphical user-interface [68],
or through language descriptions of the policy [195]. Once these DDTs are trained, these
models can be discretized to present a discrete policy tree to the user as an explanation [71].
In this work, for our RL-agent's policy, | select a policy tree for our approach from a dataset
of lexical decision trees in prior work [195], which included 200 human-speci ed policies
for a car in the highway domain. The policy | chose was a complete decision tree of depth
three, which corresponded to the largest possible policy in this dataset. The complete set of

modalities we utilize in this study, all stem from the selected policy tree. The selection of
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these modalities was motivated by the principles of “explanatory debugging” proposed in
prior work [190, 196]. These works discuss balancing “soundness” and “completeness” of
an explanation with the need to maintain comprehensibility. By choosing these baselines, |
sought to understand the comprehensibility of four explanation modalities that are all per-
fectly sound and complete. | provide a description and rationale for the selection of each
modality below:

Explanation Modality 1: Tree - The rst explanation modality is a decision tree which
represents the policy of the self-driving car. Decision trees have become a popular method
of explaining decisions for human-Al teaming scenarios [69, 195, 197]. Differential deci-
sion trees have been proven to be an interpretable method of representing a policies that can
be employed towards generating “white-box” explanations for users that actually represent
the underlying behavior [68, 198, 199]. The decision tree explanation seeks to represent
explanations generated by these differentiable decision trees.

Explanation Modality 2: Basic Text - A policy description generated from the
decision-tree policy using a simple text-grammar.Language has also shown to be an
effective means of explaining the actions of an sequential decision making agent [84, 9,
72]. Therefore, | wanted to ascertain whether a user could better interpret the information
in the decision tree when presented in a text paragraph.

Explanation Modality 3: Modi ed Text - A modi ed version of the text descrip-
tion, presented in a format which is easier to parse, with simpli ed language and
indentation. The modi ed text explanation seeks to improve comprehensibility of the
text explanation by simplifying and rephrasing details of the original text explanation and
additional formatting. Through this modality, | hope to understand whether this expec-
tation of the comprehensibility of an explanation is re ective in improvements of actual
user-comprehension.

Explanation Modality 4: Program - A set of if-elsestatements encoding the logic of

the decision tree.The choice of program/rule-based explanations was to cater to scenarios
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wherein explainable systems are utilized to assist domain experts who wish to debug agent
behavior. As computer science experience was one of the factors included in this study, |
was interested in determining whether participants with CS experience were able to process
the same information better as psuedo-code compared to the other modalities.

The speci ¢ explanations provided to participants in this study are shown in Figure 5.2.
This study follows a between-subjects study design, therefore each participant only re-
ceived a single explanation modality.

Success/Failure- Prior work has studied how the nature of an explanation sways a
user's ability to tolerate the agent failing [72]. In this study, | analyze the opposite re-
lationship, i.e. how does seeing the agent succeed or fail impact their perception of the
explanation. A user's predisposition has been known to impact a user's interaction with an
intelligent agent [200, 129]. Through showing the participant a video of the car succeeding
or failing, my goal was to measure whether this had any discernible impact on the user's
predisposition such that it affected the way they interacted with the policy explanation in
our study. At the start of the experiment, each participant was shown a one-minute video
of a simulation of the car in the highway domain to help the participant build a mental
model the Al's behavior. Each participant was shown one of two videos, depending on
whether they were assigned to the success or failure condition. In the “failure” video, the
car crashed at the end of the video, and, in the “success”, the car successfully reaches a
“nish line.” | have provided screenshots to depict what the participant sees at the end of
each video in Figure Figure 5.3. Both these videos were generated using the same policy
for the agent. My aim was to measure whether watching the car succeed or crash subjec-
tively in uenced participants' perception of any XAl modality or objectively impaired their
ability to apply the explanation. A similar analysis of “ rst impressions” of the agent was
done in a parallel study from contemporary work, wherein the authors found that lower
decision accuracies for participants with the “failure” condition [201]. This study differs,

from this prior work, in testing the impact of success/failure in the context of explanatory
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debugging for reinforcement learning policies rather than “single-move” explanations.

(a) (b)

Figure 5.3: This gure depicts screenshots of the end of the success and failure videos
respectively.

5.3.2 Metrics

In this section, | describe the metrics employed to subjectively gauge perception of each
explanation, with regards to usability and trust, and objectively evaluate a user's ability to
simulate the decision making of the car. To measure usability, | adapted a survey, which
incorporated trust into the TAM model [107], from prior work on human-evaluation of e-
service systems [37]. This survey included questionsigebility, ease of useattitude
intention to useandtrust. The TAM model is the predominant measurement method for
the perception of any technology due to its strong correlation with technology adoption, and
has recently been widely employed towards explainable-Al [202, 203, 204, 205]. | chose
this survey due to the desire to integrate Trust into the acceptance factors measured by the
standard TAM measurement survey. | replaced references to “e-service” in the original
survey with “explainable agent” for this user study. The complete survey utilized in this
study can be viewed in Table Table 5.1. Note that | did not employ the frequently utilized
trust scale for XAl proposed in [38], because this study did not satisfy the assumptions
required as per the authors, i.e. “the participant has had considerable experience using the
XAl system.” In this experiment, participants were interacting with the XAl agent for the

rst time for only 20 minutes, therefore | ascertained that this scale was not applicable.

To measure objective simulatability, | computed a prediction score using participants'
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predictions before and after receiving an explanation for the car's actions. | asked par-
ticipants four prediction questions where they predicted the next sequence of actions the
car will take. Using their answers to these questions, | compute a task prediction score as

shown in Equation Equation 5.1,
score=  Cai  ai Coi b (5.1)

In this formula, the parameters represent whether or not the participant was able to predict
the car's actions correctly.,; is assigned a value efl if the i'!" question was answered
correctly after receiving an explanation andl1 otherwise. p; similarly represents the
correctness of the participant's prediction for ifequestion before receiving an explana-
tion. ¢, represents the con dence rating for questigrheforereceiving an explanation,
andc,; represents the con dence rating for thH& questionafter receiving an explana-

tion. Con dence ratings are obtained by asking participants how con dent they are in their
prediction of the car's next sequence of actions, on a 5-item scale from “Not con dent at
all” to “Extremely con dent.” To computes,; andc,;, | assign numeric values to a par-
ticipants con dence rating uniforming between 0.2 and 1, in increments of 0.2 (i.e., Not
condent= 0.2, Slightly con dent= 0.4, Moderately con dent 0.6, Very con dent=

0.8, Extremely con dent 1). When combined; and represent a weighted prediction
score. The score variable represents the difference between the weighted prediction scores
across four different prediction questions. Unlike prior performance measurements, which
measure compliance or correctness in isolation, the weighted score metric enables us to
incorporate con dence such that a participant is rewarded for having higher con dence in
their correct predictions and vice versa. | also measure the unweighted score, the number
of correct answers after receiving an explanation, and weighted number of correct answers

after receiving an explanation to track simulatability performance.
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5.3.3 Procedure

This entire procedure was approved under a minimum risk exempt-protocol by our insti-
tute's IRB (Protocol H21040). This experiment was conducted online via Amazon Me-
chanical Turk. My study began with a demographics survey about age, gender, education
and experience with computer science and video games. Computer Science and video game
experience were measured on a 4-point, self-reported scale from “very inexperienced” to
“very experienced.” Participants were also asked to answer short surveys regarding their
orientation towards things or people [206] and learning style (visual-vs.-verbal [207]). The
rest of this study is divided into three phases.

In Phase 1 of the study, the participant rst received a one-minute video of the car
driving on a highway, in which the car would either reach the nish line (success) or crash
into another car (failure) at the end of the video. The purpose of this video is to enable
the participant to build a mental model of how the self-driving car interacts with the world
S0 as to improve their ability to predict behaviors in other scenarios. The participant could
reference this video as many times as they needed throughout the study to help understand
the car's behavior as it was provided at the top of each page in the study. Participants could
scroll to the top of the page for each question to rewatch the video if they needed to. Next,
the participant would be asked to complétar prediction tasks. For each prediction task,
the participant was shown a unique, eight-second video of the car driving on the virtual
highway. These prediction videos were selected from recordings of the driving agent to
best represent the different types of behavior of the car, i.e. slow down and switch lanes,
maintain the same speed in the same lane, overtake from the left, etc. Based on this video
of the car, participants were asked to predict the next set of actions of the agent from a
set of ve options (including an option for none of the above), by utilizing their inferred
mental model of the car. We chose to ask participants to predict thesatat actions
(“move right and speed up,” “maintain speed and crash into the car ahead,” etc. ), as this

required participants to perform multiple predictions of the car's behavior for each question
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thereby providing a more accurate measure of how well they understood the car's behavior.
Each scenario involved the car executing a policy on a different part of the highway. Each
prediction question was accompanied with a 5-point con dence rating (Not con dent -
Extremely con dent).

In Phase 2, participants would perform the same tasks as in Phase 1, with the exception
being that participants also received an additional explanation for the actions of the car in
one of the four formats speci ed earlier. Conducting the same prediction tasks with and
without an explanation allowed us to directly analyze the impact of an explanation on the
perception of the explainable agent. Finally, in the third and nal phase, participants were
asked to complete our usability and trust survey to subjectively evaluate the explanation
modality they worked with.

My study design relates to that of another study conducted by Huang et al [189],
wherein they establish the importance of “critical states,” in engendering an more repre-
sentative mental model of the self-driving car's policy. In this work, the authors show that
by providing examples of what the car will do in these critical states, a user is more likely
to identify the superior policy between two choices. Despite establishing that critical states
help build a mental model, they do not directly test whether the explanation makes the
participants more likely to be able to interpret and predict the car's actions. In this study,
| directly focus on the “explanatory debugging” capabilities of different kinds of policy
explanations which are all equally sound and complete. By doing so, | hope to add to the
existing literature in this eld and better understand how the comprehensibility of a policy

explanation changes with the presentation and format of the explanation.

5.4 Results

This analysis was conducted on data from 231 participants, recruited from mechanical
turk (54% identi ed as Male, 46% identi ed as Female, and % identi ed as Non-

binary/other). Out of all responses collected, | only included responses in our nal dataset
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from participants who had submitted the survey once. To the best of our knowledge, all
responses that were from repeat or malicious responders were ltered out. A total of 46
participants reported having some degree of computer science experience. The average
time taken for our survey was 18 minutes and participants were paid $4 for completing our
study (which equates to $13.34 per hour).

| created a multivariate regression model with the explanation mode, success/failure
and demographics values as the independent variable, with the dependent variable being the
subjective or objective metric being studied. Each regression model was checked to meet
normality, via the Kolgomogorov-Smirnov Test and homoscedasticity via the Breusch-
Pagan Test, and we applied non-parametric tests to analyze models that did not pass these
assumptions (Table Table 5.2). Models were checked to meet normality and homoscedas-
ticity assumptions. Omnibus tests were performed before pairwise comparisons were made.
| used multivariate linear regression with AIC as our occam's razor for modelling covari-
ates and interaction effects. | chose linear regression over its non-parametric alternatives
as linear regression is a straightforward approach which effectively reveals the salient rela-

tionships between the independent and dependent variables.

5.4.1 ResearclQuestionl

For Q1 (understanding the simulatability of each individual modality), | compared how
each explanation mode affected the task prediction performance using our objective met-
rics. Tree-based explanations were signi cantly more bene cial for predicting more ques-
tions correctly in phase 2 when compared to modi ed (Estimate = -1.257, SE = 0.374, p
< 0.001) and basic text (Estimate = -1.138, Standard Error (SE) = 0.354&).p1). Af-

ter taking into account con dence ratings, the usage of tree explanations still signi cantly
improved weighted number of correct answers in Phase 2 as compared to the modi ed text
explanations (Estimate = -0.571, SE = 0.16% ©.001), and the basic text-based expla-

nations (Estimate = -0.480, SE = 0.160<®.01). For the score metric described earlier,
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Table 5.2: This table details the independent variable, dependent variable and covariates
for each model. | have also list the assumptions of the ANOVA test and transforms ap-
plied. Note that the last column reports the p-values for Breusch-Pagan test, which is a
heteroscedasticity test. Therefope> 0:05implies that the models pass the homoscedas-
ticity assumption.

DV Transform | Signi cant Covariates Normality | Heteroscedasticity
Usefulness boxcox Explanation, education p<005 |p>005
Ease of Use N/A Explanation, education p< 005 |p>0.05
Attitude boxcox Explanation, education, succesp < 0:05 | p > 0:05
Intention to Use | boxcox Explanation p>0.05 | N/A
Trust boxcox N/A p>0:.05 | N/A
Weighted Correct N/A Explanation, Weighted Correctp < 0:05 | p > 0:05
Answers Phase 2 Phase 1

Correct Questions N/A Explanation, Correct Questiong < 0:05 | p > 0:05
in Phase 2 in Phase 1

Score N/A Explanation p<005 |p>005
Unweighted N/A Explanation, gender p< 005 |p>0.05
Score

both trees (Estimate =2.517, SE =0.558&; f.001) and programs (Estimate = 1.414, SE =
0.555, p< 0.05) signi cantly improved the participant's score when compared to the mod-
i ed text baseline.These results imply that users are able to more accurately simulate

and understand an agent's decisions using trees.

5.4.2 ResearclQuestion?

With respect to Q2 (understanding the perceived usability of individual modalities), mod-

i ed text was rated to be signi cantly more useful than both the program (Estimate =
47.6434, SE = 12.484, g 0.001) and the tree (Estimate = 29.098, SE = 12.478, p
0.05) baselines. For ease of use, the tree, text, and modi ed text baselines were rated sig-
ni cantly higher than the program explanation €0 0.001). For the metric of intention

to use, a Wilcoxon signed rank test showed that modi ed text was preferred to program
(p < 0.05). These results suggest an inconsistency between the subjective and objective
evaluation metrics for the decision tree and program vs text-based modatitiesugh

they were found to be less useful for accurately predicing the actions of the car, par-

ticipants perceived text-based explanations as signi cantly more usable than decision
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trees and programs. | applied a non-parametric Wilcoxon-Signed Rank Test to analyze

trust, however, none of the explanation modalities were found to signi cantly impact trust.

5.4.3 ResearclQuestion3

In relation to Q3 (understanding the effect of individual factors on the subjective and ob-
jective measures of each modality), participants with low CS experience have signi cantly
improved relative prediction scores when using the modi ed text explanation as compared
to the tree (Estimate = -2.1597, SE = 0.611s ©.001) or program (Estimate = -1.436,

SE = 0.609, p< 0.05) explanations. For usefulness, higher CS experience signi cantly
decreases the relative advantage of text over program for both the basic (Estimate =-14.12,
SE =6.335, < 0.05) and modi ed text (Estimate =-19.69, SE = 6.59% p.01) modal-

ities. Similarly, with respect to attitude and ease-of-use, high-CS experience was found to
signi cantly decrease the preference of modi ed text{p0.01) and text (p< 0.05) ex-
planations relative to program@verall, these results showed that with respect to sim-
ulatability and usability, increasing CS experience negatively impacts the text-based

explanations compared to the program or tree explanations.

5.4.4 Additional Results-

Learning-style preference (visual vs verbal) was not found to be a signi cant in uencing
factor for either the subjective or objective measures | studied. Next, | studied whether
success and failure were found to signi cantly in uence XAl perception. With respect to
success, | found that watching the car succeed in the priming video — as opposed to failing,
i.e. crashing — signi cantly improved a participant's attitude (Estimate = 11.986, SE = 4.64,

p < 0.05). However, a similar effect was not observed for the other dependent subjective
variables, i.e. ease-of-use, usefulness and intent-to-use. This implies that although, on
average, participants felt that working with the XAl agent that failed was “unpleasant”,

it did not impact their usability. This may indicate that better care needs to be taken to
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appease end-users in situations where they work with agents that frequently fail. Unlike in
the case of attitude, success/failure was not found to affect the score of a participant, i.e.
watching the car fail did not affect the participants ability to understand the explanation.
From the results of an ANOVA test on a linear regression model, success was found to
be extremely important. However, the trust model did not satisfy the normality assumptions
of the parametric linear regression test. Prior work has shown that an F-test can be robust to
the normality assumption [169, 170, 208]. Therefore, while | cannot conclude that success

signi cantly impacts trust, it does appear to be a important factor with respect to trust.

5.5 Discussion

In this chapter, | report inconsistency in human preferences of explanation modalities and
their objective task performance. Participants found language-based explanations to be
signi cantly more useful (p< 0.001) even though participants performed better according

to our objective metrics when using the tree-based explanatien @®01). Prior work

has often reported a signi cant difference between the performance of a stakeholder with
and without an explanation. Explanations have been shown to improve situational aware-
ness [69], task-accuracy [87] and error-avoidance [209]. However, a stakeholder's ability
to utilize an explanation to improve their “performance” is more nuanced than a simple
binary relationship [187]. Explanations are not universally bene tial; Sometimes, provid-
ing an explanation begets over-reliance in the intelligent system leading to instances of
inappropriate compliance [103, 210]. A contemporary study with neurologists showed that
more “explainable” methodologies may disrupt or hamper a neurologists decision-making
processes [211]. My ndings augment these prior works by further motivating the need
for human-centered or user-centered perspectives to explainability which consider a user's
situational or dispositional factors [212, 213, 214]. Participants' preference towards using
modes of explanation which objectively perform poorer on task performance metrics is a

clear indicator that explanations need to consider the individual dispositions of the potential
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Figure 5.4: These graphs plot the means and standard errors for each subjective evaluation
metric across the four explanation modalities. Signi cant differences between modalities
is noted in the graphs.
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Figure 5.5: These graphs plot the means and standard errors for three objective evaluation
metrics across the four explanation modalities. Signi cant differences between modali-
ties is noted in the graphs. The score is computed through the equation presented in Eq-
Equation 5.1

end-user to engender adoption.

When explanations are ill- tting of an individual's dispositional or situational circum-
stances, users may be unable or unwilling to utilize the explanation to understand the de-
cision making of the car. For example, | found, through our post-survey feedback, that
participants with little or no programming experience were often discouraged and con-
fused by the program-based explanation. One participant stated that the explanation was
counter-productive in that it made the participant “second guess [their] initial choice,” and

further stated that “If it was supposed to be reassuring and con rming, it wasn't.” Another
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participant stated that the nature of the program-based explanation made it “functionally

useless” to the task assigned. Other participants took issue with the nature or structure of
the explanation. One participant stated in reference to the modi ed-text explanation that,

“Some of the sentences could have been combined and just said left or right instead of
having a statement for each.” Another participant stated that they were “better with visual

learning,” and, therefore, preferred to go by their initial assumptions based on the video

rather than use the text explanation, thereby ignoring the explanation altogether.

Humans create mental models for systems they interact with [38], that encapsulate their
understanding of how the agent functions. These mental models often contain misconcep-
tions or misinterpretations, and it is the job of the explanation to satisfactorily consolidate
the user's mental model. In order to effectively do so, the explanation needs to be presented
to the user in a manner which caters to their unique socio-technical disposition [215]. As
seen by my ndings, a basic factor such as computer science experience can signi cantly
affect a user's ability to employ an explanation to understand functionality of the car. One
participant's response encapsulates this sentiment regarding mental models: After receiv-
ing the decision tree the participant stated, the explanation “was generally helpful in that
it helped [the participant] focus on the other car that was the biggest factor in the Al's
decision making.” This indicated that the participant was able to apply the explanation to
improve their mental model of the car's behavior, by identifying the factors in the environ-
ment that in uence the car's decisions. Another participant stated that the modi ed-text
explanation “really helped” because “it showed how to see the car and how it would inter-
act with the world around it.” In both these situations, the user was more open to adopting
the explanation because the explanation was able to satisfactorily Il in the gaps in their
mental model of the car, by helping participants perceive how the car may be processing
the information available in the environment to make decisions.

Overall, these results support the position that researchers should design personalized

XAl interfaces which can cater to the social needs of the end-users interacting with these
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systems. | do not claim to be the rst to show that Personalized XAl is necessary, which

has already been shown in recent work [110, 111]. However, these works are restricted
to recommendation/tutoring systems. A highly relevant recent study developed a person-
alized explainable-Al methodology such that the Al-assistant can present the users with
explanations that balance their preferences and performance [5]. Crucially, they showed
that a balanced personalization method lead to signi cantly fewer instances of inappropri-

ate compliance than personalizing based on preference alone. My analysis identi es key
demographics factors which can be integrated into such personalized xAl methodologies,
such as computer science experience, and highlights the importance of these factors with

respect to subjective perception and objective use of XAl modalities.

5.6 Limitations and Future Work

Firstly, the study proposed in this chapter follows a human-grounded evaluation structure |
performed our analysis on for a simulated self-driving car. Therefore, it is important to ac-
knowledge that while these results provide a comprehensive initial estimate, they may vary
when this study is replicated on the real task. It should also be emphasized that in addition
to real-world transfer, an additional limitation pertains to the generalizability of my nd-
ings beyond the preliminary experimental setup. | expect these results to generalize to other
sequential decision-making domains as these results fundamentally concern the formatting
of policy explanations widely employed in recent work, however, every domain/application
possesses unique intricacies which may affect the trends found in this study. Future work
could bene t from a similar study in a real setting, i.e. application grounded evaluation,
which accurately reproduces the experience of receiving explanations in the real world and
measures whether these results will generalize to differing experimental setups. Interesting
domains to conduct a similar study, to both understand the generalizability of our results
and real-world transfer, would be in a state-of-the-art self-driving car simulator [216] or an

in-home robot setting [217, 218].
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Secondly, this study does not consider longitudinal human-adaptation to XAl systems.
It may be possible that although a participant initially does not prefer to use an explanation
after brief interactions with the agent, a period of time to adapt to the explanation modality
may alter their preference. In future work, it would be interesting to setup the study as a
multi-day experiment where the participants work with the explainable agent on a series
of subtasks (one per day) to measure whether there are any longintudinal factors which
impact their behavior. These subtasks could increase in dif culty to account for the user's
adaptation to the system to ensure that the user still needs explanations.

Another important limitation to consider is the participant's level of immersion. View-
ing the simulation of the car in our environment may not be enough for the participant to
recognize the consequences of working with a self-driving car. In a situation where the
stakes are more obvious, participants may perceive explanations differently. This may have
contributed towards the lack of signi cance for the trust model. Since participants may
not have been immersed/understood the potential real-world consequences, their internal
model for trust may have been independent to the explanation provided. Nevertheless, |
believe that this study still contributes novel insights that provide a stepping stone towards
a future application-grounded analysis. Future work could leverage attentional or physi-
ological measurements of immersion to understand whether immersion correlates with a
participant's perception of preference or their performance on the task [219, 220].

My analysis also found that computer science experience in uences end-user percep-
tion and preference in our sequential domain. However, a relevant limitation of our ap-
proach is that CS experience was measured on a self-reported scale. Therefore, a partic-
ipant's inherent biases and experiences may impact their own ratings of their computer
science experience. In future work, | hope to incorporate a quantitative measurement of
CS experience in the form of a short competency quiz. Furthermore, beyond CS experi-
ence, there may be additional experiential or dispositional factors which may impact our

dependent variables. One important dispositional factor that we did not consider in this
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study is epistemic curiosity, or a user's “general desire for knowledge” [221]. The two
categories of curiosity are I-type curiosity, which is triggered by subjective feelings of sit-
uational interest, and D-type curiosity which is triggered by violated expectations or miss-
ing information [36]. Recent work has found that individual differences in these curiosity
types have an impact in the relative utility and value of information in various organiza-
tional settings [222]. These two dimensions of curiosity dovetail well with the paradigm
of subjective and objective perception of XAl methods, and therefore, are items | hope
to incorporate in future work. Another important cognitive factor to incorporate could be
an individual's “Need for Cognition,” which measures an individual's tendency to engage
in or enjoy effortful cognitive activity [35]. There may be a correlation between a user's
“Need for Cognition” and their ability to effectively process a given explanation, therefore
making it a relevant factor to include in future studies. In future work, | aim to leverage the
insights from this study to develop a personalized XAl methodology. In such a case, the
XAl interface could evaluate an individual's disposition and demographic factors to recom-
mend a type of explanation. Then the user can specify any additional properties they would
like within the explanation and adaptably modify the type of explanations it receives from
the agent. | hypothesize that such an approach would truly give rise to human-centered

explainability and bridge the gap between stakeholders and Al technology.

5.7 Conclusion

Explainable Al must have a stakeholder-focus to engender long-term adoption. Simply
unraveling the internal mechanisms of an Arti cial Intelligence agent is insuf cient if it is

not presented in a way the end-user can easily understand. To produce user-centered XAl
approaches, we need to better understand what in uences XAl perception. In this chapter, |
present a novel user-study which studies subjective user-preference towards disparate XAl
modalities, for a sequential decision-making system such as a self-driving car, and how

situational (e.g., watching the car succeed or fail) and dispositional factors (e.g., computer
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science experience) in uence this perception. | show that computer science experience can
reduce an individual's preference towards the text-based modalities, as well as how watch-
ing the car fail (crash into another car) worsens their attitude towards the XAl agent. Our
ndings also highlight an important internal inconsistency in explanation preference. Text-
based explanations were perceived to be more usable according to our subjective survey,
however, decision tree explanations were found to be more useful in terms of more accu-
rately predicting the car's actions. XAl developers need to balance the tradeoff between
willingness to adopt and usefulness, as the perceived usability varies based on an individu-
als speci c intrinsic and situational criteria. | hope that this work promotes a wider study
of personalized XAl approaches which curate explanations to t the particular needs and

circumstances of individual stakeholders.
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CHAPTER 6
FEDPERC: FEDERATED LEARNING FOR LANGUAGE GENERATION WITH
PERSONAL AND CONTEXT PREFERENCE EMBEDDINGS

6.1 Introduction

As conversational agents and dialog systems are deployed to real-world scenarios, these
systems require data-ef cient personalization paradigms such that language systems such
as conversational agents can be effectively adapted on-device. The bene ts of on-device op-
timization are two-fold; (1) Swift adaptation of model-behavior based on human-interactions
[223], (2) Privacy protection by means of retaining all data related to the user on-device
[224]. One of the prevailing paradigms for learning from and engaging with end-users is
federated learning Federated learning is an inherently decentralized learning paradigm
that assumes no access to a large labeled dataset and instead leverages averaged parame-
ter updates across all users of the system [225]. Such averaged updates invariably dilute
individual preferences or deviations from the mean, resulting in a model that works well
for the average user while failing to appropriately capture under-represented preferences
or sub-groups within the data. In this chapter, | present a novel approach (FedPerC) to
personalizing federated learning with personal and context embeddings (collectively called
“preference embeddings”), adapting more ef ciently and effectively than prior work with
respect to both data and compute on-device.

| leverage the insight that a client's data distribution is informed by both individual
preferences and additional contextual information. For example, while each user may have
their ownindividual style, there may be more genepalpulation-widetrends that inform
the style of personalized predictions (e.g., dialogue assistants helping patients with cogni-

tive disorders, whereby agents can personalize to individual patients and broader condition-
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Figure 6.1: Overview of my personalized federated learning setup, FedPerC. Language
models within client devices, such as individual agents deployed to communicate with
people at hospitals, homes, or construction sites, pull down global model parameters and
context embeddings. Local, on-device data is then paired with both personal and context
embeddings to produce personalized predictions with global model parameters.

wide trends). While individual preferences may be unique to each client (e.g. a user's taste
or affect), we can more accurately personalize to client preferences with the addition of
context, as shared-context parameters carry bene cial stylistic information across clients
[223, 226]. Stylistic or situational context provides additional information to curate rele-
vant language outputs that can be shared across users.

In this chapter, | present a new approach to personalized federated learning that is both
easier to learn and more effective than prior work, and investigate the utility of personaliza-
tion via individual preferences and contexts. While prior language generation approaches
have developed personal or persona-based generative systems [227, 228] or context-based
generative systems [229, 230] individually, none have combined them to personalize out-

puts in a low-data setting under stylized preferences. | show that our approach is more
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sample-ef cient than state-of-the-art baselines, while requiring less time to train. Addi-
tionally, | present an inference-only version of our approach, personalizing without back-
propagation for new users. Finally, | directly test the potential for personalization with
users who have been held-out from training (i.e., testing with new users). An overview of

my approach is given in Figure Figure D.1.

6.2 Methodology

In this section, | present my novel approach to personalization in federated learning with
FedPerC. FedPerC produces personal and contextual preference embeddings either via
backpropagation (i.e., learning preference embeddings), or by inference (i.e., predicting
preference embeddings). A visual overview of my federated learning architecture is in Fig-
ure Figure 6.2, and a step-by-step walk-through of the FedPerC training algorithm is given

in Algorithm Algorithm 1.

6.2.1 Personalizationia Embeddings

Personalization in FedPerC is achieved entirely through preference embeddings. Every in-
put sample (e.g., an incomplete sentence) is accompanied by both a personal preference
embedding, representing the user, and a contextual preference embedding, representing the
context or style of the prediction. These two embeddings are combined via an element-
wise multiplication to produce a single preference embedding that accompanies the input
sample. By leveraging both personal and context embeddings, FedPerC considers the indi-
vidual userandthe broader context of an utterance, enabling personal, stylized prediction.

In the language-modeling domain, the uni ed preference embedding is prepended to
the input utterance, providing a pre x for the model to consider [231]. The model then
predicts the next token of the utterance, and a language-modeling loss is calculated by
comparing the prediction to the user's actual next token. The next token is then appended

to the sequence, and preference embeddings are again prepended to the new input sequence,
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Figure 6.2: The FedPerC model architecture. Input data, such as on-device conversation
data for a user, is passed into the language model in addition to personal and context labels
specifying user's preference. The personal and context labels are embedded through a
preference embedding layer to produce a single preference embedding. This preference
embedding is combined with the word embeddings for the input sequence and passed into
the DistiiGPT2 model to predict the next word.

and the process repeats. After completing a full utterance, preference embeddings may be
updated, either through backpropagation or by using an embedding-generator to predict

new personal and contextual embeddings for the client.

6.2.2 Federated.earningAlgorithm

To begin, all clients initialize their own personal embedding on-device, and the server ini-
tializes a set ofC context vectors for each relevant setting given the target task. | addi-
tionally assume that all data points on a client device have an associated convexhg

derived from the contextual information of the client device when the data point was cap-
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tured (e.g., time of day, location, etc.).

Training begins by distributing all the requisite information to client-devices. Client
devices pull down the global model parametersand the global context embedding pa-
rameters, , making local copies,q and 4 (line 6). Unlike the global model parameters
and context embeddings, the personal embeddingdp not need to be copied from the
server as they are kept on client-devices.

Client devices then taki€ gradient steps using their own on-device data, where each
input sample is paired with the client's on-device embedding, and the context em-
bedding for the particular sampley.., assuming the data point was drawn under context
c 2 C. Gradients are calculated using a language-modeling objective, though any objective
could theoretically be applied. If preference embeddings are being generated via forward-
propagation rather than learned via backpropagation, contextual and personal preference
embeddings will also be predicted by an embedding-generator at this stage (note: the pa-
rameters of the embedding-generator are shared globally, being a part of

Gradients are applied to the shared-model parametgrand are then used to update
preference embeddings (line 9). If preference embeddings are being predicted, these gradi-
ent steps are also applied to the shared embedding-generator, and preference embeddings
(i.e., context embeddings; and personal embeddingg) are overwritten with their latest
predicted values (lines 10-11). If preference embeddings are being learned via backpropa-
gation, gradient steps are applied tpand 4 using Equation Equation 6.1 (lines 10-11).

After K steps, gradients fory and 4 are sent back to the server, whilg remains
on-device (lines 13 - 15). The server computes a single update for the global model and
context embeddings by averaging across all clients (lines 17-18). The server applies the

averaged update toand , and the process repeats (lines 19-21).

d= dat+r L(qa dc o Ba)
6.1)

= atr L(da ac o Ba)
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Algorithm 1 FedPerC Training Loop

1: Given: Training objectivel, Client deviceD, # client stepsK , # global steps\
2: Initialize: Global model , Context embeds
3: Initialize: Personal embeddings on-device

4: forn 2 N do
5. ford2 D do
6: d= 5 d=
7: for k 2 K do
8: SampleB4 from user's on-device data
o: ¢ atrr L(da dac o Ba)
10: d atr
11: d atr
12: end for
13: r, d
14: r, d
15: Returnr , andr | to the server
16: end for1 P,
17: r ) pd r,
18 r 15Dy
D d d
19: +r
20: +r
21: end for

In a typical federated averaging deployment, client devices will pull down global param-
eters, ne-tune on local datasets, and then test on held-out, local data. With FedPerC, the
majority of the network's parameters, are frozen, re ecting a federated-learning setup
with a more constrained computational budget when deploying large language models.
Using FedPerC, clients pull down and subsequently freeze global parametard,either
generate preference embeddings from observation, or only compute and apply gradients
to context embeddings,, and their local personal embedding Relying on forward-
propagation calls rather than backpropagation, or by computing gradients over only these
embeddings, we reduce the computational overhead of FedPerC while preserving or even
improving upon accuracy relative to ne-tuning an entire model. When testing over lo-
cal data, all updates to context embeddingsare not sent to the central server. Rather,
these gradients are directly applied to the context embeddings for the current user, and then

discarded. When instantiating a new embedding for a previously unseen user, the user's
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embedding is set to the noisy-average of all known user embeddings.

Generating Preference Embeddings

To generate embeddings, | adopt a similar procedure to HyperNetworks [232, 233], in
which a neural network is trained to predict parameters of another network. In FedPerC, an
embedding-generator is trained to predict the parameters of preference embeddings (either
personal or context). To generate embeddings, we apply an additional transformer decoder
block [142], that uses a randomly-initialized personal embedding and a known context
embedding as the queries, along with the word embeddings for the utterance as the keys and
values to update the given preference embeddings. | utilize separate generators to predict
the personal embeddingg, and the context embeddingy. Speci c training details for

the embedding-generator applied to language-modeling are given in the appendix.

While the embedding-generator must be learned from scratch during training, this
method of predicting preference embeddings allows us to generate personal embeddings
for previouslyunseerusers when testing. By predicting preference embeddings, we cir-
cumvent the need for expensive gradient calculation and on-device learning. Instead, new
users can quickly reap the bene ts of personalized predictions via a trained preference pre-
diction module (i.e., the embedding generator), as opposed to conventional personalized

federated learning methods that require slow and sample-inef cient on-device learning.

6.3 Experiments

| conduct several experiments to evaluate the sample ef ciency, generalization, and run-
time of FedPerC relative to baseline federated learning frameworks. In our experiments, |

compare.

» FedPerC — Learning personal and context embeddings jointly with a global feature
encoder, and performing local ne-tuning of personal and context embeddings on-

device.
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» FedPerC (Frozen) — As above but without local ne-tuning for preference embed-

dings.

» FedPerC (Generated) — Learning an embedding generator and global feature encoder,
and then using only generated embeddings at test-time (i.e., not directly learning

embeddings).

» Split-Learning — Learning personal and context-speci ¢ model-heads jointly with a
global feature encoder, and performing local ne-tuning of the personal and context-

speci ¢ model heads on-device [123, 122].

* Meta-Learning — Learning a single global model for all users and contexts, and ne-

tuning the shared model-head on-device [234, 235].

Because my experimental datasets do not contain labeled personas for all users, | do
not compare directly to prior works that assume access to such information (e.g., FedNLG
[127]).

| conduct two sets of experiments to compare the above approaches on both sample
ef ciency and runtime ef ciency. For the sample ef ciency experiments, | present perplex-
ity numbers for all methods across two versions of the dataset: known users and withheld
users. For the known user experiments, all users are present in the training and testing set.
For the withheld user experiments, a subset of users from each dataset is withheld entirely
from training, and performance results are presented only for the held-out users. Perplexity
is calculated over unseen utterances with the rst three tokens of each utterance given as a
prompt. Finally, | present qualitative results from our method, demonstrating the power of
stylized generation for individual users.

All models are initialized with the DistilGPT2 pre-trained model [236], with all layers
frozen. It is important to note that the use of large language models for federated lan-

guage generation is a signi cant improvement over prior work [127] which instead learned
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Table 6.1: Perplexity Showing Sample Ef ciency Across All Methods for Known Users.
Lower is Better.

# Samples FedPerC FedPerC (Frozen) FedPerC (Generated) Split-Learning Meta-Learning

= 1 2195 35.7 146.2 2.3 120.2 1.4 12975 219 226.2 3.7
2 5 131.6 10.1 136.9 34 123.3 2.8 994.3 27.8 234.7 51
e 15 111.4 35 132.6 4.7 120.0 3.3 691.3 34.3 227.1 8.4

All 189.5 6.7 1679 2.0 1249 1.3 930.4 30.9 2414 21
g 1 57.2 3.6 50.3 1.6 516 1.3 359.4 28.2 111.7 4.6
2 5 515 15 50.7 21 51.7 2.0 2445 15.1 110.0 6.5
;’ 15 48.8 1.7 51.0 21 51.7 2.0 167.7 8.6 1119 6.1
Al 46.7 1.7 51.2 20 52.1 2.6 82.1 3.3 113.0 4.7

Seq2Seq models from scratch. For our Split-Learning and Meta-Learning baselines, the

last layer of the model is unfrozen. Training details are in the appendix.

6.3.1 Datasets

| conduct experiments on two datasets, a smaller dataset of TV Show scripts (“Friends”
[237] and “Game of Thrones” [238]) and a larger dataset of Reddit posts [239]. Each
dataset has a diverse set of individuals as well as clearly de ned contexts/styles (i.e., TV
shows or subreddits). These properties allowed me to not only compare our approach
to baseline approaches for personalized predictions, but they also enabled me to move
users between contexts or styles (e.g., producing text for a “Friends” character under a
“Game of Thrones” context). By generating sequences for different users under new styles,
| demonstrate the power of FedPerC for personal, stylized prediction. FedPerC is the rst
work to experiment on a dataset consisting of language data from real-world users, and not
just movie scripts or dialogues. Additional information about the datasets used in this work
is given in the appendix.

For both datasets, | treat each sentence from a speaker (i.e., TV Show character or
Reddit user) as an independent utterance and | only consider utterances with at least three
tokens. For experiments on known users, | perform a 60/20/20 Train/Validation/Test data
split. For experiments on novel, unseen users, | perform a 70/15/15 split of Reddit users,

and manually select the “Friends” and “Game of Thones” users to include in each data fold.
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Table 6.2: Perplexity Showing Sample Ef ciency Across All Methods for Withheld Users.
Lower is Better

# Samples  FedPerC FedPerC (Frozen) FedPerC (Generated) Split-Learning Meta-Learning

5 1 594.3 973.8 202.0 5.9 117.3 1.8 9229 27.8 2139 6.0
3 5 139.4 4.4 202.9 10.9 1175 2.7 655.9 18.8 212.2 54
@x 15 117.4 1.9 203.6 11.2 116.6 2.6 4492 11.4 211.7 3.7

All 1011 2.2 202.2 7.6 1179 2.8 309.3 8.3 2128 5.2
g 1 205.1 292.2 96.4 10.4 68.7 5.9 283.6 30.9 1135 13.1
2 5 68.6 5.6 90.1 4.9 66.7 6.3 220.7 29.2 1114 133
2 15 62.1 5.0 97.6 6.8 66.1 5.5 158.1 20.0 117.3 10.5
= Al 52.3 3.3 98.2 95 68.6 5.1 96.7 14.5 1142 17.0

For both sets of experiments, all contexts are seen during training.

6.3.2 ResultsandDiscussion

All experiments are repeated fteen times, with different random seeds for each run, and
means and standard deviations for performance and runtime results are presented in Tables
Table 6.1, Table 6.2, and Table 6.3. Tables Table 6.1 and Table 6.2 show that our approach
is able to generate sensible language for both held-out user instances and known users.
Both embedding-based approaches presented in this paper (i.e., FedPerC with generated or
learned embeddings) show drastic improvements over baselines in terms of both sample-

and runtime-ef ciency, and are more suitable for real-world on-device language models.

Summary With known users, FedPerC achieves perplexity as low as 46.7 and 100.3, on

the TV Show and Reddit datasets, respectively, compared to the best baseline perplexities
of 82.1 and 233.2 (a 45-50% improvement). For unknown users, FedPerC achieves per-
plexities of 52.3 and 97.6, respectively, compared to baselines at 96.7 and 212.7 (a 45-55%
improvement). FedPerC training times are between 25-400% faster than baseline training
times. Finally, FedPerC uses 0.001% of the memory that baseline methods use for stylized

personalization.
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Table 6.3: Training and Testing run-time for FedPerC and our baselines, in milliseconds.
Lower is better.

Method \ FedPerC FedPerC (Frozen) FedPerC (Generated) Split-Learning Meta-Learning
Train Pass Time 88.18 24.104 43.57 11.99 55.96 12.41 222.08 37.55 111.81 22.33
Test Pass Time| 40.37 11.76 40.25 12.10 47.02 12.63 65.42 16.49 36.77 8.95

Memory Costs FedPerC incurs a signi cantly lower memory cost than prior Split-Learning
based approaches [240, 122, 123, 124, 241, 242]. The Split-Learning baselines require
maintaining a model-head for each user and context present in the dataset, and the size of
these model heads is proportional to the size of the vocabulary. On each client-device, a
user's personal model head and all context heads need to be stored in memory and used
in forward passes. In this work, every GPT model head is approximately 154 MB (being
768 50257parameters). To update the model on-device, one would need to store a model
head corresponding to every possible context. The Reddit dataset involves 57 contexts, to-
talling an additional 8GB of data in memory. This memory requirement for personalized
heads could become infeasible for real-world tasks, particularly for on-device inference or
backpropagation on mobile devices. Using FedPerC, which only requires the addition of a
drastically smaller preference embedding, the total amount of memory required on device
to store the embeddings is onlyl71 KB (0.001% of the memory required by separate

model heads).

Sample Ef ciency FedPerC is able to outperform Split-Learning and Meta-Learning
models with signi cantly fewer samples across both experiments and both datasets. This
trend is re ected regardless of whether embeddings are generated or learned through back-
propagation. When embeddings are learned, FedPerC improves with online data to more
effectively model the given user's style as more data is made available to the model. Con-
versely, while the generated embeddings exhibit greater sample performance with a single
sample, they are unable to improve with more data. For both known and with-held users,
FedPerC with generated embeddings is unable to effectively update the preference embed-

ding to improve generation performance. Finally, | observe an increase in perplexity for
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Table 6.4: Generated Examples using Arya, from “Game of Thrones” (GoT) and Chandler,

from “Friends”.

Character] Show | “We Must”’

| “I think”

be careful! I'm not going to get a divorce. I'll be able to do this.
Chandler| Friends| be a little bit more relaxed than we're here. I'm a good man
be the one who's the one who's the one... I'm a big fan of you
be honest with you. I'm going to be a little more serious
Chandler| GoT | be very nervous about the possibility of a bomb attackm going to be a little bit of a jerk
be a little nervous about the situation I'm going to have a big secret.
be a little more careful. you can't help me
Arya GoT | be careful about the dangers of the sea. of the people
be wary of the possibility of a coup. you're not going to be a hero?
be a thief I'm not a bad person
Arya Friends| be a hero. I cando it
be a little girl. I should have a chance to do something

Reddit users with all available data when using FedPerC. This result suggests that it is pos-
sible toover t preference embeddings, as perplexity increases from 15 to “All” samples
(Table Table 6.1).

| observe no improvement for the Meta-Learning baseline, regardless of how much data
is available for each user. This lack of improvement suggests that the model is not capable
of rapidly personalizing to a single user or context with only a handful of available samples.
Only updating the model head may be insuf cient when the base, shared model head must
generalize across all possible contexts and characters.

The Split-Learning baseline, on the other hand, does show signi cant improvement
with increasing amounts of data for withheld and known users. In the known user exper-
iments, all personal model heads should have already been well-tuned to personal prefer-
ences. This result therefore suggests that context-speci ¢ model heads are over-generalized

to their respective contexts, and must be re ned to better-align with individual users.

Runtime Ef ciency FedPerC incurs signi cantly lower training costs than both Split-
Learning and Meta-Learning approaches to personalization. While Meta-Learning baseline
does not have the memory-constraints of the split-learning model in terms of shoiding

tional model heads, training the Meta-Learning baseline still involves computing gradients

over all768 50257parameters in the shared output layer. As shown in Table Table 6.3,
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this leads to a signi cantly more costly training time for each user. Similarly, the Split-
Learning baseline must updatleasttwo model heads for each backward pass, requiring
gradient computation fa2 768 50257parameters. If a user is active in multiple con-
texts, then additional context model-heads must be used, further exacerbating the training
cost of the Split-Learning approach. The Split-Learning approach must also leverage these
additional context model-heads at test-time, resulting in the slowest forward-passes of any
baseline.

In contrast to prior approaches, training for FedPerC only requires updating68
parameters. This reduced computation results in signi cantly lower training times. When
we train an embedding-generator, there is an increase in training times re ecting the added
cost of computing gradients for the embedding generator. Additionally, there is a test-time
penalty incurred by the added forward-pass parameters. When running inference with any
version of FedPerC, preference embeddings are combined and then prepended to the input
utterance. This process results in marginally slower test times with FedPerC relative to the

Meta-Learning baseline, though the differences are not signi cant.

Qualitative Results The qualitative results in Table Table 6.4 demonstrate the power of
FedPerC, and justify the need for persoaatl context embeddings. Not only is FedPerC
able to complete sequences for a character in their “home” context (i.e., the context from
which all of their data is drawn), but we are also able to stylize generation for characters,
bringing them intonewcontexts. | present generated samples from a “Game of Thrones”
(GoT) character (Arya) with a “Friends” context embedding and a GoT context embedding.
Arya's generated sequences are distinct under the two different contexts. Under the GoT
context, Arya's utterances match the theme of the show, suggesting danger and revolution.
Under the “Friends” context, Arya's utterances change to instead re ect more mundane,
modern language while still preserving personal attributes of the character.

Across all of the experiments, particularly the novel experimental evaluation on held-

103



out user-instances, these results provide evidence that embedding-conditioned personaliza-
tion within federated learning can be effectively applied to real-world use-cases. FedPerC
offers a promising avenue of future work towards on-device language models, capable of

ef cient language generation with respect to compute-power and data.

6.4 Limitations

Firstly, although FedPerC's embedding-generator offers a promising avenue of personaliz-
ing without any on-device gradient computation, the generator is currently unable to im-
prove on its generated embeddings given more examples for a given user. As shown in the
results from Se@?, while the model can generate an effective preference embedding for a
user with a single sample, it is unable to improve with more data. In future work, | hope
to explore approaches to facilitate a generator which can effectively modify embeddings
given additional data.

Secondly, this approach caters to con dentiality by ensuring that user-data and embed-
dings remain on-device, however | have not incorporated differential privacy in our exper-
iments [224]. Future work may apply differential privacy to guarantee user privacy while
personalizing and contributing feature encoder information to a central server. Finally, it is
important to note that FedPerC does not solve all problems within the scope of language
generation models. As FedPerC offers a path forward to facilitate privacy protection and
ef cient on-device learning for large language models, future work may extend FedPerC to

additional problems (e.g., language summarization or turn-based dialogue generation).

6.5 Conclusion

| present FedPerC, a new approach to personalized federated learning, enabling ef cient
and high-performance personalization to client devices by leveraging individual and shared
preference embeddings. Combining shared contexts with individual personal preferences,

FedPerC outperforms baselines even when allotted a lower computational budget, and is
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the rst federated language generation approach to build on large language models rather
than training sequence generation models from scratch. | also provide a method of gen-
erating preference embeddings through inference alone, providing personalization with no
on-device gradient computation, and we show comparable performance to FedPerC using
learned embeddings.

| presented experiments on two datasets, TV Show scripts and Reddit user data, pre-
senting empirical evidence of the utility of FedPerC towards personalizing to unseen users
in a federated learning setting, i.e. a 50% improvement in terms of rurgihd@erplex-
ity when ne-tuning on with new users. | also demonstrated qualitative results, showing
the power of separate personal and context embeddings and enabling stylization of users
in new contexts. My results show that FedPerC offers a promising path forward for per-
sonalization within federated learning, achieving superior quantitative results and requiring

signi cantly less training time and data relative to baseline approaches.
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CHAPTER 7
TOWARDS BALANCING PREFERENCE AND PERFORMANCE THROUGH
ADAPTIVE PERSONALIZED EXPLAINABILITY

7.1 Introduction

As autonomous systems and digital assistants are deployed to the real world, these agents
must be able to communicate their decision-making criteria to build trust, improve human-
robot teaming, and enable collaboration [243, 244]. Researchers have idestpéain-

ability as a necessary component of high-quality human-robot interactions in many do-
mains [99, 245]. While several approaches for explainability are under active investiga-
tion (e.g., natural language explanations [246], decision-tree extraction [247], counterfac-
tual presentation [248], saliency-based explanations [249, 250], etc.), existing studies on
human-use of explanations is almost entirely con ned to treating explanation as a “one-
size- ts-all” problem [80, 251, 252]. However, explanations have different functional roles
with respect to deployment context [253, 254], suggesting that personalization and contex-
tualization of explanations is an important and understudied avenue to bring explainability
to the real world. If individual preferences and expertise affect the success of an expla-
nation [3], a natural next step is to identify which xAl modalities should be shown to an
individual user for any given decision.

Within the eld of xAl, simply measuring the accuracy or delity of an explanation
(with respect to the underlying agent or algorithm) is not enough to know that an explana-
tion was useful. If explanations do not carefully consider a user's expertise or expectations,
the simple act of showing an explanation can cause the user to blindly trust an agent's ad-
vice, leading to adverse effects on performance and trust [251, 103]. This counter-intuitive

result presents a key problem: explanations encourage inappropriate compliance. If users
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see explanations and defer to robots without critically examining the robot suggestion, then
researchers must develop a deeper understanding of the relationship between explanations
and compliance while also improving an xAl agent's ability to expose faulty decision-
making to human users [210]. By improving our understanding of such relationships and
by better calibrating to end-users, we can produce xAl systems that are not only easier
and more enjoyable to use, but also improve outcomes and ef ciency of human users [255,
256].

Ultimately, xAl research seeks to help humans understand when to rely on vs. override
their Al assistants, using explanations to determine if decisions are sound and trustwor-
thy [38]. Such a dynamic exists when humans collaborate with fallible Al assistants— a
scenario that we recreate in this work. Our work aims to understand the diverse preferences
of untrained humans with potentially-faulty assistants that use xAl to support human deci-
sion making. The explainable agent, and subsequent method of personalized explainability,
developed in this work caters to users who require further evidence from collaborative Al-
agents to decide whether to accept or reject the advice of the agent. A few examples of
these interactions include navigational assistants, which provide a user with driving assis-
tance, scheduling assistants, which provide the user with ef cient schedules for automation
or organization, or medical assistants wherein a machine learning system provides sugges-
tions regarding a predicted diagnosis to enhance the care-giver's decision-making. In each
of settings, the user utilizes the explanations provided by the Al-system to understand when
they should comply with the advice provided by the agent, and recognize when the agent
is malfunctioning and is thereby providing faulty advice.

| present a set of studies in which participants interact with a virtual AV to navigate
through an unknown city with the assistance of a digital agent, replicating a common prob-
lem of navigating in a new place. Crucially, this assistive agent is not always correct, and
incorrect advice is signalled with the inclusion of red-herring features (e.g., if the agent

refers to “weather” in its explanation, the suggestion is wrong). This work therefore simu-
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lates the use of xAl for explanatory debugging [257, 258] with concept-based explanations
[87], also called the “glitch detector task” [259, 221]. | investigate how XAl may improve
people's mental models for Al [86, 106], and hgersonalizedkAl will affect people's

ability to accurately identify when their assistant is correct or incorrect (i.e., if the agent
adapts to the user, will the user make fewer mistakes?). The contributions presented in this

chapter include:

1. |1 design two studies in which participants interact with xAl modalities randomly or

using personalization.

2. | empirically study participants' preferences for certain types of explanations, as well
as their performance with such explanations, nding that language explanations are
signi cantly preferred p < 0:05) and lead to fewer mistakep & 0:05) relative to

other modalities.

3. | develop a novel adaptive personalization approach to dynamically balance a par-
ticipant's preference- and performance-based needs depending on their progress in a

task.

4. | nd that adapting to a participant's preferences while also maximizing their perfor-
mance leads to fewer mistakes relative to naive, randomly-chosen explanations or a
preference-maximization approagh< 0:05), and leads to signi cantly greater per-

ceptions of preference-accommodation relative to an agent that does not personalize

(p < 0:05).

Unlike prior work on personalizing xAl, which only considers user-preferences [33,
31, 30, 32], our work is the rst to directly account for the user's task-performance when
personalizing xAl. This work takes a crucial rst step towards understandowgfuture

work should consider personalization in xAl as wellvasy such personalization matters.
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Figure 7.1: | compare three xAl modalities in this work: feature-importance maps, (top
left) in which highlighted regions indicate possible directions and relevant elements of the
image, such as green indicating the suggested direction, language explanations (bottom
left) that are a sentence justifying one direction over another, and decision trees (right) in
which the highlighted path leads to the suggested direction. Red blocks mean “false” and
blue blocks mean “true”.

7.2 Study Setup

In this work, | present two separate studies using the same environment and driving agent.
The rstis apopulation study with a within-subjects design targeted at identifying population-
wide trends, and serving as a data capture for my personalization model. The second is a
personalization studywith a mixed design to test the effects of different personalization
strategies on how well they align with participant's preferences and how effectively they
maximize task performance. | also present the design of an adaptive personalization agent
that seeks to jointly satisfy both objectives. In this section, | provide background for the
shared environment, driving agent, metrics, and research questions in the two studies, be-
fore detailing study procedures, metrics, and results in Sections Section 7.3 & Section 7.4.
All studies in this work took 60-75 minutes, and participants were compensated $20 for

their time. All studies were approved by an Institutional Review Board (IRB).

7.2.1 Environment

The domain for these experiments was a simulated driving domain. The participant inter-

acts with an AV, re ecting a robot-deployment that is becoming increasingly common in the
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real world. Furthermore, autonomous driving is an accessible and easily-understandable
domain for a non-expert end-user, and is a highly pertinent area of study for human-robot
communication and xAl [260, 261]. In this study, the human is responsible for all naviga-
tional direction, but the robot handles all actual control of the vehicle. This task was setup
through the AirSim driving simulator [262] and built in the Unreal Engine. My domain
features a simulated city with a seven-by-seven grid layout, effectively putting the partic-
ipants into a small maze that they will navigate for the duration of each task. Participants
direct an AV through the maze to the goal location in the city, working with assistance from

a self-driving agent and a small mini-map.

Each intersection in the domain presents an opportunity to select a direction to progress
through the environment, giving the participant all available navigation options (e.g. “turn
left,” “turn right,” or “continue straight”) alongside a directional suggestion from the self-
driving agent and an explanation justifying the suggestion. Participants consider the sug-
gestions and explanations to help them decide how to navigate through the city. After
making a decision, participants are also asked to provide binary positive/negative feedback
on whether or not they would like to see more explanations with the modality that they
received. We provide an example of one such interaction in Figiare

The city contains several roadblocks, thereby creating a single optimal path to the goal,
with any deviation resulting in either a U-turn (as the car drives down a road with a road-
block and must turn around) or a signi cantly slower path. For each task, the participant
has a new starting and goal location, and roadblocks are moved around the map. This
relocation prevents participants from memorizing routes through the city, and encourages

reliance on navigational assistance from the self-driving agent.

7.2.2 Al Driving AgentandExplanations

At each intersection in the domain, a digital agent suggests a direction and also presents

an explanation for its suggestion to the participant. Explanations are either a sentence in
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natural language, a feature-importance map, or a decision-tree (Figure Figure 7.1). All ex-
planations were manually generated before the study, rather than autonomously generated
via an existing machine learning method [247, 248, 250], to control for existing explain-
ability research and to more closely examine the modalities themselves. To identify the
optimal direction, the agent uses a breadth- rst search planner over the grid to nd the
shortest path to the goal.

Approximately 30% of the time, the agent will suggest tppositeof the optimal
direction, alongside a awed explanation attempting to rationalize the incorrect suggestion.
Participants are trained to identify thaseorrectexplanations before beginning the study.
The threshold for performance was chosen following prior work on agent reliability in user
studies [263, 264, 265]. Further details on how incorrect suggestions are provided and

signalled are given in the supplementary material.

7.2.3 Metrics

Shared Metrics —In both studies, | employ the following metrics:

* Inappropriate Compliance The proportion of incorrect advice accepted by partic-
ipants. The better a participant understands a particular xAl method, the lower this

metric should be.

» Mistakes- The number of mistakes made by the participant, as an additional gauge

of the participant's ability to interpret an explanation modality.

 Binary Feedback Ratingdarticipants' answers to a "yes/no” question about whether
the participant would like to work with a speci ¢ XAl modality again, which is asked
to the participant after every intersection. | record the total number of positive and

negative responses for each xAl modality across the study.

Population Study Metrics —In the population study, | also measure:
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» Preference RankingsRankings from a 5-item ranking survey between the explana-
tion modalities. These values will be high if participants felt that the condition did a

better job of accommodating their personal preferences.

» Consecutive mistakeBack-to-back mistakes as a result of rejecting correct sugges-

tions or accepting incorrect suggestions.

» Consideration Time The amount of time a participant considers an explanation prior

to making a decision.

In the population study, participants work with a xed xAl modality for an entire task.
Therefore, through measuring consecutive mistakes, | infer a participants' reaction to mak-
ing a mistake, i.e. does the speci ¢ XAl modality enable them to better re ect on what they
missed in the previous iteration, or will they make repeat mistakes? Similarly, considera-

tion time tells us if one modality is slower or faster than others.

Personalization Study Metrics —Finally, the personalization study also measures:

» Steps Above OptimalThe number of steps to complete a task, relative to the optimal

solution.

» Preference Annotationd=ree form text responses to how well the different agents ac-
commodated participant preferences. Free form text allowed participants to describe
the various successes and failures of different personalization strategies without be-

ing con ned to a prede ned ranking survey.

| do not measure consideration time or consecutive mistakes in this study, as such metrics
target the xAl modalities themselves rather than the personalization strategies | seek to
compare and because the xAl modality can change between interactions (i.e., modalities are
not xed, as in the population study). | also change the approach to measuring preference,
giving us more insight into why participants preferred one option over another by requiring

participants to describe their preferences [266].
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7.2.4 ResearclQuestions

This work aims to understand both (1) population-wide trends on preference and perfor-
mance for diverse XAl modalities, and (2) the effects of different personalization strategies
on human-robot teaming with xXAl. As this study uses a novel domain, we rst sought to
verify whether there was a speci ¢ modality that led to the highest average preference or
performance. Furthermore, recent work has highlighted a nuanced relationship between
preference and performance, often in relation to external factors, such as expertise [244, 3].
To gain insight into these relationships, the population study is designed with the following

research questions in mind:

* RQ1.1 — Preferences Will one xAl modality be signi cantly more preferred than

others?

* RQ1.2 — Performance Will one xAl modality lead to signi cantly better perfor-

mance than others?

* RQ1.3 — Alignment Will participants prefer to use the modality that maximizes

their performance?

The personalization study seeks to examine the degree to which balanced personal-
ization affects participants' performance on a task and on their perceptions of the agent's
accommodation of their preferences (i.e., does balanced personalization make people feel
like the agent is listening to them while also helping them perform better?). The primary

research questions are then:

* RQ 2.1 — PreferencedVill balanced personalization be signi cantly more preferred

than other personalization strategies?

* RQ 2.2 — PerformanceWill balanced personalization lead to signi cantly fewer

mistakes than other personalization strategies?
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* RQ 2.3 — Comparison to known-besWill balanced personalization match or ex-
ceed task-performance and preference metrics when compared to the a-priori known

best xAl modality for the study task (i.e., language explanations).

7.3 Population Study

The population study enables us to study overall trends for preference and task-performance
with my chosen xAl modalities and domain. This study helps to determine which mode,
if any, is superior for this task and enables us to clearly analyze the relationship between

performance and task-preference for each xAl modality.

7.3.1 StudyConditions

The population study is a within-subjects design to study the effects of xAl modalities.
Therefore, the conditions in this study are the XAl modalities themselves (Section Subsec-
tion 7.2.2), including (1) Language, (2) Feature Maps, and (3) Decision Tree explanations.
Each of these conditions were chosen to re ect popular avenues of explainability within

human-robot or human-AV interactions [244, 267, 268, 269].

7.3.2 Procedure

Upon arrival to the onsite location, participants complete consent forms and are briefed
on their task. Participants are introduced to each of the xAl mechanisms employed in the
study, the interface for directing the car, and a mini-map that will assist them for each task.
They then complete the Negative Attitudes towards Robots Scale (NARS) [270], “Big-
Five” personality [271], and demographic data surveys, used as controls in our statistical
analyses. Participants then begin on eleven navigation tasks (Section Subsection 7.2.1).
Participants complete two practice tasks to become acquainted with the simulator, con-
trols, and explanations. Pilot studies revealed that very little practice was required for the

task, so two tasks was suf cient. In this practice phase, explanations are randomly sampled
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from any of the three mechanisms used in this study (Section Subsection 7.2.2), giving the
participant equal practice with each modality.

After completing the practice phase, participants begin the main body of the study,
which consists of nine navigation tasks. Each task uses a single XAl modality from start to
nish, which helps to mitigate consecutive mistakes that may stem from swapping between
XAl modalities. The agent rotates between modalities as tasks are completed, and the
ordering of XAl modalities is included as a control in my statistical analyses. Participants
conclude the study with a survey asking them to rank the three xAl modalities according to

their preferences.

7.3.3 Results

The population study involved 30 participants (Mean age = 23.8, SD = 3.25; 70% Male).

Figure 7.2: Visualized results from the population user study between decision trees,
feature-importance maps, and language explanations. (a) Feature maps lead to signi cantly
increased inappropriate compliance. (b) Both feature maps and language explanations lead
to more consecutive mistakes (quantities are normalized by total number of mistakes). (c)
Language is signi cantly preferred over decision trees and feature maps. (d) Decision trees
are slower to parse (measured in seconds).

RQ 1.1 —Comparing the sum across ve Likert-items as the preference rank, an ANOVA
for XAl modality rankings showed a signi cant difference across baselir€®;84) =
351;p < 0:001). A Tukey-HSD revealed that language explanations ranked signi cantly
higher than both feature-importance maps< 0:001) and decision treeg(< 0:00)),
and feature-importance maps ranked signi cantly higher than decision {pees001)

(Figure Figure 7.2).
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RQ 1.2 —Data for inappropriate compliance did not pass a Shapiro-Wilk test for nor-
mality, and | therefore applied a Friedman's test, which was signi caf(Q) = 12:23,p =
0:002, with a post-hoc revealing that language explanations lead to signi cantly fewer in-
stances of inappropriate compliance than feature-importance maps0(:002 (Figure
Figure 7.2).

Data for consideration time were not normally distributed. | therefore applied a Fried-
man's test, which was signi cant ¢(2) = 24:47,p < 0:001). A post-hoc revealed that
both language and feature-importance explanations are signi cantly faster than decision-
tree explanationg(< 0:001).

Finally, an ANOVA across explanation modalities for consecutive mistakes was sig-
ni cant (F(2;74) = 8:0309p < 0:001), and a post-hoc revealed that participants make
signi cantly more consecutive mistakes with feature-importance mpps (0:001) and
language explanationp € 0:001) than with decision trees.

RQ 1.3 —After grouping participants by their preferred modality, | did not nd any sig-
ni cantly different trends for performance (i.e., participants that favor feature-importance

maps do not perform best with feature-importance maps).

Takeaways

A review of the results for the population study reveals that language explanations are both
signi cantly preferred relative to feature-importance and decision-tree explanations, and
result in higher task-performance than feature-importance explanations. | do nd, in line
with contemporary work [3], that decision trees result in signi cantly fewer consecutive
mistakes, suggesting that it is easier for participants to re ect on why the previous decision
was incorrect and to immediately update their mental model of the agent. However, across
most metrics, language explanations are superior to both other modalities considered in
this work. | therefore consider language explanations to be the “gold standard” for this task

(i.e., an agent that presents only language explanations will be signi cantly preferred and
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yield signi cantly higher task-performance for most of the population).

7.4 Personalization Study

The population study helped identify a “gold-standard” explanation for this domain, and
revealed signi cant population-wide trends with regards to preference and performance.
However, knowledge of the best xAl modality is not readily available for most domains,
and there may be adverse effects of universally applying population-wide trends on an
individual level [272]. The personalization study therefore studies the effects of different
personalization strategies on preference- and task-performance-maximization, including a
novel adaptive personalization approach that balances between a participant's preferences

and task-performance neéds

7.4.1 AdaptivePersonalizatio®pproach

The population study revealed that preference and performance do not necessarily align.
This observation inspired the development of an adaptive personalization technique that
can balance between a participant's preferences or performance-needs depending on the
situation. To accomplish this personalization, the agent must model preferences or perfor-
mance for each participant.

As discussed in Section Subsection 7.2.3, the agent tracks how often participants make
mistakes (i.e., do not follow the optimal path), as well as the participant's feedback, for
each xAl modality. Using these two metrics, the agent creates a preference distribution and
a task-performance distribution for the participant. These distributions are largely driven
by negativeinteractions with the agent (i.e., negative feedback or mistaken turns). The

decision to focus on negative feedback owes to pilot studies, which revealed that negative

1The xAl modalities are adjusted slightly between the population and personalization studies, follow-
ing feedback from some population-study participants that the explanations were too simplistic and easy to
memorize. Each modality was therefore made slightly more complicated, and an additional 12 pilot partici-
pants veri ed that the new explanations fairly re ected the results of the population study, while increasing
in complexity. Details and examples are available in the supplementary material.
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interactions are rarer and more meaningful than positive interactions.

Producing Sampling Distributions

First, the agent counts all interactions for each modality and stores the resulting values in
a vector,x (e.g., counting the total number of language, feature-map, and decision-tree
interactions). The agent then separates this out into two additional quantities— the total
number of negative interactions; and the total number of positive interactioss. The

basis of the sampling distribution is then computedeas *-. In other words, the total
number of negative interactions for each modality, smoothed by the ratio of total-to-positive
interactions. This normalized quantity will be high for modalities where interactions are
more often negative, and low for XAl modalities that have far more positive than negative
interactions.

The agent tallies the number of modalities with at least one negative interaction, which
normalizes the above quantity, smoothing the distribution if negative interactions occur
in all modalities. Finally, this value is negated so that modalities with higher negative
values will be sampled less frequently. The distribution over all XAl modalities is computed

according to Equation Equation 7.1.

X u
Y= P % - s (7-1)
i—o (Lifx ;> 0)

The resulting distributiony, is then normalized using a softmax function to produce a
probability distribution. Wherx is the vector of task-performance interactions (i.e., correct
and incorrect turns), we obtain a distribution for task-performadee,If % is instead a
vector of feedback interactions, we obtain a distribution of the participant's preferences,
dr. Sampling fromdp will maximize the likelihood of selecting an explanation that aligns
with satisfying a participant's preferences, while sampling fi@nwill maximize the like-

lihood of selecting an explanation that helps the participant to identify the optimal action.
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However, there is no notion of balancing between these two, potentially-competing, objec-

tives.

Balancing Between Multiple Objectives

To achieve the balance between participant preference and task-performance, we must nd
a way to balance betweéh anddr depending on the participant's progress in the task. To
this end, | de ne a new distributiordlg , that balances betweéh anddt, using a trade-off
parameter . The trade-off parameter should emphagizef the participant is going to be
correct (i.e., adhere to participant preferences if there is little risk of a mistake), and empha-
sizedy if there is a high risk of the participant being incorrect (i.e., ignore preferences and
maximize task-performance if a mistake is likelgl. is therefore constructed according to
Equation Equation 7.2.

dg= dp+(1 ) O (7.2)

To obtain this trade-off parameter, the agent requires an estimate of whether the
participant is likely to make a mistake. To this end, the agent employs a neural network
to predict which direction the participant will choose at each intersection. This network
consumes state information from the environment (e.g., position, orientation, goal position,
and nearest roadblock position), and is trained over data collected from pilot studies and the
population study (Section Section 7.3). However, because participants often take different
paths, this network must personalize to each participant. The network therefore maintains
a unique embedding for each participant, following prior personalization research [115,
126, 116]. Similarly, the network maintains a unique embedding for each navigation task,
allowing for contextual adaptation in addition to individualized personalization, as in [273].
These embeddings are both passed into the network alongside state information. During
deployment the main body of the network is frozen, and only the personal and contextual
embeddings are updated as participants act in the domain.

At each intersection, this model predicts which direction the participant is going to
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choose, producing a probability distribution over the three possible directyon§,the
agent predicts that the participant is going to go in the optimal direction, then the trade-off
parameter, , is set toargmax(¥y) (i.e., set to the logit value for the optimal direction).

Otherwise, issettol argmax(y).

7.4.2 StudyConditions

The personalization study compares ve xAl-selection strategies:

» Balanced personalization- explanations are drawn fro@i , as described in Section

Subsection 7.4.1.

» Preference maximization— explanations are drawn frodp, only conditioning on

participant preferences.

» Task-performance maximization— explanations are drawn frod, only condi-

tioning on participant task-performance.

* Random explanations- explanations are randomly selected from the three available

modalities.

» Language-only explanations- all explanations use the language condition, known
a-priori to yield the best performance and match most people's preferences (Section

Subsubsection 7.3.3).

7.4.3 Procedure

Following a pilot study, the personalization study is designed as a set of within-subjects ex-
periments. In this study, participants work with two personalization strategies (Section Sub-
section 7.4.2). Each experiment compares balanced-personalization to one other approach
for choosing explanations. This design helps to control for variance across participants,
which was observed to be high. The ordering of these two strategies is counter-balanced

across all participants.
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The personalization study begins by following the same procedures as in the population
study (Section Subsection 7.3.2). After being briefed on the task and the xAl modalities,
participants complete a single training task and then begin two calibration tasks. All three
tasks (one training and two calibration) randomly cycle through all available xAl modal-
ities, giving participants exposure to the various explanations they will receive. Over the
two calibration tasks, the agent begins to gather feedback and observations on the partici-
pants behavior to creaf®® anddy. The agent also uses these tasks to learn personal and
contextual embeddings for the personalization network (Section Subsubsection 7.4.1).

After calibration tasks, the participants complete three navigation tasks with the rst
selection strategy, and then stop to complete a set of surveys on trust [274], perceptions of
social competence [275], perceived workload [276], and explainability [103]. Participants
then provide free-form text on how well they thought that the agent conformed to their pref-
erences. After this set of questions, participants resume the navigation tasks, completing
an additional three tasks with the second selection strategy. Finally, participants complete

the same set of questionnaires a second time.

7.4.4 Results

The personalization study involved 60 participants (Mean age=24.87, SD=6.75; 53% Male).
While a subset of signi cant results are presented here, all statistical test details and pair-
wise condition comparisons are presented in full supplementary material.

RQ 2.1 —Comparing balanced personalization to random explanations, a wilcoxon
signed rank test for preference rankings showed a signi cant difference across conditions
(W = 4;p = 0:04. Additionally, comparing binary feedback ratings for preference max-
imization and balanced-personalization, a Friedman's test revealed signi cantly higher
feedback ratings for preference-maximizatior((l) = 5:444 p = 0:02). Interestingly,
while preference-maximization leads to signi cantly higher positive binary feedback dur-

ing the study, it appears to result in lower retrospective preference ratings after the study
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Figure 7.3: Comparisons relative to balanced-personalization. (Left) Percent of participant
preferences for personalization modes, showing signi cant preference for balanced per-
sonalization over no personalization. (Right) Rates of inappropriate compliance, showing
that balanced-personalization leads to signi cantly lower inappropriate compliance than
preference-maximization or no personalization.

(Figure Figure 7.3).

| did not nd statistically signi cant differences between either feedback data or text-
responses for the task-performance agent vs. the balanced-personalization agent. | there-
fore nd evidence to answelRQ 2.1- balanced personalization is signi cantly preferred
over random explanations.

RQ 2.2 —Comparing balanced-personalization to random explanations, a wilcoxon
signed rank test reveals signi cantly higher inappropriate compliance using random expla-
nations W = 25;p = 0:03). | also observed signi cantly higher inappropriate compli-
ance in the preference-maximization agent compared to balanced-personalidatien (
2L p = 0:02 (Figure Figure 7.3). Similarly, participants took signi cantly more steps
above optimal performance with a preference-maximization agent compared to a balanced-
personalization agen¥( = 31;p = 0:04). | therefore answelRQ 2.2- balanced person-

alization yields signi cantly higher performance relative to preference-maximization or
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random explanations.

RQ 2.3 -l nd no statistically signi cant differences between the balanced-personalization
agent and language-only agent along the performance or preference metrics. | therefore nd
that balanced personalization is not worse along task-performance and preference metrics

when compared to the a-priori known best xAl modality for my domain.

Takeaways

Reviewing the results of the personalization study, | nd that balanced personalization is
signi cantly superior to no personalization (i.e., random explanations) along the axes of
both preference and task-performance. Similarly, balanced personalization leads to sig-
ni cantly fewer mistakes than preference maximization. There was no signi cant dif-
ferences between task-performance maximization, suggesting that task-performance is of
paramount importance for participants in this study [264]. In other words, my study found
that receiving explanations the participants did not prefer to use (e.g., seeing mostly de-
cision trees even when asking to stop receiving them) did not register as the agent not
conforming to participant preferences, so long as the participant was perceived to be mak-
ing progress on the task. This trend could potentially be due to “experienced accuracy”,
wherein a participant's experience or perception of an agent's accuracy affects their inter-
actions with the system [277, 212].

Finally, I nd no statistically signi cant differences between language-only explana-
tions (known to be best before the study) and a balanced-personalization agent. This nd-
ing implies that balanced personalization will not under-perform the best xAl mode for
a new domain, while avoiding the need to run a population study. Deploying balanced
personalization can signi cantly reduce the overhead for deploying xAl to new domains
while also ensuring that participants receive xAl modalities that match their needs (e.qg.,

feature-importance maps for participants that cannot use language).
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7.5 Discussion and limitations

In the population study, | found signi cant differences between the three xAl modalities,
decision trees, language, and feature-importance maps, examined in this work when con-
sidering participant preference and task-performance. Despite these trends, | observe an
interesting counterexample, in which decision-tree explanations are signi cantly better for
identifying mistaken decision-making processes for consecutive errors (Section Subsec-
tion 7.3.3). This result echoes prior work [3], nding that language explanations were sig-
ni cantly preferred by untrained participants, but that participants were better at modeling
agent behavior when using decision trees.

In the personalization study, balanced personalization yields signi cant performance
improvements relative to preference maximization or no personalization. Furthermore,
while participants provide signi cantly more negative responses to a balanced-personalization
agent, they retrospectively perceived the balanced-personalization tbetteajob con-
forming to their preferences. Similarly, | nd that a task-performance maximization agent
receives very positive retrospective perceptions of personalization (40% over balanced-
personalization, shown in Figure Figure 7.3), desp#gerconsideringdes when making
decisions. Together, these ndings suggest that participants in the personalization study
prized task performance over preference-accommodation. Until a satisfactory level of per-
formance is met, accommodating preferences may not be perceived as important or useful,
as participants seem to xate on optimally completing the task rather than on engaging
with an agent that listens to their feedback. This nding echoes prior work on the effects of
performance on trust [264], and underscores the importance of personalizing XAl for task
performance. Applying a balanced personalization approach, as introduced in this work,
we can achieve the bene ts of maximizing task-performance at crucial junctions (e.g., if
the user is likely to make a mistake or if their mental model appears to be incorrect) while

alsoaccommodating user preferences.
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While this work was conducted on a simulated task, my ndings generalize more
broadly to any domain in which a human might need to work with concept-based expla-
nations [258], such as feature-maps, decision trees, or counterfactual explanations. Using
such explanations, a mistake is often identi ed by the inclusion of an errant feature, as in
this research. | show that humans have diverse preferences and experiences when work-
ing with such explanations, and that adaptive personalization can enhance human-robot
interactions that rely on xAl for decision-veri cation [278].

Limitations — These studies were conducted primarily with university students on a
driving simulator, rather than on an autonomous vehicle with a broader population. Ad-
ditionally, 1 observed some results with large effect sizes but no statistical signi cance
(Figure Figure 7.3), which may be due the sample size in these studies.

Personalization agents in this work also assumed access to ground truth information in
the domain (e.g., optimal turns) or explicit preference feedback, which may be challeng-
ing to obtain the real-world. While such ground-truth directions could come from exter-
nal sources (GPS navigation) and feedback data could come from observations of humans
[279], these external data sources are not used in this work. Finally, personalization in this
work was con ned to selecting XAl modalities that match a participant's preferences, but

did not extend to adapting the explanations themselves.

7.6 Conclusion

To be useful in the real world, digital agents and robots must be able to personalize to a
diverse population of users, even without prior knowledge of the best way to interact or
the most popular interaction modality for a given task. In this work, | studied the dif-
ferences between three popular explainability techniques: language explanations, feature-
importance maps, and decision trees, in the context of a simulated AV study. | presented
an approach to personalization that balances subjective human-preference with objective

task-performance. A separate user study con rmed that such a balanced personalization
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approach yields signi cantly improved task-performance relative to a preference maxi-
mization agent, and is not worse than an agent that uses explanations which are known
a-priori to maximize preference scores and task-performance in the population. This study
is the rst to personalize explanations to task-performance, and show that personalization
must consider task-performance to be successful. | discuss the implications of these results,
including the need for high-performance agents before considering preference maximiza-

tion, and the need to carefully balance adherence to preferences with task-performance.
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CHAPTER 8
UNDERSTANDING THE IMPACT OF ADAPTABLE VS ADAPTIVE
PERSONALIZATION IN EXPLAINABLE Al TOWARDS IMPROVED
DECISION-MAKING.

8.1 Introduction

Explainable Al requires unique solutions tailored to individual contexts. Humans have
unique dispositions and differing levels of expertise which signi cantly impact the suit-
ability of an explanation [280, 205, 281]. lll- tting explanations can beget a facade of un-
derstanding for a user, which can lead to a regressive impact on Al-safety and -adoption, via
inappropriate compliance, and degraded task-performance. Rather, Explainable Al should
empower a user to “critically-re ect” on the explanation to understand how the Al-system
works and the impact of the Al-system to their goals [282].

Explainable Al has sought to “open” the black-box of deep neural networks. Pop-
ular methodologies have leveraged transparent architectures which distil explanations of
the learned behavior [69], or gradient-based relevance [283, 61, 284], or through behav-
ior summarizations [91, 90]. Despite facilitating faithful explanations to machine learning
systems, there is no “silver-bullet” explanation capable of being suitably deployed in any
context. Every explainable-agent, deployed for decision-support, possesses a unique func-
tional role which dictates the most suitable type of explanation [254]. To provide effective
decision-support, XAl methods should be adaptable to not only the task at hand, but also
the needs of the individual stakeholder.

Contemporary work has begun designing methods to personalize explanations to the
unique needs of a user for their given task. There are broadly two forms of personal-

ization in machine learning: adaptive and adaptable personalization . Adaptive person-
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alization seeks to adapt the outputs of a system to the activities of a user, and adaptable
personalization seeks to enable a user to actively select or modify the outputs of a sys-
tem [285]. Prior work on personalized XAl primarily falls under the adaptive catego-
rization. These methods have personalized explanations shown to a user by conditioning
on personal-embeddings [30, 5], modeling communication behaviors [31], and rule-based
recommendations [32]. Currently, only one prior work explored adaptable personalization,
and this study was limited to affording users to choose between two types of explanations
(i.e., why- and how-based explanations). The point of this of this study was solely to show
that the ability to chose their explanations increased their likelihood to ask for “hints” while
performing the task [33]. As the adoption of personalization for XAl is still in its formative
phase, there is need for further study regarding how adaptable and adaptive personalization
impacts a user's interaction with an explainable system.

In this paper, | conduct a study of adaptable and adaptive personalization for explain-
able decision support systems. In this context of this work, our study condition is the type
of personalization integrated into the explainable agent, which has ve possible levels. The
rst two levels are the explainable agents which adopt adaptive and adaptable personaliza-
tion: (1) The user is assigned an explanation based on their performance on previous tasks
(adaptive); (2) The user selects the explanation they want at every instance (adaptable). Our
next level is when the explainable agent provides “faithful” explanations which generates
a complete decision-graph explaining the entire decision-making process of the Al-system
(no personalization). The nal two levels of our study-condition are controls where the
agent does not provide any explanations. | perform this comparison in the context of a
decision-support task, wherein the agent provides assistive guidance and explanations for
the game Risk, with the aim of teaching the user important gameplay strategies and en-
abling the user to defeat their Al opponents. My dependent variables included workload,
usability, satisfaction and task-performance. With regards to task-performance, my study

nds that participants drastically improve their gameplay when they work with one of the
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adaptive or adaptable explainable agents. Furthermore, | study the dispositional and situ-
ational factors impacting adoption of the explainable agent, as measured by explanations
viewed. This study concludes with an extensive qualitative analysis to further expound the
guantitative results and provide helpful design considerations for future work.

The overall contributions of this work are as follows:

1. I design a novel human-subjects experiment comparing differing methods of person-

alized xAll.

2. My results show that both the adaptable and adaptive agent are able to comprehen-
sively improve a user's strategic planning and scheduling in Risk compared to our

baselines (< 0.07).

3. Our gqualitative analysis reveals that participants desire a greater degree of bidirec-
tional alignment, and have a low threshold for abandonment of the explanations of-

fered by the agent.

8.2 Methodology

My exploration into XAl is concerned with the relationship between explanations and
demonstrated performance growth. Speci cally, | seek to study the impact of user au-
tonomy in selecting explanation types, as opposed to a data-driven or one-size- ts-all ap-
proach. To that end, the conditions of this study compare adaptable, adaptive, faithful, and
suggestion-only explanations with a control situation of explanation-blind participants to

measure the method most conducive to maximizing performance.

8.2.1 Domain- Risk

The chosen domain for this study is a customized implementation of the popular strategy

game Risk. Presented with a board of ve continents, each with up to six territories, the
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object of the game is to conquer the entirety of the board and eliminate all enemy terri-
tories. The participant will compete against two Al opponents, each being given a a set
of territories with a certain number of troops to begin the game. Each round of the game
consists of one turn for the player and the two opponents respectively, where a turn consists
of the reinforce, attack, and freemove phases. At the start of each the player's turn, they are
given reinforcements to fortify their territories, following which they can choose to attack
any neighboring enemy territory they chose. Random number generators are implemented
to replicate the dice-roll functionality to decide attack outcomes; successful attacks result
in gaining ownership of the target territory. Once a player chooses to stop attacking, they
are allowed a freemove action; moving troops from any one territory to another of their
own territories that will not require passing over an enemy territory.

The expansive action space, stochastic outcome regulation, and restrictions on available
information in Risk afford lesser room for error and require prioritizing important strate-
gies for success. Explanations that enrich the understanding of players and support their
learning key concepts are a corollary to successful performance, making this a suitable

environment to test the premise of our xAl exploration.

8.2.2 RiskAl Agent

For this study, | developed a game engine heuristic acts as an Al expert by suggesting
moves and providing explanations to the participant. For each phase of the game, the
heuristic's decision process follows a series of hierarchical macroscopic rules - ordered
based on ascertained relative importance - each consisting of conditional criteria. Given
a game state, which is comprised of each territory's ownership and troop count, the game
engine can suggest a move for any given player. The game engine follows the hierarchy
of rules within the heuristic for the considered phase and checks the game state against
the conditional criteria for each consecutive rule; a suggestion is determined from the rst

rule whose criteria are satis ed. | developed a heuristic-based agent for Risk because it is
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extremely dif cult to train a reinforcement learning agent in this domain. Further detail

regarding this can be found in the limitations section.

8.2.3 StudyConditions

Our study is designed as a b between subjects experiment where our study condition
varies the type of personalization deployed in our explainable agent. The study-conditions

in this experiment are as follows:

1. Adaptive Personalization Explanations are assigned to the participant by sampling
from a distribution learnt based on their performance on each task (More details

shared below).

2. Adaptable Personalization At each instance the participant receives an explana-

tion, they have the option to select which category they want .

3. Fixed Explanations: Participants are shown a decision-graph walking them through

the exact and complete decision-making process of the Al-assistant.

4. No Explanation: Participant receive only a suggested alternative with no associated

explanation.

5. No Assistance Participants receive neither suggestions nor explanations, they are

simply noti ed when the Al-assistant disagrees with their action.

Fixed explanations seek to measure whether, rather than personalizing or simplifying
explanations, participants bene t from generalized explanations which enable the user to
visualize the entire strategy of the Risk Al-agent. The “No explanation” condition enables
us to understand whether participants prefer suggestions without context to enable them
to make their own judgements. Finally, the last condition acts as a control to measure the

effectiveness of our the explanations and suggestions provided by our explainable agent.
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Adaptable Explanations

When the explainable agent is equipped with adaptable personalization, the user is allowed
to select which one, out of a total of four explanations, they would like to utilize for better
understanding any given suggestion. This form of personalization empowers the user to

customize the nature of the information users may receive.

Baseline - Adaptive Explanations

In the adaptive setup, participants are automatically assigned a suitable explanation type
based on their prior interactions with the agent. In line with the adaptable explainability
method presented in the previous section, each participant receives one of four explanation
types we developed for this study. | adapt a performance-maximization method similar
to an approach proposed in prior work [5], wherein explanations are selected via a sam-
pling distribution which seeks to model the utility of each explanation for a given task.
Throughout the study, the adaptive personalization method iteratively updates a sampling
distribution, P;, which seeks to model the likelihood of selecting an explanation that helps
the participant perform the best at Risk.is updated at the end of each task via the partic-
ipant's performance on the task. The complete adaptive update methodology is depicted in
Equation 8.1.

PR = pl 4 Softmax(x  « (N K)) 8.1)

Equation 8.1 represents the updat®tafter taskk. %, represents the counts of each
type of explanation received in task M, represents the total number of tasks apdep-
resents the performance on taskvhich will always range from -1 to 1. Essentially, if the
participant performs well on a task, the probabilities of the explanations they received on
that task are upweighted and if the participant performed poorly on a task, the probabilities
of the explanations they received are downweighted. (The k) term is included as a

scaling constant to throttle the changes to the sampling distribution as the participant gets
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more experience across tasks. The sampling distribuBgnis initialized to a uniform

distribution at the start of the study.
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