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SUMMARY

As deep learning models grow in scale and complexity, ef�cient distributed training re-

quires not only advanced parallelization strategies but also intelligent placement of model

components across heterogeneous computing infrastructures. Existing device placement

frameworks often assume simpli�ed, uniform network topologies, leading to suboptimal

performance in real-world data centers where communication costs vary signi�cantly across

nodes. I present my thesis on Network-aware, ef�cient device placement framework based

on structured dynamic programming techniques (NEST). NEST jointly optimizes device

placement and parallelism con�guration by explicitly modeling the hierarchical and over-

subscribed nature of modern data center networks. It supports a broad range of paralleliza-

tion strategies–including tensor, pipeline, data, expert, and Zero Redundancy Optimizer

(ZeRO) parallelism—and integrates detailed memory and communication cost modeling.

Through structured dynamic programming, NEST explores the vast placement space ef-

�ciently and offers provable optimality guarantees within its search scope. Evaluations

across realistic workloads and network settings show that NEST consistently outperforms

manual and network-unaware baselines, delivering signi�cant improvements in training

throughput and resource utilization.

x



CHAPTER 1

INTRODUCTION

The scale and complexity of modern Deep Learning (DL) models have driven a dramatic

shift toward distributed training across multiple accelerators and nodes. To support the

growing demands of increasingly large models and datasets, distributed DL frameworks [1,

2, 3, 4] now incorporate a rich and evolving set of parallelization strategies—including

data parallelism, pipeline parallelism, tensor model parallelism, expert parallelism—and

memory-saving techniques like ZeRO [5]. These approaches help mitigate the memory

footprint of training while improving overall throughput. However, each strategy intro-

duces unique communication patterns, and in practice, real-world workloads often employ

hybrids of these methods to balance compute, memory, and communication ef�ciency.

Despite these advances, ef�ciently orchestrating such parallelization strategies on real-

world data center infrastructure remains a signi�cant challenge. Unlike many prior works [3,

6, 7, 8] that assume simpli�ed, uniform network environments, production clusters typi-

cally featurehierarchical and non-uniform topologies, where communication latencies

and bandwidths vary dramatically across intra-node, intra-rack, and inter-rack links. These

variations critically impact collective communication primitives (e.g., all-reduce, broad-

cast, scatter-gather), which are fundamental to distributed training. Ignoring network het-

erogeneity leads to suboptimal device placements, degrading throughput, increasing energy

consumption, and raising overall cost.

Most prior work on device placement assumes a �at or uniform network topology,

where all devices are equally connected—often via high-bandwidth interconnects or uni-

form switching fabrics [9, 7, 3, 8]. While this assumption simpli�es the placement problem,

it overlooks the performance implications of real-world network hierarchy and heterogene-

ity. These factors signi�cantly affect communication ef�ciency and, consequently, model
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training performance and energy usage.

Recent work [10, 11] has begun addressing this limitation by incorporating network-

aware simulations into placement strategies. Table 1.1 summarizes the network modeling,

parallelization support, and optimality guarantees provided by these approaches. However,

a common drawback of these methods is their limited ability togeneralize and scaleto

newer and more complex parallelization strategies. As such techniques evolve, existing

methods often fail to ef�ciently generate placement plans while preserving provable opti-

mality.

This work presents a novel dynamic programming-based algorithm for network-aware

device placement that supports a comprehensive set of parallelization strategies, including

tensor, pipeline, data, expert, and ZeRO optimizer parallelism. NEST explicitly models the

interaction between network topology and communication cost and ef�ciently explores the

combinatorial placement space through structured subproblem reuse. Unlike prior meth-

ods, NEST provides aprincipled framework for identifying optimal placements in hi-

erarchical networks, accurately re�ecting the constraints of modern distributed training

environments.

NEST also provides ahighly customizable interfacefor de�ning and evaluating a wide

range of realistic network con�gurations. It supports topologies such as oversubscribed

networks, fat-trees, and spine-leaf architectures, enabling detailed analysis and tuning for

production-scale setups. As such the main contributions of NEST are:

1. An ef�cient, network-aware dynamic programming algorithm that offers prov-

able optimality guarantees for device placement across hierarchical interconnects.

2. Broad support for diverse parallelization strategies, including tensor model, data,

pipeline, expert, and ZeRO optimizer parallelism. NEST scales to accommodate

emerging strategies in large-scale distributed training.

3. Comprehensive network modeling support, enabling evaluation across a wide va-
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riety of real-world topologies with high con�gurability (e.g., Fat Tree, hierarchical

tree with oversubscription, spine-leaf networks).

We evaluate NEST on the training of large models with billions of parameters under

realistic datacenter network and hardware con�gurations. Our results show that the NEST-

generated device placement strategy consistently outperforms both manual placements and

network-unaware baselines—achieving up to2.36� and1.5� higher throughput, respec-

tively. NEST also successfully identi�es optimal placements for memory-constrained ar-

chitectures by leveraging ZeRO optimizer support, which otherwise does not support a

valid placement.

Table 1.1: Comparison of Different Systems

Feature / System TopoOpt (FlexNet) Alpa NEST

Parallelism Strategies Data + Operator
Inter (pipeline) and
Intra (data, operator,
Zero)

X Tensor (megatron-
style), Pipeline, Data,
ZeRO, Expert

Optimization Algo-
rithm

MCMC (random
search)

DP + ILP (joint
search)

X Dynamic Pro-
gramming (DP)

Network Awareness
X TopoOpt, FatTree
(FlexNet)

2-Level Network (Fat
Tree)

X FatTree, Hier-
archical, Oversub-
scribed Tree

Cost Model
Simulated
(FlexFlow-based)

Estimated (la-
tency/memory)

Simulated (Astra-
Sim)

Scalability to Model
Complexity

n Limited
n Partial (lacks
Memory Model)

X High (structured,
DP-based search)

Support for Expert 7 None
n Zero (manual con-
�g for Expert)

X Native support

Optimality Guaran-
tees

7 None (random
search)

n near-optimally
X Structured opti-
mality within DP
scope
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CHAPTER 2

BACKGROUND AND MOTIVATION

2.1 Distributed Deep Learning and Parallelism Strategies

As deep learning models continue to grow in size and complexity, distributed training has

become a necessity. Frameworks such as Megatron-LM [1], NeMo [2], DeepSpeed [4],

and FlexFlow [3] enable ef�cient training on large clusters by combining multiple paral-

lelization strategies: data parallelism, pipeline parallelism, tensor model parallelism (e.g.,

Megatron-style slicing), expert parallelism (e.g., Mixture of Experts (MoE)), and memory

optimization techniques like ZeRO [5]. Each technique introduces unique communication

patterns and trade-offs across memory, compute, and communication, requiring careful co-

ordination to achieve optimal system performance. Previous works like [12, 13, 14, 15]

focus on architecture search and acceleration of deep learning models. Phaze [6] performs

a co-optimization of architecture search with device placement. However NEST considers

a �xed architecture and performs exploration of device placement with emphasis on the

underlying network.

However, deciding which strategy (or combination) to use—and how to map it onto

available devices—remains a challenging problem, especially when communication costs

are non-uniform and dependent on network topology.

2.2 Prior device placement techniques.

Various works aim to determine the model partitioning strategy, utilizing diverse approaches

such as Reinforcement learning (RL)-based [8], Markov Chain Monte Carlo (MCMC)-

based [3], and dynamic programming-based [9, 7] techniques to perform device place-

ment. FlexFlow [3] enables data, tensor, and inter-layer parallelism; PipeDream [16] fa-
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cilitates data and pipeline parallelism; while Piper [7] and Alpa [11] explore data, tensor,

and pipeline parallelism. However, most of these prior works assume a �at or simpli�ed

network, and do not support emerging parallelism strategies like expert parallelism or Zero

optimizer. NEST not only takes into account the effects of the network on the communica-

tion, but also proposes novel algorithms that explore a wider range of parallelism strategies

and a dynamic programming algorithm.

2.3 The Role of Network Topology in Device Placement

Most prior works on device placement assume a �at or uniform network topology, where

all devices are equally connected via a high-bandwidth switching fabric [9, 7, 3, 8]. This

abstraction greatly simpli�es the problem but ignores the performance bottlenecks that arise

in real-world deployments.

Modern data centers featurehierarchical and oversubscribed networks, such as fat-

tree or spine-leaf topologies. These networks exhibit signi�cant variation in communi-

cation costs depending on the locality of devices: intra-node, intra-rack, and inter-rack

latencies can differ by orders of magnitude. These differences critically affect performance

for collective operations likeAllReduce , AllGather , andScatterGather , which

dominate communication overhead in distributed training.

2.4 Limitations of Prior Network-Aware Placement Approaches

TopoOpt. TopoOpt [10] is one of the �rst attempts to incorporate network awareness into

device placement. It builds on FlexFlow and introduces a hierarchical network model via

FlexNet. The placement search is performed using a Monte Carlo Markov Chain (MCMC)

algorithm, which explores combinations of data and operator-level model parallelism.

However, this approach has two major drawbacks:

1. As models grow in size and incorporate more sophisticated strategies (e.g., tensor
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slicing, pipeline stages, ZeRO, MoE), the space of valid placements grows exponen-

tially. Extending MCMC to support these strategies increases the complexity of the

search and leads to longer convergence times.

2. MCMC provides no guarantees on optimality. The quality of the �nal placement is

highly dependent on initialization and the search runtime budget, making it unreliable

for large-scale or time-constrained deployments.

Alpa. Alpa [11] models parallelization across pipeline and data dimensions using a staged

search approach. It also includes a notion of network cost by dividing devices intomeshes,

each with a high-bandwidth intra-mesh and a lower-bandwidth inter-mesh connection.

While this design is elegant for simple setups, it falls short in capturing the true com-

plexity of hierarchical or non-uniform networks failing to model oversubscription or leaf-

spine networks. Therefore, while Alpa offers a convenient abstraction, it does not support

�ne-grained modeling of realistic data center networks. This limits its ability to make

optimal placement decisions in the presence of complex or non-uniform communication

patterns.

In addition, while the Integer Linear Programming (ILP) and Dynamic Programming

(DP) setup of Alpa promises a near-optimal placement strategy, and divises automatic par-

allelization plans that can theoretically cover emerging manual parallelzation plans, Alpa

only has a minimum modelling of Memory. make it only resulting to see if a strategy �ts on

the given architecture using a trial and error manner. In comparison, NEST models mem-

ory usage throughout the placement stages, in addion to tensor model, expert and pipelein

parallel stages, it leverages ZeRO optimizer whenever it determines that memory is a bot-

tleneck. As such, NEST navigates the large search space in a more structured and ef�cient

manner.

The combination of increasingly complex parallelization strategies and non-uniform

network topologies calls for a new approach to device placement—one that is:
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• Strategy-aware: Able to support and co-optimize data, tensor, pipeline, expert, and

memory-parallelism techniques.

• Network-aware: Accurately models hierarchical, oversubscribed, and non-uniform

networks.

• Scalable and principled: Uses a structured optimization approach (e.g., dynamic

programming) rather than heuristic search.

This motivates our proposal ofNEST, a network-aware dynamic programming-based

framework for device placement that scales to complex models and accurately re�ects real-

world infrastructure.
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CHAPTER 3

DESIGN AND METHODOLOGY

3.1 Overview of NEST

This section presents NEST, a network-aware device placement and parallelization frame-

work designed to optimize distributed training performance under realistic data center net-

work constraints. As shown in Figure 3.1, NEST takes as input: (1) a hardware architecture

speci�cation, (2) a machine learning model, (3) a network con�guration, and (4) supported

parallelization strategies.

The system follows a four-stage pipeline: (1) Graph Extraction, (2) Runtime Estima-

tion, (3) Per-Device Operator Scheduling, and (4) Placement Search via DP. A Dynamic

Programming approach is used as it explores the vast design space in an effective manner

and provides the global optimal solution. While NEST performs graph extraction, run-

time estimation, and operator scheduling in a manner similar to prior work [6], it extends

the operator-level runtime estimation and search capabilities by incorporating detailed net-

work modeling and additional parallelization strategies. These extensions are essential for

identifying ef�cient placements in modern data center environments, where network het-

erogeneity signi�cantly impacts performance. We describe the key changes made to the

runtime estimator and device placement in section 3.4.

3.2 Classi�cation of Parallelization Strategies

To enable scalable and modular optimization, NEST categorizes parallelization strategies

based on how they interact with the model graph and in�uence placement decisions. We

de�ne two primary classes:intra-layer strategiesandstage-level (inter-layer) strategies.

Intra-layer strategies, including tensor model parallelism and expert parallelism, op-
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Figure 3.1: Overview of the NEST pipeline: graph extraction, network-aware runtime
modeling, and placement search.

erate at the level of individual layers or operators. These strategies have two de�ning

characteristics: (1) They affect the computation and communication behavior internal to

a layer, directly modifying the operator graph of each layer without altering the model's

global structure (e.g., number of layers or their connections). (2) Because operators within

a single layer are split across multiple accelerators, these strategies require frequent collec-

tive communication between participating devices. For example, tensor model parallelism

splits matrix multiplications across devices and usesAllReduce operations to aggregate

results. Expert parallelism routes tokens through a sparsely activated subset of expert sub-

modules.

NEST models the impact of these strategies during the operator cost estimation phase.

This information is used in the operator scheduling phase to compute the optimal runtime

per layer per device. Therefore, intra-layer strategies are not part of the DP search space,

as they are already accounted for in the per-layer runtime model and scheduling.

Stage-level strategies, such as pipeline parallelism, data parallelism, and ZeRO opti-

mization, in�uence the global structure of distributed training by distributing or replicating

layers, data, or parameters across the network. These strategies de�ne stage boundaries,
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replication factors, memory partitioning, and communication patterns across large groups

of devices. Because they directly determine how the model is partitioned and where each

partition runs, they are explicitly explored and optimized in the DP search. NEST uses

these strategies to construct valid placement con�gurations while minimizing latency and

maximizing resource ef�ciency.

3.3 Placement of Model Partitions

Prior work in device placement that does not consider complex network con�gurations typ-

ically only determines the degree of parallelism for each strategy. However, when place-

ment strategies account for the physical network topology, an effective partitioning must

not only determine parallelism degrees but also pin each model partition to speci�c devices

within the infrastructure.

Intra-layer strategies (tensor model and expert parallelism) require more frequent col-

lective communication between participating devices, as operators within a layer are par-

titioned over multiple devices. Collective operations such asAllReduce or AllToAll

are required before and after each partitioned segment of the layer. In contrast, inter-layer

strategies operate at the granularity of full layers and therefore involve less frequent com-

munication. To minimize distributed training cost, NEST prioritizes co-locating devices

involved in intra-layer strategies in the network, while allowing more spatial separation for

inter-layer strategies.

3.4 Collective Communication Modeling

To support realistic deployment scenarios, NEST accepts detailed network descriptions as

input: device IDs, topology graphs, bandwidths, latencies, and communication protocols.

These inputs are used during runtime estimation to evaluate how communication cost varies

with placement. Figure 3.2 shows how these network attributes are incorporated into the

estimation pipeline.
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Figure 3.2: Flow to compute communication cost using Astra sim

Each parallelism type introduces distinct communication patterns. For instance, pipeline

parallelism involves stage-wise point-to-point communication; data and tensor model par-

allelism requireAllReduce ; expert parallelism demandsAllToAll communication;

and ZeRO usesAllGather and ReduceScatter . The latency of these operations

depends not only on the number of participating devices and data size, but also on the

underlying network con�guration, such as device interconnects, available bandwidth, and

concurrent traf�c.

NEST uses AstraSim [17] to simulate communication cycles for collective operations.

While AstraSim provides high-�delity estimates of communication costs (see validation

results in section 4.3), each simulation on large-scale networks (e.g., 1024 devices) can be

computationally expensive. To reduce the runtime of the device placement algorithm while

maintaining high estimation accuracy, NEST applies the following optimizations:

• Memoization: Caches results of previously simulated con�gurations to avoid redun-

dant computation.

• Subnetwork Extraction: Restricts simulation to only the subset of devices involved

in a speci�c communication operation.

• Analytical Approximation : Replaces AstraSim with closed-form formulas for repet-

11



itive patterns (e.g., data-parallelAllReduce ).

To reduce the complexity of estimating communication cost across device pairs, NEST

uses a level-based abstraction. Each device classi�es its neighbors into bandwidth lev-

els. For example, intra-node links may fall into a high-bandwidth level, while inter-rack

connections are mapped to lower-bandwidth levels. Figure 3.3 shows this abstraction.

The analytical approximation of data-parallel AllReduce uses the halving-doubling pro-

tocol to model the communication latency. In this model, reductions occur only at the

end devices, while switches are solely responsible for data transfer. This communication

methodology is captured analytically.

Figure 3.3: Level-wise abstraction of device communication bandwidths.

3.5 Network-Aware Dynamic Programming

NEST integrates communication-aware modeling, structured search, and memory opti-

mizations into a uni�ed device placement engine. It explicitly accounts for bandwidth

asymmetry, inter-device locality, and collective communication overhead in hierarchical

and oversubscribed networks.
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3.6 Dynamic Programming-Based Placement

NEST formulates the placement problem as a DP search over model partitions, parallelism

con�gurations, and device assignments. Letdp[D][k][s] represent the minimum la-

tency con�guration for a downsetD of operators distributed overk devices and split intos

pipeline stages. It captures the minimum max load of the bottleneck stage.

A network-unaware dynamic programming (DP) algorithm optimizes device placement

within a limited design space de�ned by three dimensions:D, k, ands. The input Directed

Acyclic Graph (DAG) is recursively partitioned into all possible layer groupings from the

last stage to the �rst. Each resulting downset is further divided into a subdownset—whose

maximum load has already been computed in the DP table—and a new load partition that

extends the subdownset to form the current downset, as illustrated in Figure 3.4.

Figure 3.4: High-level functionality of the dynamic programming algorithm

The process of generating downsets and subdownsets is shown in Figure 3.5. For every

downset, the DP table stores the maximum load based on the update rule given in Equa-

tion 3.2. The algorithm iterates over each possible Tensor Model Parallel (TMP) width, so

a separate DP table is maintained per TMP width.

dpt [D ][k][s] = min
D 0� D

min max
�
dpt [D 0][k � a][s � 1]; loadt (D n D 0; a; s)

�
(3.1)

where:
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• we are placing a new stage Load ((D=D 0)) to an existing Subdownset (D 0)

• load is the minimized latency to place a given stage (D=D 0) ona accelerators.

• The remaining problem of placing the Subdownset overs-1stages exists in the table

from previous iterations.

A more simpli�ed equation to update the dp table is shown in Equation 3.2.

Figure 3.5: Downset and subdownset creation for the dynamic programming algorithm

dp[D][k][s] = min ( dp[D][k][s]; max (dp[subId][k � a][s � 1]; load)) (3.2)

As the downsets size grows and �nally reaches the complete model graph, it holds the

max load information for different partition splits. The division strategy leading to the

least latency is selected. However, this algorithm is network-unaware, which implies that

the placement algorithm does not take the underlying network into consideration when
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accounting for latency and when selecting the parallelization strategy. Additionally, it de-

termines the degree of parallelization but fails to pin down the model partition to device

IDs. So we need a network-aware Dynamic Programming algorithm.

Below we describe the challenges of a network-aware DP and how NEST transforms it

to become network-aware.

3.7 Handling Communication Uncertainty

Because the DP search progresses from the �nal stage to the �rst, NEST must model future

communication before knowing the full device placement of earlier stages. This poses a

challenge for forward pass latency, which depends on the yet-to-be-determined placement

of subsequent layers. As shown in Figure 3.6, this creates uncertainty in estimating forward

communication cost.

Figure 3.6: Challenge of modeling forward pass communication during stage placement.

Figure 3.7 shows the algorithm where the placement of the present load needs to de-

termine the forward pass latency that can be done when the subsequent layer is placed.

To place the subsequent layer the present load has to be placed. This creates a deadlock
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Figure 3.7: Solution to modeling forward pass communication during stage placement.

situation.

To address this, NEST extends the DP table to maintain multiple forward pass latency

options across bandwidth levels. For each combination of downset, stage, and device count,

NEST storesdp[l][D][k][s] for each communication levell . Once the prior stage is

placed, the appropriate entry is selected to compute the total latency.

3.8 ZeRO Optimizer Integration

ZeRO is modeled as a memory-aware strategy that activates only when a partitioned load

exceeds available memory. The optimizer incrementally applies partitioning techniques

(states, gradients, parameters) and computes the resulting latency. NEST integrates ZeRO

into the DP search by evaluating a single layer of the model prior to execution to check the

memory requirements. If the HBM available is suf�cient to perform pipeline parallelism

and place the stages on device then it continues with the DP search. If a single layer cannot

�t then the DP search changes its path to check ZeRO partitions and explores the space

to �t the model. If the High Bandwidth Memory (HBM) is lower than that ZeRO can

support then it is conveyed. Even though ZeRO reduces the memory usage incrementally

for optimizer states, gradients, and parameters, it has a limitation with activation size that
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can still cause memory bottlenecks.

3.9 Device Placement and Reconstruction

After the DP table is fully populated, NEST reconstructs the optimal placement by back-

tracking from the root state. Device assignment prioritizes strategies in the following order:

• Tensor model parallel groups (require high locality).

• ZeRO optimizer replicas.

• Pipeline stages.

Figure 3.8 shows the algorithm to update the DP table, enumerating the forward pass

communication combinations.

Figure 3.8: DP table updation to handle communication uncertainty

Figure 3.9 illustrates the core functionality of the dynamic programming algorithm,

which manages the uncertainty of forward pass communication. Each downset is divided

into a subdownset and a load. This example uses a 3-level hierarchical tree network. The

latency values for the subdownset are precomputed, resulting in 3 (levels) possible values.

The load provides 9 (levels2) possible latency values for the combinations of backward

and forward pass communications. The DP table also stores the �lled network skeleton.

During placement, since the backward pass is �xed, the 9 values are reduced to 3. The

corresponding maximum values of these 3 are stored in the DP table and will be used in

subsequent dynamic programming iterations. This process is repeated until all model layers

have been explored.
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