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SUMMARY

With the recent progress of technological advances, research on conversation systems
has exploded within computational linguistics, as seen by the rise of practical applications
like Apple Siri, Microsoft Cortana, and Amazon Alexa. Unlike monological discourses,
conversation systems explore how dialogue participants take turns to achieve mutual un-
derstanding and uphold coherence in a metacommunicative interaction pattern. This may
include fragments that are less organized and dis uent, which can make regular methods
which deal with independent sentences and examine the syntactic expressions for intention
challenging. Modeling such dialogue is particularly challenging in task-oriented customer
service settings, where dialogues require a higher level of abstraction to distinguish de-
terministic goals and acts that drive the conversation, as well as to maintain information
states. These dialogue systems are required to maintain coherence and track the extent of
information shared, which can be very different from written texts or chatbots used for
amusement purposes. This is in contrast to chit-chat or search systems that have more
casual and free-form interactions, which are generally less constrained by conversational
goals and information states.

Most Task-oriented Dialog Systems (ToD) systems rely on a sophisticated Spoken Lan-
guage Understanding (SLU) process, which has seen signi cant progress in recent years
due to the application of symbolic or statistical methods such as Deep Learning [1]. How-
ever, itis important to consider how a machine understands and responds to user intentions.
Is the machine truly comprehending the meaning behind our words, or is it simply mem-
orizing and regurgitating query-answer mappings from annotated corpora? This situation
is a reminder of Searle's Chinese Room argument [1]. Early ToD systems that relied on
pre-structured and stylized interactions quickly revealed the inadequacy of relying solely
on linguistic phenomena to capture high-level semantic artifacts beyond simple question-

answer pairs. These systems were prone to missing subtle contextual nuances and subject

XiX



to covariate drifts. Dialogue involving complex user intentions that are multipronged, sub-
ject to spontaneous changes, and dif cult to track without considering previous contexts
exacerbates the challenge of creating robust and accurate ToD systems. Furthermore, task-
oriented modules trained on a limited single-domain dataset with spurious correlations are
not robust enough to generalize to new low-frequency intents or critical domains without
external knowledge or multi-turn dynamics. Finally, machines may also produce incom-
plete and ill-formed responses when presented with new, unseen circumstances, such as tail
domains or foreign languages.

In this thesis, we aim to address the limitations of the conventional dialogue systems
that are trained with limited data availability and propose to design a conversational agent
that is morenatural to approach the sense oifitelligent spontaneity'. Intelligence re-
veals the machine reasoning capabilityuoiderstandingnterlocutor intentions andsso-
ciating involved entities.Spontaneity requires further efforts to spontaneously react and
accommodate various scenarios beyond just memorizing. We propose several neural-based
methods to improve ToD system naturalness, i.e. the accuracy and uency to which extent
the machine understands the underlying user implicatures and generalizes over miscella-
neous scenarios. By leveraging dialogue dynamics, knowledge base, and transfer learning,
such a system can represent information and re ect behaviors beyond just the linguistic le-
gitimacy and have the potential to tap into human's natural tendencies to cope with unseen
intents or rare situations in new domains.

The thesis is organized in three ax&urface Understanding Pertinence Linking
and Robust Representation Learning each approaching an aspect of how a machine
learns a task-oriented dialogue. We propose to improve the naturalness of the dialogue
learning procedure by rsintrinsically enhancing machine's ability to tackle irregularities
from user utterancextrinsically enriching machine's awareness of harnessing contexts
and knowledge, ansubsequentlgscalating machine's generalizability over several down-

stream applications. In tackling user intent variability, we learn the idémtdnt em-
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beddings” explicitly (constructing feature vectors) from intent labelsiatent clusters”
implicitly (forming probability distribution) from user utterances, which both represent the
semantic signals we wish to discover from the data. The model is enabled to address mul-
tiple and zero-shot intents, and cluster in-scope and out-of-scope utterances. In addressing
user expression and domain variation, we propose a listwise reranking approach to opti-
mize the process of selecting the optimal spoken hypothesis and propose a standardized
measure in measuring domain dialogue similarity that could facilitate knowledge transfer
within domains. In modeling multi-turn dynamics, we propose a uni ed deep learning
framework that integrates both dialogue contexts and knowledge to more robustly identify
user intents and |l semantic slots. We also propose a knowledge extraction approach to
construct causal graphs for better customer service dialogue reference. After learning user
intention well, we propose a data augmentation scheme and a cross-lingual dialogue frame-
work that could learn the robust representation for two important downstream use cases:
skill routing and response generation. Empirical results show that our proposed methods
can tackle a wide variety of dialogue problems resulting from low-resource availability.
Overall, this thesis makes attempts to minimize the gap between human and machine
cognitive differences by learning more robust representations for dialogue understanding
and providing more convenient and natural solutions for services and user experiences

without much effort in designing manual rules in different domains.
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CHAPTER 1
INTRODUCTION

1.1 Motivation and Research Problem

1.1.1 Task-orientedialogues

Dialogueis the most fundamental and specially privileged arena of language that marks in-
nate humanity and sentience. Itis the kind of language that people most commonly indulge
in when they intend to exchange thoughts or information on speci ¢ occasions. However,
modeling dialogue, i.e., designing formal systems that fabricate natural aspects of conver-
sation, is rather challenging [2] especially when high-quality human labeling is limited.
Although dialogues share the complexity of linguistic phenomena with most monological
discourses, it requires more effort to recover the coherence in the conversational ows and
to organize the interactions concerning the ongoing communicative process.

Unlike (written) texts, spoken dialogues do not come with clear sentential segmenta-
tion by topographic means. Instead, they reserve the spontaneous nature of the language
that involves dis uencies such as reparandum and alteration or sub-sentential fragments
with external syntax. Utterances could be rather arbitrary and comprise smaller syntactic
elements, as long as they ful Il the intention requirement. Linguistic studies that collect
a handful of dialogue corpus and limit the boundaries within single sentences lose certain
principled powers in relating utterances to previous or future discourses, as formulated in
the DAMSL scheme [3]. Very different from monological texts, dialogues unfold in time,
which makes the timing and coherence of a response matter. It presupposes a classi ca-
tion of a constrained space of available future acts, often in a multipronged fashion. Each
utterance acts concerning the context they encounter. Reproducing such an impression of

coherence in discourse is a major task of dialogue models. And such conversational coher-



ence varies widely across domains. The domain dependence cannot be evaded like plain
documents where individual pieces of articles could be designed to express self-sustaining
arguments. Last but not least, in contrast with articles, dialogue is a metacommunicative
interaction with both parties taking turns in speaking with a task initiative. Correctly in-
terpreting information owing within a dialogue is key to ensuring mutual understanding
(grounding) and acting appropriately. Such information could be interpretdchiague

acts operating an information level that describesitifermation state®f each party [4],

which are highly context-dependent and shaped by the interests and capabilities of all di-
alogue participants. A successful dialogue with mutual turns may devote to standardizing
disparate perspectives such as languages or user domains and avoiding ineffective speech
overlaps through interactions.

Within these dialogues, they could be mainly categorizediess conversations
goal-oriented dialoguefl]. Aimless conversations or chatting could be those which give
emotional expressions or suggestions that exchange opinions or sentiments. As long as a
chatbot provides relevant and appropriate experiences, they are typically more laid back
and willing to overlook syntactical and semantic faults. Many open-domain language mod-
els are ideal to capture coherence and information exchange during the conversations with
soft assessment via human annotator [5]. In contrast, goal-oriented dialogues usually oc-
curring in human services pose a much stronger and deterministic initiataehteving
a goal or completing a taskwhere the coherence and information states are much more
emphasized and disparate to chatbots. When requesting a service, users typically orga-
nize their conscious motives of a certain goailla&utionary or speech actdriven by the
semantic force of intent. With adequate resources, human assistants aim to comprehend
and plan to retrieve information to satisfy the requests from users' speech acts. To reduce
intensive and repetitive laboring, Task-oriented Dialog Systems (ToD) [6, 7, 8] are then
designed to replace the role of a receiver and concretely provide a domain-speci ¢ service

that follows the goal and models thransactional dialoguelosely.



Due to the disparate nature of monological texigeline and end-to-endmethods
are mainly adopted to model ToD systems, which involve structured ontology in multi-
ple domains. Pipeline methods mainly modelvwdiat was saidandwhat to say next
They entail independently developed and modularly connected components for Automatic
Speech Recognition (ASR), Spoken Language Understanding (SLU), Dialog State Track-
ing (DST), Dialog Policy (DP), and Natural Language Generation (NLG). After receiving
decoding outputs from ASR modules, SLU aims to disclose the embedded semantics un-
derlying syntactic structures of user utterances and retrieve illocutionary acts interpreted
as dialogue acts and corresponding target slots. Then, DST will spefafynation states
andtransitionsbetween them, with a reduced viewdialogue statesThey are associated
with topic-speci ¢ elements to maintain accumulated ask-for-action items in terms of di-
alogue acts and slot values. DP module will determine a new system act based on these
states and an external knowledge base within a model-free or model-based reinforcement
learning setting, which turn into responses with NLG. End-to-end modules instead model

the input-output relations from contexts directly.

1.1.2 ImprovingNaturalness

Despite the technological advance of modeling dialogues in recent ToD systems, the lim-
itation of expensive data annotations still hinder these ML-based modelsriatumally
reacting to user requests. We ascrita¢uralnessof how a machine learns and reacts to a
dialogue to two aspects: accuracy and uency. The former assesses how well the reactions
match user satisfaction, while the latter assesses how smooth the responses ow: whether
the linguistic quality of a textor behavioral rationality of an actionvould match some-

thing a native speaker would naturally produce [9]. As such, the conventional systems are
yet unsatisfying both in accuracy and uency, particularly when generalizing in dynamic
and ever-changing social environments. For instance, a machine trained on English movie

corpus may fail to address a Spanish user's request on ticket-booking. We attribute such



rigidity of machine reaction to possibly three reasons following the aws of information

ow within interlocutors:

1. Intrinsically : Irregularities from user dialogues break the Independent and identically
distributed (i.i.d.) assumption of systems trained with limited training corpus.
2. Extrinsically : Dialogue contexts and external commonsense knowledge are not consid-

ered or followed by systems relying on current user utterances.

3. Subsequently Representations are not robustly learned to transfer to ensuing subtasks

and multilingual scenarios.

We also elaborate on a slate of challenges to be tackled and motivate our work in more
details. Firstly, the linguistic encapsulation of an intent purpose is rather arbitrary and
factor-dependent on each distinct user. Namely, the irregularity of user expressions may
make it even harder for the machine to recognize their implicatures. Unlike image clas-
si cation with deterministic categories, the same semantic concepts can be subjectively
expressed with different intentionally designed frames. Systems with strong inductive bias
trained from xed human-annotated datasets may lose track of multiple or out-of-scope
(O0S) intents/slots. Second, ambiguous or unreliable audio inputs that render confusing
text hypotheses may also aggravate the dif culty of learning the exact user acts. Further,
cross-domain dialogue systems often cater domain knowledge in isolation without effec-
tive domain knowledge transfer during training resulting in unreliable performance in a
new unseen domain circumstance.

After analyzing the syntactic and semantic structures of user inputs, the machine should
intelligently transform them into structural machine languages by interacting with pre-
owned knowledge ontology. In most cases, prede ned semantic frames provide simple
yet structured information for the machine to maneuver the best polices and responses.
However, sometimes they could be restricted by prior knowledge de ned by experts in
speci c domains. The lack of human-labeled data for SLU may bring poor generalization

capability in heavily data-driven methods like deep learning. Ignorance of multi-turn dy-
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namics and external commonsense knowledge may also hinder the full comprehension of
restricted representations of short queries.

After establishing the understanding and structuring user intentions in machine-interpretable
languages, how should we prompt the machine to induce user experiences intelligently
given more realistic scenarios? While many large ML-based systems perform well on many
common but repetitive request tasks, it is nonetheless often challenging to maintain suf -
cient response quality for service-critical applications, or satisfactory interactions in other
foreign language settings. Lack of annotations or instances in some critical user cases may

still devastate the user experience even when the machine learns the user intents well.

1.2 Thesis Statement

In this thesis, we address the research question of whether we can design a conversational
agent that could approach the sensémtlligent spontaneity' while interacting with end
users; namely, improve thaturalnesof such interactions undémited resources

It is an interesting question whether we are teaching the machine enough arti cial in-
telligence to be able to provide a solution before it fully understands what it is attempting
to solve. We propose a data-driven framework for task-oriented dialogues that aims to im-
prove model robustness and naturalness and investigates several design choices that advo-
cate the rationale. We explore such perspective by designing and evaluating conversational

systems according to the following criteria:

1. Irregularity handling: Existing models demonstrate unparalleled power in classi ca-
tions and unsupervised representations; however, the scope of intelligent interactions
often entails more complex situations that require models to associate and apply what
they learn to deal with irregularities.

2. Knowledge transferring: Most existing systems lack in contemplating previous inter-
actions or commonsense knowledge to understand a given new utterance. Humans may

adapt to new words or behaviors based on previous experiences where knowledge is
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Figure 1.1: An overall owchart of systems described in this thesis.

generalized to tackle unseen environments.

3. Representation learning: Beyond simple question-answering pattern matching, what
we care about is the visualization of machine real comprehension and what they per-
ceive. And the most crucial heuristics are imitations from human behaviors, adept in

experience adaptation.

With the goal of improving machine's cognition in the human world, we investigate how
we could introduce ML-based methods to (1) better deliver user experiences in more gen-
eral settings, (2) avoid adversarial attacks and (3) avert producing intrusive languages by
robustly concluding new or existing information. Overall, the thesis presents a thorough
study and evaluation of the proposed framework in terms of several dialogue benchmark

tasks.

1.3 Thesis Outline

Figure 1.1 presents the overall owchart of this thesis, with detailed exposition of each
component in subsequent chapters. It follows the natural human-computer interaction pro-
cess, where each section carves out a slice of larger research interests in modeling different
aspects of machine reasoning in dialogues. Existing challenges and solutions are grounded

with existing, published works [10, 11, 12, 13, 14, 15, 16, 17] in this thesis.

6



1.3.1 SurfaceUnderstandingchapter 3chapter 4)

The rst axis raises an important question: Do computational models learn to truly under-
stand our purposes, or do they simply apply a stylized and rigid format of rules to search
over a limited set of cumbersome responses? Many contemporary works have opted for
the latter approach in an attempt to achieve simplicity. However, this approach may sacri-
ce the ability of computational models to fully comprehend and respond to the nuances
and complexities of natural language. Users may desire a more natural interface to ful ll
their purposes by expressisgmplex information exchangasdproblem solving Simple
guestion-answering scenarios embedded in many automation systems may not accommo-
date such variations iR(X jI; Up) in Figure 1.1. We propose the idea semantic com-
bination' where each utterance composes several underlying latent intent forces, which
could be uncovered or hypothesized. Starting from two pieces of prior works (LABAN
[10], intent clustering [11]), research planned along this axis will apply such idea to ex-
plore the semantics of audio or text inputs from a user with diverse backgrounds, such as
multipronged, out-of-scope intents and slots in cross domains. Finally, considering utter-
ances semantically and incisively may bring up a more natural interaction between users to

broaden their applicability in multiple domains.

1.3.2 Pertinencd.inking (chapter 5)

The second axis covers the realization of machine interpretations after the understanding
process. It explores how the machine consolidates the information it collects in terms
of machine-centric languages. Since individual users all have their own innate set of bi-
ases, a many-to-one mapping from similar raw utterances to a clear semantic representation
could be complicated and tricky. To alleviate ambiguity of interpretations, humans can eas-
ily manipulate external resources and associate relevant experiences to quickly transform
them into concrete intentions for responses. This part of the proposed research builds on

two essential research questions: How could a machine connect the current semantics with
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various contexts like dialogue histor€y), system ontology, or a commonsense knowledge
base K)? We propose a uni ed framework to integrate context and external knowledge
awareness that can better perform SLU tasks. Conversely, we also propose a knowledge ex-
traction scheme that can learn causal relations from paragraphs where a constructed graph

could be applied to customer service conversations.

1.3.3 RobustRepresentatiohearning(chapter 6)

The third axis discovers the downstream use cases after the machine presumably learns the
user purposes. Recent large ML-based systems cater to handling common and repetitive
user instances well and perform unsatisfactorily in non-frequent user requests such as rare
intents or foreign languages. On the system data side, we design a neural-based hetero-
geneous data augmentation framework that modi es different data elds from the original
ranking data and improves model robustness on tail traf ¢ skill routing. On the system ar-
chitecture side, we propose a cross-lingual transfer framework that rst learns the dialogue
syntactic information through English dialogues and ne-tunes the inserted adapter fusion
modules for target language adaptation.

We start by introducing the background and related works of ToD systems in chapter 2.
In chapter 3, we describe the proposed neural network based models for robust spoken lan-
guage understanding in tackling user intent variability. In chapter 4, we continue our explo-
ration of the other two aspects of user irregularities and propose a neural dialogue system
architecture that shows better improvement in addressing the hypothesis reranking/cross-
domain challenges. The presentation in chapter 5 covers the proposed uni ed framework
that considers both dialogue history and external knowledge that can effectively learn and
interpret user intention. We discuss in chapter 6 how we improve the downstream use
cases: skill routing and response generation in low-resource scenarios by leveraging data
augmentation and adapter-based fusion for cross-lingual transfer. Finally, we conclude the

dissertation and discuss future work in chapter 7.



CHAPTER 2
BACKGROUND AND RELATED WORK

2.1 Task-oriented Dialogue Systems (ToD)

In this section, we rst introduce the conventional components of ML-based ToD systems.
Then we will walk through some limitations due to data scarcity, which inspires the fol-
lowing work of improving the naturalness of current ToD systems.

There are two mainstream systems that tackle ToD tasks in one or multiple domains,
which involve structured ontology to de ne domain knowledgpeline and end-to-end
methods. Commonly, such human-device interfaces may start with ASR component, the
task of transcribing sound waves to texts. Downstream systems may then extract essential
semantics to plan and act in a human-friendly manner. We will quickly discuss key trends

and important techniques in both criteria in the sections that follow.

2.1.1 PipelineApproaches

For pipeline methods, the entire system is dissected into several connected modules, in-
cluding ASR, SLU, DST, DP and NLG, as illustrated in Figure 2.1. The following brie y
gives some overview and challenges of each modules. In this thesis, we will mainly focus

on SLU and its impact on downstream applications.

» Speech Recognition and Preprocessing (ASR)
Speech recognition tools will rst translate speech into appropriate natural languages.
Usually, mel-frequency feature vectors will be extracted with several preprocessing steps
like sampling, pre-emphasis, end-point detection, sliding window detection, discrete
fourier transform, mel Iter bank etc. Then statistical methods like Hidden Markov

Model (HMM), language modeling or recent DL-based approaches like connectionist



Figure 2.1: Conventional structure for a task-oriented dialogue system with sub-modules
to perform a task.

temporal classi cation (CTC), Listen, Attend and Spell (LAS) and RNN-T could re-
spectively identify phonemes and corresponding words from individual feature vectors.
Usually, a second-pass model would be applied to rst-pdidsest list or word lattices
to rerank the best transcription hypothesis.

» Spoken Language Understanding (SLU)
After processing requests from speech or texts, machine usually interprets these user ut-
terances in a dialogue as a kind of action being performed by the speaker, which we
usually callspeech or dialogue acfd8]. These acts may commit speakers to some
course of actions, like asking or acknowledging, along with a series of distinctive seman-
tic notions involved in a task. Usually so-calledmantic framewill be formulated by

identifying intents (dialogue acts within utterances in a dialogue) and slots, which are
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usually viewed as a classi cation task and a sequence labeling task.

Pintent (YJX1; X2; 13 XL) (2.1)

Psiot (Y1 Y2; =23 YLjX15 X2; 55 XL) (2.2)

wherey indicates the intent class agg :::; y. are the slots of each token in the utterance

X = (X1;Xp; ;XL ) andL is the sequence length.

For instance, given a sample utterance, “Are there any accidents on my route to work
at 107", the intent detection task will rst identify intents, i.eGet Info Traffic,

Get Location Work and the slot- lling task will predict a slot such asrfie:10 ).

In such case, an intent is de ned as a purpose or a goal that clearly states user's act. Then
slots would be prede ned spots and values to characterize multiple requested targets,
somehow highly dependent on domain ontology.

Dialogue Management

Recent studies focus more on dialogue management entailing Dialog State Tracking
(DST) and Dialog Policy (DP) modules. Early works model transitions between dia-
logue states as a (Partially Observed) Markov Decision Process (MDP/POMDP). Based
on domain ontology, more recent works frame DST as a belief state classi cation prob-
lem by predicting the value of each slot as folloyag(vi jus; Uz; ::2; Uy), whereu, is the
utterance in turrt and for each speci c slat, p; gives the conditional probability of the

class of sloti in thet-th turn, v;;. Classi cation-based methods may suffer from the
identi cation of many unseen slots or out-of-vocabulary (OOV) word. Instead, recent
span-based methods predict the span of the free-form value in the utterance directly with
the copy mechanism. Thanks to large pretraining power, generative methods directly
generates slot-value sequences, which may sometimes fail to consider state interactions

and produce unrestricted forms due to limited model capacity and data scarcity.

After dialogue states are determined in each turn, DP component makes intelligent de-
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cisions to either route the request to an appropriate application (skill routing) or retrieve
corresponding information from backend databases (system act) to serve the request.
Self-learning based on customer satisfaction metrics is usually a standard approach for
such purpose. The problem is usually cast as a contextual bandit or reinforcement agent
to optimize a reward signal generated by ML-based customer satisfaction estimators.
While such a self-learning approach is promising in terms of scalability, it is often chal-
lenging to maintain routing quality by solely relying on large repetitive data patterns.

* Natural Language Generation (NLG):
As a part of delivering user experience, NLG module will generate appropriate responses
conditioned on a system act. They should fully cover the semantics for task completion
and be natural and informative enough to avert awkward stiffness. Typically, there are
two categories: (i) Template-based methods require domain experts to handcraft tem-
plates for each domain and the system llIs in slot values afterward. (ii) Statistical lan-
guage models learn to generate uent responses directly from annotations. Some pre-
trained language models like GPT [19] have been shown powerful to aid targeted NLG
tasks with few training instances. However, there is still severe scalability issues when
the number of dialogue act combination increases exponentially with the number of slots

in more complex domains.

2.1.2 End-to-endApproaches

In pipeline approaches, modularized systems often optimize each module independently.
The prior module's ground truth inputs are assumed to be accurate, but true error propaga-
tion across modules is not taken into account. The study on open-domain dialogue systems,
which train neural models in an end-to-end manner to maximize the prediction probability
of responses, served as an inspiration for the end-to-end approaches shown in Figure 2.2.
Memory networks and Sequence-to-sequence (Seg2Seq) models are common options for

the end-to-end differentiable framework. They often encode the context of natural language
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Figure 2.2: Framework of end-to-end dialogue systems. Extracted latent variables from
Encoder will be adopted for knowledge query and decoder generation.

to acquire certain latent variables, which may be utilized to query the knowledge base. The
decoder produces a natural language response immediately based on query results and la-
tent factors.

Wen et al. [20] proposed a modular end-to-end model for differentiability. Lei et al.
[21] further proposed a two-step Seg2Seq model which only keeps dialogue state repre-
sentation with LSTM and CopyNet. Bordes et al. [22] formalized Task-oriented Dialog
Systems as a reading comprehension task. They also used memory networks for multi-
turn inference. Eric et al. [23] utilized key-value memory networks to extract information
from Knowledge Base (KB). However, these approaches are data-hungry and cannot fully
explore state-action space. We will address these issues in section 2.3 and propose more

robust approaches for core components in ToD systems.

2.2 Recent Progressin SLU

In this thesis, we focuses on the concepinafchine cognition which dominates the natu-
ralness of machine interactions. We refer such cognition as a process of threestagas:

tion (capturing information from sensible signalggrception(organizing information into

a recognizable perceptual object, i.e. percept)randgnition(interpreting percepts on the
basis of previous experiences and conceptual knowledge) [24]. Therefore, the key element

lies in how a machine structures and comprehends semantics encoded in language, which
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could ultimately re ects human embodied experience. In terms of ToD systems, such cog-
nition process is embodied by SLU about how a macleaiegorizeghe user meanings.

The practices of contemporary techniques regarding and thinking atechine under-
standingin spoken languages [25, 26] are brie y reviewed in the parts that follow. These

practices will serve as the basis for our proposed frameworks to base and expand upon.

2.2.1 SemantidParsing

Among task-oriented dialogues, research in SLU seems more and more pervasive to bol-
ster the ef cacy and naturalness of virtual assistants. Conversational agents, instruction
in vehicles, the Internet of Things, or robot instructions may all exploit such mechanisms
to interact with humans. Miscellaneous human thoughts can be entangled in a variety of
human expressions, which are even obscure to humans, let alone machines. One main ques-
tion appears: How could a machine successfully interpret human utterances, reason them
into structural machine languages and interact with backend knowledge? The most preva-
lent approach in the research eld characterizes such machine understanding processes as
semantic parsing, a method that aims to map spoken language input to semantic repre-
sentations, such as relational graphs, commands and logical formalisms (semantic frames)
shown in Table 2.1, which we mainly focus on.

Intent Detection (ID) is formulated as an utterance classi cation task where inputs
derive from either spoken or written sentendesent here is de ned as a purpose or a goal
that clearly expresses the user's act sucas_Info , Find _Movie etc, also referred to
dialogue actif expressed during dialogue turnSlot Filling (SL) is another critical task
in SLU. It attaches a slot label on each token in the utterance to depict the type of semantic
information. It is usually expressed in BIO notatiBrcity I-city I-city with a
span likenew york city . The task usually involves learning slot label distribution and
the relations between each label.

The underlying major subtask in both SLU taskseist categorizationwhich involves
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Table 2.1: An example of an utterance as semantic frame with BIO slot annotation.

query | nd | recent| comedies| by | james| cameron
slots | O | B-date| B-genre | O | B-dir | I-dir
intent | nd _movie

domain | movies

automatically assigning the entire utterance (ID) or individual tokens (SL) to deliberately
designed semantic notions/labels. Early rule-based methods used a set of prede ned rules
from domain experts to group texts into different classes. However, to overcome the rigid-
ity of handcrafted rules, statistical ML-based models instead learned to classify texts based
on a large collection of pre-labeled examples. This machine cognition process involves two
essential stepcomprehensionandinterpretation. Comprehension involves a standard-
ization process of feature extraction, while interpretation involves an induction process of
classi cation. Machines learn to understand natural languages by modeling several mul-
tivariate distributions governed by latent intents and slot categories in a parametric/non-
parametric manner. Recent systems have also recognized the intimate relations between
intents and slots, leading to the formalization of the joint task scenario to learn the joint
distributions of intent and slot labels. Approaches usually implicitly model the joint distri-

bution or explicitly learn the conditional distribution of the intent label and vice versa.

2.2.2 Evolutionof SLU Techniques

Transferring from feature engineering to deep learning

We examine the evolution of SLU tactics in Figure 2.3 [27]. In the early days, much effort
has been put into constructing ne-grained features that possibly encapsulate the sentence,
both semantically and syntactically with handcrafted rules or statistical approaches like bag
of words,n-grams, dependency parsing, name entities, and part-of-speech tagging. Then
those features are then tted into a ML classi er like logistic regression, nearest neighbors,

nave-bayes, random forests, or Support Vector Machine (SVM) for inference. However,
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Figure 2.3: Evolution of techniques in SLU.

due to its considerable dependence on domain knowledge for feature engineering, the gen-
eralization of these methods is far from satisfying without fully exploiting the availability
of colossal training data. Moreover, simple function mapping based on linguistic rules is
not suf cient for understanding why and what a user implies. Neural Network methodolo-
gies or Deep Belief Network (DBN) has then been proposed to overcome such restrictions
by learning low-dimensional vector representatioembeddingautomatically from data.
Latent Semantic Analysis [28] is one of the earliest embedding models that form condensed
word-document matrices with singular value decomposition, which is nevertheless limited
in its statistical properties of expressing similarity. Word embedding concepts began to
thrive with deep learning techniques like WordNet, Word2Vec, GloVe, or fastText that con-
struct a semantic feature space that illustrates the relationships between words. In 2017,
ELMo model [29] was proposed to outperform the above conventional word embeddings,
by learning contextual representations based on a three-layer bidirectional LSTM using 93
million parameters.

During this stage, several neural network structures [30, 31, 32] such as RNNs, CNNs,

Deep Convex Network (DCN), capsule networks, graph neural network were adopted to
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digest these embedding features for intent classi cation. CNN-based models [33] are ideal
to identify patterns in space where sensing local-independent features like phrases in the
document s critical. LSTM-based models [34] are ideal to capture long-term dependencies
of sentences and address gradient vanishing issues from plain RNNs, which was a dominant
approach for NLP tasks before transformers. It involves several controlling gates (forget
f¢, inputiy, output gate®,) to learn when to allow the activation owing into the cell gate

C; and preserve the previous time step information.

f'[ = (Uf Xi + Wf h'[ 1) (23)
it = (Uixt + Wiht 1) (24)
O = (U oXt + Woht 1) (25)
Ct = tanh(U Xt + Wcht 1), Ct = ft Ct 1+ it Ct (26)
ht = 0O tanh(Ct) (27)
hS
% = softmax (Vhy); L = yilogy (2.8)

t=1

Other choices like capsule networks [35] that learn activity vectors for better capturing
spatial orientation or graph networks [36] that absorb the inherent graph structures in texts
are also popular for text classi cation in intents.

Slot lling could also be categorized as a sequence labeling problem where several
ML or DL methods could also come in participation. Traditionally, generative models like
HMM (capture the joint probability distribution of the utterance tokens and their slot labels)
and discriminative models like Conditional Random Field (CRF) (estimate the slot label
conditional probabilities given the utterance) were used to address the problem. However,
Markov assumptions in HMM bring much stiffness for real-world implementation and CRF
may require labor-intensive handcrafted features. Therefore, since 2013, CNNs, RNNs [37,
38], LSTMs [39] with attention mechanisms that estimate the weighted values of individual

tokens have become increasingly popular to produce token-level logits for slot tagging.
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Considering the close correlation between intent detection and slot lling, joint treat-
ment of both tasks are dominant in the recent literature. Jeong [40] took the rst stab to
utilize a tri-level CRF structure for hierarchical training and Guo et al. [41] used recursive
neural networks that work over constituency trees of each word vector. There is an exhaus-
tive collection of literature that apply RNNs for implicit joint modeling, whether to use
global slot prediction [42], separate losses from the same Bi-LSTM Seq2Seq model [43,
44] or ensembling using both BILSTM and BiGRU. However, these purely recurrent mod-
els only share the information between the two sub-tasks by the joint loss backpropagation.
In recent years, explicitly joint modeling was promoted to force an interaction between two
subtasks. Qin et al. [45] used an intent2slot architecture using stack propagation. Rather
than a gate like Goo et al. [46], the intent detection itself directly feeds to the slot lling
and predicts intents at the token level. Wang et al. [47] proposed a Bi-Model architecture
with two correlated BILSTM to model joint task interaction. Some memory (CM-Net [48])
and graph networks [36] also aim to introduce more interaction between intents and slots.
However, more realistic datasets should be proposed besides ATIS and SNIPS datasets for

better real-world investigations between the two tasks.

Large pretrained language models (LM)

The sequential processing in RNNs restricts its computational ef ciency when the length
of sentences increases. Transformers-based models are then proposed to model word in-
uence on others in parallel by adopting a self-attention mechanism. Transformer [49] is

a novel architecture relying on self-attention to compute representations, which typically
involve encoder-decoder stacks shown in Figure 2.4. Each encoder block has a masked
multi-head self-attention sublayer (MHA) and feed-forward sublayer, along with positional
encoding, residual shortcut, and layer normalization mechanism. Decoder will have an ad-
ditional masked MHA to consider past sequences only. The core self attention calculates

the word attention of each other as follows, wheyrés the dimension of key vector to avert
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Figure 2.4: The Transformer Structure.

large dot product owing in softmax:
T
Attention (Q;K;V ) = softmax(%lfj:)v (2.9)
k

Such architecture has remarkably shown unparalleled power in several NLP benchmarks
with several transformer-based pretrained LMs emerging in quick task adaptation since
2018. BERT, which is a multi-layer transformer-based contextualized model, has been pre-
dominant in multiple NLP benchmark tasks [50]. It is trained by next-sentence prediction
and Masked Language Modeling (MLM) task which arbitrarily masks some part of a text
sequence. Several bidirectional variations like ROBERTa [51], ALBERT [52], and XLNet
have also dominated speci ¢ SLU applications to extract shared contextual embeddings.
Chen et al. [53] used the representation of the special tfReB] for intent detection

while other token representations are adopted for slot lling. Wang et al. [54] use an

intent2slot gate with BERT embeddings. Zhang and Wang [55] also use the transformer
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architecture to encode word embeddings for global output of intent detection and token
level output to CRF for slot detection. Qin et al. [56] also exploited Co-Interactive trans-
former for SLU. Until this end, these encoder-only pretrained models provide rich semantic
features for additional heads of SLU classi cation tasks.

In 2019, OpenAl has announced a transformer decoder-only model: Generative Pre-
trained Transformer (GPT) [19] that is capable of generating relevant responses based on a
simple prompt. It allows fast adaptation of zero-shot or in-context learning without further

ne-tuning. The GPT models try to maximize the likelihop(k) of a deliberately designed
sequence = [C;; Uact; SacT; S], for example, a concatenation of dialogue histGxy

belief statedJact , actionsSact , System responsg.

Y_
p(x) = p(XijX<i; ) (2.10)
i=1
Xs Xn
L(D) = log p(x{"jx{; ) (2.12)
n=1 i=1
Itis the same as minimizing the negative log-likelihood over a dafsetf xV; :: :; x(Ns)g

where sequence™ has length_,,. A classi cation head could also be applied to the top
of GPT to perform classi cation tasks.

The family of autoregressive models by decoding labels directly provides an alternative
to text classi cation such as ULM-FiT [57]. Many generative frameworks like Simple-
TOD [58], SOLOIST [59], ToDCL [60] etc. have uni ed the entire classical ToD pipeline
to transform dialogue information as an output sequence for inference. Some works in-
stead extend the autoregressive models in DST such as Sequicity [21], Seg2seqDU [61],
SOMDST [62] and others do in NLG (SC-GPT [63], AUGNLG [64], T2G2 [65]). While
these models have exhibited some promising performance of cascading entire ToD service,
the robustness of these models particularly in generalization in SLU requires high quality
of user intention comprehension and interpretation. The research area is relatively less ex-

plored in the literature and these models may suffer fromstimtcut learningproblem
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[66]. To align human expectations of model behaviors, in 2022, a more powerful frame-
work, ChatGPT [5] has been proposed that could learn from human suggestions with re-
inforcement learning. Such approach could potentially improve the above-mentioned ToD

frameworks, which remains largely unexplored.

2.3 Challenges in Data Suf ciency

The remarkable progress on SLU heavily depends on the availability of colossal training
data labels, which may be enervated to handle massive irregular user requests under spe-
ci c circumstances. Therefore, even with the success of numerous ML-based approaches in
traditional SLU settings (single-turn, single-intent/domain) from subsection 2.2.2, they still
exhibit low or unnatural performance on complex needs of real-world scenarios. Herein,
we review the new frontiers of challenges in Figure 2.5 including Low-resource SLU (sub-
section 2.3.1), Contextual SLU (subsection 2.3.2), LM-based SLU (subsection 2.3.3) and

the attempts as well as weakness of recent methods.

2.3.1 Low-resourcesLU

The severe demand of an abundance of labeled examples is the well-known drawback of
DL techniques. However, gathering a lot of data could be very expensive, especially for
those utterances with a poor appearance. ML-based models are rigorous in providing sat-
isfying user experience since it is highly dif cult for them to generalize over irregular user

expression, multiple/unseen intents, or cross domain contents.

Irregularity of user expressions

Syntax. User utterances are much more variable and erratic than sentiment classi cation
tasks involving images or other media. In some cases, especially for brief queries or im-
plicit statements, colloquial and broad contents make it challenging to understand precise

user objectives. For instance, one can say in a less formal manner, “l want to y”, as op-
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Figure 2.5: A summary of challenges from the limited SLU data that will be discussed in
this thesis.

posed to, “Please book a ticket from Baltimore to Atlanta at 10 tomorrow.” Purohit et al.
[67] focused on the intent understanding of short media texts such as tweets and improved
the expressiveness of data by utilizing multiple top-down and bottom-up frequency-based
patterns from knowledge sources. Xie et al. [68] proposed a semantic tag-empowered
user intent classi er with additional syntactic features to support a query without target
words. However, unusual user expressions may escape a linguistic parser's working range
and result in mistakes. Semantics themselves should be syntax-agnostic where most recent
approaches relying on large pretrained models are trying to capture high-level word embed-
dings instead. For relatively longer utterances, Itering relevant information will be crucial
for intent detection. Word embeddings are mentioned to be a good option for embedding
semantics in a xed dimension vector. However, the key lies in how such representation is
well-suited for disentangling low-level and high-level semantics within an utterance. Ren
et al. [69] proposed to train triples of samples with a siamese network by minimizing the
distance between an anchor and a positive example; maximizing that with a negative one.

However, representations are still close together in feature space with unsmooth decision
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boundaries.

Dependency. Dependency is a critical aspect of slot lling, particularly for longer, less-
structured utterances. In these cases, a sequence of slot labels is mutually relevant, with
some slots always following others (e.®sFromCity , I-ToCity ). Traditional ap-
proaches such as CRF, focus attention [70], or continuous vectors [71] can capture such
dependencies but may lead to error propagation through incorrect labeling. Long-range de-
pendency is another phenomenon where the decay rate of statistical word-level dependence
increases with the temporal or spatial distance between words. To model hierarchical prob-
ability distribution, particularly in low-resource settings, multiple CRF layers [72], time
delay neural networks [73], and dependency transfer [74] have been used. Recent works
have employed transformer and memory structures to alleviate forgetting issues by preserv-

ing previous information, but these methods can be computationally complex.

Word relation. Sometimes, words important to different intents may co-occur in the
same sentence and how these words are positioned may convey crucial information for
intent detection. Zhang et al. [75] proposed two types of heterogeneous information: (1)
pairwise word feature correlations (2) part-of-speech tags of the queries. The pairwise fea-
ture correlations are calculated based on cosine similarity between each semantic feature
pair and learned by CNNs with pooling layers. Moreover, the surrounding words of one
slot may be similar in different sentences. For instat@emay usually be added between

slot B-FromCity andB-ToCity . Shin et al. [76] introduced delexicalized sentences
where words are replaced by their corresponding slot labels, which allows the model to

learn common words surrounding the slots.

Irregularity of user intent

Multi intent. An utterance can be associated with one or more intents. Dominant SLU

systems have adopted several techniques to predict single intents by treating it as a multi-
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class classi cation problem [77, 46, 45]. However, in real-world scenario, many utterances
may have multiple intents [78, 79]. Multi-intent SLU often requires more sophisticated
reasoning on given utterances to disambiguate different intent natures. Rychalska et al [80]
rst adopted hierarchical structures to identify multiple user intents. Interactive relations
between intents and slots [81, 82, 83, 84] are also further exploited. However, they may
not be scalable to a large number of intents to fully capture multiple intent-slot interactions
and MixATIS/MixSNIPS datasets they tested only concatenate single intent sentences with
and which may be less challenging. For complex multi-intent datasets with more total

intents, these approaches with shallow neural mapping could not handle well.

Zero-shot/Emerging intent. Zero-shot Learningaims to recognize objects whose in-
stances may not be seen during training [85]. It can usually happen in SLU since there
is no rigorous de nition of an intent format or granularity where each dataset has its own
domain-speci ¢ convention. And models trained on a single dataset cannot easily adapt to
new domains when new intent classes are designed differently with one task (concept drift).
We summarize three types of zero-shot approackeshedding match reconstructing

representation andbinary classi cation.

1. Embedding match: The semantic properties of utterance and class embeddings are
compared with the nearest neighbor classi er [86] or convolutional nets [87] (CDSSM).
However, it will highly depend on the quality of discriminative representations and the
ease of classifying outstanding utterances in zero-shot intents.

2. Reconstructing representation: The concept of a zero-shot class is represented by
other seen classes with capsule neural networks [32, 88] or alignment matrices [89, 90].
Such approaches are still unsatisfying when sentences become more complex.

3. Binary classi cation: Each seen or unseen class description is sent into the classi er
with the tested utterance to determine the binary relevance. Bapna et al. [91] had per-

formed zero-shot frame semantic parsing and Lin et al. [92] had extended it to DST.
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However, such method is not scalable when the number of classes enlarges.

One future research direction could be dissecting intent labels into individual words and
retrieve semantic relations between each intent word and utterance word. Also, label se-
mantics should be consistent across datasets to ensure universal understanding.

Due to restricted prede ned label sets, it is almost impossible to cover all variations
of intent expressions in a single training setting. A method to detect and classify emerg-
ing/O0S intents is also a desirable adjunct taskr @t al. [93] began such exploration
by extracting lexical and semantic features for SVM classi er. Lin et al. [94] proposed a
two-stage method to detect OOS intent labels. They used large margin cosine loss (LMCL)
instead of softmax loss to maximize the decision margin between each utterance embed-
dings. Then, it applies the concatenation vector to a Local Outlier Factor (LOF) to identify
OO0S intents. Xia et al. [95] constructed capsule-based architectures to extract semantic
features and aggregate the low-level information to high-level information in an unsuper-
vised routing-by-agreement approach. However, how to make full use of intent and slot

relations in low-resource SLU and benchmarking is still under-explored.

Irregularity of user domain

The existing SLU models could achieve promising performance in a single domain setting,
while utterances from new and extended domains should also be considered to increase
the generalizability of the system. Implicit, explicit, or joint cross-domain methods have
been developed to induce knowledge transfer between domains. Implicit methods [43,
96] simply combine multi-domain datasets to train a shared-parameter model across do-
mains for unique softmax layers [97] which cannot capture domain-speci c features well.
Instead, explicit methods directly train small submodules for each domain which neverthe-
less require large resource consumption of small scalability. Finally, joint methods tend to
introduce shared/private modules to allow knowledge sharing and preservation. Multiple

models [98] or embedding [99, 100] ensembling could leverage the strength of each do-
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main unit for better generalization. However, they cannot transfer well to a new dataset
with entangled structures. Some works [101, 102] use shared/private parameters to extract
domain-shared/speci ¢ knowledge for multi-domain SLU. Nevertheless, how to ef ciently
transfer knowledge from the source domain to the target domain betsertence-level

intent andoken-leveklot detection remains dif cult, especially with an expansion of label
sets. Continual Learning (CL) [60] is a way to continually learn new domains while pre-

serving knowledge from previous domains, which is less explored in multi-domain SLU.

2.3.2 ContextualSLU

Multi-turn dynamics

A single sentence sometimes could be ambiguous due to a missing co-reference or a lack of
suf cient context. SLU systems often cater to isolating utterances, which shifts the burden
of context management to dialogue management. Modular architecture has its advantages,
but it also leaves room for serious error cascade. Additionally, as the discourse progresses,
it is crucial to rectify and monitor intent and slot variability. Some end-to-end systems
[20] attempted to get around these restrictions by taking contexts into account without
producing additional semantic frames. However, it is not scalable in industrial settings and
tends to be opaque for clear dialogue policies. Instead, Bertomeu et al. [103] rst studied
the contextual phenomena in words. The intent context from previous queries [104] and
event-related log patterns [105] were considered to bolster temporal information. These
works are mainly task-speci ¢ which is susceptible to data abundance in certain scenarios.
Recent developments in SLU have emphasized the importance of hierarchical structures
in encoding multi-turn dialogue contexts ef ciently. Shi et al. [106] proposed adding
contextual signals to joint SLU tasks, but the signals can be ambiguous and may not cover
all semantic nuances. Chen et al. [107] proposed end-to-end memory networks for multi-
turn SLU, while Wang et al. [108] and Gupta et al. [109] explored incorporating external

knowledge such as dialogue acts in a context window for joint task prediction. However,
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these structures may not be ef cient at differentiating the relevance of different dialogue
histories, nor are they always robust enough to handle long-distance dialogue histories.
Future research should focus on developing more effective ways to model and leverage

contextual information for better performance in dialogue tasks.

Ontology

The use of features constructed only from the tokens in the sentences may be too narrow
for dialogue exploration. External knowledge like domain ontology, domain-speci ¢, com-

monsense knowledge, or database could further bolster task ef ciency.

1. Domain ontology: Many models aim to couple the dialogue schema and model design
together. Convlab [110] and COMER [111] provided additional dialogue act annota-
tions and dialogue state representations that consider the user's preference for slot val-
ues. K-SAN [112] leveraged dependency parsing and abstract meaning representation
to enrich knowledge-guided representations. ZSDG [113] learned a cross-domain em-
bedding space that models the semantics of domain descriptions and dialogues in the
same domain.

2. Domain-speci c/commonsense knowledgeCollecting external resources from web
snippets [114], knowledge graph [115] or knowledge-enhanced pretraining [116, 117]
could be also bene cial to capture temporal information and enrich NLP representa-
tions. CopyNet [118] and end-to-end memory networks [119, 120] are widely used for
integrating knowledge into dialogue systems through the attention mechanism.

3. Database In task-oriented dialogues, the main emphasis lies in the interaction with
task-related knowledge bases [121, 122, 123]. Such practice usually happened during
the DP step after SLU. Most works also focus on open-domain dialogue response gen-

eration [124, 125, 126, 127] or task-speci c responses [128].

Particularly in SLU which is still under-explored, Celikyilmaz et al. [115] adopted a query

click log knowledge graph for semantic parsing. Chen et al [129] was the rst to use an
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extra knowledge base and a structured knowledge network to inform the joint task. Wang
et al. [108] tried to apply knowledge with trans model but it is not suitable for complex
dialogue modeling.

Even though knowledge utilization appears to be the most effective method for solving
the memory problem for the majority of models, it becomes more dif cult when the same
knowledge is aggregated from different sources using different representations (a process
known asheterogeneous knowledge fugiéwditionally, social media or sensor data might
contain a sizable quantity of unstructured data (knowkresvledge noigewhich renders
the knowledge fusion process susceptible to inaccuracy. Some complex relations are chal-
lenging to the model and lead to extremely complex computations. The privacy and objec-
tivity of knowledge sources are another problem. In some cases, incorrect information that
has not been properly veri ed might result in error propagation and devastating inference.
Finally, real-time processing is required in smart systems to quickly carry out judgments,
but it takes a lot of time to jointly consider temporal patterns. We should carefully con-
sider these obstacles when creating solutions for a human-friendly dialogue system with a

reliable knowledge base.

2.3.3 LM-basedSLU

Transfer learning

Large pretrained LMs have achieved SOTA performance on a series of NLP tasks which
also revolutionizes the progress of dialogue systems. They reserve the large transferring
power for a nice starting point of speci c task adaptation. Such transfer learning techniques
could offer signi cant improvements over traditional SLU methods in low data regimes
[130]. TOD-BERT [131] pretrained with conversational data which exhibit striking per-
formance in a low-resource setting. For SLU task particularly, Span-ConveRT [132] trans-
formed the slot lling task as a turn-based span extraction task with ConveRT. QANLU

[133] mapped the SLU problem to the question answering problem. Self-training is also
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another popular technique to learn limited task-speci c labels with a multi-task teacher-
student LM-based framework [134]. However, the pretraining objectives of these large
pratrained LMs may not directly align with the downstream tasks in speci c domains.
Moreover, the end-to-end training fashion ( at patterns) such as at concatenation [135,
136] or incremental architecture [137] of dialogue history may still ignore the dynamic

information ow across dialogue utterances [138].

Shortcut learning

Although these pretrained LMs induce unprecedented success in the progress of ToD de-
velopment, the superior performance has mostly been observed in the benchmark test data
that have the same distribution as the training set. Recent studies show that these LMs are
not robust to remain predictive to low-appearance, OOS and cross-lingual samples and vul-
nerable to various types of adversarial attacks (imperceptible human-crafted perturbation
will fail). Du et al. [66] has pointed out thehortcut learningor learning biasproblem

of these pretrained models which simply rely on short spurious statistical cuesolike

is to make decisions. Non-robust spurious features such as lexical features, overlap enti-
ties, and text styles are oriented from biases in the training data. They are only useful for
development or test set that shares the same distribution with training data. The common
i.i.d. assumption nonetheless will not hold in real-word applications such as skill routing
or response generation that exist distribution shifts. The representations learned from sim-
ple ne-tuning tend to be simple and general which may not even be relevant to high-level
SLU semantics. There are several ways to mitigate the shortcut learning problem such
as dataset re nement, teacher-student regularization, contrastive learning, and sub-module
ensembling. In this thesis, we mainly focus on how we can augment existing datasets as
well as learn task-speci ¢ modules to learn more robust representation for two essential use
cases after SLU: skill routing and response generation.

Data augmentation could be a good methodology to improve ToD model robustness
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[139], surface modi cation on texts like paraphrasing [140, 141, 142] or token replacement
[143, 144] is popular to introduce additional synthetic data for training and evaluating. La-
tent space modi cation like introducing noises [145], adversarial training [146] and data
mixing [147] is another research line to enhance the smoothness of predicted data distribu-
tion yet with lower interpretability. Many systems also augment OOS queries to cope with
few-shot or zero-shot NLU scenarios [148, 149]. Skill routing is a task to assign a user re-
guest along with its NLU interpretations to core prede ned actions. Slice-aware structure
[150] and random noise injection [151] are the two closest works to improve model robust-
ness. However, this task involves heterogeneous ranking set augmentation which requires
further assumption and efforts.

Most large pretrained LMs for ToD systems are primarily established for English due to
its ubiquity and the abundance of high-quality human annotations. Short-cut learning will
also learn English-oriented spurious features, which make the extension of these services
to global users challenging, especially in low-resource languages where the collection of
training corpus is labor-intensive. How to successfully induce cross-lingual transfer di-
rectly in these large LMs become necessary [152, 153]. In particular, the multilingual
Seq2Seq model family, which learns to encode the hidden representation of a given input
and generates relevant outputs, can achieve promising multi-task performance in different
languages. Pretraining a multilingual encoder with machine translation [154], mask context
learning [155] or learning a word alignment matrix [156] could possibly transfer knowl-
edge between languages. These methods mostly share language-agnostic outputs [157]
to avertoff-targetproblem, i.e., models (partially) translate its prediction into the wrong
language duringero-shottransfer due to spurious correlation [158, 159]. However, the
cross-lingual performance of LMs in response generation with language-speci ¢ outputs

remains mysteriously unexplored.
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CHAPTER 3
SURFACE UNDERSTANDING

The thesis starts with th@bust understanding of capricious user requests imnamnsic
aspect under limited resource availability. Literallgpbust' here dictates the optimum

of “'semantically'understanding the purpose (learning robust features) and targets (probing
correct intents) corresponding to one's latent willingnessdyntactically'analyzing one's
locutionary acts. We will discuss the mathematical formulation of surface understanding
and the de nition of what we mean byobust'.

Obviously, a presence of a user may reveal his purpose to be satis ed either from an ac-
cepted message or an awaited action. To complete a successful task-oriented dialogue, the
machine should rst understand the user's underlying purpos®clearly as possible. The
entropyH (1) or the uncertainty of fully receiving critical information from the user should
be reduced during the dialogue interactions by accurately interpreting utterarideace
during the iterative turns of dialogue, for any incoming utteramgeX , the machine shall
always expect a positive information gdig = H(I) H(IjX) in Equation 3.1, where
H () is the entropy. We can assume a xBql ), which is machine's prior belief of how

purposes are formed, independent to utteraXcesd parameters

X X X
lc=H() H(jX)= P(D)logP (i) + P (x; DlogP(ijx; ) (3.1)
i2l x2X 2l
X X
= P(i)( P(xji)logP(ijx; ) logP(i)) (3.2)
)i(2| X2X
= P(@)L() logP(i)) (3.3)
i2l
1 X
L( )= Epxji logP(ijx; ) No logP (i™j&™; ) (3.4)
S h=1
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We could observe that with a observ&dand a latent variable, maximizing the log
likelihood L ( ) should simultaneously increase the information gain based on the mutual
information of (X;1 ). We could further formulate the likelihood term as an information
encoding-decoding process. Totdl user utterances2(™g are sampled from a user-
oriented distributiorP (X jI; Up) with user domain-speci c featurdd, and their intents
| . Then, from the machine's perspective, we wish to maximize the expected likelihood in
Equation 3.4 with a feature mapping( ) : X RY! R™ that captures some property of
X, parametrized by and a probing function () : R™ ! R. We can rewrite the empirical
log likelihood function as Equation 3.5:

Xis .
log (&™) (3.5)

n=1

1
L()= —
0=
where the upper indeX™ means that we only look at the log probabilities associated with
the true intents. Then we sayisrobustif (x) follows the same distribution as the ground

truth representation (x) under the real intentdistribution; namely, Bhattacharyya coef -

P .
n=1

cientBC(p;p) = p(ijxM)p (ijx(M) between two representation samples should
be minimized.

However in realistic, datX = ! could be separated asre featureX; 2 R% and
spurious featureX, 2 R%. Core feature is directly associated with real intent vglti@as

y= X1 1+ core @nd spurious feature is differently distributed during training and testing:

8
éy 3+ spu iftraining

X2 = 3 (36)
— ; If testing

Here, core 2 R; spu 2 R % are independent core and spurious noisg2 R% 1; , 2
R% ! are normalized coef cients. Ideally, will learn to extract features only frodi, by

maximizingL( ) in Equation 3.5 after seeing unlimited data instances. Howevirat

'Here we consider the model outputting real numbers instead of probability in classi cation for simplicity.

32



learns with Empirical Risk Minimization (ERM) using very limited data may suffer from
over tting, which has more variance in theestimate and learns unrepresentative features
like spurious featureX,. These spurious features are easier to learn and correlate well
with labels for training prediction, but not in testing (only spurious noisgg 2. Yet

will assign more weights tX , if (1) dataset is imbalanced or (2) models are lagfe(tcut
learning) [66].

During testing, the covariate shift occurs when the feature distribution changes espe-
cially for a more diverse testing user distributiBrgX jI} Op) with distinct intents" and
domainsUp . However, testing dat& may not share the same type of bias and artifacts in
spurious features, as in the training data. Models that rely heavily on spurious features
X, will not be robust enough to capture core featkethat are related to targegsresult-
ing in non-robust representations and unnaturalness. In chapter 3 and chapter 4, we discuss
three sources of irregularity: purposégzero-shot, multiple, and out-of-scope), expres-
sionsX (such as ASR errors), and users/situatidgs(cross domains). These sources of
irregularity can undermine the robustness of recent SLU models that learn under spurious
correlations.

First, (" could be multipronged. Multi-intent SLU often requires more sophisticated rea-
soning on given utterances to disambiguate different intent natures. The joint multi-intent
and slot- lling task was rst explored by treating multiple intents as a single context vec-
tor [81], but not scalable to a large number of intents. Qin et al. [82] further proposed a
state-of-the-art (SOTA) model to consider each intent-slot interaction via an adaptive graph
mechanism. However, they could not handle more complex multiple-intent scenarios with
sentences without clear conjunctions. Secondtsnt uidity variation, which we refer
to the extent of naturalness when a dialogue propagates. In less stylized conversations,

they usually contain a less bounded set of intents which may change with dialogue con-

2For instance in sentiment analysis, one model could simply predict positiveness only whergseeing
in a sentence, which may overlook other negation liké co-occurring withgood in a test sentence that
should be negative instead.
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text/states. In addition, there is no rigorous de nition of an intent annotation format or how
many intents should be de ned. Therefore, conventional models trained on one dataset
with a xed set of intent labels may possibly fail to detect a new intent which may not be
seen during training. We refer to tlzero-shotproblem where we have an understanding

of this intent, despite not existing in the training corpus. This problem deteriorates in the
multi-intent scenario [160]. Then, a more challeng®@Sproblem refers to directly iden-
tifying unknown (novel) user intents without pre-assigned knowledge. It may result from
the ambiguity of expressions, the domain shift of the user's interest, or some insertions of
open-domain chit-chat within dialogues. Yu et al. [161] suggested a two-stage process to
rst classify if a query is in-scope; then to assign intents. However, it cannot scale eas-
ily to unseen intents in multi-intent scenarios. Lin et al. [94] proposed to leverage Local
Outlier Factor (LOF) to determine decision boundaries for known intents and Yilmaz et al.
[162] generated a KL vector featuring intent variations among sentences for binary outlier
classi cation. However, it may be problematic to learn such boundaries with only limited
training data.

In addition to semantics, ambiguous transcriptions propagated from ASR component
also challenge models' robustness to noises. After ASR decoding, both word lattice [163,
164] andN-best list [165, 166] would induce syntactic variations of utterance texts which
we deem to be another source of irregulady In recent years many works have been
devoted to reducing the uncertainty of expression decoding with better language modeling
such as rescoring techniques [166, 167]. However, such methods rescore each hypothesis in
theN -best list independently, while recent approaches [168, 169] use pairwise RankSVM
and neural network based ranking to leverage information from the other hypotheses of the
current utterance. Our intelligence systems should seek to possess the ability of machine
comprehension to accommodate such variance to hold a meaningful dialogue with humans.

In many real-world scenarios, users speaking in a particular situdflgh ihay be

domain-dependent, which challenges the ML i.i.d. assumption of the same training and
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testing distribution. Implicitly, transfer learning could be useful to improve the target task
performance by ne-tuning the source task model. Firdaus et al. [99] and Masumura
et al. [170] rst design a domain invariant model with an ensemble of word embedding
or adversarial multi-task training method. These approaches decently transferred different
essences of knowledge into the current task, which nevertheless may reach local minimums
since source tasks may not be well suited for target tasks. Moreover, the pretraining in
transfer learning may not take its ultimate application (ifew-sho} into consideration

and may forget previous task knowledge. For explicit architecture design, delexicalized
features [171] or xed label embeddings from prior slot labels [172] was rst utilized to
transfer knowledge for downstream domains. However, these methods may still suffer from

the so-callectatastrophic forgettingrroblem?, which is still rarely explored in SLU.

3.1 Label-aware Intent Learning

Our goal is to propose a well-designed framework to understand the underlying user pur-
poses from the limited sources of user utterances. To achieve such robust understanding
from a handful of utterances, we attempt to tackle such irregularity of utterance generation
distributionP (X jI; Up) by proposing to learn the idea thtent embeddings” explicitly
(constructing feature vectors) from intent labels‘iotent clusters” implicitly (forming
probability distribution) from user utterances, which both represent the semantic signals

we wish to discover from the data.

3.1.1 IntentEmbeddings

In conventional intent classi cation, many systems usually classify an utterance to a label
which is represented by an index like O (i.e. one-hot encoding). However, such discrim-
inative mapping may not be intuitive and subject to how uniform the data is distributed.

Moreover, representing intents with indices may fail to consider embedded semantics in

3For example, Adopting a dialogue system trained in restaurant reservation to hotel booking may forget
essential knowledge from the restaurant domain.
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the labels too. For instance, we can use wayels anddirection in an intent label
get direction to help with identifying semantically equivalent words in an utterance,
i.e., lwant direction to San Francisco.

Motivated by this, we propose to consider any incoming utterance todssmantic
combination of multiple intent vectors. We rst symbolically learn an individual seman-
tic vector for each intent by leveraging embedded semantics in annotated labels. Then we
construct a label semantic space consisting of these contextualized intent vectors or em-
beddings. Similar to linear approximation concept [173], we could project a user utterance
onto the space to approximate it as the linear combination of these intent vectors. Namely,
different latent intents will participate in the syntactic form of an utterance (like what words
to use). The projected weights could serve as the logits in the nal intent decision process
that unfreeze the limit of detecting only one target since multiple intent vectors jointly de-
termine an utterance formation. To accommodate the zero-shot case, we could additionally

introduce unseen intents' embeddings too to jointly construct the embedding space.

3.1.2 Model

In this section, we rst de ne the problem statement and describe our framework to tackle
the intent variation problem, which could be characterized as the multi-intent detection

problem in the normal and zero-shot case as follows:

» Multi-Intent Detection. Given a labeled training datadetwhere each sample has the
following format: (x;y) wherex is an utterance angl = (y1;Vi; 5 yk) 2 £ 0;1g¢ is a
set of multiple binary intent labels. Eaghwill belong to a setY® of K seen intents. We
aim to classify an utteranceee, in the seen intent class¥s.

» Zero-shot Multi-Intent Detection. Given a labeled training datasgt;y) wherey 2
YS, in testing we aim to classify an utterankgseen With its correct intent categories
Yunseen = (Y1, Vi; Yk +m) 2 £0;1g°*M from the seen and unseen intent clasées

YS[Y Y. YUY will be a set ofM unseen intents which is given along witt as domain
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Figure 3.1: The overall LABAN framework.
ontology during testing, but not visible in training.

Figure 3.f shows our frameworkt abelAware BERT AttentionNetwork (LABAN)

[10] to solve the above-mentioned multi-intent zero-shot problem. First, we use BERT
BERT, [174] to encode an input utterange= ( Xy;:::; X, ): h"* = BERT ,(x). Here, we
will pad it up to a max sequence lendth.

Inspired by few-shot learning works [175, 176], instead of classifying utterance into a
prede ned set of intents, we instead leverage the linear approximation idea [173] to help us
determine the intents of an utterance. The linear approximation problem states $lbelet
a Hilbert space an@ be a subspace &, given a vectoz 2 S, we would like to nd the
closest poin? 2 T to z. It turns out that the solutidrof 2 = i N, kv will be alinear
combination of a basig;;::;; vy for T of N dimension. = G b where an element in
the Gram matrbGy., = hv,; wi andhb, = hez; v,i.

To transform the above idea into a multi-intent detection setting, we rst construct an

4Code to reproduce our experimenindtps://github.com/waynewu6250/LABAN
5The proof is given in section A.1.
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intent embedding subspade with a basisfr!;:::;r. g given a set oK intentsYs. To
obtainfrl;::;rk g, we adopt another BERBERT, to encodeK intents. Namely, for
every intenty; in a given sel ®, which could be expressed as a word sequéwee:::; Wy, ),
we similarly useBERT, to encode it into an intent embeddimb The reason to use a
different BERT fromBERT , is that intents often have very different syntactic structures
(i.e. no subjects) compared to the utterances.

By such intent encoding, we will obtakt intent embeddings as our basig; :::;r. g
to construct an intent embedding spdceThen shown in Figure 3.1, for an utteramnce

K

P
we can project it ontd@ to obtain its linear approximatiof = = -, ir!, where 2 RX

could be computed as = P HG !b. And the Gram matrixG andb are the followings:

2 3
hrl;rli hric;rli
G = § : : % (3.7)
hrlsrki hric;rii
2 3
bl
b= E : % (3.8)

hrYsri

To note, we assumier};:::;rk g are linearly independent since each vector represents the
concept of an intent which should not be a linear combination of other intent vectors.
Hence,G is guaranteed positive de nite and will have an inverse. Here we further time
a scaling factorp H to computew for empirical consideration sind® ! tends to lead
overall product into small values.

After obtaining , these projection weights can be viewed as scores of how likely an
utterancex belong to each intent,. We can follow [82] to treat it as a multi-label clas-
si cation task and generate the loggs= ( ) by sending into a sigmoid function .

Finally we can have the intent detection objective as a binary cross entropy lossNvhere

38



is number of samples:

RTINS (i (i)
L = (yjlog(¢y ) + (1  y;)log(d (7)) (3.9)
i=1 j=1
During testing, after obtaining 2 R¥ as probabilities of the utterance belong to each
intent, we can set a thresholdvhere0 < < 1:0 as a hyperparameter to select the nal

predicted intents. For instance, if we haye= 0:3;0:6;0:9;0:1;0:4g and = 0:5, the

intents are predicted d2; 3g.

Zero-shot setting. For normal multi-intent detection, after training, for a givénseen

intent setY®, we could use the method above to calculate the scores of a new utterance
Xseen With respect to each intent. Similarly, we could easily extend it into the zero-shot
setting. First we will traiBERT ; BERT, with the training data of a givekd seen intent
setY®. Then, during testing, given a newunseen intent sef", we could also encode
these intents into intent embeddirfgs; :::; r}, g with the trainedBERT too. Finally, plus

the seen intent séfS, we could construct an extended intent subspawith a basis of
fri;unrkrk. ok, v gand similarly generate scores for each seen and unseen intents

with a new utterancg nseen -

3.1.3 Experiments

We use three widely used public multi-intent single-sentence datasets: MixATIS, MixS-
NIPS [82, 177, 178] and Facebook Semantic Parsing System Dataset (FSPS) [179] and
two multi-intent dialogue datasets: Microsoft Dialogue Challenge Dataset (MDC) [78] and
Schema-Guided Dialogue Dataset (SGD) [79] for our experiments. For FSPS, we focus
on predicting all intents regardless of their positions for each utterance. For MDC and
SGD, we treat each utterance as an individual sample with multiple user and system acts
as intents for experiments. We use all datasets for normal multi-intent detection and single

sentence datasets MixATIS, MixSNIPS and FSPS for zero-shot multi-intent detection.
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Table 3.1: Normal multi-intent detection results on ve SLU datasets.

Dataset | MixATIS | MixSNIPS | FSPS | MDC |  SGD

Model \ F1 Acc| F1  Acc| F1 Acc| F1 Acc | F1 Acc
Stack-Prop [45] 0.790 0.719| 0.976 0.946| 0.911 0.723| 0.877 0.780| 0.919 0.891
Joint MID-SF [81] | 0.806 0.731] 0.980 0.951] 0.877 0.780] 0.855 0.754| 0.907 0.850
AGIF [82] 0.812 0.758| 0.985 0.961] 0.914 0.749 0.907 0.741| 0.924 0.761
LABAN | 0.958 0.889 | 0.985 0.963 0.948 0.913 | 0.898 0.814 | 0.950 0.92¢

For zero-shot task, we subsample each dataset 5 times with the same train/valid/test
number and report the average results of 5 random splits. In each split, we simulate the
situation where training data only contain a part of intent labels and test will have all intent
labels. For instance, MixATIS has totally 17 labels, we mainkaig 17 possible intents
seen in training set and the testing set has all 17 intents. In experiments, we set train/test
label ratios of FSPS, Mix ATIS and Mix SNIPS as 17/24, 14/17, 5/7. We use the pretrained
BERT with 12 hidden layers of 768 units and 12 self-attention heads. The model is trained
for 50 epochs and saved with the best performance on the validation set. We set the thresh-
old as 0.5 for multi-label classi cation. We follow the metrics used in [82] for intent

accuracy and F1 score.

Multi-intent detection results

Table 3.1 shows the normal multi-intent detection results on all ve datasets whede

cates the signi cant improvement gfvalue< 0.05 compared to AGIF. We can observe
that LABAN outperforms the baselines substantially in the multi-intent detection especially
in MixATIS and FSPS. It proves the usefulness of our ne-tuning BERT to capture more
precise contextualized information for the downstream task. LABAN also considers the
semantics in intent labels where the improvement enlarges when the number of intents in-
creases, i.e. larger increase in MixATIS with 17 intents compared to MixSNIPS with only

7 intents. For datasets that do not have explicit conjunction words between the sentence

like FSPS, MDC, SGD, we can observe a huge increase in accuracy in our model.
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Table 3.2: Performance of the zero-shot multi-intent detection.

Dataset | FSPS | MixATIS | MixSNIPS

Model | Fl.a Fl-s Fl-4 Fl-a Fls Fl14 Fla Fls Flu
BERT- netune [174] | 0.365 0.479 0.000 0.592 0.836 0.000| 0.490 0.653 0.000
Zero-shot LSTM 0.341 0.494 0.0294 0.533 0.728 0.053 0.475 0.546 0.264
CDSSM [87] 0.496 0.440 0.394 0592 0.827 0.060 0.591 0.659 0.432

Zero-shot BERT 0.517 0.461 0.373 0463 0.576 0.162 0.472 0.464 0.370
CDSSM BERT [87] | 0.494 0.486 0.348 0.491 0.614 0.041 0.481 0.481 0.402
ALBERT-LA [52] 0.391 0.425 0.228 0.595 0.739 0.362 0.567 0.574 0.466
TOD-BERT-LA [131] | 0.419 0.369 0.405 0.702 0.782 0.459 0.642 0.641 0.559

BERT-LA (LABAN) | 0.544 0.471 0.45% | 0.696 0.808 0.518 | 0.640 0.622 0.526

To further justify our model's main contribution in zero-shot cases, we compare LA-
BAN with several competitive baselines in Table 3.2, where F1-a, F1-s, F1-u are F1 scores
evaluated on data with all/seen/unseen intent labglisdicates the signi cant improve-
ment ofp-value< 0.05 on F1-u results compared with CDSSM. BERT- netune by simply
enlarging the neurons for unseen intents is not capable of predicting any unseen intent
utterances, causing 0.00 F1-u scores. Non-BERT approaches like Zero-shot LSTM and
CDSSM using dot product or cosine similarity can show improved but limited unseen in-
tent predictability. By leveraging pretraining power, zero-shot BERT can better associate
unseen and seen intents with higher F1 scores; while the performance of CDSSM BERT
with more complex structures degrades with model over tting. Finally, we discover that in
all datasets (FSPS, MiIxATIS, MixSNIPS), with our label-aware attentive layer, three mod-
els (ALBERT-LA, TOD-BERT-LA, LABAN) with a strong pretrained power successfully
outperform baselines in predicting unseen labels by associating their relations with input
sequences, even if these intents are never seen in the training phase.

We also observe that ALBERT has relatively inferior performance among BERT-based
models, which possibly results from a light version of BERT and a different pretraining
objective from the conversation-oriented version: TOD-BERT. To note, the original BERT
model has a slightly better F1 score for seen intents. Itis reasonable since it avoids the error

to predict utterances with unseen labels by searching over only the seen intents. However,
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