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PREFACE

This dissertation is original work by the author, Subhajit Das. Portions of this dissertation
have been published, or have been submitted for review prior to publication. There have
been significant contributions by co-authors for portions of this work, which have been noted
in the relevant sections.
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Not everything that can be counted counts, and not everything that
counts can be counted.

-Albert Einstein
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SUMMARY

Recent visual analytic (VA) systems rely on machine learning (ML) to allow users to
perform a variety of data analytic tasks, e.g., biologists clustering genome samples, medical
practitioners predicting the diagnosis for a new patient, ML practitioners tuning models’
hyperparameter settings, etc. These VA systems support interactive construction of models
to people (I call them power users) with a diverse set of expertise in ML; from non-experts,
to intermediates, to expert ML users. Through my research, I designed and developed VA
systems for power users empowering them to communicate their preferences to interactively
construct machine learning models for their analytical tasks. In this process, I design algo-
rithms to incorporate user interaction data in machine learning modeling pipelines. Specif-
ically, I deployed and tested (e.g., task completion times, user satisfaction ratings, success
rate in finding user-preferred models, model accuracies) two main interaction techniques,
multi-model steering, and interactive objective functions to facilitate specification of user
goals and objectives to underlying model(s) in VA. However, designing these VA systems for
power users poses various challenges, such as addressing diversity in user expertise, metric
selection, user modeling to automatically infer preferences, evaluating the success of these
systems, etc. Through this work I contribute a set of VA systems that support interactive
construction and selection of supervised and unsupervised models using tabular data. In
addition, I also present results/findings from a design study of interactive ML in a specific

domain with real users and real data.
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CHAPTER I

INTRODUCTION

People work with data for numerous reasons such as exploratory data analysis, sense-
making, predictive modeling, and tradeoff analysis for decision making, etc. For example,
realtors look at real estate data to identify houses to sell or buy or to find neighborhoods
where property prices may rise or fall. Various data analytics and visualization tools (e.g.,
Tableau, Spotfire, MS Excel, etc.) support these data analysis workflows. However, with
the advent of faster machines, cheaper memory, and easier access to heterogeneous large
data sources, current data analysis approaches can utilise more complex methods [118],
which can empower users to explore data with a new perspective. Recent work in the field
of visual analytic (VA) systems addresses this challenge by designing novel visual data anal-
ysis interfaces and interaction techniques that support advanced statistical methods such
as machine learning (ML) to gain insight from the data. These systems facilitate analytical
tasks such as prediction, grouping/clustering, graph matching, metric learning, labeling,
etc. For example, realtors may use a VA system to interactively construct a regression
model to predict the price of a house; this may help them decide on whether to buy a
potential property or not. In this research I have investigated how people can interactively
construct, and select machine learning models (supervised and unsupervised) using tabular
data and a visual interface (without explicitly writing code).

1.1 Problem Statement

The advent of data and machine learning (ML) has impacted various domains, such as in
health care, where machine learning is used to predict patient diseases or to find similar
patients to prescribe diagnosis. Similarly, self-driving cars rely on advanced ML models
that are very efficient to segment images in real time to detect on road obstacles such as
other cars or people etc. All of these mission-critical decision-making tasks are driven by
complex ML models, which people in different domains are using for various use cases.
Here a ML model refers to: (1) a mapping of the data (e.g., images of animals, properties of
houses, etc.), to an output or a variable in the data that people may wish to predict (e.g.,
labels of images such as cat or dog), (2) a low dimensional representation of the input data,
or (3) a characterization of the data that tells association, or grouping between the data
items. In practical applications the process of constructing these models follows a complex
modeling pipeline (see Figure 1), that includes problem specification, data acquisition, data
processing, model selection, model validation, and model deployment for production.
However, end-users who need ML often only take part when specifying problems or
acquiring data; or they only take part when models are deployed, and they provide feedback
to further improve their performance as they use it. Current workflows of model construction
do not let end-users be part of the modeling phase where they can directly adjust a model’s
behavior when required. In comparison, ML practitioners and data scientists take part in
modeling and deploying models using sophisticated software systems. However, they usually
do not acquire data or might not know much about the domain in which the model is to
be used. Thus, these users cannot independently process the data to build ML solutions.



They rely on domain experts for this part. This is where the problem is; people who need
ML are still not active participants of this modeling process. Either they build models or
acquire/provide data.

If people who are end-users (e.g., doctors, lawyers, analysts) only provide data, but are
unable to: (1) adjust model(s) behavior or (2) interactively probe or construct models to
verify if it learned the right characteristics of the data, they might not use it in their
analysis process. For example, if a medical practitioner cannot not probe a model to
verify its behavior, they may not use it to predict patient diagnosis. Similarly, if they
construct a model using any of the current Auto-ML tools such as H20, Auto-Weka, etc.
and intend to improve the model in some aspects, they may have to rely on ML practitioners
or learn to write code. Other potential users of interactive ML systems, can be expert
ML users such as data scientists. When these users construct model(s) they may want
to use a graphical user interface that not only speeds their current processes of model
construction, but also allows them to explore various model options along with the training
data. This can help them in many day to day model building tasks such as debugging
models, exploring a number of model hyperparameterizations, exploratory data analysis for
feature extraction/construction, reporting model outputs to other team members and/or
end-users.

To resolve this gap, researchers and scholars have been working to incorporate research
and insights from HCI and Machine Learning community, to include humans in the loop of
ML modeling [99] also called human-centered ML or interactive ML [75], where users can
actively take part in every aspect of modeling. Along this process, humans can bring in
domain expertise to the model training process, and also help in finding the right data for
the task as opposed to the conventional process of utilizing lots of data with the possibility of
noise in it. Using this workflow humans can interactively build better performing models and
using domain knowledge can probe models to ensure that they can be trustfully deployed
in real-world applications. In essence, including humans in every stage of the modeling
pipeline has many advantages, which based on the literature review of current VA systems,
seems to require further research.

Data Data Feature Madel Model Model Model Monitorilng/
Acquisition Preparation Engineering Selection Training Validation Deployment Debugging

Problem Preprocessing/ Hyperparameter
Specification Encoding Tuning

Figure 1: A typical ML modeling pipeline that is used to construct and deploy ML models in
practical applications.

1.2 Vision: Machine Learning for Power Users

In this research I am motivated to include humans in the loop of ML modeling. Usually, THE
process of model construction is iterative (see Figure 2), where per iteration, people test



Table 1: Study by Yang et al. interviewed ML users from various professions, who use
MTL-based processes to solve a diverse set of problems [248].

. Example
Profession ML Problem
Professional Bug Report
Software Engineer classi er
Project User Feedback
Manager Classi er

HR Policy
Manager QA bot
Business Predictive Machine
Analytics Maintainence
. Emotion Classi er
Artist for wearables Machine
Botanist Pred_lctlve p_Iant
nutrient maintenance

Academic Sensor signal
Researcher classi er maintenance
Clinical Prognostic classi er
Researcher classi er maintenance
Mechanical Insurance Risk
Engineer Estimate

different hypotheses, model types, and hyperparameter settings to improve model perfor-
mance (such as accuracy, or other defined performance parameter). Typically this workflow
includes programming/coding by experienced ML practitioners or experts; however, when
this process is made interactive, e.g., using graphical user interface (GUI) widgets, end-users
such as analysts can be active participants to adjust/steer and select models suited their
goals. While existing VA systems support ML-based processes for various data analysis
goals, interactive construction, selection, and steering of ML models for personalized user
goals is under-explored; it needs further research to make ML accessible for various use
cases and problem domains.

Motivated to make ML modeling pipelines interactive, first through prototyping a set
of VA systems, I sought to empower people to specify input (through interaction with a
visual interface, without writing code) to ML problems such as provide labels, weight data
instances, specify relevant features, etc. Along the process, I designed algorithms that model
end-users behavior based on choices they make as they interact with such VA systems. In
this workflow, user interactions were logged and further analyzed in real time to provide
personalized model recommendations; by inferring or predicting their choices with the goal
to empower them to select or interactively construct models.

However, as good as it sounds, I was curious to investigate who are these end-users.
Who are these people who need to be empowered to specify their preferences to ML models
(interactively)? Based on the literature review (Chapter 2), people who need ML include ML
practitioners who validate models by interactively tuning their hyperparameters, medical
practitioners interactively constructing classifiers to predict a suitable diagnosis for patients,
hobbyist artists who construct models to deploy creating art projects using technology, data
scientists interacting with Auto-ML to test various model hypothesis, and so forth. Along
the same lines, Yang et al. conducted a survey study of 100 such users (e.g., software



engineers, artists, botanists, etc., see Table 1) who use machine learning for various tasks
[248].
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Figure 2: The top row shows a traditional machine learning process, which is linear. The bottom
row shows an interactive machine learning process that includes interactions as input, then model
update, then change in output. The process is iterated until the user is satisfied with the output.
[10]

These users construct ML models from various sources such as, ready to use scripts/codes
from the web, Auto-ML tools such as Auto Weka [82], consulting with ML practitioners,
utilising self-written codes, etc. In this research, VA systems that I build are designed for
these users who I also call ”power users”.

Power users exhibit a wide spectrum in their expertise or skillsets in ML. While some
are ML practitioners/experts, referred to as expert ML users, others are domain experts or
end-users or analysts, who need ML for analytical tasks, but do not know how to code ML
applications. These people utilise ML as a black-box tool to support their goals as non-
experts in ML as referred here [248]. Within these two extremes, there are intermediate
users who know programming/coding but do not theoretically know ML (e.g., software
developer users of the system Gestalt [168]). My research explores interactive techniques
to design systems that support people to interactively construct ML models for diverse set
of use cases.

My research supports power users in communicating their preferences (data analysis
goals) to ML models, and empowers them to interactively construct, select, and steer (ad-
just) these models using VA systems. To that end, I investigate numerous interactive VA
techniques such as model selection, multi-model steering, interactive objective functions,
and conflict resolution in objective specifications (see Section 1.3). Through this research, I
explain each of these techniques using prototype VA systems that are further deployed and
tested with real users (see Figure 4 for the systems I built that support various user tasks).
I validated the effectiveness of these systems by collecting and analysing data to measure
task completion times, user satisfaction ratings, success rates of finding a user-preferred
model(s), model accuracies along with qualitative user feedback about the system’s usabil-
ity. I describe lessons learned from the evaluation of these systems that further enriched my
understanding of how power users communicate their preferences to ML models through
the designed interactive techniques.

1.3 Terminologies

In the following, I define a set of terminologies seminal to the contributions of this thesis,
and to ensure readability of the rest of the document.



Model: A model is a mapping from an input space to an output space. In the context of
machine learning, an input space is the input data (i.e., images of animals), while an output
space is a variable in the data that users wish to predict (i.e., labels of images such as cat
or dog) or a low dimensional representation of the input data. Mathematically, a learning
algorithm A maps a training set Dirain to a model T by searching through a parameter
space. A model is described by its parameters , while a learning algorithm is described
by its hyper-parameters . A model parameter is internal to a model, where its value can
be estimated from the data. Model parameters refer to values that are learned during the
training of a model, such as coefficients, while hyperparameters are typically determined
through some process external to training, such as cross-validation.

Parameters
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Figure 3: Simplified view of a hyper-dimensional model space, showing three of its dimensions.
Orange spheres represent different models in this view.

Model Space: A model is constructed by a careful selection of a learning algorithm and
associated hyperparameters. VA systems adjust the underlying model(s) by dynamically
changing it’s hyperparameters or choosing a new learning algorithm. Various combination
of learning algorithms and hyperparameters give rise to a vast number of different model
types. These different models constitute an exhaustive high dimensional model space from
which various models can be sampled using a unique combination of a learning algorithm,
and its associated hyperparameters. For example, a support vector machine model uses
a poly kernel function with other hyperparameters such as C-value, gamma, etc. I define
this space of different model types as model space. This also goes along with the definition
of model space defined by Eli et al. [30]. In this high dimensional model space, a model
is plotted as a point (see the gray box in Figure 5). It is noteworthy to emphasize that
this model space is hyperdimensional with densely plotted models, owing to a plethora of
continuous and discrete hyperparameter variables (see Figure 3).
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Figure 4: Summarizes VA systems that I have developed as part of this research, and various user
tasks it supports. The rows lists user tasks and the columns lists implication on the system.

Furthermore, in the model space, power users may search for models based on their
complexity or performance in terms of compute time. For example, power users may prefer
a model that finishes its task in an hour as opposed to a model that takes months to run
at the cost of some loss in its accuracy. However, conventionally an expert ML practitioner
might select a more accurate model even if it takes significantly longer compute time. Thus
the definition of a desired or optimal model (from the model space) may be different based
on the needs/goals of the user.
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Figure 5. Summary of my thesis work explaining my primary research question: How do power
users communicate their preferences to models?

Model Selection: Different types of machine learning models can be constructed for the
same data, problem, and task. For example, a classification task on a tabular data can
be supported by a Decision Tree, Random Forest, or a Support Vector Machine (SVM)
model. This requires making an informed decision to select the right model for the task and
the data. Selecting a model for the said task is called model selection. Inherently, model
selection is a complex process conventionally done by experienced ML practitioners. Model
selection requires critical evaluation of models, iterative exploration of their performance or
behavior, and understanding the problem domain correctly.

Model steering: When a model is selected, users can inspect its performance by reviewing
defined metrics such as cross-validation score or by reviewing the model’s output, such as
predicted labels on an input image data. If users are not satisfied with the output, they may
need to refine the performance of the model. Conventionally, experienced ML practitioners
make such adjustments by changing the model’s learning algorithm, hyperparameters, or by
defining a different cost/objective function to update the underlying parameters. However,
in VA systems end-users can adjust model performance by directly interacting with the
visual data representations/encodings, also known as direct manipulation based interaction
(see Chapter 2). For example, in the visual analytic system Dis-function users can drag
two circles in a scatterplot closer to specify their similarity to each other [29]. In response,
the system updates model parameters to achieve the specified goal (see Figure 6). This
approach to adjust a model by interacting with visual data representations in an interface
is called model steering. However there are various ways model steering can be deployed
in a VA system. For instance, a VA system embedded with a predefined single ML model
exhibits single-model steering. On the other hand, recently there are VA systems which
facilitate construction of multiple ML models to satisfy user objectives such as Clustervi-
sion, Hypermoval, etc. [131, 179]. These systems, in response to user interactions, update
model hyperparameters of multiple ML models simultaneously to automatically adjust their
behavior. This approach is called multi-model steering.

Model selection and multi-model steering are very similar yet distinct concepts. While
model selection investigates finding the right model for the data, task, and the problem
domain, model steering facilitates improving/adjusting model behavior by updating its
hyperparameters and parameters. However, both of these techniques help users to find the
right (optimal) model based on the choices they specify. In addition, both model selection



and model steering help users interactively navigate the model space in search of regions
where the likelihood of finding better models is higher. In essence, these techniques deploy
statistical methods based on specified user interactions triggering smarter searches in the
densely plotted high dimensional model space (see Figure 5).
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Figure 6: The interface of Dis-function, a VA system that enables users to change the underlying
function in a model. Users can specify similarity or dissimilarity between data items by dragging
points in the scatterplot on the left. [29]

Interactive Objective Functions: While multi-model steering was effective, it seemed
from the interactions in the other systems, that users can specify a range of implicit feed-
backs that often are not communicated back to the user. In some cases, users may not
understand how each of these preferences affect each other, and more importantly often
these preferences when applied together may conflict with one another. Every ML model
uses an objective function, often called loss or cost function. Through my research, I pro-
totyped a novel VA technique called interactive construction of objective functions. This
technique visualizes an objective function showing it’s sub-objectives/component objectives,
and constraints. Furthermore, it allows users to interactively specify these sub-objectives
to suit desired goals. Interactive construction of objective functions allows modeling ML
solutions that cater to specific user requirements. Visual representation of the objective
function explicitly show users the set of constraints or sub-objectives that are satisfied or
vice versa. The interactive objective function may also reveal conflicting sub-objectives
which may present to users the need to review their preferences further. To my knowl-
edge, this technique is not practiced, applied, or deployed in any existing VA system in
the literature of visual analytics. Through this work, I showed interactive objective func-
tions empowers people to better satisfy personalised goals (using Auto-ML model solvers)
as opposed to relying on stand-alone Auto-ML workflows.



1.4 Current Approaches in Visual Analytics

Over the years, VA systems have helped users glean insights and discover hidden patterns in
data. These systems have shown to handle massive, heterogeneous, and dynamic sources of
data by presenting visual data representations (data items encoded as visual graphical user
elements) integrated with user interactions. They facilitate users to process and analyze vast
amount of information fluidly [117] by facilitating visual data analysis. Further, these visual
data representations help reduce users cognitive load to process massive information from
dynamic and heterogeneous data sources. VA systems support a wide array of tasks ranging
from high to low such as, data exploration, data comparison, ranking, summarization,
storytelling, making sense of large data, etc. [67, 87, 90, 151, 219, 221]. Extending this
list of data analysis tasks, recent VA systems have integrated ML-based methods. ML in
VA gave rise to interactive machine learning (IML) systems [76] which allows advanced
data analysis tasks such as, classification, regression, clustering, graph matching, etc. [10,
106, 188]. For example, using a system like Hypermoval [179] users can construct and
review multiple regression models. Past efforts in integrating ML models with VA systems
visually represented model outputs as graphical encodings, just like visually encoding data
values. For example, researchers visualized decision boundaries by plotting data points as
dots in a scatterplot, and encoding decision surfaces as a line separating the dots [80, 191].
This method can be easily used to represent output from a diverse set of ML models
(e.g., SVM, Decision Trees, Neural Networks, etc). However, these visualization techniques
do not explain the internal operation/reasoning of a model [116]. Consequently, visual
representations of ML models in current VA systems can be made more intuitive than
several of the existing visualization solutions such as decision surface view, ROC curves,
cost curves, etc. [64]. Furthermore, along with the visual representation, user interaction
is very crucial in integrating ML in VA. While the former allows users to visually explore
and perceive the data or the model, the later helps the user to demonstrate intent to adjust
model performance/behavior by direct manipulation of visual data representations as seen
in these works [31, 69, 70, 71, 136].

Conventionally building a machine learning model is a complex process requiring spe-
cific knowledge about the theory and application of machine learning processes. A typical
workflow of this complex ML model construction includes - data collection, data cleaning,
data annotation/labeling, feature extraction, feature selection, feature transformation/pre-
processing, and selecting appropriate learning algorithms with associated hyperparameters.
Finally, the process ends with hyperparameter tuning to get best performance in terms of
accuracy or other defined measures. Evidently, the complexity of model construction is
beyond the purview of end-users such as, domain experts or users who do not have the
appropriate skillsets or training. Without VA systems, typically any end-user involvement
in the model building pipeline is mediated by ML experts. In this process, the mere con-
tribution of end-users can be summarized as: (1) data preparation, (2) answer data-related
questions, and (3) review model output mediated by an ML practitioner/developer [10].
This can be changed if visual analytic systems allow power users perform similar opera-
tions that are usually performed today by expert ML users through coding or programming
techniques.

Holzinger et al. showed four types of ML methods in practice (see Figure 7): (1) Unsu-
pervised ML: methods which does not require human input and is completely automatic, as
it does not need a human to label the data. Human experts only review the results of this
method in the end. (2) Supervised ML: humans label training data and often select features
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Figure 7: Four different ML-pipelines shown. The colored dots represent input training data, the
human head icon figuratively represents the involvement of a human in the model building pipeline.
Towards the left is the model output, towards the right is the input to the models. In between lies
all the complex computations that drive the models. A unsupervised, B supervised, e.g., humans
provide labels for training data and/or select features, C semi-supervised, D the interactive ML
approach where humans also actively participate in the logics behind the models using interactive
techniques [99].
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for the ML models to use to make predictions on a test data set. A good example of this
kind is the classification task. (3) Semi-supervised ML: this approach fuses the previous two
approaches by learning on data which has a mix of labeled and unlabeled data items. Model
learns the data and predicts labels on unlabeled data points based on similarity. (4) Interac-
tive ML or Human-centered ML: this approach includes a human as an active participant in
the model construction process. Here humans communicate preferences using interactions,
to directly affect the internal operations of a model, i.e., distance or loss functions or specify
the weightings of data items or features, etc. (see Figure 7). This is ongoing research where
various approaches and methods are being invented, tested, and deployed to solve a number
of domain problems, see Chapter 2 for further details. In my research, I seek to investigate
this approach further, by including humans in the loop of model construction by designing
novel Ul and interactive techniques. in human-centered ML systems to empower end-users
collaborate with machines to construct robust ML solutions.

1.5 Challenges

While the idea of interactive machine learning is promising in theory, there are various
challenges to the design and deployment of such systems, explained further below:

Expertise: Users who need access to ML may exhibit varying expertise/skillsets in ML.
For example, while some users are experts in ML (e.g., data scientists, ML practitioners),
others are intermediates who may have programming experience with limited training in
data science or ML. (e.g., Gestalt is a visual analytic tool for software developers to debug
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models). The third type of users are people who have no data science/ML experience
i.e., non-experts in ML. Patel et al. described three difficulties in visual analytics systems
for non-experts based on a study that tested ML-based VA’s. These were: (1) difficulty
in applying iteration in the model exploration process, (2) difficulty in interpreting ML
models, and (3) difficulty in gauging ML model performance [170]. As a solution, they
proposed to build a library of generic models, that non-experts can use off the shelf for
model exploration. Further, a survey conducted by Yang et al. highlighted that designing
novel interactions and interfaces for ML tools for non-experts is vital, or else users are prone
to make mistakes (due to lack of technical expertise) [248]. Compared to these set of users,
expert ML users may also use VA systems to construct models, debug it’s performance,
or may rapidly experiment with new hypotheses [188, 232]. As such, diversity in users’
expertise poses a challenge to the design of future VA systems that provides affordances to
model construction/selection.

User preference modeling: In VA systems, user preferences or intents guide how models
can be adjusted to specified goals. Thus it is critical to understand how VA systems auto-
matically infer or capture user preferences based on how users interact with these systems
[184]. In the past, user preferences have been modeled successfully in various domains such
as recommender systems. For example, Middleton et al. described two approaches to model
user preferences, which often is also termed as user modeling: (1) Knowledge-based and (2)
Behavior-based. The knowledge-based technique builds a static model of users and dy-
namically matches users with a closest fitting model. On the other hand, a behavior-based
approach tracks the behavior of the user when they interact with the system [155]. Based on
the usage, this approach utilizes ML-based techniques to predict items users will be inter-
ested in such as web pages or products to buy. Other works in user modeling can be found
here for reference [6, 125, 135, 172]. While useful, these methods model user preferences
that are not applied to systems where the users’ primary task is to construct a model. In
interactive systems that support model construction, it is a challenge to correctly identify
and estimate what kind of interactive controls users wish to have that interactively adjusts
models [116]. Furthermore, it is vital to understand how to translate these interactions into
mathematical processes that drive ML algorithms to support the desired task. Through my
thesis, I seek to address various interactive techniques to infer user preferences to adjust
underlying models in VA.

Metric Selection: VA systems integrated with ML models, have shown to perform better
than fully automated online model training workflows in supporting user goals. For instance,
in this work [8], a physician’s expert knowledge is embedded in the data extraction process
using a visual interface showing excellent results. However, users of these systems being
novices in ML may pick less effective metrics to evaluate or verify model performance.
Conventional “accuracy” prediction metric, values each data instance equally, while real
application scenarios might wish for selective weighting of data instances based on either
cost of mislabelling of important data instances or as specified by the user. For example,
in a spam detection problem, classifying relevant emails as spam is more expensive than
vice versa. It shows that the cost of misclassification is uneven by data instances. Thus
choosing correct metrics to select models is vital to build models that are more personalised
and domain-specific. However, it is a challenge to define these metrics that can be used
for model selection. Conventionally when ML experts train models they rely on traditional
metrics for model selection such as log scores, prediction accuracies, F-measures, ROC
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curves, etc. [64, 220, 234]. However, when non-experts or domain experts interact with ML
systems, many users utilize perceived percentage accuracy as the only measure to gauge
model performance, often leading to selection of sub-optimal models [116]. Furthermore,
unlike ML practitioners, non-experts are driven by subjective preferences and preconceived
notions (also called domain knowledge). This poses a problem in defining appropriate
metrics for model selection, making it difficult to infer what is the right model for the
task [116]. Through this research I seek to understand the right metric for power users
to evaluate and select a model for various tasks by designing and testing prototype VA
systems.

Testing VA Systems: Even though there are established metrics in ML (e.g., accuracy,
precision, etc.), there are none which captures subjective choices of end-users. For example,
in a design study with biologists for a clustering task [51], we observed that users were driven
by their subjective expectations to select clustering models as opposed to rely on known
metrics such as, silhouette score, homogeneity index, etc. Lack of appropriate metrics makes
it hard to design experiments to gauge the correctness of results in VA systems. One solution
to this may be to conduct longitudinal studies with domain experts. However, establishing
a relationship with domain experts to evaluate such systems is time-intensive and depends
on the availability of such users. In addition, the evaluation results are difficult to replicate
and compare with previous studies, due to the subjective nature of the feedback. While
processes that includes ML modeling in the context of VA, incorporates domain knowledge
to improve model predictions [16] there is no substantial evidence on the effectiveness,
or better performance of such approaches over automated/conventional ML pipelines [99].
Through this research, I have collaborated with domain experts [51, 52] to design VA
systems that incorporate ML-based data analytic processes to help them accomplish desired
tasks. I used the feedback from these design studies as a means to evaluate and further
improve the designed VA systems.

1.6 Research Questions

My primary research question is - How can people communicate their preferences to con-
struct machine learning models suited to their data analytic goals? To answer this research
question I have addressed the following more specific research questions:

e Q1.What are the various techniques of interactive model construction and selection
in human-centered machine learning?

e (Q2.How effective are multi-model steering and interactive model selection in support-
ing domain experts to construct clustering models?

e (Q3.What are the interactive techniques that empower people translate their prefer-
ences into objective functions?

e Q4.How can interactive visual interfaces help users to detect and resolve conflicts in
objective functions?

Answering these questions I built new processes to include humans in the ML modeling
pipeline by developing workflows in which user interaction data can inform ML algorithms.
Specifically, my work guides users in model steering, objective function creation, and model
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Figure 8: Workflow to empower power users communicate their preferences (data analysis goals)
to models.

selection through the use of visual interfaces, without writing code to build supervised
(classification and regression) and unsupervised models (clustering) using tabular data (see
Figure 8).

1.7 Thesis Statement

New visual analytic systems should allow users to interactively construct, adjust, and select
multiple machine learning models with more granular controls (in comparison to current
systems such as Auto-ML platforms) to attain personal analytical goals.

1.8 Thesis Outline

Below I outline steps I conducted as part of this thesis:

Studied current interactive ML systems: I started this research by studying visual-
ization techniques, user interactions, and usability issues in current ML-based VA systems.
I conducted an extensive literature review to understand the current space of VA systems
that allow interactive construction of ML models supporting various analytical tasks, use
cases, data types, problem categories, and catering to users with diverse expertise. For
example, in a system like Interaxis [121], users drag and drop data points to different re-
gions of a scatterplot, triggering the system to learn a function, which closely imitates the
user’s goals and constraints. Similarly, another VA system, Clustervision [131] allows data
scientists or domain experts with some data science expertise to explore multiple clustering
algorithms and steer them based on specified interactions. In VA systems like these, users
interact with the visual encodings or data marks to communicate their preferences to adjust
the underlying models. Based on the demonstrated interactions the interface updates the
visual encodings to reflect the change in the model outputs. Next, users inspect the visual
encodings to verify if the model improved or not or if the model confirms to their expec-
tations. This process continues until the user is satisfied by the model. In Chapter 2, 1
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summarize my research findings from the extensive study of current VA techniques/systems.

Designed and tested VA systems: To seek solutions to various challenges in ML-based
VA systems (as described in section 1.5), I designed and prototyped a series of VA sys-
tems that enable interactive model construction and selection. While in theory, this may
seem promising and relatively straight forward, in practice, while designing these systems, 1
sought to answer or balance a wide range of questions pertaining to the interaction design,
usability, usefulness, and computational feasibility. For example, how do people inspect or
interpret output from multiple ML models? How do they select models from a wide range
of model options/types? What are the metrics that are meaningful to people that can be
used to select these models? What are the metrics to capture the subjective aspects of the
user preferences? How do people steer multiple models if a single pre-defined model is inad-
equate to support their data analytic tasks? These are merely a small subset of questions
that needed further investigation, as I brainstormed VA solutions for people needing ML.
Furthermore, I evaluated these prototype VA systems by conducting research experiments
to find answers to some of these questions. Based on the experiment results (e.g., from
quantitative data analysis or qualitative user responses/feedback), I further refined and op-
timized these systems empowering power users to interactively construct models without
the need to program or code or learn extensive data science skills. In this context, though
these users may or may not be data scientists, I expected that they should have elementary
data analysis skills using tools such as Tableau, Power BI, MS Excel, etc. This ensures
that they can relatively quickly learn the interactions in the deployed systems and inter-
pret visualisations that are designed to communicate model outputs and other associated
information to make an informed decision in selecting models.

Worked with power users: As aforementioned, the target users for my research are
people or analysts who need ML-based data analysis approaches. Furthermore, they may or
may not be data scientists, but they have real data, real problems that need ML solutions,
and context-specific domain knowledge to inform the underlying ML processes. Seeking to
understand how power users interact with VA systems, I followed a design study protocol
by developing a VA system incorporating some of the techniques I invented/investigated
as part of this thesis (see Figure 2). Specifically, I worked with biologists at the Georgia
Institute of Technology who intended to explore a genome (GWAS) dataset by using the
designed interactive visual cluster analysis tool called Geono-Cluster. As part of this col-
laboration, I conducted observational studies and interviews to gather user requirements
to further understand the context/problem better. Based on user feedback, I iteratively
refined the prototype with the goal to help biologists construct an ”optimal” clustering
model. I describe this collaborative experience and outcome in detail in Chapter 4.

1.9 Contributions

In this research I have examined two principal interaction techniques, multi-model steering
and interactive objective functions. While multi-model steering describes capturing implicit
user interactions such as providing labels, weights to data items or features, etc. to interac-
tively adjust multiple models’ behavior, interactive objective functions explicitly let users
create loss functions that Auto-ML systems can solve for, to find user-preferred models that
solve their data analytic goals. In the following I list the contributions of this thesis:
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1. This research contributes a series of VA systems and studies on interaction design
and algorithmic techniques to understand how end users can interact with multiple
ML models using visual interfaces. These studies further confirm interactive processes
that allows people to intelligently navigate an overtly large model space to find ML
models supporting their data analytic goals.

2. Through this research I validated multi-model steering and interactive model selection
techniques with domain experts using real-world data on a year long design study.
This study showed how these methods can be deployed in real-world where ML can
provide practical analytical solutions.

3. Furthermore, to my knowledge this research is the first to present a visual interface in
creating interactive objective functions for multi-model based classifier construction.
Extending this work, this research also contributes a novel algorithm and interactive
workflow to detect and resolve conflicts in user-defined objective functions.

The above contributions help power users interactively construct and select ML models
using VA systems. More importantly, interacting with the visual interface elements, these
users can interactively adjust models’ behavior until they are satisfied with the models’ out-
put that supports their analytical tasks (see Figure 5). Through quantitative measurements
and qualitative observations from multiple controlled-lab user studies, I found that the inter-
action techniques from this research helped people to find an optimal/suitable model from
an overtly large space of possible ML models. The problem of finding a suitable model from
this high dimensional, infinitely large model space without any computational guidance or
statistical method is similar to finding a needle in a haystack. On one end, analysts can
navigate this model space by randomly sampling new models and testing their performance
in terms of accuracy (or other user-defined metrics). However, random navigation of the
model space (an approach similar to finding a needle in a haystack) does not guarantee to
find the optimal model for the desired task. To combat that, conventionally ML practition-
ers/developers navigate the model space using data science principles in search of regions
(sub-space of the model space) that contain better performing models [77, 166]. However,
through the work of this research, people can interactively navigate this high dimensional
model space to find a suitable model for their analytical task.

1.10 Scope and Limitations

My research investigates novel interaction and interface solutions for web-based desktop
applications. Any other touch-based platforms, such as mobile applications or speech-based
interfaces, are outside the purview of my research work. Further, to prototype and test
VA techniques or systems, I scope my research exploration to medium size datasets (e.g.,
a dataset with few hundred thousand data samples). VA systems that are designed for big
data are out of the scope of this work. Furthermore, my research focuses on: (1) Commu-
nicating user preferences to ML models, and (2) Interactively constructing ML models for
various data analytic tasks. It barely touches on model interpretability towards the end
of my research. However, designing systems that supports in-depth model explanations is
beyond the scope of this research.

15



CHAPTER II

RELATED WORK

In this chapter, 1 discuss various efforts in visual analytics to bring machine learning to
the masses. These VA systems range from single to multi to automated systems. Many of
these efforts are done in conjunction with domain experts. In the following I summarize
literature review of applied machine learning using visual analytic systems.

2.1 Interactive model construction in Visual Analytics

Interactive model construction has been a flourishing avenue of research in the recent past.
In general, the design of such systems make use of both explicit user interactions such as
specifying parameters via graphical widgets (e.g., sliders), or implicit feedback including
demonstration-based interactions or eye movements to provide guidance on model selection
and steering. These types of systems build many kinds of models, including metric learning
[29], decision trees [236], and dimensional reduction [69, 121, 133]. For example, Jeong
et al. presented iPCA (see Figure 9-(a)) to show how directly manipulating the weights
of attributes via control panels helps people adjust principal component analysis [105].
Similarly, Amershi et al. presented an overview of the interactive model building process
[10].

Stumpf et al. conducted experiments to understand the interaction between users and
machine learning based systems [224]. Their results showed that a collaborative shared
intelligence-based framework grounded in user interactions could help both users and sys-
tems. Stumpf et al. conducted a think-aloud study to understand the forms of feedback
humans might give to machines [223]. They found that these included suggestions for
re-weighting of features, proposals for new features and feature combinations, relational
features, and wholesale changes to the learning algorithm. They showed that user feed-
back has the potential to significantly improve machine learning systems, but that learning
algorithms need to be extended in several ways to be able to assimilate this feedback [223].

(a) (b)

Figure 9: Shows (a) iPCA interactive VA. (b) Interaxis system allowing interaction based scaling
of axis on the fly.
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One of the core functionalities in these VA systems is the ability to steer ML models
interactively. Interactive model steering can be done via demonstration-based interaction.
The core principle in these approaches is that users do not adjust the values of model pa-
rameters directly, but instead visually demonstrate partial results from which the models
learn the parameters [29, 69, 70, 71, 136]. For instance, Brown et al. showed how reposi-
tioning points in a scatterplot can be used to demonstrate an appropriate distance function
[29]. It saves the user the hassle to manipulating model hyperparameters directly to reach
their goal. Similarly, Kim et al. presented InterAxis [121], which showed how users can
drag data objects to the high and low locations on both axes of a scatterplot to help them
interpret, define, and change axes with respect to a linear dimension reduction technique
(see Figure 9-(b)). Using this simple interaction, the user can define constraints which
informed the underlying model to understand how the user is clustering the data. Wen-
skovitch and North used the concept of observation level interaction in their work by having
the user define clusters in the visualized dataset [245]. By visually interacting with data
points, users are able to construct a projection and a clustering algorithm that incorporated
their preferences. There are also work in the literature which shows benefits from directly
manipulating a visual glyph to interact with the system, as opposed to control panel style
user input [24, 71, 115, 189, 200]. From a user experience perspective, my research aligns
closely with these demonstration-based techniques. Interaction techniques prototyped by
my research does not presume our users have expertise in model building or steering, but
rather let them manipulate the visual results of the models to incrementally refine and steer
them.

2.2 Single model based systems

The list of works mentioned above represents single model based VA systems helping non-
experts build and adjust model parameters by either a control panel or through UI elements
which enables them interactively demonstrate feedback. The spectrum of problem types
these systems solve is adequately wide. It includes ranking [240], metric learning[29], deci-
sion trees [236], dimensional reduction [69, 121, 133], feature selection [105], weight space
exploration [166] and many more. For instance, Podium [240], is driven by a single linear
SVM model with the goal to compute attribute weights based on users subjective preference
of multi-attribute data items.

In all of these examples, the model infers parameters based on users demonstration of
intent by direct manipulation of graphical widgets. Miihlbacher et al. [159] explained in-
creased user involvement in black-box algorithms, using parameter refinement to change the
underlying models. Pezzotti et al. [176] have shown a single user steerable model to provide
feedback to tSNE models for dimensionality reduction. Similarly, in an interactive recom-
mender system, a user can provide continuous feedback by recording additional choices, or
by explicitly scoring (liking/disliking) individual items [104]. My research contribution is
distinct from these as I am empowering users to communicate their preferences to multiple
ML models (as opposed to a single ML model) with the goal to select a model appropriate
for the task and the problem domain.

2.3 Multi-model based systems

Recently multi-model based VA have been explored which comprises of VA’s that account
for multiple ML models simultaneously to support desired user tasks and goals. Some
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multi-model VA systems use multiple models for the same task. For example, Hypertuner
[232] looked at tuning multiple machine learning model’s hyperparameters. Other multi-
model VA systems account for one model for one task, thus supporting multiple tasks in a
single VA system. For instance, the system StarSpire from Bradel et al. showed utilizing
semantic interactions to steer multiple text analytic models from a set of demonstrations
available to users [27]. While effective, their system is scoped to text analytics, handling text
corpora at multiple levels of scale. All of these works are very close to my research as they
investigate adjusting multiple ML models to support user goals. They also support model
space traversal by tuning hyperparameters to find models that best support user-defined
constraints.

o e e

Figure 10: Shows (a) Ensemble Matrix allowing users to look at multiple ensemble options. (b)
Model Space viewer showing component ML models of an ensemble ML model.

Furthermore, Shneider et al. showed visual integration of data and model space (See
Figure 10-(b)), by allowing users identify effective component models on data items from a
classification model ensemble [204]. Patel et al. showed an example technique to work with
multiple model systems helping users understand the relationship between data, models,
and features [169]. Piringer et al. showed an interactive visual analytic system helping
multiple regression model comparison and validation in an interactive fashion [179]. Their
technique specifically uses a comparison of multiple model outputs to help users select the
best model. Similarly, Cutura et al. prototyped an interactive multi-model selection tool
focused on the comparison of multiple dimensionality reduction models [190]. Kwon et
al. [132] showed a tool to visually identify and select an appropriate cluster model from
multiple clustering algorithms and parameter combinations. However, their work targeted
data scientists as the user, while we are aiming to build techniques for domain experts
without formal data science training.

2.4 Model Space and Model Ensembles

In the literature, there is ample contribution in model space and parameter space analysis
to traverse the model space. Sedlmair et al. [206] defined visual parameter analysis as a
variation of model parameters, generating a diverse range of model outputs for each such
combination of parameters. Their work investigated the relationship between the input and
the output within the described parameter space.

The topic of model ensembles is related to multi-model steering and model-tuning.
Model ensembles increase model performance by fusing multiple model’s strength. Different
strategies yield different kinds of model ensemble [112, 113]. For example, Potter et al. [182]
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showed an interactive ensemble model to allow focus and discovery of simulation outcomes.
Datta et al. built a system CommunityDiff, showing a mechanism to visualize ensemble
space by using a weighted combination of various algorithms to aid identifying patterns,
commonalities, and differences in the space of community detection problem type [56].
Talbot et al. [228] built an interactive ensemble matrix system as seen in Figure 10-(a)
visualizing confusion matrices to allow insight gain on various component classifiers. Model
ensembles can be built by training the component models on different subset of data [28, 81],
or by using different algorithms [130, 246] for each model type (e.g., by using bagging [28]).
Through my research I am interested in making contribution in this space by: (1) inventing
a technique to search through multiple types of models (i.e., Random Forest models with
various hyperparameter and parameter settings), and (2) interpret subjective preferences
from user interaction as feedback on all models causing hyperparameter tuning directly
changing model behavior in parallel.
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Figure 11: Auto-Weka interface that allows users to automatically build machine learning models
by specifying input data and the machine learning task.

2.5 Automated Model Selection Systems

Model building requires selecting a model type, finding a suitable library, and then searching
through the hyperparameter spaces for an optimal setting to fit their data. For non-experts,
this task can amount to many iterations of trial and error. In order to combat this guessing
game, non-experts could use automated model selection tools such as AutoWeka [128, 231],
SigOpt [167], HyperOpt [22, 127], and AUTO-SKLEARN [78].These tools execute intelligent
searches over the model space and hyperparameter spaces, providing an optimal model
for the given problem type and dataset (Refer the interface of Auto-Weka in Figurell).
AlphaD3M, is another automatic machine learning system that utilises meta reinforcement
learning on sequence models. Their technique uses edit operations performed over ML
pipelines to explain the underlying processes [63].
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These systems also called Auto-ML is impacting substantially not only to include non-
experts in constructing models, but also by helping data scientists be more productive, and
efficient. It empowers users to test multiple hypotheses and parallelise their process to search
for optimal models. Comparing these Auto-ML systems however, is nearly impossible, as
each of these are designed and implemented differently and do not share a common interface
or protocol to compare results. Another problem in this space, is to debug a black-boxed
Auto-ML system. Usually, developers go through system logs to evaluate the efficiency of the
underlying model search process, diversity of models accessed, how well the selected model
represents all the class categories in the input data. Analysing logs is a tedious process, and
often out of the skillset of users who are novices in machine learning. Large corporations such
as Google, build their own internal tools to explain some of these systems. For example,
Google Vizier, an internal platform at Google, performs black-box optimization to tune
parameters across all various ML models, and further supports explainability to the Google
Cloud Platform [88]. However, these tools are all based on optimization of an objective
function which takes into account only features or attributes that are quantifiable. This
means that such systems ignore the domain expertise of users, which is often not directly
encoded in the data. Instead, my work explores how to incorporate this domain expertise
through user feedback that is integrated into the model selection process.

SRR TR o ok ol ok ol oJE
A : [52)

Figure 12: Stacgenvis system empowers users in dynamically managing data instances, selecting
the most relevant features for a given data set, and finally interactively selecting models for their
problem [39].

2.6 Human-centered machine learning

Human-Centered Machine Learning studies frameworks of machine learning that include a
human in the process [11, 12, 198]. A related area of study is the modification of algorithms
to account for human intent. Sacha et al. showed how visual analytic based processes could
allow interaction between automated algorithms and visualizations for effective data analysis
[198]. They examined the criteria for model evaluation on an interactive supervised learning
system. They found users evaluate models by conventional metrics, such as accuracy and
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cost, as well as new criteria such as unexpectedness. Sun et al. developed Label-and-
Learn, allowing users to label data facilitated by interactive visualizations [226]. Their
goal was to allow users to determine a classifier’s success and to analyze the performance
benefits of adding expert labels [226]. Bernard et al. emphasized the knowledge generation
process of users performing a visual interactive labeling task, as opposed to conventional
machine learning methods [23]. Ren et al. explained debugging multiple classifiers using
an interactive tool called Squares [188]. Stackgenvis is a visual interface that empowers
users to select optimal models, organize data instances, and select relevant features to train
models [39] (see Figure 12).

Holzinger et al. discussed how automatic machine learning methods are useful and
discussed their uses in various domains [99]. They noted that these systems generally
benefit from large static training sets, which ignore frequent use cases where extensive data
generation would be prohibitively expensive or unfeasible. In the cases of smaller datasets
or rare events, automatic machine learning suffers from insufficient training samples. They
claim such an NP-hard problem can be successfully solved by interactive machine learning
via input and assistance from a human agent [99]. This concept of computational models
fostering human and machine collaboration is further explored in [49]. Through research
investigations, I seek to extend these formalizations by considering human interaction as an
estimation of a loss function of the models viewed by the user. In doing so, we generalize
human-centered machine learning to multiple models.

2.7 Domain applications of machine learning

Machine learning has impacted many domains, where doomain experts extensively use
ML models and pipelines to make informed decisions, in their analytical tasks, such as
clustering data to understand associations and relationships between instances and features,
or sentiment classification of text data to make sense of peoples’ opinion on a topic on social
media. In the following, I describe relevant applications of ML in bio informatics and public
policy, as I learned through research collaborations with these domain experts.
Bio-informatics: Through my research, I have worked closely with biology researchers to
help them interactively cluster data [51]. I learned there are many interactive tools that
assists users to interactively cluster data (e.g., [19, 37, 58, 66, 92, 100, 131, 146, 162, 197,
208, 245]), a summary of which is presented here. An early tool to cluster gene datasets
is realized in the Hierarchical Clustering Explorer [211] which uses interactive coordinated
displays including dendrograms and 2D scatter-grams to support exploration of hierarchical
clustering of gene expression datasets. Further, consensus clustering method was shown by
Monti et al. [158] as a means to help users in analysis and guidance to select a model from
available clustering methods. Their method allows a consensus across multiple iterations of
clustering algorithms, in order to evaluate the stability of found clusters. XcluSim [150] is a
tool for bio-informatics data helping users to compare multiple clustering results, supporting
a diverse set of algorithms. XcluSim combines several small sub-views to form a multi-view
layout for cluster evaluation. Another platform, called StratomeX [139] is an interactive
visualization application that enables users to explore the relationships of sub-types across
multiple genomic data types. StratomeX is mainly designed to support tasks with “com-
parative nature” (e.g., evaluate how well two or more stratification’s support each other).
CComViz [107] is a different application that uses the parallel sets technique to compare
clustering results. Kern et al. proposed novel methods for evaluating and comparing cluster
results and implemented their methods into StratomeX.

21



Clusterophile [58] and Clusterophile 2 [37] are both designed to enable users to explore
different choices of clustering parameters and reason about clustering instances in relation to
data dimensions. iVisClustering [134] is a tool that enables document clustering based on a
widely used topic modeling method called latent Dirichlet allocation (LDA). Hu et al. [100]
and Guo [92] developed interactive tools that enable users to select features while clustering
their data. ClusterSculptor [162] is another tool that aids data scientists in the derivation of
classification hierarchies in cluster analysis. VisBricks [138] provides multiform visualization
for the data represented by clusters (it enables users to select which visualization technique
to use for which cluster). While these tools support biologists cluster data, we realized
that interactive visual analytic systems needs to be designed to reduce users’ cognitive cost
as they interact, and enhance interaction expressivity by implementing novel interactions
that trigger underlying models to incorporate user preferences, without users’ having to go
through navigational menus, control panels, or selecting model hyperparameters.

Public Policy/Urban Planning: Recently, I have worked with urban planners who use
large scale social media data to mine peoples’ opinion and use this information to design
new urban policies [52]. Here I summarize, application of machine learning in public policy.
Urban planners use large scale social media data [145, 148, 194] to get access to citizens’
opinion [26, 140, 161] on topics related to their domain. In this process, they use various
ML modeling techniques (e.g., topic models, sentiment classification, text summarization,
etc.) and visualizations to make sense of the data and the results from the model [123].
For example, Zhang et al. discussed engaging citizens and other stakeholders in discussion
related to spatial planning. In doing so, they demonstrated the application of a web-based
toolkit applying hierarchical topic modeling. Their work highlighted three key methods:
harvesting geo-social media data from an online resource, identifying text-based social media
messages that relate to spatial planning topics, and semi-automatically summarising the
contents to explore the themes that appear in the public input.[254]. Other approaches
of topic modeling in urban planning using social media data can be seen here [95, 153].
Furthermore, the sentiment classification task has proven to be pivotal for urban planners
to understand peoples’ sentiment [123, 145, 180, 194]. For example, Paul et al. prototyped
Compass, a deep learning based technique of spatio-temporal sentiment analysis from large-
scale social media data, on the topic of US Election in 2016 [171]. While these works prove
the application and use of ML in the domain of public policy and urban planning through
research we realized further work is needed to ensure domain experts access to ML-based
technologies which entails being able to adjust models, reason about the models that they
select, and interactively navigate the space of model options.

2.8 Interpretability and explainability in machine learning

An aspect of this research helps users to reason about models. While simpler models such
as decision trees, or linear regression models are easier to explain or interpret, more complex
models such as ensemble models (boosted trees or random forests), and deep neural networks
are considerably difficult to interpret. The underlying decision making processes of such
models are black-box to the user, which is an open research area in human-centered machine
learning. In the following I provide a brief overview of model interpretability to get a better
sense of what others in the research community have addressed over the years. A model
can be explained by: (1) either using inherently interpretable models (surrogate decision
trees, linear models, additive models etc., or (2) using post-hoc analysis methods to analyze
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trained deep neural networks or other similarly complex models to help users interpret them
[65]. Furthermore, past efforts in post-hoc model interpretation can be categorised as local
and global explanation techniques. Local explanation techniques show a model’s reasoning
process in relation to each data instance. Global explanation techniques aim to provide an
understanding of the models’ behaviour as a whole and analyze what knowledge has been
acquired after training.

Interpretable models: This category includes models that are inherently interpretable,
such as decision trees, rule-based models [137], additive models [34], sparse linear models,
etc. [235]. Compared to neural networks or ensemble models, these models comprises
of internal components that can be directly inspected and interpreted by the user. For
example, users can probe various branches in a decision tree, or visualize feature weights
in a linear model. While these models help users make sense of the model predictions, the
performance accuracy falls behind compared to state of the art complex models such as
deep neural networks. However, owing to the benefits of simpler models, recently a number
of neural network architectures also utilises interpretable components such as attention
modules [247] or prototype layers [38, 96, 143, 156] for easy human interpretability. As
useful these additions are to the network architecture, these models may need to balance
between model performance (i.e., accuracy) and interpretability.

Locally explainable models:  This approach includes explaining a pre-trained ML
models’ reasoning process with respect to input data instances. In this space, a frequently
used technique is to calculate and visualise feature attributions [13, 17, 73, 149, 185, 209,
216, 217, 227]. Feature attributions can be computed by slightly perturbing the input fea-
tures for each instance to verify how the models’ prediction response varies accordingly
[126, 217]. In the context of deep neural networks, feature attribution can be computed by
back-propagating through the network [209]. Another technique in this category includes
sampling features in the neighborhood of an instance to compose an additional training
set. An interpretable surrogate model is re-trained using the same training set such that it
mimics the original models’ performance accuracy. Using this approach an original models’
prediction can be explained by an interpretable model (e.g., linear regression) that is rela-
tively easier to inspect [192]. A major flaw in this approach is that local explanations are
shown to be less reliable and consistent as the explanations holds true only for a specific
set of data instances. The explanations do not hold true for other similar data items in the
training set. In other words, for two data instances from the same class label, the explana-
tions may strikingly contrast from one another. In addition, it could also be badly impacted
by adversarial perturbations [84, 122] and confirmation biases [5]. Another drawback of this
approach is that users have to go through the tedious process of manually inspecting each
data instance to make sense of the model.

Globally explainable models: This approach focuses on explaining models’ behavior by
showing a global overview, rather than describing predictions of local instances or input re-
gions [65]. For deep neural networks, a particular set of global model explanation techniques
focus on understanding the latent representations learned by the neural network through
activation maximization techniques [252] which calculate inputs that can maximally acti-
vate each individual neurons in intermediate layers in a neural network. There are also
concept-based explanations that show how models’ makes predictions globally by recover-
ing relevant concepts [85, 120, 249, 256] that are understandable to humans. For example,

23



lTop 3 images of corgis similar to striped conceth !Top 3 images of suit similar to CEO concept]

‘Top 3 images of striped similar to CEOQ conceptl ITop 3 images of necktie similar to model women conceptl

LRI I i h K

[Bottom 3 images of striped similar to CEO concep‘tl [_Bntturn 3 images of necktie similar to model women cnncepti

r - E-,:seﬁk_;
—

. S—

My, —————=

. [ g

— — R a
—e

h = S —

h ‘i EEEE-=—-==-!55’

Figure 13: Concepts learned from input images data using the concept activation vector technique
[120].

the technique interpretable basis decomposition (IBD) explains image classification model
by showing relevant concepts that are human-interpretable [256]. In particular, concept
activation vectors (CAV) are discussed by Kim et al. [120] (see Figure 13) as a framework
to interpret latent representations in deep neural networks. This technique has been shown
to be implemented by using supervised approaches where data with human-annotated con-
cepts is available [120], or by unsupervised techniques (e.g., clustering) to retrieve relevant
concepts directly from the training data [85].

2.9 User Preference in Objective Functions

In machine learning, users solve various problems which are context-dependent and personal
[7]. For example, a problem scenario in ML to enable personalized interactions of a robot
with autistic children [196] is entirely different from that of constructing a classifier person-
alized for patients with an Alzheimer’s disease [74]. Diverse problem scenarios create an
opportunity to specify a diverse set of user preferences. These preferences are the building
blocks to construct an objective function. We studied the literature to understand what
kind of specifications users can provide to construct a robust ML model such as a classifier
[43, 233, 248, 258]. The following summarizes relevant past efforts to capture novel user
preferences. Kapoor et al. discussed, often users have to rely on the overall classification
accuracy of predictive models instead of relying on predictions generated by marginal mod-
els. Marginal models compute accuracy by taking the number of correctly labeled instances
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of test data divided by the total number of instances the model has classified [116]. This
often leads to a bad model selection. Zhu et al. described the machine teaching paradigm
where a machine teacher (usually a domain expert) shows informative data instances of
positive and negative class labels to maximize the distance between the classes[258]. These
specifications directly affect how a model learns from the training data.

Lime, a submodular optimization technique, helped users to interpret models by ex-
plaining the prediction of a model on a set of data instances [193] that are relevant to them.
Tamuz et al. showed an adaptive algorithm that estimated a similarity matrix from human
judgments based on comparisons of triples [229]. To paraphrase, the authors asked users
- 7is object A similar to B or C?” . Applying the same ideology in classification tasks a
user can specify data instances that similar and should be predicted in the same class label
or vice versa. The system Flock asked crowd workers to define the reason behind a pair of
instances to be in a positive class and vice versa. Their method captured features specified
by crowd workers when automated feature extraction was not feasible [45].

Kapoor et al. discussed if users can understand the model behavior, they can assess the
possible next moves to adjust the model further [116]. For example, users can evaluate a
model if it correctly predicts similar data instances in the same class label or not. If certain
data instances are not in the same class label, users may provide additional examples in
order to refine the model’s characterization of the data. We realize that unlike conventional
model building pipeline which relies on metrics such as precision, recall or cross-validation
scores, non-expert users can assess the quality of models based on preferences they specify
as part of an objective function.

2.10 Many-objective optimization systems

Various techniques have been used to visualize solution sets from an objection function
space such as MDS, RadViz, Bubble chart, Parallel coordinates, Self-organizing map, etc.
A detailed comparison is provided here [98]. Further, He et al. proposed a new visualization
technique to map solutions from a high-dimensional objective space to a 2D polar coordinate
plot. Their method helped understand trade-offs between objectives and find desirable
solutions [97]. Sahu et al. showed the use of a radar chart to visualize many-objective
solution spaces [199]. Walker et al. visualized a set of mutually non-dominating solutions
They used Radviz visualization to show multi-objective solutions and introduced techniques
to measure the similarity of non-dominating solutions [239].

Many researchers have looked at measures to assess the diversity of Pareto-optimal solu-
tions in multi-objective optimization problems [141, 142]. While these works have looked at
visualizing the solution space (mostly non-dominating Pareto-optimal sets) in an objective
function, we are interested in visualizing only a subset of solutions of the order of k = 1to15.
We thus used two effective visualization techniques to display the Pareto-optimal ML mod-
els - (1) Parallel coordinate plot and (2) Radial chart or Star plot view. Further, we intend
to help users construct the objective function as opposed to only view its solution space.
To our knowledge, the construction of objective functions by non-experts using interactive
visualization techniques is missing in the literature.

2.11 Con icts in multi-objective objective functions

Below we summarize, a set of works from various domains where people have addressed
conflicts in objective specification by incorporating various learning techniques. In many
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practical real world ML applications such as in finance, transportation, engineering, medical
diagnosis, etc. requires addressing multiple user goals that may often conflict with one
another [144]. Often these goals are specified to the system using a multi-objective objective
function representation [47, 175]. In such multi-objective objective functions, it is considered
as ‘k’ (number of objectives) increases, the power of finding dominant solutions diminishes
as satisfying each of the objectives becomes mathematically intractable [57]. Purshouse
et al. confirmed that multiple objectives may be conflicted with one another; resolving
conflict may show better performance in one objective than others. However, in some cases
they may also show harmony that both objectives sees improved performance [183]. A
few approaches to address better performance with a large number of conflicted objectives
includes: (1) multi-start strategies of the optimization process [101], and (2) purely random
search for objective functions with more than 10 objectives [124].

In this context, Zhang et al. defined conflict analysis as a method to find conflicts,
reason about it, and then resolve it [253]. Bell et al. further describes conflicts in decision
making and provides an overview of quantitative approaches to address them in optimiza-
tion problems [21]. Reed et al. explored scatterplot charts to visually inspect the set of
conflicting objectives to solve a ground water monitoring and optimization problem [187]
(e.g., discovered a conflict between cost and uncertainty). In machine learning, there is
a recent interest in multi-objective machine learning optimization functions, which tack-
les conflicting user objectives. For example, minimizing the number of features and the
maximizing feature quality are two conflicting objectives. In model selection, there is the
conflict between model complexity and model accuracy (more complex, more accurate the
model) [108, 109]. Multi-task learning is another avenue where multiple tasks are solved
jointly using a multi-objective optimization paradigm; however these tasks often conflict
with one another that needs a tradeoff analysis [210]. A common solution is to utilise a
proxy objective to minimise a weighted linear combination (per task) of loss. Sener et
al. showed a solution to the conflicting objectives by solving for pareto optimal solutions
[210]. We observed that there are many areas in decision making, and in machine learning
where conflicting objectives play a critical role. In the past, authors worked around it using
elementary visualisations as a means to allow users perform tradeoff analysis, were users
inspect a set of pareto optimal model options. More importantly, none of the work in the
past has specifically worked towards conflict detection and resolution in objective functions,
specifically designed for machine learning model selection, a problem that we specifically
solve in this thesis.
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CHAPTER III

MODEL CONSTRUCTION AND SELECTION IN VISUAL
ANALYTICS

Q1: What are the various techniques of interactive model construction and selection
in human-centered machine learning?

This chapter describes my research to answer what are the various approaches to in-
teractive model construction and selection in VA systems? First, I explain the concept of
model selection and then I describe the spectrum of model selection in VA systems. Fur-
ther, I describe two model selection techniques that I prototyped and evaluated. Finally, I
summarize how people select models using interactive visual interfaces.

3.1 Model Selection and Model Steering
3.1.1 Types of Model Selection

The choice of model is critical in an interactive ML workflow. What if the model chosen
is sub-optimal for the task, dataset, or question being asked? What if instead of parame-
terizing and adjusting a chosen model, a different model provides a better fit? Thus a VA
system needs to deploy computational techniques to select models that non-experts can use.
This process is called model selection.

Hand select
algorithms and
hyperparameters

systems translates system selects
user interactions to models
select models

MANUAL : SEMI-AUTOMATIC AUTOMATIC

Model Selection Spectrum

Figure 14: Various ways people select models in visual analytics.

There are many ways by which a model can be selected (refer Figure 14) from the overtly
vast model space further explained below:

e Manual Model Selection: In this method, the task of model construction and
selection of an optimal model is passed on to the users. Users manually construct
models by picking a learning algorithm and a set of hyperparameters either from a
control panel style user interface or by writing programs/scripts through a text editor.
They evaluate different models by reviewing their output on an underlying dataset
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Iteration 0 Iteration 1

Figure 15: In manual model selection, models are sampled from the model space by manually
specifying hyperparameter settings. At the next iteration, totally new models can be sampled by
manual specification of new hyperparameter values.

(train and test) or by inspecting models performance on a chosen metric (i.e., cross-
validation score, F1-Score, etc.). While useful, this approach is traditionally followed
by ML practitioners/developers who know how to code/program and understand data
science/ML theories (refer Figure 15).

| UPDATED MODELS |
L T— )
\‘u

Figure 16: Semi-automatic model selection changes the models in the model space per iteration
by configuring new hyperparameter settings using model steering approaches.

e Semi-Automatic Model Selection: In a semi-automatic model selection approach,
a user interactively constructs models and adjusts their performance until they are sat-
isfied. In this approach, a model solver in a VA system performs model construction,
hyperparameter tuning, and model selection based on a pre-defined metric. Often
the model metrics are inferred based on demonstrated user interactions. In some
systems, users can interactively specify model metrics to guide the system to select
models aligning with their preferences and choices (refer Figure 16). In my research,
I deployed a semi-automatic model selection technique in a VA tool called BEAMES
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[50], aiding selection, inspection, and steering of multiple regression models from the
model space (explained later in the chapter).

e Automated Model Selection: Automated model selection is facilitated by auto-
ML platforms such as, [22, 127, 167]. For example, Auto-Weka [128, 231] provides an
auto-ML classifier, which requires users to input a dataset, and provide the attribute
name of the target label. Next, the auto classifier searches within a domain(an input)
range of each hyperparameter values to find a model with the right combination of
hyperparameters such that it maximizes or minimizes the specified metric to evaluate
the model such as, cross-validation score, training accuracy or testing accuracy, etc.
Next, Auto-Weka iterates until the maximum number of iteration limit is hit, or the
chosen metric does not change per iteration. Finally, Auto-Weka responds with an
optimal model and the predicted label output for training and test set. There are
other auto-ML tools which non-experts can use such as Hyperopt, Sigopt, BigML,
etc. (refer chapter 2), all of which follow a similar workflow.

3.1.2 What is Model Steering?

In a semi-automatic model selection approach, users interact with VA systems to adjust
model behavior; this phenomena is explained by model steering. Precisely model steering
helps systems to interpret and translate user interactions into actions that change the under-
lying numerical processes that drive these models. Various user interactions contain critical
information about the users thinking processes, approaches, and the path they traverse to
derive insights [61, 178]. Some real-world applications of a model steering approach can be
seen here [83, 154, 177, 215]

Along the same lines, Liere et al. have defined computational steering as a process to
enable users to change parameters of simulations on the fly [160, 237]. Their work empha-
sizes the concept that simulations run over many iterations, where users may need to update
parameters before completion. We ground our concept of model steering in this prior work
and refer to it as a process in which a model’s parameters are changed to produce updated
results iteratively, and multi-model steering as a process in which a model’s hyperparame-
ters, and parameters are changed (see Figure 17). Model parameters refer to values that are
learned during training of a model, such as coefficients, while hyperparameters are typically
determined through some process external to training, such as cross-validation.

Thus model steering helps people incrementally build machine learning models that are
tailored to their domain and task. Existing visual analytic tools allow people to steer a
single model that is pre-defined by a system developer or a ML practitioner. However, if
this single pre-defined model is inadequate to correctly characterize the data (poor fit to
the underlying data), users may see sub-optimal performance/results. In my research, I am
investigating novel techniques to search the model space based on inferred user preferences
to find models that satisfies users subjective requirements.

I begin by investigating semi-automatic and automatic model selection in VA both of
which uses interactive model steering. BEAMES, a VA tool that I protoyped presents a
technique to allow users to inspect and steer multiple machine learning models [50]. The
technique steers and samples models from a broader set of learning algorithms and model
types. The system allows users to perform regression via a multi-model steering and a
semi-automatic model selection approach, explained further below.
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Figure 17: Types of model steering as seen in multi-model and single-model based VA systems.

3.2 BEAMES - inspect, steer, and select regression models

The visual analytic technique presented in BEAMES allows domain experts to inspect
regression models by checking a model’s predicted output on a tabular data. The underlying
technique in BEAMES searches the model space for models that more closely adhere to data
items and attributes the user is interested in. This human-in-the-loop process allows domain
experts to explore a myriad of models for a regression task, and add domain expertise into
the model building process to produce models which adhere to their subjective and objective
preferences (see Figure 18).

MODELS MODEL SELECTION EXPORT/USE

RANDOM

MODEL SAMPLES| [~ | MODEL ENSEMBLE | | BUILD ENSEMBLE |

| SAVED MODELS | \USE SINGLE MODEL|

SIMILAR MODELS
TO LIKED MODELS

RANDOM
MODEL SAMPLES

User Interactions

Figure 18: Working process of BEAMES incorporating model steering, inspection and selection
for a regression task.

BEAMES is designed to help users define critical data instances on which the perfor-
mance of a model is crucial. Accurate prediction of critical data instances can increase
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user's trust in the model. Our technique allows people to steer and inspect multiple mod-
els. BEAMES assists the inspection process by recommending models (from a collection
of models) which successfully make predictions on the critical data instances with zero or
relatively low error value. Showing a wide spectrum of models for the given regression prob-
lem can be bene cial to domain experts who otherwise would not be aware of the many
possibilities and permutations of models. Being able to Iter the data by instances and
Iter models by their performance (by simple double range sliders and toggle switches for
categorical items), users can drill down to models which are successful and can validate
them by checking their results on critical data instances. Further, users can add domain
knowledge in this model construction process e.g, they may specify features that are more
important than others, or data instances that are more important to correctly predict.

The technique prototyped in BEAMES has the following primary components: i) inter-
active weighting of critical data instances, ii) interactive feature selection with weights, iii)
interactive model selection, and iv) building model ensembles.

3.2.1 User Interface

The user interface of BEAMES consists of four primary views: a data table, a model view,
a control panel, and a model detail view.

Data Table: Users can see training, test, and hold out set in the data table view which fol-
lows a standard spreadsheet style (See Figure 20-(b)). The columns show three-state toggle
switches enabling users to emphasize, de-emphasize, or discard an attribute. Further using
a slider they can specify attribute weights. Users can specify certain data instances which
they think should be correctly predicted by the model, also called critical data instances.
Hovering over any data instance, the system shows which models correctly predicted this
instance.

Model View: Each regression model is shown as a circular glyph in the model view
(encoded color shows the average residual error, see Figure 20-(a)). Hovering over any of
the circle shows model details such as its learning algorithm, mean squared error, number
of data instances correctly predicted, etc. Clicking on a circle allows users to inspect the
model, as it adds the predicted value column in the data table view (e.g., housing price on
a housing data set). Users can interact with these models in nhumerous ways as explained
in the next section. Further inspecting a model opens the model detail view for detailed
analysis.

Figure 19: (a) Shows the model detail view. (b) Bar chart showing residual error per data
instance. (c) Scatterplot showing relationship between two selected data attributes.
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Model Detail View: This view shows a scatterplot with a line showing how well the
model ts the data. Further, it shows a bar chart highlighting residuals at data instance
level. Finally users can also inspect relationship between a pairs of attributes through a
scatterplot (See Figure 19-(a)).

Control Panel:  The control panel contains frequently used operations such as Itering
data instances, and checking attribute weights. Models can be Itered by model accuracy,
average residual scores, or desired number of correctly predicted instances (See Figure 20-

(©)).

Figure 20: The BEAMES user interface for multi-model steering, selection, and inspection for
regression tasks. The model view (A) shows circular glyphs representing regression models color
coded by residual error. The data table (B) shows training, test, and application data sets. The
control panel (C) allows users to Iter models and critical instances, and change feature weights (D).

3.2.2 User Interactions

User interactions in BEAMES are designed to update the underlying models via both in-
teractive model steering and selection. This section describes these interactions.

Save Models: Users can save any modeM; in the model view. The system saves its
learning algorithm L; and the set of hyperparameters represented as {; »; 3. m]. At
each iteration, BEAMES shows saved models with an orange stroke aorund it as seen in
Figure 21-(b).

Like Models: Users can like a modelM; in the model view (see Figure 21-(d)). In
response the probability pg of the learning algorithm that produced that model is increased
by a factor r. We randomly set the value ofr; by using a threshold . With trial and
error, we found = 0:1 showed promising results (certainty to select model's with higher
accuracy is more). Likewise, the hyperparameters ; of that algorithm are sampled from
within a threshold region of the hyperparameters used in the liked model. This ensures that
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Figure 21: Circles represent regression models. (a) Recommended models to the user (b) Saved
models by the user (c) Models picked by the user to create an ensemble model (d) Models liked by
the user.

a large share of the new sampled models are from the neighboring regions of the model's
users liked. However, the technique still randomly samples other model types to ensure
diverse choices in model selection.

Adjust Data Instance or Attribute Weight: Users can adjust the weights of data
instances and attributes by adjusting the respective sliders (See Figure 24-(a)). As a result,
all the available M models are retrained usingN training instances with user speci ed
features Ay, where Ay~ A, W is user-speci ed feature weights, and is data instance
weights.

Ensemble Models: Users can select (by a pick interaction)G models to build a model
ensemble (See Figure 21-(c)). The system uses each component moagl to build a model
ensembleE. Using a bagging technique from [28], BEAMES assigns a higher probability
to sample data instanced;, whose weight! ; have been increased by the user. The nal
ensemble modeE's output is the weighted average of the predictions of the models in the
ensemble. Further, when users are satis ed with a model, they can directly export the
model for future use.

3.2.3 Usage Scenario

Amy is a real estate agent who reviews existing and new properties to analyze their market
prices in the city. However, not being a data scientist she is not conversant with complex
modeling techniques, which can help her accurately predict property prices or property
ratings in the future. Amy loads the Ames, lowa housing dataset [102] in BEAMES. The
data set is automatically split into training (750 samples, 36 attributes) and test set (200
samples, 36 attributes) by BEAMES. It has a target attribute namely SalePrice that
contains the property price of each house. Every row in the data is a property (a house)
described by attributes such asproperty size replaces, year built, number of bedroomsetc.
Next, BEAMES builds 64 regression models, each randomly sampled using a combi-
nation of learning algorithms (linear, ridge, and bayesian regression) and hyperparameter
values (alpha, lambda, tol, etc.). As Amy is not formally trained in the specics of the
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