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Just to be on the first step should make you happy and proud. To have come this far is no

small achievement: what you’ve done already is a glorious thing.

The first step, Constantine P. Cavafy



To Ioanna Maria and those who take a step further ...
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SUMMARY

Marketplace companies routinely use randomized experiments to make operational de-

cisions. These experiments can suffer from interference: treated and untreated units interact

in ways that affect their outcome. In this thesis, we focus on mitigating interference bias

in experiments conducted in matching marketplaces, where the platform actively matches

supply and demand units via a linear programming algorithm.

In the �rst part of this study, we examine pricing interventions, where a platform exper-

iments with new base pricing levels at the marketplace level. In a matching marketplace,

this type of experiment raises a crucial design question: should the platform match treated

and untreated units differently because they paid different prices? We �nd that standard

estimation techniques are biased, but the sign of this bias depends strongly on this design

choice. Bias can be reduced using the “shadow price” estimator, which relies on the opti-

mal dual solution of the platform's supply-demand matching problem — particularly when

the platform ignores pricing differences at matching time. We validate our �ndings both

theoretically, in a �uid limit setting, and numerically, in a �nite-sample setting.

In the second part of this study, we focus on marketplace experiments that are used

to determine whether a speci�c demand-boosting intervention should be rolled out. Since

rollouts can be global (affecting all users) or partial (targeting speci�c users), it is essen-

tial to measure the intervention's effect on different sub-populations, a process known as

heterogeneous treatment effect analysis. We �rst establish that heterogeneous treatment

effects (HTEs) may not be uniquely de�ned in the presence of marketplace interference.

We then distinguish two cases: when the HTE on a subset of users is uniquely de�ned, we

show that the shadow price estimator can provably reduce bias from the standard estima-

tor. When the HTE is not uniquely de�ned, we recast the problem of estimating treatment

effects for each user group as a decision-making problem — determining whether or not

to roll out the treatment to each group. We use the shadow price estimator to design a ro-

xv



bust decision rule, which we demonstrate to be more effective and less conservative than a

comparable decision rule based on the standard estimator. Finally, we verify our theoretical

results through numerical experiments on synthetic data.

In the third part of this study, we introduce a principled method that leverages informa-

tion from a single experiment to derive tight bounds on treatment effects, both for global

treatment effects (GTEs) and heterogeneous treatment effects (HTEs). Our theoretical anal-

ysis demonstrates that the newly introduced “Bounds” estimator (BE) achieves comparable

bias to the Shadow Price (SP) and standard approaches. Empirically, we show that while

the “Bounds” estimator may exhibit higher bias in certain regions of the parameter space,

it also exhibits substantially lower variance, leading to an overall lower root mean squared

error (RMSE). Our analysis expands the set of available estimators for practitioners, who

can more effectively trade off estimation bias and variance based on their needs.
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CHAPTER 1

INTRODUCTION AND BACKGROUND

1.1 Background

In today's rapidly evolving digital landscape, experimentation has become a cornerstone for

companies aiming to optimize their operations and enhance user experiences. One preva-

lent method is A/B testing, a form of randomized controlled experimentation in which two

sample groups (A and B) are exposed to different treatments and their outcomes are com-

pared to determine which is more effective. Technology companies in particular routinely

employ A/B testing to make data-driven decisions.

A/B testing serves as a fundamental tool for assessing Global Treatment Effects (GTE),

providing insights into the overall impact of interventions across an entire user base. How-

ever, as marketplaces become more complex, understanding Heterogeneous Treatment Ef-

fects (HTEs)—the varying impacts of interventions on different user sub-populations—has

become increasingly vital. Recognizing these nuances enables companies to tailor strate-

gies that cater to diverse user needs, thereby optimizing engagement and satisfaction.

Despite its widespread adoption, A/B testing faces challenges, particularly concerning

interference among units, which can lead to violations of the Stable Unit Treatment Value

Assumption (SUTVA) and result in biased estimations.

1.2 Estimation Under Interference: SUTVA Violation and Biased Estimators

The reliability of causal inference in experiments hinges on the Stable Unit Treatment Value

Assumption (SUTVA), as articulated by Rubin in his foundational works [1, 2, 3]. SUTVA

consists of two fundamental components. First, the no interference condition states that the

outcome for any given unit is independent of the treatment status of other units, ensuring

1



that the effect of a treatment is isolated to the unit receiving it. Second, the no hidden vari-

ations in treatment condition requires a one-to-one correspondence between the treatment

and its effect, meaning that each unit receiving the same treatment level experiences it in

an identical and well-de�ned manner, without unobserved variations that could introduce

inconsistencies in causal inference.

When interference occurs, meaning the treatment of one unit in�uences the outcomes

of another, SUTVA is violated, leading to biased estimators [4, 5, 6, 7]. Such interference

is prevalent in various contexts. For example, in vaccine trials, unvaccinated individuals

may indirectly bene�t from the vaccination of others due to herd immunity, making it dif-

�cult to accurately assess vaccine ef�cacy. In educational interventions, students who re-

ceive additional resources or training may share their knowledge with peers in the control

group, thereby in�uencing their outcomes and obscuring the true effect of the interven-

tion. Similarly, in social media experiments, users' interactions often span across treatment

and control groups, resulting in spillover effects that challenge the isolation of treatment

impacts. Addressing these challenges necessitates advanced experimental designs and an-

alytical methods capable of accounting for interference, thereby ensuring unbiased or at

least less biased estimation of treatment effects.

1.3 Matching Marketplaces

In the modern digital economy, matching marketplaces play an important role in facilitating

transactions between distinct user groups, such as buyers and sellers or service providers

and consumers. Prominent examples include ride-sharing services like Uber and Lyft, ac-

commodation platforms like Airbnb, and freelance marketplaces like Upwork.

In these environments, interference is particularly pronounced due to the interconnected

nature of user interactions. For instance, a pricing change affecting one group of users can

affect their request rate, subsequent match rate, and ultimately the amount of supply avail-

able for other users, complicating the assessment of intervention impacts. Understanding

2



and mitigating such interference is crucial for accurately estimating both global and het-

erogeneous treatment effects.

This thesis focuses on matching marketplaces, where the platform takes an active role

in assigning supply to demand, e.g., via a centralized algorithm. A key idea is that the

platform's active role in matching also gives it additional information about the underlying

marketplace structure that can be used to mitigate interference bias.

1.4 Pricing Experiments

The �rst part of this study examines the challenges of interference in pricing experiments

for matching platforms. While randomized controlled trials are commonly used to evaluate

platform improvements, interference can signi�cantly bias estimates. Prior work by [8]

introduced a “Shadow Price” estimator to mitigate interference bias in demand-boosting

interventions.

Building on this, we extend the analysis to pricing interventions, where platforms must

balance increased demand against reduced revenue per request. A key experimental design

question arises: should the matching algorithm differentiate between treated and untreated

demand units based on revenue, or should they be treated identically? We demonstrate

that this decision has signi�cant implications for estimation accuracy. Speci�cally, ignor-

ing revenue differences in matching leads to unbiased estimation under mild conditions

often met in practice, whereas accounting for revenue differences requires a much stronger

assumption—namely, minimal interference across the marketplace.

Our �ndings highlight that platforms may inadvertently introduce bias through software

engineering choices, particularly when pricing and matching systems operate separately.

1.5 Heterogeneous Treatment Effects

The second part of this work explores the challenges of estimating heterogeneous treatment

effects rather than just global treatment effects, recognizing that interventions may impact

3



different user subgroups in distinct ways.

We examine how treatment-induced changes in the arrival rate of a single type of users

affect total system value. A key challenge is that under interference, the treatment effect on

a subgroup may depend on the treatment assignments of other groups, leading to multiple

possible estimands.

To address this, we establish conditions under which subgroup treatment effects are

uniquely de�ned and identify a bias-reducing estimator based on shadow prices. We also

show these bias-reducing properties extend, in a worst-case sense, to the setting where the

subgroup treatment effects are not uniquely de�ned. Finally, we �nd that we can design

higher-quality rollout rules based on these estimation techniques.

1.6 Improved Estimation via Bounds

The �rst two parts of the thesis focus on reducing bias in the estimation of treatment effects

in matching marketplaces under interference. Much of the bias reduction comes from (lin-

early) approximating the (concave, piecewise linear) system value function. In this third

part, we shift our attention to �nding valid upper and lower bounds (at least in the �uid

limit) for the system value function and therefore the estimand of interest.

Our approach re�nes the estimation of both global and heterogeneous treatment effects

in matching marketplaces under interference by leveraging upper and lower bounds on the

true effect. Prior analyses showed that the standard (RCT) and Shadow Price (SP) esti-

mators provide approximations of the total value function at global control and treatment

states. However, the RCT estimator tends to underestimate the total value function at the

global control state and overestimate it at the global treatment state due to the principle

of diminishing returns. Meanwhile, the SP estimator, relying on a �rst-order approxima-

tion, systematically overestimates the total value function in both states. To address these

limitations, we introduce a principled methodology that constructs tighter bounds, leading

to more accurate treatment effect estimation. Speci�cally, we derive bounds for the total
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value function, establish theoretical bias bounds compared to the Shadow Price (SP) es-

timator, and empirically demonstrate that the resulting point estimator—referred to as the

“Bounds” estimator—signi�cantly reduces variance and results in lower root mean squared

error (RMSE). Through extensive numerical simulations, we demonstrate that our approach

consistently achieves a superior bias-variance tradeoff, providing a robust alternative for

estimating treatment effects in matching marketplaces.
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CHAPTER 2

MATCHING MARKETPLACE MODEL

We now describe our matching marketplace model. We �rst describe the supply and de-

mand arrival processes and how they are affected by the proposed treatment. We then

describe the matching algorithm.

2.1 Supply and Demand Arrival Processes

As in [8], we consider a two-sided matching marketplace where demand and supply units

arrive on the platform independently and randomly over time, observe relevant information

provided by the platform, then decide whether or not to submit a matchrequest. The

platform aggregates these requests over a period of time calleda matching cycle, then

matches supply and demand units at the end of the cycle using a matching algorithm. We

model the matching algorithm as a linear optimization problem maximizing the total value

generated by the matched units.

On the demand side, we consider a �nite number of demand types indexed byi =

1; : : : ; nd. We assume that demand intent units of typei arrive to the platform independently

according to a Poisson process with parameter~� i . Upon arrival, a unit receives information

about the state of the marketplace, and decides whether or not to submit a request. The

goal of the platform is to understand how to affect the intent unit's request probability. The

demand intent unit may be exposed tocontrol (the default experience on the marketplace).

In this case, it will request a match with probability0 < p i < 1, or irrevocably exits

the marketplace with probability1 � pi . All requests are assumed independent of each

other. Alternatively, the demand intent unit may be exposed totreatment. In this case,

it will request a match with probabilitypi + qi . Demand intent units requesting a match

are called demand units, and their arrival process to the platform is effectively a thinned
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Poisson process with arrival rate� i = ~� i pi under control, and� i + � i = ~� i (pi + qi ) under

treatment, for each demand typei 2 [nd]. In total, the demand arrival rates are denoted by

� = ( � 1; : : : ; � nd ) under control, and� + � = ( � 1+ � 1; : : : ; � nd + � nd ) under treatment. For

a given demand arrival rate� , we denote byD �; � the random vector corresponding to the

number of demand units of each type;D �; �
i follows a Poisson distribution with parameter

� i � , where� is a scaling parameter which controls the relative abundance of demand and

supply units.

Similarly, on the supply side each unit belongs to one of a �nite number of supply

types indexed byj = 1; : : : ; ns. The units arrive to the platform independently of each

other according to a Poisson process with parameter
 j for each type of supplyj 2 [ns].

The vector of supply arrival rates is denoted by
 = ( 
 1; : : : ; 
 ns ). Supply units may

also choose to observe the state of the platform and leave before they are matched — for

simplicity, the arrival rate
 j already accounts for these possible defections. We denote

by S�; 

j � Poisson(
 j � ) the random variable corresponding to the number of supply units

arriving to the platform in a matching cycle.

2.2 Estimating Global Treatment Effects in Pricing Interventions

In the �rst part of this study, we examine pricing interventions, in the form of a price

reduction, which are expected to increase demand, i.e.,� i � 0 , 8i 2 [nd]. In this context,

we consider the following designs for the platform's matching algorithm.

2.2.1 MatchingMechanism

In the control state, we assume that matching a demand unit of typei to a supply unit of

type j yields valuevi;j to the platform. A particular feature of our model is that demand

units may bring a different value to the platform under treatment, because exposing a unit

to treatment has a cost — for example, treated units paying a discounted price may bring

less value to the platform.
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We will consider two ways to model the cost of the treatment intervention: (i) a�xed-

costmodel, in which the platform pays a �xed cost� for each matched demand unit exposed

to treatment; (ii) aproportional-costmodel, in which the platform pays a proportional cost

�v i;j for each demand unit of typei exposed to treatment and subsequently matched to a

supply unit of typej . We assume that� < mini 2 [nd ];j 2 [ns ] vi;j , and0 � � < 1.

Denoting byd = ( d1; : : : ; dnd ) 2 Znd the number of demand units of each type, and by

s 2 Zns the number of supply units of each type, and assuming that all demand units are

exposed to control, the platform solves the following value-maximizing linear program to

match demand and supply units:

� CE(d; s) = max
ndX

i =1

nsX

j =1

vi;j x i;j (2.1a)

s.t.
nsX

j =1

x i;j � di 8i 2 [nd]; (2.1b)

ndX

i =1

x i;j � sj 8j 2 [ns]; (2.1c)

x i;j � 0 8i 2 [nd]; 8j 2 [ns] (2.1d)

where constraints described by Equation 2.1b and Equation 2.1c respectively ensure feasi-

bility from the demand and supply sides.

If all demand units are exposed to treatment, the matching weights change to(1� � )vi;j

under the proportional-cost model, and tovi;j � � under the �xed-cost model. However, it

is easy to show that the optimal matching does not change.

Lemma 1. Under both cost models, for any allowed values of� or � , the optimal matching

is obtained by solving� CE(�), ignoring all treatment costs.

The “CE” subscript thus refers to the fact thatCost considerations areExcluded from

the matching LP. Given the optimal matching, the platform can then subtract the total cost

of the intervention, given by� � CE(d; s) under the proportional-cost model and
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�
P nd

i =1

P ns
j =1 x i;j under the �xed-cost model. In general, we expect the increase in demand

arrival rate� to depend on the discount� or � . However, because we are measuring the

impact of aparticular valueof the discount� or � , we do not need to specify any parametric

relationship between� and� or � .

The platform seeks to estimate the difference in total system value between the state

where all demand units are exposed to control and the state where all demand units are

exposed to treatment. However, it cannot simultaneously observe both of these states.

Instead, it will run a randomized experiment, in which each demand intent unit of type

i is randomly exposed to control or treatment with some probability. In the experiment

state, both treated and untreated units co-exist in the platform — something which does

not happen in either the control state or the treatment state. The platform therefore faces

a choice on how to treat these coexisting units: the �rst option is to include the treatment

cost directly in the matching function; the second is to ignore the treatment cost at match

time, and estimate it ex-post using the experimental data.

In the �rst case, givendcontrol control demand units of each type,dtreatmenttreatment de-

mand units of each type, ands supply units of each type, the platform solves the following

modi�ed matching linear program:

� CI(dcontrol; dtreatment; s) = max
ndX

i =1

nsX

j =1

vcontrol
i;j xcontrol

i;j + vtreatment
i;j x treatment

i;j (2.2a)

s.t.
nsX

j =1

x treatment
i;j � dtreatment

i 8i 2 [nd]; (2.2b)

nsX

j =1

xcontrol
i;j � dcontrol

i 8i 2 [nd]; (2.2c)

ndX

i =1

xcontrol
i;j + x treatment

i;j � sj 8j 2 [ns]; (2.2d)

xcontrol
i;j � 0; xtreatment

i;j � 0 8i 2 [nd]; 8j 2 [ns]; (2.2e)

wherevcontrol
i;j = vi;j designates the value obtained from matching a control demand unit
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of typei to a supply unit of typej , while vtreatment
i;j denotes the value obtained from match-

ing a treatment demand unit of typei to a supply unit of typej . Under the �xed-cost

model,vtreatment
i;j = vi;j � � , while under the proportional-cost model,vtreatment

i;j = (1 � � )vi;j .

The “CI” subscript indicates thatCosts areIncluded in the matching formulation. To dif-

ferentiate between the two cost models, we letm designate the cost model under study,

with m = “�xed” referring to the �xed-cost model andm = “prop” referring to the

proportional-cost model, and we use� m
CI(�) to refer to the cost-included matching prob-

lem under cost modelm, as well asvtreatment;m
i;j to refer to the matching values for treated

demand units under cost modelm.

In the second case, the platform instead solves� CE(dcontrol+ dtreatment; s) to match supply

and demand, then separately estimates the cost of the intervention using experimental data.

We describe both cases in detail in Chapter 3.

2.3 Estimating Heterogeneous Treatment Effects

In the second part of this study, we focus on estimating heterogeneous treatment effects

in matching marketplaces under interference. In this context, the treatment may lead to

an increase, decrease, or no change in demand, meaning that� i can be positive, zero, or

negative,8i 2 [nd]. We next introduce the model of the matching marketplace that extends

the framework presented in [8], which was designed for global treatment effect estimation,

to accommodate the heterogeneous treatment effect setting.

2.3.1 MatchingMarketplaceModel

As above in section 2.1, we similarly consider a two-sided matching marketplace where

demand and supply units arrive at the platform independently and randomly over time,

observe relevant information provided by the platform, and �nally either submit matching

requests or not. The platform aggregates these requests over the matching cycle, then

matches supply and demand units at the end of the cycle using a matching algorithm. We
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model the matching algorithm as a linear optimization problem maximizing the total value

generated by the matched units.

We denote the vectors of the total number of demand and supply units of each type

during the matching cycle byD � = ( D �
1 ; : : : ; D �

nd
) andS � = ( S�

1 ; : : : ; S�
ns

) respectively,

where the scaling parameter� represents the marketplace density allowing us to study both

cases with rare arrival rates (low� ) as well as cases with frequent arrivals (high� ). The

number of demandD �
i and supplyS�

j units arrived to the platform during a matching cycle

are independent Poisson-distributed random variables with respective means� � i and� 
 j .

Given a set of demand and supply units, the platform assigns each demand unit to a

supply unit by maximizing the total value generated by the resulted matches. For a speci�c

realization of the demand and supply vectorsD � = d andS � = s, the platform's matching

algorithm can be described by the following value-maximization linear program:

�( d; s) = max
ndX

i =1

nsX

j =1

vi;j x i;j (2.3a)

s.t.
nsX

j =1

x i;j � di 8i 2 [nd]; (2.3b)

ndX

i =1

x i;j � sj 8j 2 [ns]; (2.3c)

x i;j � 0 8i 2 [nd]; j 2 [ns] (2.3d)

The decision variablesx i;j represent the number of demand units of typei matched with

supply units of typej . The constraints de�ned in Equation 2.3b and Equation 2.3c ensure

that the matching remains feasible from both the demand and supply sides. The parameter

vi;j , representing the value of matching a demand unit of typei with a supply unit of type

j , is assumed to be known by the platform. Notably, the matching algorithm Equation 2.3a,

used for estimating heterogeneous treatment effects, aligns with the CE formulation Equa-

tion 2.1a employed in global treatment effect estimation for pricing interventions. The key
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distinction is that in the heterogeneous treatment effect setting,di may increase, remain

unchanged, or decrease. In contrast, with price reductions, it can only increase or stay the

same after the treatment is applied. For simplicity of notation, we omit the CE subscript

from � in the heterogeneous treatment effect estimation setting.

Chapter 3 will examine the models described in Equation 2.1a and Equation 2.2a. Chap-

ter 4 will focus on Equation 2.3a, while Chapter 5 will incorporate all three matching mod-

els — speci�cally, the two con�gurations, Cost-Excluded (CE) and Cost-Included (CI), for

global treatment effect estimation, along with the model for heterogeneous treatment effect

estimation.
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CHAPTER 3

PRICING EXPERIMENTS IN MATCHING MARKETPLACES UNDER

INTERFERENCE: DESIGNS AND ESTIMATORS

3.1 Introduction

Experimentation is a fundamental decision-making tool for online platforms. Random-

ized controlled trials (or A/B tests) are often used to evaluate the potential gains from any

proposed improvement to the platform. Unfortunately, experiments in online settings can

suffer frominterference. Unlike, say, clinical trials, where each patient's outcome depends

only on their own treatment, platform users can interact in such a way that treating one user

may affect the outcome of another. Interference biases estimation — sometimes so much

that the bias exceeds the effect size [9].

Interference can be dif�cult to quantify in a general platform setting, but it can some-

times be modeled by leveraging the speci�c structure of a marketplace. For example, in

matching marketplaces (such as ride-hailing marketplaces) where the platform uses a linear

programming algorithm to match demand units with supply units, the platform can use in-

formation about the matching duals to quantify and reduce interference bias. [8] explored

this idea in the context of simple demand-boosting interventions to propose a new estimator

which provably reduces bias as compared to standard techniques.

In this chapter, we revisit the approach of [8] in the more general context of pricing

interventions, where the goal of the platform is to decide whether to adjust base pricing

levels. To achieve this, the platform must accurately quantify the tradeoff between boosting

total demand but reducing revenue per request. Base pricing adjustments apply to the entire

marketplace, so the platform seeks to measure the global treatment effect (the total system

value when everyone is treated minus the total system value when no one is).
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In the experiment state, however, treated and untreated demand units, distinguishable

by the revenue they bring to the platform, may coexist. This poses a core design question:

should the matching algorithm treat these units as indistinguishable for the sake of the

experiment, or should the platform take into account the fact that units paying a lower price

bring in less revenue? We �nd that this seemingly innocuous question can have enormous

practical implications.

Our work �rst establishes that in both settings, the standard estimator can be de-biased

under certain conditions by using shadow-price based techniques. We then compare the

conditions for the bias-reducing shadow price estimator to be unbiased for any choice of

treatment fraction. Surprisingly, the two designs differ substantially: ignoring revenue

differences in matching means that estimation is unbiased whenever the treatment effect is

small enough relative to the total demand in the marketplace — a condition often met in

practice. In contrast, taking into account revenue differences in matching leads to unbiased

estimation only when there is little or no interference in the platform to begin with — a

much stronger requirement.

The difference in these designs is especially surprising because the platform may not

even be consciously choosing one design over another — indeed, if the pricing and match-

ing systems are run separately (a common practice in large ride-hailing �rms), the choice

of whether to match treated and untreated units differently may come down to an arbitrary

software engineering decision. The results of this chapter advocate for a more principled

approach.

Our analysis relies on a simple bipartite matching model of a marketplace, with Poisson

arrivals of demand and supply over a matching cycle. To derive generalizable insights, we

focus on the �uid limit of the system, corresponding to a “thick” marketplace with many

units of all types. We also analyze the performance of our proposed designs and estimators

numerically in the �nite-sample setting.
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3.2 Related Work

Because technology companies increasingly rely on A/B testing to evaluate new strategies

[10], experimentation has received signi�cant attention in the operations management lit-

erature. Historically, randomized controlled trials' perhaps most successful application is

to inform medical decisions, for example in developing new drugs [11]. In this setting, it

is reasonable to assume that treating a patient cannot improve or worsen the outcome of

another patient: this Stable Unit Treatment Value Assumption (SUTVA) turns out to be a

fundamental condition for the validity of many inference techniques [12].

In marketplace experiments, however, SUTVA may not hold. The classic example is

“cannibalization,” whereby treated demand units consume supply units that would other-

wise have been available for control demand units, thus changing their outcome. In recent

years, many approaches have been proposed to reduce bias, involving both new designs and

new estimators. On the design side, a popular approach is to change the unit of random-

ization to reduce interactions between treated and untreated units. Clustering approaches

ensure that units in the same neighborhood or region are assigned to the same treatment

group [13, 9]; meanwhile, switchback designs assign units arriving to the platform in the

same time interval to the same treatment group [14, 15]. [16] propose a spatio-temporal

clustering approach which combines both ideas. More complex designs may also reduce

bias, such as two-sided designs that affect both sides of the marketplace simultaneously [17,

18]. Instead of proposing new designs, some works propose new estimators, for example

based on Q-learning [19] or linear programming duality [8].

Several papers focus on pricing interventions (understanding whether and how to adjust

prices to increase total pro�t). As in [20], the goal is usually to learn amarginaltreatment

effect, i.e., the effect of an in�nitesimal change in prices, which can then inform decision-

making in a gradient-descent-like approach. [21] and [22] show that such marginal effects

can be perfectly decomposed into a direct term (the effect of treating a unit on that unit's
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outcome) and an indirect term (the effect of treating a unit on other units' outcomes). [23]

analyze a switchback design to estimate marginal effects in systems where interference

arises from queueing congestion. Our work differs from these approaches by considering

general (not necessarily marginal) price interventions — an analysis made tractable by the

structure of the downstream matching model. Though our work is methodologically most

similar to [8], we reach similar conclusions to [24]. This work highlights that in pricing

experiments, cannibalization can lead not just to incorrect estimation but also to incorrect

decisions (i.e., suggesting that prices should be increased when in fact the opposite is true)

— a result that mirrors our own �nding that the sign of the bias of the standard estimator is

dependent on the exact experimental design selected. In a longer-term experimental setting,

[25] also �nd that pricing interventions can lead to more complex interference patterns.

In this chapter, we focus on matching marketplaces, where supply and demand units are

assigned to each other by a centralized algorithm. Matching marketplaces are common in

some domains such as ride-hailing [see 26, for other examples]. A key feature of matching-

based marketplaces is that they must make both pricing and matching decisions. In practice,

these decisions are often made by different systems owned by different teams [27, 28].

Similarly, pricing and matching decisions are usually considered separately in the literature

[see 29, for a recent review], with some works focusing on dynamic pricing [30, 31, 32, 33]

while others focus on matching [34, 35]. Some joint approaches have been proposed [e.g.,

36, 37], but tractability often requires signi�cant simpli�cations, usually in the matching

problem [38]. In contrast, this chapter considers the impact of simple pricing interventions

(choosing between two base pricing levels) on a general bipartite matching model.

3.3 Estimating Treatment Effects

The platform aims to estimate the difference in total system value between two states: one

in which all demand units are exposed to control and another in which all are exposed

to treatment. However, since both states cannot be observed simultaneously, the platform
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conducts a randomized experiment where each demand intent unit of typei is assigned to

either control or treatment with a certain probability. In this experimental setting, treated

and untreated units coexist on the platform — an occurrence that does not arise in a purely

control or treatment state. As a result, the platform must decide how to handle these coex-

isting units. One approach is to incorporate the treatment cost directly into the matching

function, while the alternative is to disregard the treatment cost at match time and instead

estimate it ex-post using the experimental data.

Global treatment effect. The platform's overarching objective is to understand whether

the intervention under study boosts total system value, and by how much. The simplest

way to accomplish this is by estimating the global treatment effect, i.e., the difference in

total system value between the state where all demand units are exposed to control and the

state where all demand units are exposed to treatment.

De�nition 1. The global treatment effect of an intervention under cost modelm is de�ned

as

� �;m =
1
�

E
�
� m

CI(0; D �; � + � ; S �; 
 ) � � m
CI(D

�; � ; 0; S �; 
 )
�

(3.1)

The total system value includes both the value obtained by the platform from matching

supply and demand units and the possible cost of treating some or all of the demand units.

In global control, there areD �; �
i control units of typei , zero treatment units of any type,

andS�; 

j supply units of typej , so the expected total system value under cost modelm is

E
�
� m

CI(D
�; � ; 0; S �; 
 )

�
. Similarly, in global treatment, there are zero control units of any

type,D �; � + �
i treatment units of typei , andS�; 


j supply units of typej , so the expected total

system value under cost modelm is E
�
� m

CI(0; D �; � + � ; S �; 
 )
�
.

An alternative de�nition of the global treatment effect separates the value component

from the cost component. Under cost modelm, let cm (dcontrol; dtreatment; s) designate the

cost of an intervention that leads todcontrol
i demand units of typei in control,dtreatment

i demand
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units of typei in treatment, andsj supply units of typej . By de�nition,

c�xed (dcontrol; dtreatment; s) = �
ndX

i =1

nsX

j =1

x treatment;�xed
i;j

cprop(dcontrol; dtreatment; s) =
ndX

i =1

nsX

j =1

�v control
i;j x treatment;prop

i;j

wherex treatment;prop
i;j refers to the optimal solution of the cost-included matching problem

� prop
CI (dcontrol; dtreatment; s) with the proportional cost model, andx treatment;�xed

i;j to the optimal

solution of the cost-included matching problem� �xed
CI (dcontrol; dtreatment; s) with the �xed

cost model.

Remark1. The global treatment effect is equivalently de�ned as

� �;m =
1
�

E
�
� CE(D �; � + � ; S �; 
 ) � cm (0; D �; � + � ; S �; 
 ) � � CE(D �; � ; S �; 
 )

�

Remark 1 relies on the observation that the cost of no intervention (i.e., no treated

demand units) is always zero, and on the fact that the optimal matching solution does not

change under either cost model as long as the marketplace hosts only control or treatment

units, but not both.

Experimental data. As mentioned, the platform cannot simultaneously observe the to-

tal system value under global control and global treatment. Instead, it can run a ran-

domized experiment, observe the state of the system in an intermediate con�guration,

and gather data to estimate the global treatment effect. More precisely, in the experi-

ment state, each demand intent unit of typei is randomly exposed to control or treatment

with probability � . As a result, the number of treatment units of each type is given by

D �; treatment� Poisson(� � (� + � )) , and the number of control units of each type is given by

D �; control � Poisson(� (1 � � )� ). The vectorD �; exp = D �; treatment+ D �; control designates the

total number of units of each type.
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When designing the experiment, the platform must decide whether to match demand

to supply using (i) cost-included or (ii) cost-excluded matching. In case (i), the platform

solves� m
CI(D

�; control; D �; treatment; S �; 
 ); it obtainsprimal data, i.e., the number of control

demand units of typei assigned to supply units of typej , denoted byX �; control;CI;m
i;j (and

analogously,X �; treatment;CI;m
i;j ). It also obtainsdual data, corresponding to the certi�cate of

optimality provided by most LP solvers. By strong duality, the matching function can be

equivalently written as

� m
CI(d

control; dtreatment; s) = min
ndX

i =1

acontrol;m
i dcontrol

i +
ndX

i =1

atreatment;m
i dtreatment

i +
nsX

j =1

bm
j sj

(3.2a)

s.t. acontrol;m
i + bm

j � vcontrol
i;j 8i 2 [nd]; j 2 [ns] (3.2b)

atreatment;m
i + bm

j � vtreatment;m
i;j 8i 2 [nd]; j 2 [ns] (3.2c)

acontrol;m
i ; atreatment;m

i � 0 8i 2 [nd] (3.2d)

bm
j � 0 8j 2 [ns]: (3.2e)

We denote byA �; control;CI;m , A �; treatment;CI;m andB �; exp;CI;m the optimal shadow prices of

demand and supply obtained from the optimal cost-included matching at the experiment

state.

In case (ii), the platform will solve� CE(D �; exp; S �; 
 ); it will obtain different primal

data, this time corresponding to the number of units of typei (both control and treatment)

matched to supply units of typej , and denoted byX �; exp;CE
i;j . From these optimal decision

variables, the platform can deduce (in expectation) the number of control and treatment

units of each type matched to supply units of each type:

X �; control;CE
i;j =

D �; control
i

D �; exp
i

X �; exp;CE
i;j andX �; treatment;CE

i;j =
D �; treatment

i

D �; exp
i

X �; exp;CE
i;j : (3.3)

The platform also obtains the optimal dual solution of the cost-excluded matching problem:
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� CE(d; s) = min
ndX

i =1

ai di +
nsX

j =1

bj sj (3.4a)

s.t. ai + bj � vi;j 8i 2 [nd]; j 2 [ns] (3.4b)

ai � 0 8i 2 [nd] (3.4c)

bj � 0 8j 2 [ns]: (3.4d)

We denote byA �; CE andB �; CE the optimal shadow prices of demand and supply obtained

in the experiment state from the optimal cost-excluded matching. Interestingly, while

Lemma 1 guarantees that theprimal solution of the cost-excluded matching problem does

not change when each weightvi;j is replaced byvm
i;j , the same is not true for thedual so-

lution. We denote by~A �;m and ~B �;m the optimal shadow prices of demand and supply in

this altered matching problem, and refer to them asdiscounted shadow prices. We show

that they can be computed from the standard cost-excluded shadow prices.

Lemma 2. The discounted shadow prices( ~A �;m ; ~B �;m ) can be computed as follows.

• Under the proportional-cost model:( ~A �; prop; ~B �; prop) = (1 � � )(A �; CE; B �; CE).

• Under the �xed-cost model:

( ~A �; �xed ; ~B �; �xed ) =

8
>><

>>:

(A �; CE � � e; B �; CE); if
P nd

i =1 D �; exp
i <

P ns
j =1 S�; 


j ;

(A �; CE; B �; CE � � e); if
P nd

i =1 D �; exp
i �

P ns
j =1 S�; 


j ;

wheree designates the vector of all ones.

3.3.1 MatchingFluid Limit

Analyzing our marketplace models in a stochastic setting, particularly with small samples,

can be challenging due to the randomness of the Poisson processes generating demand
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and supply. This challenge is especially pronounced when the low density of demand

and supply ampli�es or attenuates disproportionately small variations in Poisson arrivals.

As these effects diminish with increasing density, we focus on a high-density limit of the

system, where� tends to in�nity.

Proposition 1 (Fluid limit of matching problems). Let the marketplace density� tend to

in�nity. Then the total system value and the optimal matching converge to the optimal

objective and solution of a deterministic linear program. More precisely:

1. In the cost-excluded setting, for any� and
 :

lim
� !1

E
�

1
�

� CE(D �; � ; S �; 
 )
�

= � CE(� ; 
 );

and the optimal primal solutionX �; exp;CE
i;j and dual solution(A �; CE

i , B �; CE
j )

of � CE( 1
� D �; � + � � ; 1

� S �; 
 ) converge almost surely to the optimal primal solutionxexp;CE
i;j

and dual solution(aCE
i , bCE

j ) of � CE(� + � � ; 
 ).

2. In the cost-included setting, for any� con, � tre and
 :

lim
� !1

E
�

1
�

� m
CI(D

�; � con
; D �; � tre

; S �; 
 )
�

= � m
CI(�

con; � tre; 
 );

and the optimal primal solution(X �; control;CI;m
i;j ; X �; tre;CI;m

i;j ) and dual solution(A �; con;CI;m
i ,

A �; tre;CI;m
i , B �; exp;CI;m

j ) of � m
CI ( 1

� D �; � con
; 1

� D �; � tre
; 1

� S �; 
 ) converge almost surely to

the optimal primal solution(xcon;CI;m
i;j ; xtre;CI;m

i;j ) and dual solution(acon;CI;m
i , atre;CI;m

i ,

bexp;CI;m
j ) of � m

CI(�
con; � tre; 
 ).

The �rst part of Proposition 1 restates Theorem 1 of [8]. The second part extends it

to the cost-included matching linear program. Proposition 1 allows us to replace a com-

plex stochastic system with a simple deterministic optimization problem in our analysis,

simplifying key quantities such as the global treatment effect.
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Corollary 1. In the �uid limit as � ! 1

� m = lim
� !1

� �;m = � m
CI(0; � + � ; 
 ) � � m

CI(� ; 0; 
 )

= � CE(� + � ; 
 ) � � CE(� ; 
 ) � cm (0; � + � ; 
 ):

For simplicity, we assume that the optimal solutions of� CE (� + � � ; 
 ) and� m
CI ((1 �

� )� ; � (� + � ); 
 ) at the experiment point are unique and nondegenerate. From linear

programming sensitivity analysis, we know that the functions� CE (�; �) and� m
CI (�; �; �) are

piecewise linear and concave, and thus their derivatives are Riemann-integrable. Their

derivatives with respect to the arrival rate of a particular demand type are given by the

corresponding demand shadow prices. We can therefore write the global treatment effect

as

� m =
Z 1

0
(a treatment;CI;m;� � (� + � ) � acontrol;CI;m;� � � )d�

=
Z 1

0
aCE;� � � d� � cm (0; � + � ; 
 ): (3.5)

3.4 Dependence of Interference Bias on the Experimental Design

In this section, we discuss the standard estimators for the global treatment effect under both

the cost-excluded and cost-included design. In particular, we show that interference bias

manifests differently in each design.

3.4.1 Cost-ExcludedDesign

We start by studying the cost-excluded design, where we de�ne the standard “RCT” esti-

mator.

De�nition 2. In cost-excluded experiments, the RCT estimator is de�ned as follows.
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• Under the proportional-cost model:

�̂ �; prop
RCT-CE =

1
�

 
1
�

ndX

i =1

nsX

j =1

(1 � � )vi;j X �; treatment;CE
i;j �

1
1 � �

ndX

i =1

nsX

j =1

vi;j X �; control;CE
i;j

!

:

• Under the �xed-cost model:

�̂ �; �xed
RCT-CE =

1
�

 
1
�

ndX

i =1

nsX

j =1

(vi;j � � )X �; treatment;CE
i;j �

1
1 � �

ndX

i =1

nsX

j =1

vi;j X �; control;CE
i;j

!

:

In words, the standard approach to estimate the global treatment effect is simply to

sum up the total value obtained from the control group, and compare it with the total value

obtained from the treatment group (appropriately discounting the value of treated units).

We can equivalently write each RCT estimator as follows:

�̂ �; prop
RCT-CE =

1
�

0

@1
�

ndX

i =1

nsX

j =1

vi;j X �; treatment;CE
i;j �

1
1 � �

ndX

i =1

nsX

j =1

vi;j X �; control;CE
i;j � �

1
�

ndX

i =1

nsX

j =1

vi;j X �; treatment;CE
i;j

1

A ;

(3.6a)

�̂ �; �xed
RCT-CE =

1
�

0

B
B
B
B
@

1
�

ndX

i =1

nsX

j =1

vi;j X �; treatment;CE
i;j �

1
1 � �

ndX

i =1

nsX

j =1

vi;j X �; control;CE
i;j

| {z }
cost-excluded treatment effect estimator

� �
1
�

ndX

i =1

nsX

j =1

X �; treatment;CE
i;j

| {z }
cost estimator

1

C
C
C
C
A

;

(3.6b)

where the �rst two terms estimate the treatment effect under the assumption that the treat-

ment has zero cost, while the last term estimates the cost of deploying the treatment to the

entire platform. In the �uid limit, [8] showed that the �rst part of this estimator has posi-

tive bias, i.e., always overestimates the true global treatment effect. However, their result

implies that the cost estimatoralso has positive bias, making the sign of the total cost-

excluded RCT estimatora priori unclear, since we are subtracting a quantity with positive

bias from another quantity with positive bias. We will show in Theorem 1 that the bias
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of the �rst term dominates the bias of the second term, meaning that the RCT estimator is

always positively biased in the cost-excluded setting. First, we need to introduce the form

of the RCT estimator in the �uid limit.

Lemma 3. In the �uid limit as � ! 1 ,

�̂ prop
RCT-CE = lim

� !1
�̂ �; prop

RCT-CE = (1 � � ) �vexp;CE � (� + � ) � �vexp;CE � � ;

�̂ �xed
RCT-CE = lim

� !1
�̂ �; �xed

RCT-CE = ( �vexp;CE � � �x exp;CE) � (� + � ) � �vexp;CE � � ;

where�vexp;CE
i =

P n s
j =1 vi;j xexp;CE

i;j

� i + �� i
is the average value obtained by demand units of typei ,

and �xexp;CE
i =

P n s
j =1 xexp;CE

i;j

� i + �� i
is the matching rate of demand units of typei , in the experiment

state.

We can now state our key bias result for the RCT estimator in the cost-excluded design.

Theorem 1. In the cost-excluded experimental setting, the RCT estimator always overesti-

mates the global treatment effect, i.e.,�̂ m
RCT-CE � � m :

Theorem 1 admits an intuitive graphical explanation. To illustrate it, we introduce a

simple matching instance, with a single demand type with arrival rate� , and three supply

types with arrival rates
 1 = 1:5 and 
 2 = 
 3 = 2. We will consider a treatment with

proportional cost, parametrized by� = 0:15, to provide intuition, but all the results also

hold for the �xed-cost setting. Figure 3.1 shows a diagram of the matching instance, along

with a plot of the value function (undiscounted for control and discounted for treatment) as

a function of the demand arrival rate.

We assume that the arrival rate of demand units is given by� control = 1 under control,

and� treatment= 4 under treatment. We assume that� = 0:5: in the experiment state, the total

demand arrival rate is thus given by�� treatment+ (1 � � )� control = 2:5. From Proposition 1,

we see that the RCT estimator relies on the average value obtained from each type in the

experiment state. Implicitly, the RCT estimator assumes that the average value obtained
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Figure 3.1: Motivating example: matching with one demand type.

Note. The left panel shows the simple matching instance with the arrival rates and the (control) matching

values for each supply type. The right panel shows the total matching value as a function of the demand

arrival rate, for control units (solid line) and treatment units (dashed line).

from each demand type is the same in global control and in global treatment as it is in

the intermediate experiment state — a false assumption in the presence of marketplace

interference. We can show how this assumption breaks in Figure 3.2. Extrapolating the

value function from the experiment state assuming the average value from each demand

unit remains constant ignores the diminishing returns of additional demand induced by the

limited availability of supply. As a result, the linear approximation for the value under

global control provides an under-estimate, while the linear approximation for the value

under global treatment provides an over-estimate — so their difference overestimates the

global treatment effect.

Our proof of Theorem 1 overcomes the fact that the RCT estimator is the difference

between two positively-biased quantities, by observing that even though the total cost of

deploying treatment is overestimated, the RCT estimator still overestimates the total dis-
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Figure 3.2: Bias of the cost-excluded RCT estimator.

Note. In the cost-excluded setting, the RCT estimator relies on a linear approximation of the value function

under control (dash-dotted line) and the discounted value function under treatment (dotted line). This linear

approximation induces bias. For clarity we drop the �nal argument of� since it is always
 .

counted system value in global treatment. Thus, if we run an experiment ignoring treatment

costs in the matching before factoring them in later, the standard estimator will systemati-

cally overestimate the true effect.

3.4.2 Cost-IncludedDesign

We now consider the standard estimator in the cost-included design, de�ned as follows.

De�nition 3. For cost-included experiments, the RCT estimator is given by

�̂ �;m
RCT-CI =

1
�

 
1
�

ndX

i =1

nsX

j =1

vtreatment;m
i;j X �; treatment;CI;m

i;j �
1

1 � �

ndX

i =1

nsX

j =1

vcontrol
i;j X �; control;CI;m

i;j

!

:

As in the cost-excluded setting, the standard estimator simply compares the total value

obtained from the treatment group with the total value obtained from the control group. Un-

like the cost-excluded setting, the treatment values are already discounted in the matching
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formulation. The same pattern holds in the �uid limit, as we see in the following lemma.

Lemma 4. In the �uid limit as � ! 1 ,

�̂ m
RCT-CI = lim

� !1
�̂ �;m

RCT-CI = �v tre;CI;m � (� + � ) � �v con;CI;m � � ;

where�vtre;CI;m
i =

P n s
j =1 vtre;m

i;j xtre;CI;m
i;j

� (� i + � i )
is the average value obtained by treated demand units of

typei and �vcon;CI;m
i =

P n s
j =1 vcon

i;j xcon;CI;m
i;j

(1� � )� i
is the average value obtained by untreated demand

units of typei in the cost-inclusive experiment.

Super�cially, the cost-included RCT estimator looks a lot like the cost-excluded RCT

estimator. It turns out, however, that its behavior is much more complex under interference.

In particular, it depends on the overall ratio between supply and demand in the marketplace.

We de�ne the total marketplace supply as the sum of all supply arrival rates, i.e.,� ,
P ns

j =1 
 j . For a particular set of arrival rates(� ; � ; 
 ), we can use� as a scaling factor —

when we do this, we always assume that the supply arrival rates for each type are all scaled

by the same amount. The following theorem then describes how the cost-included RCT

estimator performs under various supply con�gurations.

Theorem 2. In the cost-included setting, for any arrival rates(� ; � ; 
 ) and any cost model

m, the RCT estimator has the following properties:

1. It is negatively biased in the low-supply limit, i.e., there exists� min such that for any

� < � min ,

�̂ m
RCT-CI � � m < 0:

2. It can also be positively biased, i.e., there always exists a scaling factor� 0 such that

for � = � 0,

�̂ m
RCT-CI � � m > 0:

3. Its relative bias in the low-supply limit tends to in�nity as the treatment cost tends to

27



zero, i.e., if� < � min ,

lim
� ! 0

�̂ prop
RCT-CI � � prop

j� propj
= lim

� ! 0

�̂ �xed
RCT-CI � � �xed

j� �xed j
= �1 :

Figure 3.3: Bias of the RCT-CI estimator on the simple example from Figure 3.1.

Note. The left panel shows an instance of positive bias. Linearly extrapolating the average value obtained

from the control and treatment groups at the experiment state correctly estimates the value at global control

but overestimates the value at global treatment. The right panel shows an instance of negative bias: linearly

extrapolating the average value obtained from the control and treatment groups at the experiment state both

overestimates the value at global control and underestimates the value at global treatment. Note that the

horizontal axis now represents the continuous spectrum of possible experiments, parametrized by� , where

� = 0 designates global control,� = 1 global treatment, and� = � the actual experiment under study. For

clarity we drop the �nal argument of� since it is always
 .

We can illustrate the �rst two properties of Theorem 2 using the example from Fig-

ure 3.1, with two different levels of demand. If we keep� control = 1 and� treatment = 4 as

in Figure 3.2, the true treatment effect is� = 2 :36, but the cost-included RCT estimator

gives a value of̂� RCT-CI = 3:1. However, if � control = 3 and� treatment = 5 (a higher ag-

gregate level of demand is equivalent to a lower aggregate level of supply), then the true
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treatment effect is� = 0 :06875, but the estimator gives a value of�̂ RCT-CI = � 2:3875.

We illustrate the workings of the cost-included estimator on these examples in Figure 3.3.

Even in our simple example, the matching value function depends on the number of control

and treatment demand units, which means that even without considering supply, its input

space is two-dimensional. For ease of visualization, we consider the one-dimensional line

between the point(� con; 0) and(0; � tre), parametrized by� 2 [0; 1]. The global control state

(� = 0) , global treatment state(� = 1) and experiment state(� = � ) all lie along this line.

The RCT estimator uses information about the experiment state (in particular, the average

value obtained from each type) to estimate the value at the endpoints of this line. Because

of interference, the matching value function is piecewise linear and concave. The value

obtained from each group is also piecewise linear, but not necessarily concave. As a result,

unlike the cost-excluded setting, in the cost-included setting the bias can be either positive

or negative.

In the cost-excluded setting, marketplace interference happens when demand units con-

tend for scarce supply: not taking into account this contention means overestimating the

marginal value of additional demand units, which leads to positive bias in the RCT esti-

mator. In the cost-included setting, however, a second effect materializes: because treated

units are costly, they are deprioritized in the matching algorithm. This leads to overempha-

sizing the value of control units, and therefore, negative bias. The third part of Theorem 2

highlights this second effect. Surprisingly, the effect appears for any nonzero cost, leading

to a discontinuity. Even an in�nitesimal cost leads to deprioritization of treatment units,

which makes them look signi�cantly worse than control units to the matching algorithm.

We would expect that a very small cost also implies a small difference between the cost-

excluded and cost-included setting. In fact, the opposite is true: the difference between the

two settings is largest when the cost of treatment is small.

One interesting takeaway from this section is that, if we use the standard estimator,

it is not clear whether the cost-excluded or cost-included design is preferable. The cost-
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excluded design always has positive bias, while the cost-included design could have neg-

ative or positive (or zero) bias. Neither is an especially appealing option. We investigate

alternatives in the following section.

3.5 Bias Reduction Via Shadow Prices

The examples in Figure 3.2 and Figure 3.3 suggest a key reason for the breakdown of the

standard estimator in both experimental designs: the assumption that the average value

obtained by a demand unit is the same under global control and under global treatment

(after accounting for price discounts). This assumption does not hold under marketplace

interference. We may therefore prefer another way to estimate the total system value under

global control and under global treatment — by using the optimal dual solution in the

experiment state.

3.5.1 Cost-ExcludedDesign

Recall that in the cost-excluded experiment state, we obtaintwo sets of optimal shadow

prices, depending on whether we use the original (control) or discounted (treatment) match-

ing weights. Though this choice does not affect the primal solution (this is acost-excluded

matching, after all), it does affect the dual solution. We use both the original shadow prices

and the discounted shadow prices in de�ning the following cost-excluded shadow price

estimator.

De�nition 4. For cost-excluded experiments, the shadow price (SP) estimator is de�ned as

�̂ �;m
SP-CE=

1
�

��
1
�

~A �;m � D �; treatment+ ~B �;m � S �; 


�
�

�
1

1 � �
A �; CE � D �; control + B �; CE � S �; 


��
:

The key idea behind the shadow price estimator is that it assumes that while the optimal

matching will obviously be different under global control and/or global treatment (because

there will be different numbers of units), thedualof the optimal matching may not change

much, especially since the treatment effect in any experiment is likely to be small relative
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to the total system value. We can use Lemma 2 to obtain more speci�c expressions for each

cost model. In particular, under the proportional-cost model, we obtain

�̂ �; prop
SP-CE=

1
�

�
A �; CE �

�
1
�

D �; treatment�
1

1 � �
D �; control

�
� �

�
1
�

A �; CE � D �; treatment+ B �; CE � S �; 

��

;

(3.7)

where the �rst term is exactly the original shadow price estimator from [8], while the second

term is an estimate of the total cost of the intervention. Similarly, under the �xed-cost

model, we obtain

�̂ �; �xed
SP-CE=

8
>><

>>:

1
�

h
A �; CE �

�
1
� D �; treatment� 1

1� � D �; control
�

� � 1
�

P n d
i =1 D �; treatment

i

i
if

P n d
i =1 D �; exp

i <
P n s

j =1 S�; 

j ;

1
�

h
A �; CE �

�
1
� D �; treatment� 1

1� � D �; control
�

� �
P n s

j =1 S�; 

j

i
if

P n d
i =1 D �; exp

i �
P n s

j =1 S�; 

j :

(3.8)

Once again, the second term estimates the total cost of the intervention, which is driven

by total demand if the experiment is demand-constrained (�rst case) or total supply if the

experiment is supply-constrained (second case). In order to analyze whether this new esti-

mator is biased, we again turn to the �uid limit of the matching system.

Lemma 5. In the cost-excluded design, the �uid-limit form of the shadow price estimator

is

�̂ m
SP-CE= lim

� !1
�̂ �;m

SP-CE=
�

~am � (� + � ) + ~bm � 

�

�
�
aCE � � + bCE � 


�
;

where we de�ne the discounted shadow prices(~am ; ~bm ) of the �uid-limit matching� CE(� +

� � ; 
 ).

In the �uid limit, the discounted shadow prices(~am ; ~bm ) can be computed from the

original shadow prices following the same reasoning from Lemma 2. We can further spec-

ify the form of the �uid-limit shadow price estimator as follows.
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Corollary 2. The cost-excluded shadow price estimator can equivalently be written as

�̂ prop
SP-CE= aCE � � � � (aCE � (� + � ) + bCE � 
 );

�̂ �xed
SP-CE=

8
>><

>>:

aCE � � � �
P nd

i =1 � i + � i ; if
P nd

i =1 � i + �� i <
P ns

j =1 
 j ;

aCE � � � �
P ns

j =1 
 j ; if
P nd

i =1 � i + �� i �
P ns

j =1 
 j :

Our next result shows that the shadow price estimator in the cost-excluded design re-

duces bias compared to the standard estimator.

Theorem 3. In the cost-excluded setting, under cost modelm, the SP estimator reduces

bias from the RCT estimator as long as� � 1� � m

2� � m , where

� prop = �;

� �xed =
�

mini;j vi;j
:

Furthermore, for any� or � , there exists an instance for which the bound is tight.

Theorem 3 provides a clear guarantee for bias reduction, which only depends on known

quantities (the discounts� or � ) and a controllable quantity (the treatment fraction� ). The

condition is not very restrictive: as long as the discount remains small, the upper bound on

the treatment fraction is close to0:5. In addition, requiring a small� is not very limiting in

practice since platforms often prefer experiments with smaller treatment groups (so as to

limit experimentation costs).

What Theorem 3 does not provide is an indication ofhow muchthe SP estimator reduces

bias. Quantifying bias reduction in general requires some additional assumptions about the

state of the marketplace — while these assumptions may not be directly veri�able from

the single experiment state, the platform may be able to assess their validity using general

knowledge about the marketplace. We lay out the result in the following theorem.
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Figure 3.4: Bias of the cost-excluded shadow price estimator.

Note. In the cost-excluded setting, we still build linear approximations of the discounted and undiscounted

value functions, but now the linear approximation is correct in a Taylor sense.

Theorem 4. In the cost-excluded design, the ratio of the shadow price estimator bias to

the standard estimator bias is bounded as follows.

1. In the proportional cost setting, assuming that( �vexp;CE � aCE;0) � � > 0,

�
�
� �̂ prop

SP-CE� � prop
�
�
�

�
�
� �̂ prop

RCT-CE � � prop
�
�
�

�
(aCE;0 � aCE;1) � �

( �vexp;CE � aCE;0) � �
:

2. In the �xed cost setting, assuming that( �vexp;CE � (1 � � )� e � aCE;0) � � > 0 and

either (i)
P nd

i =1 � i + � i �
P ns

j =1 
 j or (ii)
P ns

j =1 
 j �
P nd

i =1 � i ,

�
�
� �̂ �xed

SP-CE� � �xed
�
�
�

�
�
� �̂ �xed

RCT-CE � � �xed
�
�
�

�
(aCE;0 � aCE;1) � �

( �vexp;CE � (1 � � )� e � aCE;0) � �
:

In both cases,aCE;0
i andaCE;1

i denote the demand shadow prices of each type in the global
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control and global treatment states, respectively.

Theorem 4 bounds the SP estimator bias as a fraction of the RCT estimator bias with

the ratio of two quantities. The numerator depends on the difference between demand

marginal values in global control and global treatment, while the denominator depends

on the difference between the average and marginal value of demand in the experiment

and control states. The denominator is large when there is a lot of interference between

units, meaning marginal values are much smaller than average values. The numerator is

small when the treatment itself does not signi�cantly change the amount of interference

in the marketplace. In other words, the shadow price estimator is most effective when

the treatment effect is marginal (common in practice) and/or when the marketplace suffers

from a lot of interference. We will verify these conclusions numerically in section 3.7.

3.5.2 Cost-IncludedDesign

We can analogously de�ne a shadow price estimator in the cost-included design. In this

case, there is no need for discounted shadow prices, as the dual matching formulation

already has distinct shadow prices for treated and untreated demand units of each type.

De�nition 5. For cost-included experiments, the shadow price (SP) estimator is de�ned as

�̂ �;m
SP-CI =

1
�

 
1
�

ndX

i =1

A �; treatment;CI;m
i D �; treatment

i �
1

1 � �

nX

i =1

A �; control;CI;m
i D �; control

i

!

:

Similarly, obtaining the �uid limit form of the shadow price estimator is a straightfor-

ward application of Proposition 1.

Lemma 6. The cost-included shadow price estimator in the �uid limit becomes

�̂ m
SP-CI = lim

� !1
�̂ �;m

SP-CI = a tre;CI;m � (� + � ) � acon;CI;m � � :

As with the cost-excluded design, it is of interest to verify that the cost-included shadow
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price estimator has bias-reducing properties. Unfortunately, such a property is more dif-

�cult to establish in this setting, since, as discussed in section 3.4, the cost-included RCT

estimator can sometimes be unbiased through luck, when the positive bias resulting from

overestimating the marginal value of an additional unit cancels with the negative bias re-

sulting from deprioritizing lower-value treated units in the matching. Nevertheless, we can

obtain the following guarantees.

Theorem 5. In the cost-included setting, for any cost modelm, the SP estimator veri�es:

1. If � < � min (RCT estimator always negatively biased), then

�
�
� �̂ m

SP-CI � � m
�
�
� �

�
�
� �̂ m

RCT-CI � � m
�
�
� ;

and furthermore

lim
� ! 0

�
�
� �̂ prop

SP-CI � � prop
�
�
�

�
�
� �̂ prop

RCT-CI � � prop
�
�
�

= lim
� ! 0

�
�
� �̂ �xed

SP-CI � � �xed
�
�
�

�
�
� �̂ �xed

RCT-CI � � �xed
�
�
�

= 0;

as long as� � 1
2 in the proportional-cost model and� � 1

2 minj maxi vi;j in the

�xed-cost model.

2. If � = � 0 (RCT estimator always positively biased), then

�̂ m
SP-CI = �̂ m

RCT-CI:

Theorem 5 revisits the conditions from Theorem 2, in which we established nonzero

bias for the standard estimator. Under these same conditions, the shadow price estimator

is no worse (and can be substantially better) than the standard estimator. In the �rst case

in particular, while the relative bias of the standard estimator counter-intuitively grew to

in�nity as the treatment cost tended to zero, the bias of the shadow price estimator rela-

tive to that of the standard estimator tends to zero, a much more desirable behavior. The
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only condition is that the cost not be too high, a very reasonable condition since practical

experiments rarely change prices by more than a few percentage points.

Figure 3.5: Bias of the SP-CI estimator on the simple example from Figure 3.1.

Note. The shadow price estimator builds a single linear approximation of the value function by using the

shadow prices at the experiment point.

The main takeaway from this section is that, regardless of which design the platform

chooses, using the shadow price estimator is likely to reduce the bias caused by interfer-

ence. In the next section, we compare the performance of the two designs in terms of bias

reduction.

3.6 Design Recommendations for Platforms

Having established the bias-reducing properties of the shadow price estimator in both de-

signs, we now consider the problem of which design may be preferable.

36



3.6.1 Includecostor excludeit?

Platforms may have �exibility in choosing whether to implement a cost-included or cost-

excluded design when evaluating pricing interventions. While the shadow price estimator

provably reduces bias in both situations (under some conditions), it is of interest to under-

stand whether one design is inherently less biased than another. One way to do so is to

identify necessary and suf�cient conditions for each design to lead to a zero-bias estimator,

regardless of the treatment fraction� .

Theorem 6. The shadow price estimator is unbiased for every0 � � � 1 if and only if one

of the following conditions holds:

1. The platform uses the cost-excluded design and

(a) aCE;0 = aCE;1 under the proportional-cost model,

(b) aCE;0 = aCE;1, and additionally, either (i)
P nd

i =1 � i + � i �
P ns

j =1 
 j or (ii)
P ns

j =1 
 j �
P nd

i =1 � i under the �xed-cost model.

2. The platform uses the cost-included design anda tre;CI;m; 0 = a tre;CI;m;� andacon;CI;m; 0 =

acon;CI;m;� for every0 � � � 1.

The �rst part of Theorem 6 is not very surprising. It follows almost directly from The-

orem 4 that the �rst two conditions are suf�cient to ensure the shadow price estimator is

unbiased in the cost-excluded design. It turns out that if we want the estimator to be un-

biasedfor any choiceof � , these conditions are also necessary. Intuitively, the conditions

simply mean that the interference bias should be the same under global control and global

treatment — in other words, the treatment itself is not leading to more or less interference.

This is reasonable in a world of marginal treatments.

The second part of Theorem 6 looks super�cially similar to the �rst part. However, it

tells a very different story. In particular, it requires that the marginal value of an untreated

demand unit is exactly the same in global control (when there are lots of untreated demand
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units) and in global treatment (when there are no untreated demand units at all). Under

mild assumptions, we can show that this is a much stronger requirement, as described in

the following corollary.

Corollary 3. Assume that the matching problem in the global control and global treatment

states has a unique and nondegenerate optimum. Then the SP-CI estimator is unbiased for

any� if and only if the optimal matching solution in global treatment veri�es

x tre;CI;m; 1
i;j =

8
>><

>>:

� i + � i ; if vi;j = max1� k� ns vi;k ;

0; otherwise.

Corollary 3 establishes that most of the time, the SP-CI estimator is only unbiased for

any� if there is no interference bias to begin with. In other words, even if the treatment itself

has no effect on the structure of interference in the marketplace, the shadow price estimator

in the cost-included design may still be biased for some� . Corollary 3 is a much more

stringent condition — indeed, if it holds, the standard estimator would also be unbiased for

every� . We can therefore provide an initial answer to platforms wondering which design

is preferable for pricing interventions: the cost-excluded design is much more likely to be

unbiased for treatments with small effects (as most practical treatments are), whereas the

cost-included design is only unbiased when the standard estimator is also unbiased. We

will also consider this decision numerically in section 3.7.

3.6.2 Simulation-basedEstimation

An alternative approach to the standard estimator is to simply estimate the arrival rates of

each type under control and treatment, and evaluate the counterfactual matching values un-

der these estimated arrival rates. This approach is called the “Two-LP estimator” by [8],

since it relies on solving two matching problems. We refer to it as “simulation-based” (SB)

since it involves reconstructing the matching problem with two different demand realiza-
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tions and comparing the total obtained values.

De�nition 6. The simulation-based estimator is given by

�̂ �;m
SB = � m

CI

�
0;

1
� �

D �; treatment;
1
�

S �; 


�
� � m

CI

�
1

� (1 � � )
D �; control; 0;

1
�

S �; 


�
:

Similarly to Remark 1, there is an equivalent de�nition of the SB estimator using the

cost-excluded matching formulation. It is easy to show that the simulation-based estimator

is unbiased in the �uid limit.

Lemma 7. In the �uid limit,

�̂ m
SB = lim

� !1
�̂ �;m

SB = � m
CI(0; � + � ; 
 ) � � m

CI(� ; 0; 
 ) = � m : (3.9)

The simulation-based approach is attractive, and it allows the platform to sidestep the

cost-included vs. cost-excluded design question. However, it also has drawbacks. On the

practical side, it requires running the matching algorithm for counterfactual con�gurations

— but such a counterfactual matching means that much more data must be collected from

the experimental state in order to replicate the matching function. For example, [28] de-

scribe how the matching values in the dispatch system at Lyft are updated dynamically

throughout the day using reinforcement learning — which makes reproducing a matching

con�guration of�ine a complex engineering task.

On the theoretical side, [8] showed that it may lead to signi�cant bias in the low-data

setting (i.e., when the �uid limit is a poor approximation of marketplace dynamics), es-

pecially when the experiment is asymmetric, i.e.,� is close to 0 or 1. We will verify

numerically that this behavior continues to occur in pricing interventions in section 3.7.
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3.7 Numerical Experiments

The majority of our analysis is conducted in the �uid limit. We now validate our key

�ndings numerically in a �nite-sample setting. We focus on the proportional-cost model,

and present similar results for the �xed-cost model in appendix section A.5.

3.7.1 Setup

We consider a synthetic data setting, motivated by geographical matching (e.g., in ride-

hailing). We generate 50 matching instances withns = 10 demand types andnd = 10

supply types, each time by samplingnd + ns points uniformly in the unit square. We asso-

ciate each type with one point (orlocation), and de�ne the value of matching a demand unit

of typei (located atz i
d) to a supply unit of typej (located atz j

s) asvi;j = e� kz i
d � z j

sk2 . We

let � = 1, � i = 13 and� i = 3 for each demand typei . We also let
 j = � � i , where� takes

30 possible values ranging from0:3 (undersupply) to3 (oversupply). Due to similarity in

results, we only consider the proportional-cost model in the main text and present analo-

gous results for the �xed-cost setting in the appendix. We consider three possible values

of the proportional discount parameter� (5%; 10%; 20%). For each matching setting, we

compute the global treatment effect and estimator values from100Poisson samples.

3.7.2 BiasReduction

Figure 3.6 displays the (signed) average biases of all estimators along with their standard

errors for simulated experiments with treatment fractions� of 0:10; 0:30, and0:50, and

for three discount levels� of 5%, 10%, and20%. As predicted by theory in the �uid

limit, the RCT-CE estimator overestimates the global treatment effect, inducing positive

bias. Meanwhile, the RCT-CI estimator exhibits negative bias in the undersupply regime

and transitions to positive bias at certain supply-to-demand ratios. We observe that both

shadow price estimators consistently reduce bias compared to their standard counterparts.
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In addition, the simulation-based estimator (SB) shows signi�cant bias for small� values

(asymmetric experiments).

Figure 3.7 provides pairwise comparisons of shadow price and standard estimators

across designs, as well as the shadow price estimators across designs, all in our �nite-

sample setting. The left column compares the SP and RCT estimators in the cost-excluded

setting, with the former much more closely tracking the global treatment effect. Simi-

larly, in the middle column we compare the SP and RCT estimators in the cost-included

setting, with a similar observation. Finally, the third column illustrates the message of sec-

tion 3.6, namely that in a head-to-head comparison between shadow price estimators in the

cost-included and cost-excluded settings, the latter tends to have lower bias. Overall, the

SP estimator in the cost-excluded design outperforms others in bias reduction across most

experimental con�gurations.

3.7.3 BiasReductionGuaranteesin Practice

In Theorem 3 and Theorem 4, we established conditions for bias reduction from the shadow

price estimator and bounds on the amount of bias reduction, in the cost-excluded set-

ting. Theorem 3 provides a suf�cient condition on the treatment assignment probability

� for the shadow price estimator to reduce bias compared to the standard estimator. Fig-

ure 3.8 shows that the theoretical guarantee can be somewhat conservative, particularly in

undersupply or balanced supply/demand con�gurations, where the shadow price estima-

tor reduces bias far beyond the maximum allowed� . In oversupply, the bound becomes

tighter, though there is still room to increase� without compromising bias reduction. This

suggests that additional information on the structure of the value function (to which our

theory is entirely agnostic) may yield tighter guarantees on bias reduction. The choice of

� is an important consideration since the SP estimator can indeed increase bias in some

highly asymmetric cases in the oversupply regime.

Meanwhile, Theorem 4 established an upper bound on the ratio between the biases
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of the shadow price and standard estimators in the cost-excluded setting. Figure 3.9 ex-

plores the tightness of this upper bound. As expected, the bound is conservative, though

reasonably meaningful in the undersupply setting: for example, when the supply/demand

ratio is0:7, the theory guarantees that the SP bias removes at least 80% of the RCT bias,

while in practice it removes around 95%. In high-supply regimes, the bound's performance

deteriorates sharply, but the actual estimator performance decays more gracefully as both

estimators converge to the unbiased ground truth.

3.8 Conclusion

This chapter addresses the issue of interference bias in pricing experiments, in marketplaces

with a matching component. We �rst identify a crucial design decision — whether to

discriminate, at match time, between units paying full price and units paying a discounted

price, which only coexist in the marketplace as an artifact of the experimentation process.

We �rst show that a simple duality-based correction on the standard estimator (called the

shadow price estimator) reduces bias signi�cantly no matter what the platform decides. Our

analysis further recommends treating the treated and untreated units as indistinguishable to

reduce bias, even though this is not revenue-maximizing in the short term.
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Figure 3.6: Comparing Estimator Biases.

Note. The shadow price estimator in the cost-excluded setting (SP-CE) reduces bias across all scenarios.

The RCT-CE estimator is always positively biased, while the RCT-CI estimator shows signi�cant negative

bias in the undersupply regime. The simulation-based estimator (SB) exhibits signi�cant bias in asymmetric

experiments (small� ).
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Figure 3.7: Bias Reduction from the Shadow Price Estimator Across Designs.

Note. Pairwise comparisons of shadow price and standard estimators across designs. The shadow price

estimator in the cost-excluded design outperforms all others in bias reduction across all experiment con�gu-

rations, particularly in the low-supply regime.
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Figure 3.8: Effect of Treatment Fraction on Bias Reduction Guarantees.

Note.Illustration of Theorem 3, which provides suf�cient conditions on the treatment assignment probability

� for the SP estimator to outperform the standard estimator in terms of bias. The theoretical guarantee

holds robustly in undersupply and balanced settings, and is particularly bene�cial in oversupply scenarios.

Notably, the critical value of� remains below the empirical turning point, indicating that the SP estimator

reduces bias in the majority of cases. Only in highly asymmetric oversupply scenarios, with large� , does the

RCT estimator exhibit lower bias than SP.

Figure 3.9: Effect of Supply-to-demand Ratio on Bias Reduction Guarantees.

Note. Tightness of the upper bound of the bias ratio between SP and RCT in the cost-excluding setting.

The bound is most meaningful in undersupply regimes providing a reasonable order of magnitude, while it

becomes large in high-supply settings.
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CHAPTER 4

HETEROGENEOUS TREATMENT EFFECTS IN MATCHING

MARKETPLACES UNDER INTERFERENCE: FROM ESTIMATION TO

DECISION

4.1 Introduction

In this chapter, we focus on interference that arises in two-sided marketplaces, like ride-

hailing or delivery companies, as a result of demand contending for the same scarce supply

(or vice versa). For instance, a promotion on a particular restaurant may lead to increased

orders, reducing the availability of delivery drivers for other restaurants and thus depressing

their sales. The majority of recent papers in this space focus on estimating the global treat-

ment effect, i.e., the difference in total system value between the state in which everyone is

treated and the state where no one is. In contrast, this chapter considersheterogeneousor

subgrouptreatment effects: our goal is to understand the effect of a treatment on a particular

subset of units, under marketplace interference.

We focus on matching marketplaces, where the assignment between demand units and

supply units is handled by a matching algorithm. Our setup is very similar to the one in

[8]: we consider a �nite set of demand and supply types, with demand and supply units of

each type arriving according to a Poisson process whose rate is not known by the platform.

The platform knows the value of matching each available demand unit with each available

supply unit, and matches all units simultaneously to maximize overall system value. The

treatment causes an increase or decrease in the Poisson arrival rates, and our goal is to

understand the impact of the arrival rate �uctuations of a single demand type on the total

system value. We collect data from a single experiment in which a fraction of the units of

each type is exposed to treatment, while the rest are not. Much of our analysis relies on
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analyzing this stochastic system in its �uid limit, where the total number of units is high

and small-sample effects can be ignored.

We �rst observe that under interference, the treatment effect on a subgroup, i.e., the

difference in total system value between the state where all units of this type are treated and

the state where none are, is not uniquely de�ned — indeed, it can depend on the treatment

assignment of other types. This makes estimation challenging — our experiment produces

a single estimator, but we have multiple possible estimands of interest.

We overcome the multiple-estimand challenge in several ways. First, we establish a

set of necessary and suf�cient conditions under which the treatment effect on units of a

particular type is uniquely de�ned, i.e., independent of the treatment assignments of other

types. Surprisingly, this condition does not preclude the presence of interference in the

marketplace. Under this condition, we show that we can reduce bias from the standard

estimator (which compares the total value obtained by the treatment group with the total

value obtained by the control group) by using Bright et al.'s shadow price estimator [8]

(which compares the total marginal value of the treatment and control groups), adapted for

the heterogeneous treatment effect setting.

We then consider the general case, where the heterogeneous treatment effects may not

be uniquely de�ned. However, we �nd that under mild regularity conditions, the difference

in these estimands is quite small. More precisely, it depends on what we call thevariation

rate of interference under the treatment. In other words, as long as thetreatment itself

does not substantially alter the structure of interference in the marketplace, the treatment

effect on a subgroup depends only mildly on the treatment assignments of other subgroups.

This is a reasonable assumption since most investigated treatments are marginal effects,

and should not for example take the platform from a state of extreme undersupply to a state

of extreme oversupply. For any of the desired estimands, the bias of the subgroup shadow

price estimator is also bounded by the variation rate of interference, meaning it is in a sense

optimal. This contrasts with the standard estimator, whose worst-case bias depends on the
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possibly very largemagnitudeof interference.

Finally, we consider the problem from a different perspective: in practice, online plat-

forms do not care about heterogeneous treatment effectsper se. Rather, they care about

informing rollout decisions: given the experiment results, determining where, when and

to whom a particular treatment should be deployed. We use the standard estimator and

the shadow price estimator to design threshold-based decision rules, and we show that the

shadow price decision rule leads to better outcomes than the standard estimator. We vali-

date our theoretical �ndings via numerical experiments on synthetic data.

4.2 Related work

Randomized controlled experiments, or A/B tests, have been a key statistical tool since

the pioneering work of [39], used to inform decision-making in a variety of areas from

agriculture to health care. More recently, experiments have become a favored technique of

digital companies, who can easily deploy thousands of A/B tests to their millions of users

[40, 41]. A key assumption in analyzing experimental data is the Stable Unit Treatment

Value Assumption (SUTVA), which states that the outcome of a given unit cannot depend

on the treatment assignments ofotherunits [42]. This assumption is a basic tenet of valid

causal inference analysis [see, for instance, 12].

Estimation under interference. However, in many settings, SUTVA does not hold — in

general, this happens when treated and control units interact in some way. Such interaction

is calledinterferenceand can arise in many settings from housing [43] to social networks

[44]. In marketplaces that seek to connect demand units with supply units, interference

arises because demand units contend for the same possibly scarce supply units (and vice

versa). Interference is a challenge because it introducesbias in estimation, leading to in-

correct estimates of treatment effects, and possibly suboptimal decisions as a result.

Many approaches to reduce interference bias focus on developing new experimental
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designs. For example, clustered randomization designs seek to correlate the treatment as-

signments of “nearby” units so treated units are less likely to interact with control units

[4, 9]. Meanwhile, switchback designs alternate between exposing the entire marketplace

to treatment and control [14, 15]. Alternatively, [17] and [18] separately propose similar

techniques to simultaneously split both sides of the marketplace into control and treatment

groups, and only apply the treatment when both the involved demand and supply units

are treated. [45] discuss the pros and cons of different designs in terms of both bias and

variance.

An alternative to better designs is better estimators. While the works mentioned above

focus on marketplace models that are very general and often incorporate an aspect of cus-

tomer choice (a notoriously dif�cult problem to model), other approaches leverage the

particular workings of given marketplace mechanisms to design better estimators: for in-

stance, [46] focus on auctions, [8] on matching algorithms, and [22] on price elasticities.

Alternatively, [19] propose a new estimator based on off-policy evaluation in reinforce-

ment learning. [47] and [22] advocate for combining the results of multiple experiments to

reduce interference bias.

Heterogeneous treatment effects. In the causal inference literature, a recent area of fo-

cus has beenheterogeneoustreatment effect analysis. The core idea is that different sub-

groups within the population under study may respond to treatment differently. Heteroge-

neous treatment effects are useful in the health care setting [48] and are particularly relevant

in the large-data settings in which online platforms operate.

Naive heterogeneous treatment effect analysis means simply isolating the data for the

subgroup of interest. More recently, increasingly sophisticated machine learning methods

from linear regression [49] to random forests [50, 51] allow analysts to simultaneously

learn both the subgroups and their distinct treatment effect directly from the data.

Relatively few papers focus on heterogeneous treatment effect analysis under interfer-
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ence. [52] considers the problem of estimating the treatment effect of multiple simultane-

ous experiments. Most prominently, [53] shows that interference does not simply create

bias in subgroup treatment effects; it also means that the subgroup effect is not uniquely

de�ned because it depends on the treatment status of other subgroups. The author proposes

an alternative unit-level estimand which is uniquely de�ned, relying on decomposing the

treatment effect into a direct component (on the treated unit itself) and an indirect compo-

nent (on other units), as also advocated by [21].

This study is closest in spirit to [8], which uses shadow prices to design bias-reducing

estimators for the global treatment effect, in marketplaces whose core mechanism is a

matching algorithm based on linear programming [54]. We revisit their marketplace model

and extend their results to the heterogeneous setting — a nontrivial extension since the

naive estimand is not even uniquely de�ned.

4.3 Experimental Setting

In this section, we describe our experimental setting. The model of the matching market-

place is described in section 2.3. Our model generalizes the one presented in [8], extending

it from the estimation of global treatment effects (GTEs) to the estimation of heterogeneous

treatment effects (HTEs).

De�ning our estimand. We consider a treatment that affects the rate of submitted match-

ing requests to the platform from demand units. As previously stated, we assume that the

treatment changes the request probability of a demand unit of typei from pi to pi + qi with

0 � pi + qi � 1. We incorporate this change in the demand arrival rates and denote it as� ,

such that� i = ~� i qi for each demand typei .

For each demand typei , a unit is exposed to the treatment with probabilitywi 2 [0; 1].

The vectorw describes the vector of treatment assignment probabilities across demand

types. Under a treatment assignmentw , the arrival rate of treated units of typei is a
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Poisson process with ratewi (� i + � i ), while the arrival rate of control units of typei is a

Poisson process with rate(1 � wi )� i . The total arrival rate of units of typei is therefore a

Poisson Process with rate� i + wi � i .

For a particular typek, we refer to the vector of treatment assignment probabilities

across allothertypes asw � k . If wk = 1, all units of typek are deterministically exposed to

treatment, while ifwk = 0, all units of typek remain deterministically in the control state.

For a givenw � k , we denote the state where all units of typek are treated asw t
k = ( wk =

1;w � k) and the state where none are asw c
k = ( wk = 0; w � k). Underw t

k , units of typek

arrive at rate� k + � k , while underw c
k , they arrive at rate� k .

For any treatment vectorw , let D �; � + w � � denote the realized demand vector corre-

sponding to a demand arrival rate of� (� + w � � ), wherew � � 2 Rnd represents the

element-wise (Hadamard) product ofw and� , and� is a scaling parameter that controls

the relative abundance of demand and supply units.

De�nition 7. For a �xed w � k , the heterogeneous treatment effect on typek, denoted by

� �
k(w � k), is de�ned as the difference between the expected total system value underw t

k

andw c
k , i.e.,

� �
k(w � k) =

1
�

E
h
�

�
D �; � + w t

k � � ; S �; 

�

� �
�
D �; � + w c

k � � ; S �; 

� i

: (4.1)

We include a1
� term in front of the expectation to ensure our estimand is “scale-free”.

Notice that sincew t
� k = w c

� k , the only difference between the two terms in Equation 4.1

is the arrival rate of units of typek. In typical heterogeneous treatment effect estimation

problems where SUTVA holds, we could safely ignore the contribution to the value func-

tion of all units of typei 6= k. However, because SUTVA does not hold in our setting, the

effect on system value between treating or not treating typek may depend on whether or

not some other typei is treated or not. We formalize this insight in the following remark.

Remark2. For anyw � k 6= w 0
� k , there exists a setting of our model where� k(w � k) 6=
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� k(w 0
� k).

We describe a simple example illustrating Remark 2 in Figure 4.1. Our example has

two types of demand and one type of supply with
 = 1. All matching values equal one.

The arrival rates under control are� 1 = � 2 = 0:4, while the arrival rates under treatment

are� 1 + � 1 = � 2 + � 2 = 0:6. The treatment effect on type 1 when type 2 is under control is

0:2, as we can take advantage of the extra supply available in the global control state. But

when type 2 is treated, the treatment effect on type 1 becomes 0, because the extra demand

from type 2 already saturates the available supply.

Figure 4.1: Treatment effect non-uniqueness example.

Note.Example of a setting where the treatment effect for type 1 depends on the treatment assignment status of

type 2. When type 2 is not treated, the extra demand from treating type 1 is matched with the extra available

supply. When type 2 is treated, however, the extra units of type 2 use up the available extra supply, and we

get no bene�t from treating type 1.

Notice that Remark 2 does not claim that the heterogeneous treatment effect on type

k alwaysdepends on the treatment assignments of other types. Indeed, in the following

section we will establish conditions under which the heterogeneous treatment effect for a

particular type is indeed uniquely de�ned, and independent of any other types' treatment
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assignments.

Estimation from a randomized experiment. Whether or not it depends onw � k , es-

timating the heterogeneous treatment effect on typek is challenging because we cannot

simultaneously observe the state of the system underw t
k andw c

k . Instead, we can run an

experiment: observe the state of the system under an intermediate policyw exp, and use the

gathered data to build an estimator for� k(w � k). It is also of interest to use the experiment

state to simultaneously learn heterogeneous treatment effects for all typesk.

In the experiment state, we letD �; treatment� Poisson(� (w exp � (� + � ))) designate the

vector of treated demand units, whileD �; control � Poisson(� ((e � w exp) � � )) designates

the vector of untreated (control) units. The vectore is the vector of all ones. The vector

D �; exp = D �; treatment+ D �; control is the total number of units of each type in the experiment

state.

When we observe the experiment state, we obtain two kinds of data:primal data des-

ignates the actual assignment of demand units to supply units. We denote byX �; control
i;j the

number of control demand units of typei assigned to supply units of typej , and de�ne

X �; treatment
i;j analogously for treatment demand units. We letX �; exp

i;j = X �; control
i;j + X �; treatment

i;j .

In our model, control and treatment units are treated as interchangeable by the platform,

so there may be multiple optimal solutions. Following [8], we assume that the optimal

selection of the platform respects the following assumption in expectation.

Assumption 1. The platform selects a solution at random from the set of optimal solutions,

i.e.,

E
h
X �; control

i;j jD �; control; D �; treatment; S �; 

i

=
D �; control

i

D �; exp
i

X �; exp
i;j :

The matching algorithm also producesdual data, corresponding to the certi�cate of

optimality provided by most LP solvers. By strong duality, the matching linear program
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for a given demand vectord and supply vectors can be equivalently written as

�( d; s) = min
ndX

i =1

ai di +
nsX

j =1

bj sj (4.2a)

s.t. ai + bj � vi;j 8i 2 [nd]; j 2 [ns] (4.2b)

ai � 0 8i 2 [nd] (4.2c)

bj � 0 8j 2 [ns]: (4.2d)

We denote byA �; exp andB �; exp the optimal shadow prices of demand and supply ob-

tained from the optimal matching at the experiment state.

4.3.1 Two Estimators

Given the experiment data described in section 4.3, we now describe two estimators that can

be used to estimate the treatment effect for a particular type. The �rst is a standard Horvitz-

Thompson estimator, which we refer to as�̂ �; RCT
k for typek. This estimator simply scales

the total value obtained by treatment units of typek, then subtracts the scaled total value

obtained by control units of typek.

De�nition 8. The standard estimator, or RCT estimator, for the treatment effect on typek

is given by

�̂ �; RCT
k =

1
�

 
1
�

nsX

j =1

vk;j X �; treatment
k;j �

1
1 � �

nsX

j =1

vk;j X �; control
k;j

!

:

A second estimator for the treatment effect on typek replaces the actual value obtained

by each control and treatment unit of typek with the appropriate demand shadow price.

De�nition 9. The shadow price estimator, or SP estimator, for the treatment effect on type

k is given by

�̂ �; SP
k =

1
�

A �; exp
k

�
1
�

D �; treatment
k �

1
1 � �

D �; control
k

�
:
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[8] established that the SP estimator provably (and considerably) reduces bias from the

RCT estimator when estimating the global treatment effect — the difference in expected

value between treating everyone and no one. The intuition is that the RCT estimator fo-

cuses on the average value obtained from each type, while the SP estimator focuses on the

marginal value. A key result of this chapter is showing that this bias-reduction property

holds not only in the aggregate, but for each individual type as well.

A key challenge in generalizing this result is that the estimand under study is now no

longer uniquely de�ned, as� �
k(w � k) depends onw � k — however, the estimators under

study are uniquely determined by the single experiment state characterized by treatment

assignment vectorw exp. We overcome this dif�culty in several different ways starting

in section 4.4. Before we do so, however, we introduce a tool to simplify our analysis.

4.3.2 Fluid Limit

Analyzing this marketplace model in a stochastic setting — particularly with small samples

— can be challenging. Instead, we study the high-density limit, or�uid limit , of the system,

namely the limit as� tends to in�nity.

Proposition 2 (Fluid limits of estimands and estimators). When we let the marketplace

density� tend to in�nity, the following results hold:

• The value function of the marketplace for any demand and supply arrival rates� and


 tends to the optimal solution of a deterministic linear program:

lim
� !1

E
�

1
�

�( D �; � ; S �; 
 )
�

= �( � ; 
 ):

• Moreover, the optimal primal (X �
i;j ) and dual (A �

i , B �
j ) decision variables of the

linear program�( 1
� D �; � ; 1

� S �; 
 ) tend to the optimal primal (x i;j ) and dual (ai , bj )

decision variables of the linear program�( � ; 
 ).
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• The heterogeneous treatment effect estimands and estimators tend to the following

quantities:

� k(w � k) = lim
� !1

� �
k(w � k) = �( � + w t

k � � ; 
 ) � �( � + w c
k � � ; 
 ); (4.3a)

�̂ RCT
k = lim

� !1
�̂ �;RCT

k = �vk(w exp)� k ; (4.3b)

�̂ SP
k = lim

� !1
�̂ �;SP

k = ak(w exp)� k ; (4.3c)

where�vk(w exp) =
P ns

j =1
xk;j (w exp)

� k + wexp
k � k

vk;j is the average value obtained by demand units

of typek in the experiment matching�( � + w exp � � ; 
 ), while ak(w exp) is the

marginal value (shadow price) of demand units of typek in the experiment matching.

To avoid multiple optimal solutions, we assume that the optimal solution of�( � +

w exp � � ; 
 ) is unique and nondegenerate. From linear programming sensitivity analysis,

we know that the function�( �; �) is piecewise linear and concave, and thus its derivative is

integrable in the Riemann sense. Its derivative with respect to the arrival rate of a particular

demand type is given by the corresponding demand shadow price. We can therefore write

the heterogeneous treatment effect estimand as

� k(w � k) =
Z 1

0
ak(wk = � ; w � k)� kd�: (4.4)

4.4 Heterogeneous Treatment Effects: Uniqueness and Bias Reduction

We established in Remark 2 that the treatment effect on a particular typek is not always

uniquely de�ned, and can depend on the treatment assignments of other typesw � k . How-

ever, there are cases where the heterogeneous treatment effect on typek is independent from

the treatment assignment vector of other types. We �rst establish necessary and suf�cient

conditions under which this occurs, then show that under these conditions, we recover the

bias-reducing properties of the shadow price estimator already demonstrated for the global

treatment effect.
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4.4.1 NecessaryandSuf�cient Conditionsfor Uniqueness

Our conditions for uniqueness initially depend on the following diminishing returns lemma.

Lemma 8. Letk 2 [nd], w ; w 0 2 [0; 1]nd such thatwk = w0
k = � < 1, and(w 0

� k � w � k) �

� � k � 0. Then the shadow price for demand typek veri�es

ak(w ) � ak(w 0):

Lemma 8 states that the shadow price of typek always decreases when the arrival rates

of all other types either increase or stay the same. This is an intuitive property of our

bipartite matching setting: as we add more demand of other types, this can only increase

the scarcity of supply, which means the marginal value of the type under consideration

cannot increase as units are all competing for the same scarce supply.

We can combine this diminishing returns property with Equation 4.4 to obtain the fol-

lowing necessary and suf�cient condition for uniqueness of the heterogeneous treatment

effect on typek.

Lemma 9. The heterogeneous treatment effect for typek is uniquely de�ned if and only if

for everyw � k 2 [0; 1]nd � 1 and every� 2 [0; 1], lettingw = ( wk = � ; w � k), we have

ak(w ) = ak(� ):

Lemma 9 follows from the fact that the integrals of two functionsf andg such that

f is smaller thang everywhere are equal if and only iff equalsg everywhere. In our

setting, it means that the shadow price of a particular demand type only depends on that

type's treatment assignment probability, and does not depend on the treatment assignment

probabilities of any other type. This does not mean that there is no interference. It simply

means that the interference structure for typek—as captured by the shadow price—remains

the same regardless of whether the other types are exposed to control or treatment.
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4.4.2 BiasReductionUnderUniqueness

Under the necessary and suf�cient condition for uniqueness of the heterogeneous treatment

effect on typek established in Lemma 9, we can show that the shadow price estimator is

a better choice than the RCT estimator. We can �rst show that the RCT estimator always

overestimates the treatment effect on typek in amplitude.

Theorem 7. When the heterogeneous treatment effect on typek is uniquely de�ned, the

RCT estimator always overestimates the treatment effect on typek in amplitude, i.e.,

j� k j �
�
�
� �̂ RCT

k

�
�
� :

As in the global treatment effect setting studied in [8], the RCT estimator's bias results

from the fact that it relies on estimating the treatment effect on typek as a linear function in

� k , with slope�vk(w exp), which is the average value obtained from typek in the experiment

state. Because the system value function is concave, this is a poor approximation which

simultaneously underestimates the system value when typek is in control and overestimates

the system value when typek is in treatment.

In contrast, the shadow price estimator relies on the �rst-order Taylor approximation

of the value function. As a result, we can establish that it reduces bias, as long as the

experiment is symmetric.

Theorem 8. When the heterogeneous treatment effect on typek is uniquely de�ned and the

experiment is symmetric (� = 0:5), the SP estimator is less biased than the RCT estimator,

i.e.,

j�̂ RCT
k � � k j� j �̂ SP

k � � k j :

By construction, when� k � 0, both the shadow price and RCT estimators overesti-

mate the system value when typek is treated. However, while the RCT estimator always

underestimates the system value when typek is not treated, the shadow price estimator

58



overestimates this value. Imposing� = 0:5 ensures that the shadow price estimator does

not overestimate the control state by more than the RCT estimator overestimates the treat-

ment state.

The condition for uniqueness of the heterogeneous treatment effect estimand estab-

lished in Lemma 9 is necessary and suf�cient. However, it is not necessarily intuitive. We

now describe two examples of regimes where this condition holds and the treatment effect

on typek is consequently independent of the treatment assignment probabilities of other

types. The �rst is the undersupply limit, as the ratio of total demand to total supply tends to

in�nity; the second is the oversupply limit, where the ratio of total demand to total supply

tends to zero. It turns out that in these two regimes, the shadow price estimator is unbiased

for the treatment effect on typek.

Theorem 9. The heterogeneous treatment effect on typek is uniquely de�ned in the follow-

ing settings:

(a) In the undersupply limit where
P ns

j =1 
 j < mini 2 [nd ] � i .

(b) In the oversupply limit where
P nd

i =1 � i < minj 2 [ns ] 
 j .

In both cases, the shadow price estimator is an unbiased estimator of the treatment effect

on typek.

Theorem 9 mirrors a result in [17] on a different kind of marketplace where assignment

of demand units to supply units is governed by a choice model. In the �rst case, supply is

so low that any additional demand units of any type will bring no value to the marketplace.

In the second case, supply is so plentiful that there is no contention: every demand unit is

automatically matched to its value-maximizing supply unit. In both cases, the system value

function is locally linear, so the shadow price estimator is an unbiased estimator.
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4.5 Overcoming Non-Uniqueness of Heterogeneous Treatment Effects

We now consider the problem of estimating heterogeneous treatment effects in the general

case where Lemma 9 may not hold. This is a challenging problem, since the estimand of

interest, namely the treatment effect on a particular typek, is not uniquely de�ned and may

depend on the treatment assignments of other types. Even if we consider only deterministic

assignment policies (e.g. either all units of a particular type are treated or all are untreated),

the number of estimands can grow exponentially in the number of demand types. As a

result, the estimation problem itself may seem ill-posed. The goal of this section is to

establish whether this is really the case. Our main result is that under certain regularity

assumptions, the difference between the different estimands is not very large, and is indeed

signi�cantly smaller than the bias of the standard (RCT) estimator.

4.5.1 TheTwo-DimensionalCase

We begin by studying a restricted case where there are only two demand types. We can

solve this simple case analytically to understand when the treatment effect for type1 is

affected by the treatment assignment status of type2 and provide intuition for the general

case. We �rst introduce the following symmetry lemma.

Lemma 10. For nd = 2 demand types andns � 2 supply types, it holds that

� 1(w2 = 1) � � 1(w2 = 0) = � 2(w1 = 1) � � 2(w1 = 0) (4.5)

Lemma 10 simply relies on manipulating the terms of a telescoping sum. Importantly,

it tells us that the treatment status of type 2 affects the heterogeneous treatment effect for

type 1 exactly as the treatment status of type 1 affects the heterogeneous treatment effect for

type 2. This symmetric property suggests considering the heterogeneous treatment effects

of multiple types simultaneously, an approach we will revisit in section 4.6. It is also useful

in establishing the following result.
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Theorem 10. Let nd = ns = 2. In the �uid limit, we can bound the difference between the

treatment effect on type 1 when type 2 is treated and when type 2 is untreated as follows:

j� 1(w2 = 1) � � 1(w2 = 0) j� j � 2jmax
j =1 ;2

v2;j

Theorem 10 shows that, though the treatment effect on type 1 may depend on the treat-

ment status of type2, the difference is bounded by the arrival rate change caused by treat-

ment on the other type, i.e., type 2, multiplied by the largest value we can obtain by match-

ing one unit of demand type 2. We now illustrate this bound via an example as shown

in Figure 4.2.

Figure 4.2: Treatment effect of type 1 as a function of the treatment status of type 2.

Note.We take� 1 = 12, � 2 = 5 , � 1 = 3 , and� 2 = 2 . We let
 1 and
 2 vary between 0 and 24. The maximum

edge weight for demand type 2 is 2.

The bound described in Theorem 10 is not very strong, since it depends on the largest

edge weight for the interfering demand type. However, the example in Figure 4.2 suggests

that this bound is only tight for a relatively narrow parameter con�guration — in the third

panel, we see that for most supply levels, the difference between the two possible estimands

is actually zero. In the following section, we show how such con�gurations are somewhat

extreme, and can be ruled out using mild regularity assumptions.
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4.5.2 BoundingEstimandDifferencesin theGeneralCase

In the general case, we can use the concavity of the matching function and some regularity

assumptions to show that the treatment effect of typek generally does not vary signi�cantly

as a function of the treatment assignment status of other types. We begin by introducing a

key quantity which we call thevariation rateof interference in a marketplace.

De�nition 10. For a given intervention, thevariation rateof interference for a given de-

mand typei is given by

� i = max
w ;w 02 [0;1]n d

jai (w ) � ai (w 0)j

The variation rate of interference tells us how much the treatment itself affects the

structure of interference in a marketplace. Typically, even in a marketplace with high inter-

ference, treatments are marginal interventions: they should not take the market from a state

of no interference to a state of high interference. More generally, the interference structure

in the market should be roughly the same with or without the treatment, and the variation

rate of interference for any reasonable intervention should be small. Indeed, if the variation

rate is too large for a given intervention, then a single experiment is unlikely to be the right

tool to evaluate the impact of that intervention.

It turns out that the variation rate of interference provides a natural bound for the max-

imum change in the treatment effect on a given typek caused by treatment assignments in

other types, as described in the following theorem.

Theorem 11. Fix k 2 [nd]. For anyw � k ; w 0
� k 2 [0; 1]nd � 1, we have that

�
� � k(w � k) � � k(w 0

� k)
�
� � � k j� k j :

In the setting with two demand types, we can even tighten these bounds using Lemma 10,

yielding the following corollary.

Corollary 4. Let nd = 2, we can bound the variation in the treatment effect on type 1 as
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follows:

j� 1(w2 = 1) � � 1(w2 = 0) j = j� 2(w1 = 1) � � 2(w1 = 0) j � min f � 1 j� 1j ; � 2 j� 2jg :

In other words, the change in the heterogeneous treatment effect of one type as a result

of the treatment assignment of another type is bounded by the smallest variation rate of

interference between types 1 and 2. If, as mentioned, both of these variation rates are low,

then the non-uniqueness of the heterogeneous treatment effect becomes less relevant, since

any differences are likely to be small.

The bound in Theorem 11 can be tightened analogously in the case wherend > 2, by

using the following generalization of Lemma 10 to a higher-dimensional setting.

Figure 4.3: Visualizing Lemma 11 in three dimensions.

Lemma 11. Fix k. Letw ; w 0 2 f 0; 1gnd , and assume there exists` 2 [nd]; ` 6= k such that

w` = 0, w0
` = 1, andw � ` = w 0

� ` . Then we can write

� k(w 0
� k) � � k(w � k) = � ` (ŵ 0

� ` ) � � ` (ŵ � ` );
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whereŵ is such that̂wk = 0 andŵ � k = w � k , andŵ 0is such that̂w0
k = 1 andŵ 0

� k = w 0
� k .

See Figure 4.3 for a visualization in three dimensions.

4.5.3 Worst-caseBiasReduction

Determining whether the shadow price estimator reduces bias in the general setting is dif-

�cult because we now care about the bias with respect to multiple different estimands

� k(w � k). One possible metric of estimator quality is theworst-casebias, de�ned as fol-

lows.

De�nition 11. For a given typek, the worst-case bias of a particular estimator�̂ k computed

at the experiment statew exp is de�ned as

BiasWC(�̂ k) = max
w � k 2 [0;1]n d � 1

�
�
� �̂ k � � k(w � k)

�
�
� :

When we care about multiple possible estimands, but only have access to a single es-

timator, the worst-case bias is a straightforward upper bound on the bias of our estimators

with respect to any of our estimands. We can show that the worst-case bias of the shadow

price estimator for typek is of the same order as the maximum change in the treatment

effect on typek due to the treatment assignment of other types.

Theorem 12. Fix k 2 [nd]. For any experiment statew exp, the shadow price estimator

veri�es:

BiasWC(�̂ SP
k ) � � k j� k j :

In a sense, the shadow price estimator is as good as we can expect from a single esti-

mator which we may use for multiple estimands. Its bias is comparable to the maximum

difference between the estimands of interest. The same, however, cannot be said for the

RCT estimator: its bias depends on the following parameter which quanti�es the magnitude

of interference in the marketplace.
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De�nition 12. For a given intervention, themagnitudeof interference for a given demand

typei is given by

� i = max
w 2 [0;1]n d

�vi (w ) � ai (w )

The quantity� i tells us the maximum gap between the average value and the marginal

value of a demand unit of typei under any possible treatment. As such, it quanti�es how

much marketplace interference accepts typei . Note that� i � 0 by construction. In the

oversupply limit, the average value and the marginal value are equal, and� i = 0.

We can use� i to quantify the worst-case bias of the RCT estimator, as established in

the following theorem.

Theorem 13. Fix k 2 [nd]. For any experiment statew exp, the RCT estimator veri�es:

BiasWC(�̂ RCT
k ) � (� k + � k) j� k j :

Moreover, there exists an experiment statew exp such that:

BiasWC(�̂ RCT
k ) � (� k � � k) j� k j :

Taken together, Theorem 12 and Theorem 13 make a strong case for using the shadow

price estimator instead of the RCT estimator to estimate heterogeneous treatment effects.

Indeed, while the bias of the shadow price estimator is bounded by the variation rate of in-

terference (which also bounds the change in the treatment effect onk due to the treatment

assignments of other types), the bias of the RCT estimator does not bene�t from such strong

properties. Perhaps more signi�cantly, in some cases, the bias of the RCT estimator is guar-

anteed to be as large as themagnitudeof interference. While we expect the variation rate

of interference� k to be small (because the intervention itself should not materially modify

the structure of interference in the marketplace), we expect the magnitude of interference

to be quite large when there is strong contention for scarce supply.
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In this section, we have shown that although in the general case the treatment effect on

a particular type may not be unique, and may depend on the treatment assignment status

of other types, under mild regularity conditions the estimands of interest are close to each

other, and the shadow price estimator is close to all of them; meanwhile, the RCT estimator

can be signi�cantly biased. We acknowledge, however, that one estimator for multiple

estimands is atypical, and suggests recasting the problem in a different perspective, as we

describe in the following section.

4.6 From Estimators to Decision Rules

Heterogeneous treatment effect analysis is a useful tool in online experiments because it

allows platforms to make more complex rollout decisions. Estimating the global treatment

effect only allows decision makers to compare the global control state (where no one is

treated) with the global treatment state (where everyone is). However, the platform may

wish to only roll out the treatment to certain customers, perhaps those who are most likely

to respond positively. In short, heterogeneous treatment effect estimation is used as a tool

by marketplace companies to designdecision rules.

De�nition 13. A decision rule is a function� : Rnd ! f 0; 1gnd mapping a vector of

estimated heterogeneous treatment effects^� = ( �̂ 1; : : : ; �̂ nd ), to a binary vectorw =

� ( ^� ) wherewi = 1 if we decide to roll out the treatment to units of typei , andwi = 0

otherwise.

Intuitively, a decision rule is simply a way for the platform to leverage its experimental

data to make a business decision. The outcome of a decision rule is a binary vectorw spec-

ifying which types to treat in production. As a result of the decision rule, the platform will

obtain the system value�( � + w � � ; 
 ). Note that we restrict our study to deterministic

decision rules, as randomized policies can be undesirable in practice.

Estimating the impact of an intervention is only one part of decision rule design. An-

other, equally important part, is modeling the cost of the intervention. Rolling out a treat-
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ment to many units usually entails costs, both explicit (e.g., engineering time, price dis-

counts) and implicit (e.g., user experience changes). If an intervention is truly costless,

then it is trivial to design an optimal decision rule which maximizes the system value.

Proposition 3. Assume that the platform can roll out the intervention at no cost. Then the

optimal decision rule is to treat every type with� i > 0 and not treat every type with� i � 0.

Proposition 3 relies on the fact that in our model, more demand is always good, as we do

not pay a price for unmatched demand units. Therefore we can always roll out the treatment

only to types for which it stimulates demand. Note that� is not known by the platform

ahead of time — however, it can be learned to arbitrary precision in the large-data setting

of the �uid limit. We will discuss small-data considerations at the end of this section. For

free interventions, Proposition 3 means that we can obtain an optimal value-maximizing

decision rule without considering interference at all.

Of course, most practical interventions are not free. We consider a simple case where

the platform bears a �xed per-unit costc for the intervention. Therefore, if we roll out the

treatment to all demand units of typek, we will incur costc�
k = cE[D �;� k + � k

k ]. Trivially, in

the �uid limit, the rollout cost becomes

ck = lim
� !1

1
�

c�
k = c(� k + � k):

Under this cost model, the value of a rollout policyw is de�ned as

� c(w ) = �( � + w � � ) � c
X

i :wi =1

(� i + � i ) = �( � + w � � ) �
X

i :wi =1

ci :

A consequence of Proposition 3 even in the non-costless setting is that rolling the treat-

ment out to depress demand is always a bad investment. Therefore, without loss of gener-

ality, we assume that� � 0 for the rest of this section. A natural way to de�ne a decision

rule from a vector of heterogeneous treatment effects^� is athreshold policy, where we roll
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out the treatment to typei if the treatment effect estimator̂� i exceeds some type-speci�c

threshold� i . If the estimator used to design a threshold policy is biased, then the threshold

policy is more likely to lead to a suboptimal outcome. We de�ne the bene�t of a decision

rulew as the difference between the value under the rollout� c(w ) and the value under no

rollout � c(0). We then establish the following result.

Theorem 14. Let t � 0 designate a threshold value, and consider the following threshold

decision rules:

wSP
i (t) =

8
>><

>>:

1; if �̂ SP
i (w exp) � ci + t;

0; otherwise:

wRCT
i (t) =

8
>><

>>:

1; if �̂ RCT
i (w exp) � ci + t;

0; otherwise:

The respective bene�ts of these two decision rules are bounded below by

� c(w SP(t)) � � c(0) �
ndX

i =1

(t � � i � i )� ;

� c(w RCT(t)) � � c(0) �
ndX

i =1

(t � (� i + � i )� i )� ;

wherex � = min( x; 0) designates the negative part ofx.

Theorem 14 shows that the decision rule based on the shadow price estimator is more

robust than the analogous decision rule based on the RCT estimator. Setting a small thresh-

old t = max i � i � i guarantees non-negative bene�t from the shadow price rule, whereas the

RCT rule requires a much higher thresholdt = max i (� i � i + � i � i ). Furthermore, in practice,

all the � i are likely to be similarly small; in contrast, different types may exhibit different

levels of interference� i , leading to a threshold that is much too conservative for some types

but not enough for others.
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Of course, Theorem 14 only provides a lower bound on the bene�t of the rollout policy.

We can show that this lower bound is tight in some settings.

Proposition 4. Let " > 0. Consider the following decision rule:

wy
i =

8
>><

>>:

1; if �̂ RCT
i (w exp) � (� i + � i )� i + ci � ";

0; otherwise:

There exists a setting where� c(w y) < � c(0).

Proposition 4 shows that the lower bound established in Theorem 14 can be tight. This

result con�rms that the RCT estimator is not a good basis for designing decision rules.

We note that in the stochastic setting, the optimal threshold may be harder to determine,

as it depends on both the bias and the variance of our chosen estimator. For instance, we

may want to set a higher threshold for types with less available data. We further study this

behavior numerically in section 4.7.

4.7 Numerical Results

We now validate some of our key �ndings using numerical experiments. We consider a

synthetic data setting, where each type (demand or supply) corresponds to a pointx in the

Euclidean plane. The value of matching a demand unit of typei (with locationx i ) to a

supply unit of typej (with locationx j ) is given byvi;j = e�k x i � x j k2 . We then �x values of

� , � and
 and sample from the corresponding Poisson processes to evaluate the expected

system value for various treatment assignment vectorsw .

4.7.1 EstimatorBias

We �rst consider the bias of the RCT and shadow price (SP) estimators. Our setup has three

demand types and �ve supply types. We set� 1 = 9:5, � 2 = 20, and� 3 = 10:5, and further

� 1 = 2, � 2 = 4, and� 3 = � 2. We consider three levels of supply: undersupply, balanced,
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and oversupply. For each typek, we compute all four possible treatment effect estimands

� k(w � k) by averaging10; 000samples in the corresponding control and treatment states.

We then compute the RCT and SP estimators for an experiment statew exp = 0:5e (50%

treatment probability for all types).

Figure 4.4: Bias of subgroup RCT and SP estimators for each type and for all possible
treatment statuses of other types, for three supply settings.

Note. In the left column, bias is expressed in absolute terms; in the center and right columns, bias is relative

to the estimand of interest. Error bars represent standard errors.

The results are shown in Figure 4.4. The rows correspond to each of the three demand

types, and the columns correspond to each of the three supply regimes. On the left, we see

that when supply is more scarce, the RCT estimator is much more biased no matter which

of the four estimands we care about. In the middle column, we see that the RCT estimator

still exhibits larger bias — the SP estimator bias is not zero, however, because the four

estimands are not quite equal. We observe that the SP estimator bias is on the same order

as the difference between the four estimands of interest. Finally, on the right, there is so

much supply that interference is nonexistent, the treatment effects on each type are unique,
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and both estimators are unbiased.

4.7.2 DecisionRules

We next study the usefulness of the shadow price estimator in designing decision rules for

treatment rollout. We consider a similar setup with10 demand types and10 supply types.

The supply and demand is geographically unbalanced, with one region with a lot of demand

and little supply, and another region with little demand and a lot of supply. The supply and

demand distribution is shown in Figure 4.5.

Figure 4.5: Demand and supply types in the plane.

Note. There are two distinct regions, undersupplied in the lower left corner and oversupplied in the upper

right corner. Marker sizes are proportional to arrival rates.

In this setting we apply two different treatment cost models. The �rst considers a treat-

ment cost per demand unit that is constant (c = 0:3) for all types. The second has different

treatment costs for each type: for demand typei , the treatment cost per unit is calculated

asci = q
�

1
ns

P ns
j =1 vi;j

�
whereq = 0:5 denotes a portion of the average matching value.

We then consider a range of threshold values. For each threshold, we compute the SP

and RCT estimators of the treatment effect on each demand type (N = 1; 000). We also

estimate the treatment cost from the size of the treatment group. For each sample, we create
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a suggested treatment assignment vector based on the demand types for which the estimated

value increase minus treatment cost is above the speci�c threshold. We then estimate the

value (minus the cost) of this proposed treatment assignment vector on1; 000new samples.

We plot the average and minimum bene�t obtained for each threshold in Figure 4.6, with

results normalized as a percentage of the global control state where we treat no one.

Figure 4.6: Comparison of SP- and RCT-based decision rules under two cost models (uni-
form and varying per type).

(a) SP-based decision rule (per-type cost) (b) SP-based decision rule (uniform cost)

(c) RCT-based decision rule (per-type cost) (d) RCT-based decision rule (uniform cost)

Note.In the uniform cost model, neither decision rule can beat global control. In the per-type cost model, the

SP decision rule can beat global control by about 3%, while the RCT decision rule cannot beat global control.

The SP decision rule also guarantees a better minimum outcome.

We observe that when the cost is uniform, neither policy is able to �nd a rollout policy

that beats global control (and indeed, none exists). In contrast, when our cost depends on

the type, the shadow price estimator provides us with better treatment rollout recommen-

dations which can result in higher value than the full control value as shown in Figure 4.6a.
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For high threshold values, all decision rules recommend that we treat no one. As we lower

the threshold, the SP decision rule suggests a rollout with a positive bene�t (3% on aver-

age). In contrast, the RCT-based decision rule never suggests a positive-bene�t treatment

rollout for any threshold value. We also �nd that the SP-based rollout has a higher �oor

(minimum value), and lower variance (smaller error bars). Our analysis con�rms that the

shadow price estimator leads to more effective and robust rollout decisions.

4.8 Conclusion

This chapter presents a study of heterogeneous treatment effects in matching marketplaces

under interference. In this setting, the treatment effect on a particular subgroup is not

even a uniquely-de�ned quantity, making accurate estimation dif�cult. We observe both

theoretically and numerically that the shadow price estimator, originally proposed by [8]

and which we adapt to the heterogeneous setting, is much less biased than the standard

estimator. Demand shadow prices correct for interference in matching marketplaces and

allow platforms to make better rollout decisions based on their experimental data.
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CHAPTER 5

IMPROVING ESTIMATION VIA UPPER AND LOWER BOUNDS

5.1 Introduction

Estimating treatment effects is a fundamental challenge for online platforms aiming to

make data-driven decisions. Enhancing the accuracy of these estimates directly improves

decision-making quality, making the development of improved estimators a priority. The

effectiveness of an estimator is determined by its ability to minimize both bias and variance.

In previous chapters, we focused on reducing bias in the estimation of treatment effects in

matching marketplaces under interference. In this chapter, we shift our attention to variance

reduction.

Our focus lies in re�ning the estimation of both global and heterogeneous treatment

effects in matching marketplaces under interference by leveraging upper and lower bounds

of the true effect. As demonstrated in previous chapters, the standard (RCT) and shadow

price (SP) estimators rely on linear approximations of the total value function at global

control and global treatment states. In the �uid limit, the RCT-CE estimator tends to under-

estimate the total value function at the global control state and overestimate it at the global

treatment state. This discrepancy arises because the estimator assumes that the average

matching value observed during the experimental phase remains unchanged at the global

control and treatment states. However, due to the principle of diminishing returns, the

matching value at the global control state is higher, leading to underestimation by the RCT

estimator. Conversely, as additional demand is introduced, the matching value declines,

reaching its minimum at the global treatment state, which results in an overestimation by

the RCT estimator.

Similarly, the SP estimator, which relies on a �rst-order approximation of the concave,
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piecewise-linear system value function at the experimental point, systematically overesti-

mates the total value function at both global control and global treatment states. Because

the system value function is concave, it is globally overestimated by its �rst-order approxi-

mation, which the shadow price estimator implicitly relies on. As a result, the shadow price

estimator overestimates the system value under both global control and global treatment.

Both estimators �rst approximate the total value function at global control and treat-

ment states, then compute the difference between these approximations to derive treatment

effect estimates. Because the standard estimator's implicit approximated value function

overestimates global treatment and underestimates global control, it always provides an

upper boundon the true treatment effect (at least in the �uid limit).

In this chapter, our goal is to design a family of lower and upper bounds on the system

value function at global control and at global treatment, which can be combined into upper

and lower bounds on the global treatment effect. We exploit information available at the ex-

perimental stage to derive multiple, as-tight-as-possible bounds for the total value function

in both control and treatment states. We show how to combine these bounds into a novel

point estimator, referred to as the “Bounds” estimator. Surprisingly, while this approach

does not substantially reduce bias as compared to the “vanilla” shadow price estimator, it

empirically exhibits signi�cantly lower variance.

Our contributions in this chapter include deriving tight bounds for the total system value

function, introducing the Bounds estimator, establishing theoretical bounds on bias, and

presenting numerical simulations that demonstrate the Bounds estimator's effectiveness in

reducing variance and improving the bias-variance tradeoff.

5.2 Related Work

Recent research has advanced methods for constructing bounds on estimands in experi-

mental settings. Makar et al. [55] demonstrated that estimating bounds on potential out-

comes can be more informative than precise conditional expectations, improving sample
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ef�ciency. Our work follows this principle by designing as-tight-as-possible bounds on the

system value function to construct a novel point estimator.

Wang et al. [56] re�ned non-parametric treatment effect bounds using generalized

random forests, addressing missing data while maintaining agnosticism about the data-

generating process. While our focus is on the bias-variance tradeoff rather than missing

data, we similarly use experimental information to construct and tighten bounds. Knox et

al. [57] formulated causal inference problems as polynomial programs, bounding effects

through dual relaxation and spatial branch-and-bound techniques. Our approach also con-

structs statistical bounds but prioritizes estimator design over optimization formulations.

Interference in matching marketplaces complicates causal inference. Bright et al. [8]

showed that comparing shadow prices across treatment and control groups provides a more

accurate �rst-order approximation of the value function than total accrued value. Holtz

et al. [9] found that cluster randomization can reduce interference bias by up to 62%,

albeit at the cost of increased variance, and that interference bias is more pronounced in

demand-constrained markets. Recent causal message-passing frameworks [58, 59] further

re�ne interference modeling by tracking treatment effect propagation through networks,

providing more granular insights than traditional mean-�eld models.

Building on these insights, we leverage the linear programming structure of matching

models to construct tight bounds on the total system value function in both control and

treatment states. Our estimator aligns with prior work on bounding estimands while directly

addressing the bias-variance tradeoff.

Our approach also connects to optimization scaling techniques. Berthold and Hendel

[60] used machine learning to enhance numerical stability in mixed-integer programming,

while Zhang and Nicholson [61] re�ned problem formulations through objective scaling.

Similarly, our Bounds estimator systematically scales experimental solutions to construct

tight bounds on the total value function, improving reliability and reducing variance in

treatment effect estimation. Le Bodic et al. [62] demonstrated that structured scaling
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enhances optimization performance, while Zhang et al. [63] leveraged guided diffusion

models to generate high-quality integer programming solutions, highlighting the power of

structured transformations—an idea central to our systematic adjustment of experimental

solutions to construct reliable bounds.

By integrating causal inference and optimization techniques, our method enhances the

statistical power and reliability of marketplace experiments while maintaining computa-

tional ef�ciency, providing a novel alternative to shadow price-based estimation.

5.3 The Bounds Estimator for the Global Treatment Effect

We �rst revisit the pricing experimentation setting of Chapter 3. We construct lower bounds

for the system value function by scaling the primal optimal solution at the experimental

stage to generate feasible solutions for the global control and global treatment states. Ad-

ditionally, we derive upper bounds by leveraging the shadow prices at the experiment state.

We also describe another approach to obtaining upper bounds, which combines the afore-

mentioned lower bounds and the concavity of the value function; however, these bounds

are generally less tight compared to �rst-order approximation upper bounds.

As in Chapter 3, we consider a cost-included and cost-excluded setting, depending on

whether the platform includes or excludes the treatment cost in the matching process at the

experiment stage. In the following sections, we discuss the details of the bounds derivation

in each setting.

We �rst introduce the following notation: in the CE setting, when estimating the global

treatment effect as well as in the context of estimating the heterogeneous treatment effect,

we de�ne

�( � ) , �( D �; � + � � ; S �; 
 ) = � CE(D �; � + � � ; S �; 
 )

whereas in the CI setting, when estimating the global treatment effect, we de�ne

�( � ) , � m
CI(D

�; (1� � )� ; D �;� (� + � ) ; S �; 
 )
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Note that the speci�c interpretation of�( � ) will be clear from the context.

5.3.1 TheCost-IncludedSetting

Value Function Lower Bounds

The goal of this section is to rescale the optimal primal solution of Equation 2.2a at the ex-

periment state, denoted by(X �; con;CI;m
i;j ; X �; tre;CI;m

i;j ), to construct feasible solutions for the

matching problem in the global control and global treatment states. These scaled solutions

are denoted byY �; con;CI;m
i;j andZ �; tre;CI;m

i;j , respectively. In global control, the corresponding

lower bound of the total value function is equal to
P nd

i =1

P ns
j =1 vi;j Y �; con;CI;m

i;j . Similarly, in

global treatment, the corresponding lower bound of the total value function is given by
P nd

i =1

P ns
j =1 vm

i;j Z �; tre;CI;m
i;j . We develop �ve scaling techniques to construct these feasible

solutions. We display the scaled global control solutions in Table 5.1 and the scaled global

treatment solutions in Table 5.2.

Table 5.1: Feasible solutions for the globalcontrol state (cost-included experiment).

Method Scaled Solution

1 Y �; con;CI;m
i;j = 1

1� � X �; con;CI;m
i;j 1f �S �; 


j �
P nd

i =1 X �; tre;CI;m
i;j g

2 Y �; con;CI;m
i;j = 1

1� � X �; con;CI;m
i;j 1f �S �; 


j �
P nd

i =1 X �; tre;CI;m
i;j g + X �; con;CI;m

i;j 1f �S �; 

j >

P nd
i =1 X �; tre;CI;m

i;j g

3 Y �; con;CI;m
i;j = X �; con;CI;m

i;j + X �; tre;CI;m
i;j � �

ns

�
D �;� ( � + � )

i
� � D �; (1 � � ) �

i
1� �

�

if
P nd

i =1

�
D �;� ( � + � )

i
� � D �; (1 � � ) �

i
1� �

�
� 0

4 Y �; con;CI;m
i;j = 1

1� �
D �; (1 � � ) �

i

D �; (1 � � ) �
i + D �;� ( � + � )

i

�
X �; con;CI;m

i;j + X �; tre;CI;m
i;j

�

5 If
P ns

j =1 S�; 

j �

P nd
i =1 D �; � + � �

i (undersupply), letW �
i;j , S�; 


j 1f i = argmaxk2 [nd ]vk;j g and

Y �; con;CI;m
i;j =

8
<

:

W �
i;j ; if i :

P ns
j =1 W �

i;j � 1
1� � D �; (1� � )�

i
D �; (1 � � ) �

i
(1� � )

P n s
j =1 W �

i;j
W �

i;j ; if i :
P ns

j =1 W �
i;j > 1

1� � D �; (1� � )�
i

If
P ns

j =1 S�; 

j >

P nd
i =1 D �; � + � �

i (oversupply), letW �
i;j , 1

1� � D �; (1� � )�
i 1f j = argmaxl2 [ns ]vi;l g and

Y �; con;CI;m
i;j =

8
<

:

W �
i;j ; if j :

P nd
i =1 W �

i;j � S�; 

j

S�; 

jP n d

i =1 W �
i;j

W �
i;j ; if j :

P nd
i =1 W �

i;j > S �; 

j
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Table 5.2: Feasible solutions for the globaltreatmentstate (cost-included experiment).

Method Scaled Solution

1 Z �; tre;CI;m
i;j = 1

� X �; tre;CI;m
i;j 1f (1 � � )S�; 


j �
P nd

i =1 X �; con;CI;m
i;j g

2 Z �; tre;CI;m
i;j = 1

� X �; tre;CI;m
i;j 1f (1 � � )S�; 


j �
P nd

i =1 X �; con;CI;m
i;j g + X �; tre;CI;m

i;j 1f (1 � � )S�; 

j >

P nd
i =1 X �; con;CI;m

i;j g

3 Z �; tre;CI;m
i;j = X �; con;CI;m

i;j + X �; tre;CI;m
i;j

4 Z �; tre;CI;m
i;j = X �; tre;CI;m

i;j +
D

�;� ( � + � )
i

�

D
�; (1 � � ) �
i

1� �

X �; con;CI;m
i;j 1

(
P nd

i =1

D
�;� ( � + � )
i

� �
D

�; (1 � � ) �
i

1� �

D
�; (1 � � ) �
i

1� �

X �; con;CI;m
i;j � S�; 


j �
� P nd

i =1 X �; con;CI;m
i;j + X �; tre;CI;m

i;j

�
)

+ X �; con;CI;m
i;j 1

(
P nd

i =1

D
�;� ( � + � )
i

� �
D

�; (1 � � ) �
i

1� �

D
�; (1 � � ) �
i

1� �

X �; con;CI;m
i;j > S �; 


j �
� P nd

i =1 X �; con;CI;m
i;j + X �; tre;CI;m

i;j

�
)

5 If
P ns

j =1 S�; 

j �

P nd
i =1 D �; � + � �

i (undersupply), letW �
i;j , S�; 


j 1f i = argmaxk2 [nd ]vk;j g and

Z �; tre;CI;m
i;j =

8
<

:

W �
i;j ; if i :

P ns
j =1 W �

i;j � 1
� D �;� (� + � )

i
D �;� ( � + � )

i
�

P n s
j =1 W �

i;j
W �

i;j ; if i :
P ns

j =1 W �
i;j > 1

� D �;� (� + � )
i

If
P ns

j =1 S�; 

j >

P nd
i =1 D �; � + � �

i (oversupply), letW �
i;j , 1

� D �;� (� + � )
i 1f j = argmaxl2 [ns ]vi;l g and

Z �; tre;CI;m
i;j =

8
<

:

W �
i;j ; if j :

P nd
i =1 W �

i;j � S�; 

j

S�; 

jP n d

i =1 W �
i;j

W �
i;j ; if j :

P nd
i =1 W �

i;j > S �; 

j

The following lemma establishes that these scaled solutions are indeed valid lower

bounds in the �uid limit (as� ! 1 ).

Lemma 12. In the �uid limit, the scaled solutions presented in Table 5.1 and Table 5.2

constitute feasible solutions for the primal formulation of the global control and global

treatment states, respectively. Consequently, the corresponding total values establish lower

bounds for the total system value at these states.

We denote byLB k(0) the lower bound on the system value function at global control

obtained by scaling methodk in Table 5.1 andLB k(1) the lower bound on the system value

function at global treatment obtained by scaling methodk in Table 5.2.

We next discuss the derivation of upper bounds for the total value function in the CI

setting for the global control and global treatment states.
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Value Function Upper Bounds

The simplest way to derive upper bounds for the total value at the control and treatment

states uses the optimal dual solution at the experiment state. More precisely, we have:

UB(0) =
1

1 � �

ndX

i =1

A �; control;CI;m;�
i D �; (1� � )�

i +
nsX

j =1

B �;CI;m;�
j S�; 


j ;

UB(1) =
1
�

ndX

i =1

A �; treatment;CI;m;�
i D �;� (� + � )

i +
nsX

j =1

B �;CI;m;�
j S�; 


j :

We note an alternative method that relies on the concavity of the value function to con-

vert a lower bound for the global control state into an upper bound for the global treatment

state (and vice versa). Recall that

� � m
CI (1) + (1 � � )� m

CI (0) � � m
CI (� ):

Hence, we can write

� m
CI (0) �

� m
CI (� ) � � � m

CI (1)
1 � �

�
� m

CI (� ) � �LB k(1)
1 � �

8k : 1 � k � 5;

� m
CI (1) �

� m
CI (� ) � (1 � � )LB k(0)

�
8k : 1 � k � 5:

The Bounds Estimator

We are now ready to introduce three new estimators.

De�nition 14. In the cost-included setting, the upper estimator�̂ U� CI , the lower estimator
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�̂ L � CI , and the bounds estimator�̂ B � CI are given by

�̂ L � CI = max
k

LB k(1) � UB(0)

�̂ U� CI = UB(1) � max
k

LB k(0)

�̂ B � CI = (1 � q)�̂ L � CI + q�̂ U� CI ;

whereq is a weighting factor between0 and1.

By construction, in the �uid limit, the lower estimator always underestimates the global

treatment effect, and the upper estimator always overestimates the global treatment effect.

The bounds estimator forms a convex combination of the upper and lower estimators.

A Note on Feasibility

The stochastic nature of the Poisson processes modeling demand and supply arrival rates

may lead to instances where the scaled solutions in Table 5.1 and Table 5.2 are not feasible

for the control and/or treatment states (feasibility is only guaranteed in the �uid limit).

This means that the lower bounds on the system value function may not be valid in the

�nite-sample setting. On the other hand, the upper bounds obtained from shadow prices

are always valid by weak duality.

Of course, we can still use the lower, upper, and bounds estimatorsas isin the �nite-

sample setting. We just have to be mindful that the �rst two are not guaranteed to underes-

timate (respectively overestimate) the true global treatment effect.

Moreover, sometimes we may �nd that the lower bound we compute for either the

global control or global treatment state is in fact higher than the shadow-price-based upper

bound. In these cases, we simply replace the lower bound with the upper bound. If this

occurs in both the global treatment and global control states, the bounds estimator reverts

to the original shadow price estimator.
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5.3.2 TheCost-ExcludedSetting

We can conduct a similar analysis in the cost-excluded setting for pricing experiments.

Lower Bounds

As in the cost-included setting, we can rescale the optimal solution at the experiment state

to obtain feasible solutions for the global control and global treatment states. We denote

these solutions byY �; exp;CE
i;j andZ �; exp;CE

i;j , respectively, and describe several methods to

obtain them in Table 5.3 and Table 5.4.

Table 5.3: Feasible solutions and lower bounds for the globalcontrol system value (cost-
excluded design).

Method Scaled Solution Lower Bound

1 Y �; exp;CE
i;j = D �; (1 � � ) �

i

(1� � )D �; � + � �
i

X �; exp;CE
i;j

P nd
i =1

P ns
j =1 vi;j Y �; exp;CE

i;j

2 If
P ns

j =1 S�; 

j �

P nd
i =1 D �; � + � �

i (undersupply), letW �
i;j , S�; 


j 1f i = argmaxk2 [nd ]vk;j g and

Y �; exp;CE
i;j =

8
<

:

W �
i;j ; if i :

P ns
j =1 W �

i;j � 1
1� � D �; (1� � )�

i
D �; (1 � � ) �

i
(1� � )

P n s
j =1 W �

i;j
W �

i;j ; if i :
P ns

j =1 W �
i;j > 1

1� � D �; (1� � )�
i

P nd
i =1

P ns
j =1 vi;j Y �; exp;CE

i;j

If
P ns

j =1 S�; 

j >

P nd
i =1 D �; � + � �

i (oversupply), letW �
i;j , 1

1� � D �; (1� � )�
i 1f j = argmaxl2 [ns ]vi;l g and

Y �; exp;CE
i;j =

8
<

:

W �
i;j ; if j :

P nd
i =1 W �

i;j � S�; 

j

S�; 

jP n d

i =1 W �
i;j

W �
i;j ; if j :

P nd
i =1 W �

i;j > S �; 

j

Table 5.4: Feasible solutions and lower bounds for the globaltreatmentsystem value (cost-
excluded design).

Method Scaled Solution Lower Bound

1 Z �; exp;CE
i;j =

8
>>><

>>>:

D
�;� ( � + � )
i

�

D �; � + � �
i

X �; exp;CE
i;j ; if

P nd
i =1

D �;� ( � + � )
i

�D �; � + � �
i

X �; exp;CE
i;j � S�; 


j

X �; exp;CE
i;j ; otherwise

P nd
i =1

P ns
j =1 vm

i;j Z �; exp;CE
i;j

2 If
P ns

j =1 S�; 

j �

P nd
i =1 D �; � + � �

i (undersupply), letW �
i;j , S�; 


j 1f i = argmaxk2 [nd ]vk;j g and

Z �; exp;CE
i;j =

8
<

:

W �
i;j ; if i :

P ns
j =1 W �

i;j � 1
� D �;� (� + � )

i
D �;� ( � + � )

i
�

P n s
j =1 W �

i;j
W �

i;j ; if i :
P ns

j =1 W �
i;j > 1

� D �;� (� + � )
i

P nd
i =1

P ns
j =1 vm

i;j Z �; exp;CE
i;j

If
P ns

j =1 S�; 

j >

P nd
i =1 D �; � + � �

i (oversupply), letW �
i;j , 1

� D �;� (� + � )
i 1f j = argmaxl2 [ns ]vi;l g and

Z �; exp;CE
i;j =

8
<

:

W �
i;j ; if j :

P nd
i =1 W �

i;j � S�; 

j

S�; 

jP n d

i =1 W �
i;j

W �
i;j ; if j :

P nd
i =1 W �

i;j > S �; 

j
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Lemma 13. In the �uid limit, the scaled solutions presented in Table 5.3 and Table 5.4

are feasible solutions for the primal formulation of the cost-excluded matching LP at the

global control and global treatment states, respectively. They provide lower bounds for the

system value function in each state.

In the next paragraph we discuss the derivation of upper bounds for the cost-excluded

system value function and how to analogously de�ne the bounds estimator for the cost-

excluded setting.

The Cost-Excluded Bounds Estimator

We can similarly obtain upper bounds in the cost-excluded setting by using the shadow

prices at the experiment state as feasible dual solutions for the control and treatment match-

ings. Denoting these upper bounds asUB(0) andUB(1), we reach a similar de�nition of

the cost-excluded bounds estimator.

De�nition 15. In the cost-excluded setting, the upper estimator�̂ U� CE , the lower estima-

tor �̂ L � CE , and the bounds estimator�̂ B � CE are given by

�̂ L � CE = max
k

LB k(1) � UB(0)

�̂ U� CE = UB(1) � max
k

LB k(0)

�̂ B � CE = (1 � q)�̂ L � CE + q�̂ U� CE ;

whereq is a weighting factor between0 and1.

We note that the upper (resp. lower) estimator is again only guaranteed to have posi-

tive (resp. negative) bias in the �uid limit. However, we can use these estimators in the

�nite-sample setting as de�ned, without guarantees on the sign of the bias. We can also

reduce error due to large demand �uctuations by ensuring that any scaling-based lower

bound which exceeds the corresponding shadow-price-based upper bound is replaced with
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the upper bound. If this occurs in both global control and global treatment, the bounds

estimator simply reduces to the shadow price estimator.

5.4 Bounds Estimator for HTE Estimation

In this section, we extend the de�nition of the Bounds estimator to the context of hetero-

geneous treatment effect (HTE) estimation. The derivation follows a similar rationale as in

the global treatment effect estimation case, with one key difference. As explained in Chap-

ter 4, the standard and shadow price estimators do not depend on the treatment assignment

of any other types, even though the estimand itself may do so. In contrast, the HTE Bounds

estimator provides a distinct estimate for each con�guration of treatment assignments for

other types. This fundamental characteristic differentiates it from the other two estimators

from the outset.

Recall that at the experiment state the platform observes the system under a randomized

treatment assignment vectorw exp. Assume, without loss of generality, thatw exp = � e, i.e.,

that every unit has independent probability� of being treated, regardless of type. Note also

that in the context of HTE estimation, the parameters� i can be negative.

5.4.1 ValueFunctionLowerBounds

In this section, we present scaled versions of the optimal primal solution in the experiment

state (see Equation 2.3a), denoted byX �
i;j . These scaled solutions, denoted byY �

i;j (w � k)

andZ �
i;j (w � k), constitute primal feasible solutions for the matching problem in the control

statew c
k and treatment statew t

k , respectively (in the �uid limit).

Given the treatment assignment vectorw � k of all other types, letY �
i;j denote a feasible

solution when demand typek is at the control state, obtained by scalingX �
i;j as shown

in Equation 5.1. The corresponding lower bound of the total value function is equal to
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(5.1)

Analogously, given the treatment assignment vectorw � k of all other types, letZ �
i;j denote

a feasible solution when demand typek is at the treatment state, obtained by scalingX �
i;j

as outlined in Equation 5.2. The corresponding lower bound of the total value function is

given by
P nd

i =1

P ns
j =1 vi;j Z �

i;j .
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(5.2)

Lemma 14. In the �uid limit, as � ! 1 , the scaled solutions presented in Equation 5.1

and Equation 5.2 respectively constitute primal feasible solutions for the controlw c
k and

treatmentw t
k states, and thus provide lower bounds for the value function at these states.

With the above approach of scaling the optimal primal solution of the matching LP at

the experiment state, we derive lower bounds of the value function at control and treatment

states of demand typek, i.e., �( � + w c
k � � ; 
 ) and�( � + w t

k � � ; 
 ) respectively. We

denote these lower bounds byLB (0; w � k) andLB (1; w � k).

5.4.2 ValueFunctionUpperBoundsandBoundsEstimator

As when estimating the global treatment effect, we can use the optimal dual solution at the

experiment state to upper-bound the system value function for the control and treatment
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states for a particular typek.

More precisely, we can write

UB(1; w � k) =
1
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Using these upper and lower bounds, we can de�ne the following estimators:

De�nition 16. In the heterogeneous treatment effect setting, for typek, the upper estimator

�̂ U;k , the lower estimator̂� L;k , and the bounds estimator�̂ B;k are given by

�̂ L;k (w � k) = LB (1; w � k) � UB(0; w � k)

�̂ U;k (w � k) = UB(1; w � k) � LB (0; w � k)

�̂ B;k (w � k) = (1 � q)�̂ L;k (w � k) + q�̂ U;k (w � k);

whereq is a weighting factor between0 and1.

5.5 Bias Bounds

In this section, we examine the bias properties of the Bounds estimator. We compare it to

the shadow price estimator, as previous chapters have shown that the latter outperforms the

RCT estimator—though extending our analysis to the RCT case is straightforward.
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To simplify notation, we de�ne

� L , UB(0) � max
k

LB k(0) and � U , UB(1) � max
k

LB k(1)

as the differences between the upper and lower bounds for the control and treatment states,

respectively. Proposition 5 then provides upper bounds for the biases of the Bounds and SP

estimators.

Proposition 5. The biases of the Bounds and the SP estimators are bounded as follows

j�̂ B � � j � (� U + � L) maxf q;1 � qg

j�̂ SP � � j � maxf � U; � Lg

In addition, their difference is bounded by:

j�̂ SP � �̂ B j� (1 � q)� U + q� L

This result implies that the biases of the two estimators are bounded by comparable

terms. It is possible that these bounds are not equally tight. In section 5.6, we analyze the

biases of the Bounds and the SP estimators across various parameter regimes. Additionally,

we empirically demonstrate the variance reduction achieved by the Bounds estimator for

different values ofq and� across a range of practical settings.

5.6 Numerical Simulations

This section �rst presents an empirical evaluation of different estimators for the global

treatment effect (GTE) across a range of parameter settings. We examine supply-to-demand

ratios from0:3 (undersupply) to3:0 (oversupply), treatment assignment probabilities� 2

f 0:1; 0:3; 0:5g, and cost parameters� 2 f 0:05; 0:1; 0:2g for the proportional cost model.

A similar analysis for the �xed cost model is provided in the Appendix C, with results
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remaining consistent. The performance metrics used in our analysis include bias, variance,

and root mean squared error (RMSE), which captures both bias (systematic error) and

variance (random �uctuation).

We simulate a synthetic data environment motivated by geographical matching scenar-

ios (e.g., ride-hailing platforms). In each of the 50 simulation runs, we generatend = 10

demand types andns = 10 supply types by uniformly samplingnd + ns points in the unit

square. Each point represents alocationfor a supply or demand type. The value of match-

ing a demand unit of typei (at locationz i
d) to a supply unit of typej (at z j

s) is given by

vi;j = e� kz i
d � z j

sk2 . We set� = 1, � i = 13, and� i = 3 for each demand typei . The supply

arrival rate is de�ned as
 j = � � i , with � ranging over30 values from0:3 (undersupply)

to 3:0 (oversupply).

To improve readability and focus, we omit the standard estimator from the following

plots, as it is consistently outperformed by the shadow price estimator.

5.6.1 PerformanceEvaluation

In Figure 5.1, we observe that the Bounds estimator (BE) generally introduces more bias

than the Shadow Price (SP) estimator across most settings. As� increases, the Bounds

estimator (BE) tends to overestimate the true effect in undersupplied and balanced settings,

while underestimating it in the oversupply regime.

In contrast, Figure 5.2 shows that the Bounds estimator (BE), in its various con�gura-

tions, consistently achieves lower variance than both the Shadow Price (SP) and Simulation-

based (SB) estimators across different parameter settings.

Finally, Figure 5.3 demonstrates that the Bounds estimator (BE) consistently yields

lower RMSE than both the Simulation-based (SB) and Shadow Price (SP) estimators across

most parameter con�gurations. Notably, the Bounds estimator achieves variance reductions

of up to an order of magnitude relative to the Shadow Price (SP) estimator, while maintain-

ing controlled levels of bias.
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5.6.2 Tightnessof GTEBounds

Figure 5.4 presents the average lower and upper bounds for the global treatment effect

(GTE) under both cost-included (CI) and cost-excluded (CE) designs, evaluated as a func-

tion of the supply-to-demand ratio. The upper bounds tend to be much tighter–especially

in the oversupply regime–often providing close approximations to the true treatment effect.

In contrast, the lower bounds are generally looser, re�ecting the conservative nature of the

feasibility constraints in the scaling procedure.

5.6.3 BiasBounds

Figure 5.5 presents the average bias bounds for the Bounds estimator (BE) and the Shadow

Price (SP) estimator, as derived in Proposition 5, along with their corresponding mean ab-

solute bias across various parameter con�gurations in the cost-included (CI) design. Sim-

ilar patterns are observed in the cost-excluded (CE) design. In general, for smaller treat-

ment assignment probabilities (� ), the bias bounds for both estimators tend to be tighter in

the undersupply regime and looser in the oversupply regime. For symmetric experiments

(� = 0:50), the bias bounds are comparatively tighter for the Bounds estimator (BE) and

looser for the Shadow Price (SP) estimator. Furthermore, across all con�gurations, the bias

bounds derived from Proposition 5 are consistently smaller for the Bounds estimator (BE)

than for the Shadow Price (SP) estimator.

5.6.4 DerivedLowerandUpperBounds

The next three �gures, Figure 5.6, Figure 5.7, and Figure 5.8, compare the tightness and

performance of derived bounds in both cost-excluded (CE) and cost-included (CI) designs,

highlighting our systematic approach to improving and tightening these bounds.

In most settings, the derived bounds are tight. In all con�gurations, shadow price-based

upper bounds outperform concavity-based upper bounds.

The weakest of our bounds is the lower bound for the total system value at the global
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treatment state. This is due to the challenges in scaling up the solution from the experiment

state, as the precautions taken to ensure feasibility — particularly the satisfaction of supply

constraints — ultimately reduce the resulting value of the scaled solution.

5.6.5 HeterogeneousTreatmentEffectsEstimation

We next examine the bias and variance of the Bounds estimator (BE), the Shadow Price

(SP) estimator, and the standard Randomized Controlled Trial (RCT) estimator in the con-

text of heterogeneous treatment effect (HTE) estimation. The experimental setup com-

prises three demand types and �ve supply types, with the following parameters:� 1 = 9:5,

� 2 = 20, � 3 = 10:5, and � 1 = 2, � 2 = 4, � 3 = � 2. For each demand typek, we

compute all four corresponding estimands� k(w � k) by averaging over10; 000samples in

the relevant treatment and control states. We then estimate HTEs using the RCT, Bounds,

and SP estimators under an experimental con�gurationw exp = 0:5e, corresponding to a

50% treatment probability across all types. Estimator performance is evaluated under three

demand-to-supply regimes: a balanced setting, a moderate oversupply where supply is1:5

times the demand, and an extreme oversupply regime where supply is three times the de-

mand.

The results are shown in Figure 5.9 and Figure 5.10. The rows correspond to each of

the three demand types, and the columns correspond to each of the three supply regimes.

In Figure 5.9, we observe that the Bounds estimator introduces higher bias than the SP

and RCT estimators in the oversupply and extreme oversupply settings. In the balanced

regime, all estimators exhibit mixed behavior, with the Shadow Price (SP) and Bounds

estimators demonstrating comparable performance and generally outperforming the RCT

estimator.

On the other hand, Figure 5.10 reveals that the Bounds estimator consistently achieves

lower variance across all settings, underscoring the inherent bias-variance trade-off. This

highlights the potential of the Bounds estimator as a valuable tool for decision-makers
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seeking more stable and reliable estimates of heterogeneous treatment effects.

Finally, we assess the practical utility of the Bounds estimator (BE) in informing treat-

ment assignment decisions. To this end, we simulate a larger-scale setting comprising10

demand types and10 supply types. The per-unit treatment cost for each demand typei is

computed asci = �
�

1
ns

P ns
j =1 vi;j

�
, where� = 0:5 denotes the proportion of the average

matching value attributed to the treatment cost. We then explore a range of decision thresh-

olds to evaluate policy performance. For each threshold, we estimate the heterogeneous

treatment effects (HTEs) for each demand type using the Bounds, SP, and RCT estimators

overN = 1; 000simulated samples. Treatment costs are subsequently estimated based on

the size of the treated population.

For each sample, a treatment assignment vector is constructed by treating demand types

for which the estimated value gain—net of cost—exceeds the speci�ed threshold. The net

bene�t of each such policy is then evaluated on an independent set of1; 000new samples.

Figure 5.11 presents the average net bene�t (value minus cost) achieved across thresh-

olds, normalized as a percentage of the benchmark global control state in which no units

are treated. The accompanying Table in Figure 5.11 summarizes the comparative perfor-

mance of the estimators. The results indicate that the Bounds estimator (BE) performs on

par with the Shadow Price (SP) estimator, and both consistently outperform the standard

Randomized Controlled Trial (RCT) estimator. Moreover, the Bounds estimator is the only

method that successfully captures the second-highest peak in expected gain.

In conclusion, the Bounds estimator capitalizes on structural properties of the match-

ing marketplace to deliver substantial variance reduction while maintaining acceptable

(bounded) levels of bias, making it a compelling option for treatment effect estimation

in high-variance environments.
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5.7 Conclusion

Our analysis presents decision-makers with an important consideration: the tradeoff be-

tween bias and variance. The Shadow Price (SP) estimator often exhibits lower average

bias but much higher variance, whereas the Bounds estimator (BE) achieves substantial

variance reduction with a slightly higher —yet bounded— bias.

This tradeoff is particularly relevant in practical applications where decision-makers

need reliable estimates from limited experimental data, or where the cost of uncertainty

(high variance) may exceed the cost of small, predictable bias, or when resources for ex-

perimentation are constrained.

The Bounds estimator's ability to leverage structural properties of the matching problem

leads to more ef�cient use of experimental data, potentially allowing for smaller or shorter

experiments to achieve the same level of con�dence in results.
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Figure 5.1: Bias Comparison in Estimating GTE

Note.In this plot, we compare the Simulation-based (SB) and Shadow Price (SP) estimators across different

designs, with various con�gurations of the Bounds estimator (BE), focusing on its weighting variableq, which

determines the weights assigned to the lower and upper bounds to transform them into a point estimate. The

standard weighting isq = � , the inverse isq = 1 � � , and the midpoint isq = 0 :5. In general, the Bounds

estimator (BE) introduces more bias compared to the Shadow Price (SP) estimator.
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Figure 5.2: Variance Reduction in Estimating GTE via Bounds Estimator

Note.In this plot, we compare the Simulation-based (SB) and Shadow Price (SP) estimators across different

designs, with various con�gurations of the Bounds estimator (BE), focusing on its weighting variableq, which

determines the weights assigned to the lower and upper bounds to transform them into a point estimate. The

standard weighting isq = � , the inverse isq = 1 � � , and the midpoint isq = 0 :5. The Bounds estimator

in the Cost-Included setting with the standard weighting (BE-CI) achieves superior variance reduction across

all settings.
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Figure 5.3: RMSE Reduction in Estimating GTE via Bounds Estimator

Note.In this plot, we compare the Simulation-based (SB) and Shadow Price (SP) estimators across different

designs, with various con�gurations of the Bounds estimator (BE), focusing on its weighting variableq, which

determines the weights assigned to the lower and upper bounds to transform them into a point estimate. The

standard weighting isq = � , the inverse isq = 1 � � , and the midpoint isq = 0 :5. The Bounds estimator in

the Cost-Included setting with the standard weighting (BE-CI), as well as its con�guration using the midpoint

of the bounds (BE-CI-midpoint), exhibits lower RMSE across all settings, with the exception of a low supply

regime where the Shadow Price estimator in the Cost-Excluded design (SP-CE) performs better.
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Figure 5.4: Upper Bound Estimatê� U and Lower Bound Estimatê� L of GTE

Note. This plot presents the mean values of the upper and lower bounds for the global treatment effect

(GTE), computed under a discount factor of� = 0 :05 and a treatment assignment probability of� = 0 :10.

The results illustrate the relative tightness of the bounds across several con�gurations.
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Figure 5.5: Bias Bound Estimates (Proposition 5)

Note.The �gure reports the average bias bounds and empirical mean absolute bias for the Bounds estimator

(BE) and the Shadow Price (SP) estimator, computed under the cost-included (CI) design across a range of

supply-to-demand ratios, treatment assignment probabilities (� ), and discount factors (� ). The bias bounds

for the Bounds estimator (BE) are consistently smaller than those for the Shadow Price (SP) estimator. Both

bounds are tighter for smaller values of� and within the undersupply regime. In symmetric experiments

under the oversupply setting, the bias bound for the Bounds estimator (BE) closely approximates its empirical

absolute bias.
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Figure 5.6: Lower and Upper Bounds Comparison — Cost-Included Example

Note.This �gure presents the selected upper and lower bounds for the Bounds estimator (BE) across various

con�gurations under the cost-included (CI) design. Similar patterns are observed in the cost-excluded (CE)

design. Notably, the derived bounds are generally tight across settings, with the primary exception being the

lower bound for the total system value at the global treatment state, which remains relatively loose.
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