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Endeavor to learn something while at leisure, and you will benefit when busy; Get

preparations in advance while at ease, and you will benefit when in haste; Honest when

alone, and you will benefit in public.

Roots of Wisdom (Cai Gen Tan)
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SUMMARY

Deep learning is being deployed in the cloud and on edge devices for a wide range

of domain-speci�c applications, ranging from healthcare, cyber-manufacturing, autonomic

vehicles, to smart cities and smart planet initiatives. While deep learning creates new op-

portunities for business, engineering, and scienti�c discoveries, it also introduces new at-

tack surfaces to the modern computing systems that incorporate deep learning as a core

component for algorithmic decision making and cognitive machine intelligence, ranging

from data poisoning and model inversion during the training phase and adversarial evasion

attacks during model inference phase, aiming to cause the well-trained model to misbehave

randomly or purposefully. This dissertation research addresses these problems with dual

focuses: First, it aims to provide a fundamental understanding of the security and privacy

vulnerabilities inherent in deep neural network training and inference. Second, it devel-

ops an adversarial resilient framework and a set of optimization techniques to safeguard

the deep learning systems, services, and applications against adversarial manipulations and

gradient leakage induced privacy violations, while maintaining the accuracy and conver-

gence performance of deep learning systems. This dissertation research has made three

unique contributions towards advancing the knowledge and technological foundation for

privacy-preserving deep learning with adversarial robustness against deceptions.

The �rst main contribution is an in-depth investigation into security and privacy threats

inherent in deep learning, represented by gradient leakage attacks during both centralized

and distributed training, model manipulation with data poisoning during model training,

and deception queries to well-trained models at the inference phase, represented by ad-

versarial examples and out-of-distribution inputs. By introducing a principled approach

to investigating gradient leakage attacks and different attack optimization methods in both

centralized model training and federated learning environments, we provide a comprehen-

sive risk assessment framework for an in-depth analysis of different attack mechanisms and
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attack surfaces that an adversary may leverage to reconstruct the private training data. Sim-

ilarly, we take a holistic approach to creating an in-depth understanding of both adversarial

examples and out-of-distribution examples in terms of their adversarial transferability and

their inherent divergence. We also present a comprehensive study on the data poisoning

to reveal its effectiveness and robust statistics under the complication scenarios of feder-

ated learning. Our research exposes the root causes for these adversarial vulnerabilities

and provides transformative enlightenment on designing mitigation strategies and effective

countermeasures.

The second main contribution of this dissertation is to develop a cross-layer strategic

ensemble veri�cation methodology (XEnsemble) for enhancing the adversarial robustness

of DNN model inference in the presence of adversarial examples and out-of-distribution ex-

amples. XEnsemble by design has three unique capabilities. (i) XEnsemble builds diverse

input denoising veri�ers by leveraging different data cleaning techniques. (ii) XEnsemble

develops a disagreement-diversity ensemble learning methodology for guarding the output

of the prediction model against deception. (iii) XEnsemble provides a suite of algorithms

to combine input veri�cation and output veri�cation to protect the DNN prediction models

from both adversarial examples and out-of-distribution inputs.

The third contribution is the development of gradient leakage attack resilient deep learn-

ing for both centralized model training and distributed model training systems with privacy

enhancing optimizations. To circumvent gradient leakage attacks, we investigate different

strategies to add noise to the intermediate model parameter updates during model training

(centralized or federated learning) with dual optimization goals: (i) the amount of noise

added should be suf�cient to remove the privacy leakages of private training data, and (ii)

the amount of noise added should not be too much to hurt the overall accuracy and conver-

gence of the trained model. We provide a theoretical formalization to certify the robustness

provided differential privacy noise injection against gradient leakage attack. We also extend

the conventional deep learning with differential privacy approach with the �xed privacy pa-
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rameters for DP controlled noise injection by introducing adaptive privacy parameters to

both centralized deep learning with differential privacy and federated deep learning with

differential privacy.
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CHAPTER 1

INTRODUCTION

1.1 Motivation

Deep learning has achieved unparalleled success across a variety of machine learning

tasks, ranging from healthcare, cyber-manufacturing, autonomic vehicles, to smart cities

and smart planet initiatives. While deep learning creates new opportunities for business,

engineering, and scienti�c discoveries, it also introduces new attack surfaces to the mod-

ern computing systems that incorporate deep learning as a core component for algorith-

mic decision making and cognitive machine intelligence. The existence of adversarial at-

tacks (training poisoning and prediction evasion) compound with privacy-breaching attacks

(membership-inference and model-inversion) pose potential threats to security-critical deep

learning applications and services. Given that deep learning is a complex and iterative pro-

cess, there are many hidden spots that are notably hard to explain. Such blind spots become

vulnerable attack surfaces that can be comprised silently by adversaries. Interestingly, ad-

versarial attacks in deep learning focus on �nding the outlier space through minimal noise

injection that could covertly fool deep learning model without being discerned by humans,

whereas privacy-preserving deep learning centers on obfuscating the hyperparameters of

the machine learning model to prevent leakage of private training data during the model

training and from the trained model output with minimal utility loss in model prediction

accuracy and affordable training time delay. Thus, both the adversarial attacks and privacy-

preserving deep learning try to understand the optimization pattern of parameters and the

hidden data space that formulate or relate to the complex high-dimensional decision bound-

ary in deep learning. Furthermore, accuracy improvement in deep learning also investigates

the techniques for improving the estimation quality of decision boundaries for unseen data.
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In this dissertation research, we want to exploit the synergy of security, privacy, and

accuracy enhancement in deep learning and we take a holistic and theoretically principled

approach to develop privacy and trust enhanced deep learning frameworks. We address

these problems with dual focuses: First, it aims to provide a fundamental understanding

of the security and privacy vulnerabilities inherent in deep neural network training and in-

ference. Second, it develops an adversarial resilient framework and a set of optimization

techniques to safeguard the deep learning systems, services, and applications against ad-

versarial manipulations and gradient leakage induced privacy violations, while maintaining

the accuracy and convergence performance of deep learning systems. Our research on the

intersection of these problems aims not only to help build more trustworthy and robust deep

learning but also to reciprocally boost deep learning performance.

1.2 Dissertation Scope and Contributions

This dissertation research is based on three research hypotheses towards advancing the

knowledge and technological foundation for adversarial resilient and privacy-preserving

deep learning.

1.2.1 Advancingdefensedesignamidsecurityandprivacyrisksandrisk preventionarm

race.

While machine learning creates new opportunities for business, engineering, and scienti�c

discoveries, it also introduces new privacy and security attack surfaces to the modern com-

puting systems that incorporate machine learning as a core component for algorithmic de-

cision making and cognitive machine intelligence. The arm race between the privacy and

security attacks targeted on the vulnerability of the deep learning model and their coun-

termeasures has been growing vigorously. And the defense side of building robust deep

learning models seems to fall behind as tons of attack strategies are proposed to exploit the

weak spot of the existing deep neural networks.
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The goal of the security attack is to maliciously jeopardize the model during training

or at inference so that the functionality of the ML model is completely or partially com-

promised without being spotted. The attack surface at the training phase is large: training

data can be replaced or modi�ed (e.g. backdoor and poisoning), and new training data can

be injected, all aiming to change speci�c classi�cation boundaries while keeping the main

task intact to bypass the performance check. For example, the attacker may only poison the

human with a grey cloth as a bird to fool the surveillance camera for break-in while keeping

the performance integrity of the rest objects. At the inference phase, evasion with adversar-

ial example is the dominating security threat in machine learning. It maliciously adjusts the

input to make it seem normal for a human but is wrongly classi�ed by ML models, e.g., a

stop sign with crafty background noise or with an adversarial patch may be misinterpreted

as the speed limits by a manipulated self-driving car sensor and cause accident. Meanwhile,

out-of-distribution input is another security threat that causes deny-of-service attack at the

inference phase as its distribution differs from the training distribution, e.g. sending a desk

photo to a face recognition classi�er.

In the privacy threats, while the intermediate result (gradient) and model output are just

a set of high dimensional values, the system capacities of deep learning can be explored

using AI for privacy leakage even when the adversary is semi-honest. Centralized data

collection not only faces the bottleneck in storage and communication but also introduces

privacy issues. Regulations of GDPR, CCPA, and IRB have been approved to govern how

data is collected, shared, and used and this makes centralized data collection even less ap-

plicable. Federated learning is an emerging distributed machine learning framework for

collaborative model training with a network of clients (edge devices). Federated learning

offers default client privacy by allowing clients to keep their sensitive data on local de-

vices and to only share local training parameter updates with the federated server. Such

default privacy of data locality is based on two assumptions: (i) sharing the local train-

ing parameters will not leak sensitive information about its training data, and (2) the edge
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clients are trusted. However, recent studies have shown that even sharing local parameter

updates from a client to the federated server may be susceptible to gradient leakage attacks

and intrude the client privacy regarding its training data. Models can be reversed to reveal

sensitive information about the training data at data level, attribute level, and distribution

level. This can be detrimental as the information about a COVID Chest X-ray photo may

reveal the location and patient ID, and the federated next-word prediction may leak sensi-

tive personal information. To design a defense approach that can prevent both existing and

future privacy and security attacks, our �rst hypothesis would be:

Hypothesis 1: To design deep learning algorithms with security and privacy guaran-

tee, one must �rst understand the effect and cost of the threats.

Based on the �rst hypothesis, we make three unique contributions to address the above

research problems by presenting principled frameworks for security and privacy risk as-

sessment in deep learning models.

(1) With a thorough investigation into security threats inherent in deep learning, rep-

resented by deception queries to well-trained models at the inference phase, we take a

holistic approach to create an in-depth understanding of both adversarial examples [1, 2,

3, 4, 5, 6] and out of distribution examples [7, 8, 9] in terms of their adversarial trans-

ferability and their inherent divergence. The adversarial examples are maliciously crafted

from benign examples to fool a well-trained deep learning model during inference. The

out-of-distribution examples are query inputs whose distribution differs from the training

distribution. We identify the two divergence behaviors [10] of these deception inputs at

inference: instance-level divergence that the carefully-calculated perturbation location and

amount are data-dependent and model-level divergence that different models respond to

the same deception inputs differently. Our research exposes the root causes for such adver-

sarial vulnerabilities and provides transformative enlightenment on designing mitigation

strategies and effective countermeasures.

(2) Similarly, we introduce a principled approach to investigating privacy threats, repre-
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sented by gradient leakage attacks [11, 12, 13, 14, 15, 16] during distributed training. Gra-

dient leakage attacks exploit unauthorized access to intermediate model parameter updates

to covertly reconstruct private training data. We provide a comprehensive risk assessment

framework for an in-depth analysis of different attack mechanisms and attack surfaces that

an adversary may leverage to reconstruct the private training data [17]. We �rst provide

formal and experimental analysis to show how adversaries can reconstruct the private local

training data by simply analyzing the shared parameter update from local training (e.g.,

local gradient or weight update vector). The privacy leakage would happen either during

client's local training by leveraging the per-example gradient in the local stochastic gradient

descent (type-2 leakage) or after the clients' local training before the local model update

is sent to server (type-1 leakage) or after the local model update is at server for aggre-

gation (type-0 leakage). We then analyze how different hyperparameter con�gurations in

federated learning and different settings of the attack algorithm may impact on both attack

effectiveness and attack cost. Our framework also measures, evaluates, and analyzes the

effectiveness of client privacy leakage attacks under different gradient compression ratios

when using communication ef�cient federated learning protocols. Our work highlights the

importance of providing a systematic attack evaluation framework towards an in-depth un-

derstanding of the various forms of client privacy leakage threats in federated learning and

developing theoretical foundations for attack mitigation.

(3) Additionally, we provide an in-depth analysis of data poisoning in federated learn-

ing, to characterize under what conditions the statistical robustness of the data poisoning

attack can serve as the forensic evidence for data poisoning mitigation, at what attack tim-

ing the data poisoning attack is most detrimental, and how the attack reacts in presence of

the existing defenses in addition to the statistical robustness based detection.
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1.2.2 Advancingensemblelearningagainstdeceptionwhileboostingpredictionaccuracy.

Given instance-level and model-level divergence of the deception input at inference, ensem-

ble learning can be leveraged to provide a joint decision given an input query. An ensemble

learning system leverages multiple individual member models by independently making a

decision and aggregating their results for a joint result [18]. With seas of pre-trained mod-

els provided in the open-source community, there are three key problems that need to be

addressed: (a) how to create high accuracy DNN ensembles; (b) can diversity metrics be

employed to measure accuracy increase as a function of diversity increase; and (c) how to

quantify ensemble diversity and guarantee ensemble robustness. By ensemble diversity, we

advocate high failure independence and low error correlation. By ensemble robustness, we

endorse high resilience of ensemble in the presence of unseen examples. Accordingly, we

have the second hypothesis on the design of diverse ensemble based defense against the

deception input.

Hypothesis 2: Deep learning Ensemble of diverse and failure-independent member

models can be robust against deception while improving accuracy performance.

Given the second hypothesis, we dedicate towards developing robust ensemble meth-

ods that integrate multiple deep neural networks by exploring and quantifying ensemble

diversity and by enhancing and guaranteeing ensemble robustness [19, 20] with two com-

plementary contributions.

(1) We de�ne the concept of ensemble diversity by examining three types of diversity

used in constructing classi�cation ensembles: (i) the model diversity by their difference in

DNN algorithm, neural network structure/topology, and hyperparameters used for classi�er

training and prediction; (ii) the model diversity by their disagreement on negative exam-

ples, aiming to promote failure independence of ensemble member models, to increase

the overall performance (accuracy) of ensemble prediction, and the robustness of ensemble

against deception; and (iii) the model diversity during training by altering the way that each

individual learner traverses the hypothesis space, leading different classi�ers to converge
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to different hypotheses within the classi�cation manifold. We also develop the ensemble

creation framework that consists of three main components: (i) creating a pool of candidate

base models for ensemble construction; (ii) creating ensemble committee formation algo-

rithms for strategic ensemble teaming using diversity and robustness measures, and (iii)

developing a suite of ensemble consensus methods for on-demand creation of ensemble

prediction that can effectively derive the best ensemble recommendation from its member

models. We also highlight the importance of developing the defensibility of ensembles

under different diversity types and by quantifying the utility and the robustness of diverse

ensemble methods.

(2) We develop a cross-layer strategic ensemble veri�cation methodology (XEnsem-

ble) for enhancing the adversarial robustness of DNN model inference in the presence of

adversarial examples and out-of-distribution examples [21]. XEnsemble by design has

three unique capabilities. (i) XEnsemble builds diverse input denoising veri�ers by lever-

aging different data cleaning techniques. (ii) XEnsemble develops a disagreement-diversity

ensemble learning methodology for guarding the output of the prediction model against de-

ception. (iii) XEnsemble provides a suite of algorithms to combine input veri�cation and

output veri�cation to protect the DNN prediction models from both adversarial examples

and out of distribution inputs. The intuition is that the benign inputs are being taken care of

by the diverse ensemble models alike, the deception inputs are destructive in its own way

and are responded to by different diverse models in its own way. With extensive evaluation

over a dozen popular adversarial attack methods and two representative out-of-distribution

datasets, we show that XEnsemble can effectively increase the adversarial robustness of

the target victim DNN model by maximizing the capability for auto-repairing and auto-

verifying the percentage of adversarial examples and maximizing the ability of XEnsemble

to auto-detect and �ag the percentage of out-of-distribution inputs. In the meantime, our

ensemble model leveraging three types of diversity facilitate high accuracy performance on

par or better than the model members in the XEnsemble on benign inputs.
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1.2.3 Advancingthesynergyamongprivacy,attackresilience,andmodelaccuracy.

The root cause of gradient leakage inference attacks is to share raw gradient updates with

the server. Existing defense has centered on gradient perturbation with noise injection or

gradient compression with compression and pruning. The former includes (a) federated

learning with participation-level differential privacy, which uses differential privacy con-

trolled noise variance to determine the amount of noise for gradient perturbation, and (b)

random noise injection drawn from Gaussian or Laplacian distribution with a threshold-

based noise variance. The latter usually involves low-rank �lter, which uses a pre-de�ned

compression ratio to selectively share gradients.

However, these approaches face a number of challenges and can only offer limited re-

silience against gradient leakage attacks. Existing federated learning with differential pri-

vacy [22, 23] uses the differential privacy controlled noise to perturb the gradients before

performing server-side stochastic gradient descent, providing participation-level differen-

tial privacy guarantee, which ensures that by simply observing the output of the global

model, one cannot tell if a single client has contributed to the global model training. Con-

sider the three types of gradient leakage threats outlined in our threat model, if existing fed-

erated learning with differential privacy approaches perform sanitization at the server [22],

then it can only combat the type 0 leakage at server but will still be vulnerable to type

1 and type 2 gradient leakage attacks at client, even with client-level differential privacy.

If existing federated learning with differential privacy approaches perform sanitization at

each contributing clients for each round [23], it can combat both type 0 and type 1 leakages

but remain vulnerable to the type 2 gradient leakage attacks, since type 2 leakage occurs

during local training. Similarly, for both gradient pruning methods and the threshold based

random noise injection solution, they all perform gradient transformation on the per-client

per-round local model update to be shared to the server after client local training, leaving

the client's local training unprotected, and thus may still intrude client privacy under type-2

gradient leakage attacks at client.
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In the meantime, the level of leakage resilience for these methods is unstable as it

varies under different compression ratios or different noise perturbation thresholds even

for the same dataset and learning task, and it also varies for different datasets and learning

tasks even under the same transformation setting. Furthermore, for gradient perturbation,

inadequate settings of noise threshold may incur large accuracy loss. Meanwhile, it has

been challenging to �nd the right balance between adding just enough amount of noise to

prevent gradient leakage inference, and yet the noise injection is not too much to prevent

federated learning from converging to a point with good accuracy. With these in mind, we

make the following hypothesis.

Hypothesis 3: Privacy-preserving deep learning may not be resilient against gradient

privacy leakage.

To address this third hypothesis with the aforementioned challenges, we make three

contributions. (1) we prove that not all privacy-preserving solutions of deep learning are

gradient leakage attack resilient, both in centralized model training and distributed model

training systems. An accuracy-driven parameter search of the privacy parameters may end

up injecting insuf�cient noise for defending against the gradient privacy leakage and a

strong privacy guaranteed parameter search may drastically lower the utility of the model.

In the meantime, the location of where the privacy noise is added also limits its capacity in

gradient privacy leakage mitigation.

(2) We develop the gradient leakage attack resilient deep learning for both centralized

settings and federated learning settings. To circumvent gradient leakage attacks, we for-

mally de�ne a certi�cation that allows to select privacy-preserving deep learning approach

that is gradient leakage resilient from two perspectives: with dual optimization goals [24,

25]: (i) the amount of noise added should be suf�cient to remove the privacy leakages of

private training data, and (ii) the amount of noise added should not be too much to hurt the

overall accuracy and convergence of the trained model. The proposed method is resilient

against all three types of gradient leakage attacks because it provides an instance-level dif-
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ferential privacy guarantee by injecting differential privacy controlled noise to per-example

gradient update during per-client local model training, hence offering both per-example and

per-client differential privacy protection against all three types of gradient leakages.

(3) For the synergy of privacy protection and utility awareness, we extend the conven-

tional deep learning with differential privacy approach with the �xed privacy parameters for

differential privacy controlled noise injection by introducing adaptive privacy parameters,

aiming to allow dynamic and adaptive randomized noise variance to be employed as the

training progress in rounds. We develop a systematic approach to introduce adaptive dif-

ferential privacy parameter optimization techniques to optimize the conventional approach

to both centralized deep learning with differential privacy and federated deep learning with

differential privacy. Extensive experiments also con�rm that differentially private deep

learning with dynamic privacy parameters outperforms the conventional approaches with

�xed privacy parameters for noise injection with compelling accuracy performance, strong

differential privacy guarantee, and high gradient leakage attack resilience.

1.3 Dissertation Organization

The rest of this dissertation is organized into three technical chapters and concludes in

Chapter 10. In each chapter, we introduce the background of the problem being addressed,

present our solution techniques followed by experimental evaluation, and describe related

work. In Chapter 2, we characterize the adverse behavior of the adversarial attacks at infer-

ence time. In Chapter 3, we present our input-output cross-layer ensemble defense against

two types of deceptions: adversarial example and the out-of-distribution inputs. In Chap-

ter 4, we study the model theft attack in centralized model training and propose the dif-

ferentially private deep learning approach with dynamic privacy parameters for balancing

the differential privacy-utility-model theft resilience trade-off. In Chapter 5, we character-

ize gradient leakage attack of the clients' local model update in federated learning under

different con�gurations of attack settings and federated learning settings. In Chapter 6,
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we propose the federated learning approach with both instance-level differential privacy

and client level differential privacy and we improve the approach with dynamic privacy

parameters tailored for federated learning in Chapter 8. In Chapter 7, we provide formal

certi�cation of the gradient leakage resilience offered by the differential privacy controlled

noise. In Chapter 9, we characterize the behavior of the dirty-label data poisoning attack

by analyzing the robust statistics of the poisoned gradients, the impact of attack timing, and

its response under existing defenses. We summarize the main contributions of this disserta-

tion in Chapter 10. Note that for each chapter to contain itself, we will rede�ne De�nitions,

Theorems, Lemmas, and Propositions in each chapter the notion is used.
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CHAPTER 2

ADVERSARIAL ATTACK AT INFERENCE

The burgeoning success of deep learning has raised the security and privacy concerns as

more and more tasks are accompanied with sensitive data. Adversarial attacks in deep

learning have emerged as one of the dominating security threat to a range of mission-critical

deep learning systems and applications. This chapter takes a holistic view to characterize

the adversarial examples in deep learning by studying their adverse effect and presents an

attack-independent countermeasure with three original contributions. First, we provide a

general formulation of adversarial examples and elaborate on the basic principle for adver-

sarial attack algorithm design. Then, we evaluate 15 adversarial attacks with a variety of

evaluation metrics to study their adverse effects and costs. We further conduct four case

studies to analyze the effectiveness of adversarial examples and to demonstrate their di-

vergence across attack instances. We conduct extensive experimental study on adversarial

behavior in easy and hard attacks under deep learning models with different hyperparam-

eters and different deep learning frameworks. We show that the same adversarial attack

behaves differently under different hyperparameters and across different frameworks due

to the different features learned under different deep learning model training process. Our

statistical characterization with strong empirical evidence provides a transformative en-

lightenment on mitigation strategies towards effective countermeasures against present and

future adversarial attacks.

2.1 Introduction

Deep learning has achieved impressive success on a wide range of domains like computer

vision [26] and natural language processing [27], outperforming other machine learning

approaches. Many of deep learning tasks, such as face recognition [28], self-driving cars
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[29], speech recognition [30] and malware detection [31], are security-critical [32, 33].

Recent studies have shown that deep learning models are vulnerable to adversarial in-

put at prediction phase [1]. Adversarial examples are the input artifacts that are created

from natural data by adding adversarial distortions. The purpose of adding such adver-

sarial noise is to covertly fool deep learning model to misclassify the input. For instance,

attackers could use adversarial examples to confuse a face recognition authentication cam-

era or a voice recognition system to breach a �nancial or government entity with misplaced

authorization [34]. Similarly, a self-driving vehicle could take unexpected action if the

vision camera recognizes a stop sign, crafted by adversarial perturbation, as a speed limit

sign, or if the voice instruction receiver misinterprets a compromised stop instruction as a

drive-through instruction [35].

The threat of adversarial examples has inspired a sizable body of research on various

attack algorithms [4, 1, 3, 6, 36, 2, 5, 34, 35, 37, 38, 39, 40, 8, 41, 42]. Even with the black-

box access to the prediction API of deep learning as a service, such as those provided by

Amazon, Google, or IBM, one could launch adversarial attacks to the privately trained

deep neural network (DNN) model. Due to transferability [43, 44, 45, 46], adversarial

examples generated from one deep learning model can be transferred to fool other models.

Given that deep learning is complex, many hidden spots are not yet understood, such blind

spots can be utilized as attack surfaces for generating adversarial examples. Furthermore,

adversarial attacks can happen in both training and prediction phases. Typical training

phase attacks inject adversarial training data into the original training data to mis-train the

network model [47, 48]. We focus on adversarial attacks schemed at the prediction phase.

To develop effective mitigation strategies against adversarial attacks, we articulate that

the important �rst step is to gain in-depth understanding of the adverse effect and diver-

gence of adversarial examples on the deep learning systems. In this chapter, we take a

holistic and principled approach to characterize adversarial attacks as an adversarial learn-

ing of the input data and a constrained optimization problem. We dive into the general
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formulations of adversarial examples and establish basic principles for adversarial noise

injection. Then, we evaluate 15 adversarial attacks with a variety of evaluation metrics

to study their adverse effects and costs. At last, we present empirical evidence on the

instance-level divergence and model-level divergence of adversarial behavior through three

case studies for untargeted attacks and targeted attacks respectively. Additionally, we eval-

uate the divergence behavior of the adversarial example under different DNN frameworks.

Our principled and statistical characterization of adversarial noise injection, the effective-

ness of adversarial examples with easy and hard attack cases, and the impact of DNN on

adversarial examples can serve as enlightenment on the design of mitigation strategies and

defense mechanisms against present and future adversarial attacks.

2.2 Background

In this section, we review the basic concept of DNN model, provide a general formula-

tion and the optimization goal of adversarial examples, and discuss 15 attacks algorithms

evaluated in this chapter.

2.2.1 DNN Model

Let x 2 X be an input sample in the training datasetX . A DNN modelF (x) = f n (
 n ;

f n� 1(
 n� 1; :::f 2(
 2; f 1(
 1; x)))) : is made ofn successive layers of neurons from the input

data to the output result. Each layer represents a parametric functionf i ; i 2 1: : : n, which

computes an activation function, e.g., ReLU, of weighted representation of the input from

previous layer to generate a new representation. The parameter set
 i ; i 2 1: : : n, consists

of several weight vectors
�!
Wi = [

�!
W k i ]k i 2 1::K i and bias vectors

�!
B i = [

�!
B k i ]k i 2 1::K i , where

K i denotes the number of neurons in layeri . Let Y = f y1; ; :::; ymg be the class label

space, wherem is the number of labels, and�! y = F (x) be the classi�cation result for

input x in the form of an m-dimension probability vector�! y = f po; :::; pj :::; pmg, such

that pj indicates the probability generated by DNN model toward classyj , 0 � pj � 1
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and
P m

j =0 pj = 1. The predicted labelYx 2 Y is the class with largest probability in the

prediction vector.

The deployment of a DNN model consists of two phases: model training phase and

prediction phase. In the training phase, a set of known input-label pairs(x; yL ) is used

to train a DNN model.yL is the known (ground truth) class label of the inputx. The

DNN �rst uses existing parameters
 to generate classi�cation from input data forwardly,

then computes a loss functionJ (�! y ; yL ) that measures the distance between the prediction

vector and the ground truth label. With a goal of minimizing the loss function, the DNN

training algorithm updates the parameters
 at each layer usingbackpropagationwith an

optimizer, e.g., stochastic gradient descent (SGD), in an iterative fashion. The trained DNN

will be re�ned through testing. Two metrics are used to measure the difference between the

predicted vector and the ground truth label of the test input. One is the accuracy that shows

the percentage of test input whose predicted classyx 2 Y is identical with its ground-truth

label yL . The other is the loss function that computes the distance of the predicted class

vector �! y to the labelyL . The trained DNN model produced at the end of the training

phase will be used for classi�cation prediction. At the prediction phase, the prediction

API sends an inputx to the trained DNN model to compute its prediction vector�! y and

the corresponding predicted labelyx via the set of �xed parameters learned in the training

phase.

2.2.2 Formulationof AdversarialExamples

Let xadv be the maliciously crafted sample of benign inputx. Figure 2.1 illustrates the

work�ow of an adversarial example based outsider attack to the prediction API of a deep

learning service provider, consisting of 7 steps. (1) A benign inputx is sent to the prediction

API, which (2) invokes the trained model to compute the prediction result. (3) Upon the

API returning the prediction probability vector�! y and its predicted class labelyx , (4) the

attacker may intercept the result and (5) launch an adversarial example based attack by
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Figure 2.1:Test-phase Adversarial Attack Work�ow.

generating adversarial examplexadv (in one step or iteratively). (6) The adversary collects

the prediction vector�! y adv and the predicted classyxadv . The iteration stops if the attack is

successful. (7) The user receives the incorrect result.

Adversarial attacks can be untargeted or targeted. Untargeted attack simply aims to

misclassify the benign input by adding adversarial perturbation so that the predicted class

of the benign input is changed to some other classes inY without a speci�c target class.

Targeted attack is a source-target misclassi�cation, which misclassify the predicted class

of a benign example inputx to a targeted class inY by purposely crafting the benign

input examplex via adversarial perturbation. An ideal adversarial attack is to construct

a perturbed inputxadv with minimal distance tox to fool the DNN model such that the

resulting prediction vector is�! y adv with the predicted labelyxadv , which is different from

yx , and yet its human user would still visually consider the adversarial inputxadv similar

to or the same as the benign inputx and thus believe that the predicted labelyadv should

be identical toyx . Let � x = dist(x; xadv) measure the distance between the original

input x and the adversarial inputxadv. For image input,L0 norm describes the number

of pixels of x that are changed;L2 norm is the Euclidean distance between inputx and

xadv; andL1 norm denotes the maximum change to any pixel of inputx. � x can be seen

as the perturbation noise injected into the benign input to construct an adversarial input

by the adversarial attack algorithm. In summary, we provide a general formulation of an
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adversarial example based attack:

� x = dist(x; xadv) (2.1)

s:t: minxadv � � x + att (xadv) (1 � � )g(�! y xadv
; y� ) (2.2)

x 2 X; x adv =2 X

yxadv 6= yx ; yx 2 Y; yxadv 2 Y=yx

HCxadv = HCx

whereatt (xadv) is a �ag of untargeted and targeted attack:att (xadv)=-1 when the attack

is untargeted andatt (xadv)=1 when the attack is targeted.g(�! y adv; y� ) is some objective

function the attack seeks to optimize. Parameter0 � � � 1controls the relative importance

of perturbation and objective function.HCxadv = HCx means that human perceptional

class of adversarial input is the same as that of the original benign input.Y=yx indicates

the label space excludingyx .

For untargeted attack, the labely� denotes the predicted classyx of the benign inputx

such thatg(�! y adv; yx ) measures the distance between the prediction vector of adversarial

input xadv andyx . This distance is to be maximized to make the adversarial input suc-

cessfully misclassi�ed, thus achieving the goal of predicting the labelyxadv of adversarial

input as any label but not the label of original benign inputx. Accordingly, the perturbation

� x only concerns the prediction vector of adversarial example and the predicted class of

benign example, de�ned as� x (�! y adv; yx ).

For targeted attack, the labely� denotes the target labelyT so thatg(�! y adv; yT ) is some

objective function that measures the distance between the prediction vector of adversarial

input xadv and the attack target labelyT . The attack is to minimize this distance so that the

adversarial inputxadv, generated by maliciously injecting perturbation tox, is classi�ed as

the target label with high con�dence. In contrast to untargeted attacks, which only need

to lower the probability con�dence on the original labelyx , the targeted attack needs to
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enhance the probability con�dence on the target label while mitigating the probability con-

�dence for all other labels so that the target label could stand out. This makes the targeted

attack much harder than untargeted ones. Thus, the adversarial noise� x is generated from

perturbation function� x (�! y ; yx ; yT ).

2.2.3 AdversarialAttackObjectives

Loss Function as the objective function.The loss functionJ (�! y ; y� ) measures the dis-

tance between the prediction vector�! y and the attack destination classy� . When@J(�! y ;y � )
@x =

0, it leads to minimal (local minimal) value of the convex (non-convex) loss function. When

@J(�! y ;y � )
@x > 0 , adding values to inputx will increase the value of loss function. However,

when @J(�! y ;y � )
@x < 0, adding values to inputx will decrease the value of loss function. Thus,

manipulating the inputx could change the loss function. Optimization of loss function with

regularization is an extension of the loss function based attacks using adversarial examples.

CW attack [5] and RP2 attack [36] are examples of such attacks. The bene�t of controlling

the amount of change with a regularizer is to avoid drastic change.

Prediction vector based objective function.Similarly, for prediction vector, adding

noise by increasing values on inputx will make the prediction vector value on classj go

up if the partial gradient of prediction vector on classj is greater than zero, i.e.,@yj

@x >

0. Analogously,@yj

@x < 0 means increasing the value of input will make the prediction

vector value on classj go down. When@yj

@x = 0, changing the input a little bit will not

change the prediction vector at all. The same attack principle can be applied to prelogits

as well, as prediction vector can be seen as normalized and difference-ampli�ed prelogits.

Example attacks that utilize the gradient of prediction vector are Jacobian-based attack [6]

and Deepfool [39]. In fact, the gradient of loss function can be seen as an extension of

gradient of prediction vector due to the chain rule since loss function is computed from

prediction vector.

In summary, based on the inherent relation among input data, the gradient of loss func-
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tion, and prediction vector, we are able to establish basic attack principle for untargeted

and targeted adversarial attacks.

For untargeted attack, the goal is to craft the image in a way to lower the probability

or con�dence of the original class of the input until it is no longer the largest probability

in the prediction vector. There are three ways to do so: (1) The adversaries could increase

the loss functionJ (�! y ; yCx ), pushing the prediction�! y away from the predicted classCx

of the benign input. When the loss function is large enough, the prediction will be changed

to some destination class other thanCx . (2) One can decrease the value ofyCx in prel-

ogits (feature vector) or logits (prediction vector), until this value is no longer the largest

among all classes, the DNN prediction would misclassify the adversarial input. (3) By ex-

tending the loss function with a regularizer for the added noise, the objective function is

optimized by increasing the loss function between the prediction vector ofxadv andyCx ,

while minimizing the impact of perturbation.

Similarly, there are three methods fortargeted attack: (1) The adversary may decrease

the loss functionJ (�! y ; yT ) with perturbation, so that the crafting process is to perturb the

input toward the target classyT . (2) The adversary may increase the value of the prelogit or

prediction vector ofyT until it becomes the largest one, so that the DNN would misclassify

the input into the target class. (3) The adversary extends loss function with optimization

and decreases the loss functionJ (�! y ; yT ) while balancing the added noise.

2.2.4 RepresentativeAdversarialAttackAlgorithms

We consider a total number of 15 attacks. Three of them are untargeted attacks: Fast

Gradient Sign Method (FGSM [2]), Basic Iterative Method (BIM [37]), and DeepFool

(DF, [39]). The other twelve targeted attacks come from six different attack algorithms:

targeted FGSM(TFGSM), targeted BIM (TBIM), Carlini& Wagner attacks (CW1 , CW2,

CW0, [5]) and Jacobian-based Saliency Map Attack (JSMA, [6])). For each targeted attack,

we assume two kinds of attack target: the most-likely attack class in the prediction vector
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Table 2.1:Different Noise Metrics.

norm de�nition attack
L 1 the maximum change to any pixel of inputx. (T)FGSM, (T)BIM, CW1

L 2 the Euclidean distance between inputx andxadv . DF, CW2

L 0 total number of pixels ofx that are changed. CW0, JSMA

(yT = arg max �! y ; y 6= Cx , most) and the least-likely attack class (yT = arg min �! y , LL).

Cx is the correct class for inputx. These attacks concern three different norms of the

perturbation distance in Equation 2.1:L1 , L2, andL0. (Table 2.1). We also explored the

next neighbor class (yT = (arg max �! y + 1) mod # classes, next) as the attack target. As

shown inTable 2.2, the performance of next class usually falls between the performance

of the most-likely class (easiest attack) and least-likely class (hardest attack). Therefore,

we omit the 6 next neighbor class and only study two ends of the attack spectrum. Now we

discuss these attacks in detail.

Table 2.2:Attack success rate comparison of three attack target: most-likely class (most), next
neighbor class (next) and least-likely class (LL).

attack ASR most next LL
TFGSM 0.613 0.212 0.1
TBIM 0.966 0.804 0.637
JSMA 0.96 0.72 0.49

1) Fast Gradient Sign Method (FGSM) / Basic Iterative Method (BIM)

The attack algorithm FGSM is proposed with regard to the hypothesis of the linear

nature of neural network models [2]. To solve the problem in Equation 2.2, the adversary

is able to perform the effectiveL1 untargeted FGSM attack simply by applying SGD-

alike perturbation of the input according to the loss function, The parameter� is the magic

parameter in FGSM and BIM and is used to control the amount of injectedL1 noise and

serve as the role oflearning rateas in the model training process. Since FGSM is a one-shot

noise injection process, the� tends to be relatively larger to attack effectively. [3] apply

FGSM multiple times with small� value, which is similar to the iterative model training

with small learning rate and more iterations. These FGSM/BIM adversarial examples can
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be modeled as below.

x t
adv = x t � 1

adv + Clipx (�sign (
@J(�! y ; yCx )

@xt � 1
adv

)) ; (2.3)

wheret indicates thet th iteration. Thesign( ) function controls the direction of the per-

turbation according to the objective of the changing the value of loss function. The for-

mulation represents FGSM whent = 1 and BIM whent > 1. The function clip con�nes

the perturbed pixel value to the ordinary pixel range. For iterative attacks, the maximum

iteration is always considered as the magic number that could control the effectiveness of

attacks.

According to Equation 2.2, changing FGSM and BIM to their targeted version would

require reversing the gradient direction:

x t
adv = x t � 1

adv � Clipx (�sign (
@J(�! y ; yT )

@xt � 1
adv

)) ; (2.4)

Other example attacks in the FGSM family includes Randomized FGSM/BIM [49], Pro-

jected Gradient Descent (PGD) [4].

Unlike those SGD-alike attacks, [5] proposed explicit optimization to �nd the best

trade-off between the amount of perturbation and attack effectiveness. Namely, the attack

tends to solve the problem in Equation 2.2 with SGD and other kinds of empirical/structure

risk optimizer. We consider untargeted Deepfool attack and targeted CW attack inL0, L2,

andL1 norm.

2) Deepfool

[39] proposed a untargeted attack that deploy anL2 minimization by searching for the

minimal perturbation that could fool the classi�er.

� x = arg min jj r jj ; s.t.F (x + r ) 6= F (x)
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While the decision boundaries of linear classi�ers are considered as linear planes and so

Deepfool could search within the polyhedron space, the decision boundaries of nonlinear

classi�ers are approximated into a polyhedron by an iterative linearization procedure. In

addition to the maximum optimization iteration as magic number, how to perform optimiza-

tion will also affect the effectiveness of adversarial attacks. Deepfool utilizes the iterative

algorithm and the following CW performs SGD.

3) Carlini/Wagner Attacks (CW)

The series of CW attacks are by far the most effective attack in terms of attack success

rate compared to other existing methods. For CWL1 attack, the perturbation distance

term is replaced with penalty for any terms that exceed a certain threshold to prevent opti-

mization oscillating between suboptimal solutions sinceL1 norm only penalize the largest

term. This threshold decrease with iterations and so that optimization of objective function

penalizes all large perturbation distance simultaneously and results in perturbation noise

that is smaller than the threshold. The authors deploy a warm-start gradient descent in each

iteration.

In CW L2 attack, the adversary converts the adversarial example totanh space to �nd

the reasonably low distortion inL2 distance to make attack successful.

The CWL0 attack iteratively calls CWL2 attack to select the pixels with least important

contribution to prediction and remove them from the perturbation set until the attack being

successful. This is opposite to theL0 JSMA which keeps �nding the pixels with the most

signi�cant impact on the prediction to craft until the adversarial artifact would fool the

machine learning model.

To achieve better attack effectiveness, the authors exams multiple objective functions

under different norm metrics and �nd that the one with the best performance. CW attacks

often require signi�cantly less perturbation noise and achieve high attack success rate.

4) Jacobian-based Saliency Map Attack (JSMA)

[6] introduced Jacobian matrix and saliency map to search for features that contribute
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most to the prediction to perform targeted adversarial attack. Speci�cally, given inputx

and its prediction vector�! y , the attacker �rst computes the Jacobian matrixJacF = @�! y
@x =

[@yj

@x]j 2 1:::m , which is the derivatives of each output class with regard to each pixel. Then, the

adversarial saliency map is calculated from the Jacobian matrix. The adversarial saliency

map of each pixel re�ects how changing this pixel will affect the prediction con�dence

on the target class and the rest of the classes in the prediction vector. After building the

adversarial saliency map, pair-wisely, the adversary will heuristically search and craft pixel

pairs with largest adversarial saliency map value, indicating that perturbing these pixels will

make the prediction vector move towards the attack target label the most while lowering

the con�dence on all other classes the most. The power of adversarial saliency map is

that it optimizes the objective function by considering both the gradient towards the target

class and the gradient of all other classes. There are two cut-off condition for this iterative

process: the attack becomes successful or the attack reaches maximum iteration which

would violate human imperceptibility.

2.3 Characterization of Adversarial Attacks

2.3.1 AdverseEffectandCost

We propose the following evaluation metrics to analyze and compare the adverse effect

of adversarial examples. AE, SAE, and MAE denote adversarial example, successful ad-

versarial example, and misclassi�ed adversarial example. An adversarial examplexadv

is considered successful when under limited amount of perturbation noise,yxadv 6= yx in

untargeted attacks oryxadv 6= yx andyxadv = yT in targeted attacks;

Attack Success Rate (ASR): measures the percentage of adversarial examples that

result in successful attacks in all adversarial input data.ASR = #SAE
#AE . The higher the ASR

is, the more adverse effect the adversarial attack can cause.

Misclassi�cation Rate (MR): MR is equivalent to ASR in untargeted attacks. How-

ever, the failed targeted attack does not guarantee the prediction of the correct class. MR
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is de�ned as the percentage of misclassi�ed adversarial examples in all attack inputs:

MR = #MAE
#AE .

Mean con�dence on adversarial class (MeanConf): MeanConf is de�ned as the mean

con�dence on adversarial class in successful adversarial examples:1
n

P n
i =1 p� , wheren

denotes the number of successful adversarial examples and� indicates misclassi�cation

class in an untargeted attack and target class in a targeted attack.

DistAATA : DistAATA measures the mean con�dence distance between the adversarial

class and correct benign class in successful adversarial examples:1
n

P n
i =1 jp� � pCx j, where

p� is the adversarial prediction probability andpCx is the prediction probability on the

correct class. Note that both prediction con�dences come from the adversarial example.

Higher means the attack is more effective, and it is harder to get back to the correct label.

DistAATB : DistAATB measures the average con�dence Distance between adversarial

class on adversarial example and True class on the corresponding benign example. Given

the prediction con�dence on benign example, this is used to compare attack quality. If the

prediction con�dence on benign input is high and the DistAATB is large, the attack would

provide prediction con�dence worse than the benign input.

DistACOC: DistACOC is the average distance between the prediction con�dence of

the adversarial class and the next highest probability from the other classes. DistACOC

can be useful in measuring the adverse effect of adversarial examples on the correct class

when compared to DistAATA.

The adverse effect of adversarial example is accompanied with several costs: perturba-

tion cost which can be measured using different distance norms, perception similarity cost

which is measured by different image quality evaluation metrics, and attack generation time

cost.

Perturbation Distance Cost (DistPerturb): Adversarial example usually concerns

three kinds of perturbation norms:L1 , L2, andL0 norm. Different attacks pursuit mini-

mal perturbation under different norms to make attack successful. Accordingly, we mea-
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sure three average distances to characterize the perturbation cost of adversarial attacks. Let

� x = jjxadv � xjj p be theLp distance of the two inputs,1N
P N

1
� x

jj x jj p ) ; xadv 2 X adv; jX adv j =

N . wherejjxjj p is thep norm of the input datax.

Perception Distance Cost (DistPercept-SSIM): SSIM [50] is used for measuring the

visual structural similarity between two images. It considers image degradation as a per-

ceived change in structural information and incorporates luminance masking and contrast

masking terms. We compute the average SSIM of all SAE to evaluate the perception dis-

tance cost. The closer SSIM to 1 the more similar the two images.

Perception Distance Cost (DistPercept-PSNR): PSNR is an approximation to human

perception of perturbation perceptually and is commonly used to measure the quality of

image. Different from SSIM, PSNR computes the ratio between the maximum possible

power of the original input and the power of perturbation noise that affects the �delity

of its representation. For a input image with a size ofm � n, its Mean Squared Error

(MSE) is MSE = 1
mn

P m� 1
i =0

P n� 1
j =0 jx(i; j ) � xadv(i; j )j2. PSNR is de�ned as PSNR=

10 � log10(
MAX 2

x
MSE ), whereMAX x is the maximum possible pixel value of the image. The

larger PSNR indicates a smaller visual distortion.

Time cost (Time): We also evaluate per-example attack time for each attack. The

values are measured in seconds.

2.3.2 AttackEvaluation

We perform adversarial attacks on two datasets: MNIST and CIFAR-10. MNIST dataset

consists of 70000 grey-scale images of hand-written digits from 0-9 with a size of 28*28.

60000 of them are training data and the rest 10000 are test data. The statistics of each

digit is provided inTable 2.3. CIFAR-10 dataset consists of 60000 color images of objects

from 0-9 with a size of 32*32. 50000 of them are training data and the rest 10000 are

test data. The experiment is conducted on a machine with an Intel Core i5-7200U CPU @

2.50GHz� 4 and an Nvidia Geforce 1080Ti GPU. Our experiment is built on top of the
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Table 2.3:The Number of Samples per Digit for MNIST.

Category 0 1 2 3 4 5 6 7 8 9 Total
#Training Samples 5,923 6,742 5,958 6,131 5,842 5,421 5,918 6,265 5,851 5,949 60,000
#Testing Samples 980 1,135 1,032 1,010 982 892 958 1,028 974 1,009 10,000

EvadeML-Zoo [51]. The pre-trained models hold a prediction accuracy which is compet-

itive with state-of-the-art performance. The seven-layer CNNs has an accuracy of 0.9943

on the MNIST and the DenseNet [52] has an accuracy of 0.9484 on the CIFAR-10. Since

some attacks are so expensive to run, we select the �rst 100 correctly predicted examples in

the test set for each dataset except for TFGSM and TBIM attacks. Due to their low attack

success rate, the �rst 2000 correctly predicted examples are selected for attack. We exclude

DeepFool in MNIST due to the generated unrecognizable attack examples. The character-

ization results are provided inTable 2.4. We make several interesting observations:

Table 2.4:Effect and cost evaluation of 15 attacks on MNIST and CIFAR-10.

MNIST misclassi�cation attack con�dence DistPerturb DistPercept
time (s)

attack UA/TA ASR MR MeanConf DistAATB DistAATA DistACOC L1 L2 L0 SSIM PSNR
FGSM

UA
46 46 0.9214 0.0786 0.8673 0.8571 0.3 5.935 0.56 0.495 40.4 0.002

BIM 91 91 0.9959 0.0041 0.9941 0.9919 0.3 4.79 0.517 0.551 41.35 0.009

TFGSM
most 61.3 85.7 0.8998 0.1 0.8633 0.826 0.3 6.101 0.582 0.474 40.27 < 0.001
LL 10 80.1 0.7636 0.2364 0.7329 0.62 0.3 6.05 0.554 0.467 40.24 < 0.001

TBIM
most 96.6 96.6 0.9885 0.0115 0.9775 0.9775 0.3 4.18 0.502 0.579 41.93 < 0.001
LL 63.7 80.1 0.9097 0.09 0.885 0.855 0.3 4.468 0.513 0.559 41.63 0.002

CW1
most 100 100 0.9999 0.0001 0.9999 0.9999 0.204 3.33 0.486 0.605 43.06 61.73
LL 100 100 0.9998 0.0002 0.9998 0.999792 0.279 4.596 0.499 0.527 41.59 49.95

CW2
most 100 100 0.9999 0.0001 0.9999 0.9999 0.583 2.154 0.438 0.793 45.05 0.432
LL 100 100 0.9999 0.0001 0.9998 0.9998 0.732 3.208 0.45 0.696 43.24 0.378

CW0
most 100 100 0.9999 0.0001 0.9999 0.9999 0.986 0.359 0.029 0.812 42.78 82
LL 100 100 0.9999 0.0001 0.9999 0.9998 0.996 5.086 0.06 0.664 41.20 74.55

JSMA
most 96 96 0.7186 0.2814 0.4845 0.4743 1 3.671 0.031 0.839 42.75 0.286
LL 49 60 0.5896 0.4104 0.5175 0.3424 1 5.506 0.061 0.756 42.55 0.976

CIFAR-10 misclassi�cation attack con�dence DistPerturb DistPercept
time (s)

attack UA/TA ASR MR MeanConf DistAATB DistAATA DistACOC L1 L2 L0 SSIM PSNR
FGSM

UA
85 85 0.8647 0.1402 0.8326 0.7648 0.016 0.865 0.996 0.973 48.77 0.021

BIM 92 92 0.9645 0.0355 0.9484 0.9367 0.008 0.369 0.924 0.995 52.48 0.154

TFGSM
most 82.2 88.6 0.931 0.0690 0.9090 0.8799 0.016 0.865 0.995 0.974 48.77 0.009
LL 5.2 72.6 0.6331 0.3669 0.5812 0.4411 0.016 0.862 0.991 0.974 48.77 0.006

TBIM
most 93.8 93.8 0.9766 0.0234 0.9547 0.9547 0.008 0.365 0.919 0.996 52.51 0.045
LL 38.6 46.4 0.7923 0.2077 0.7214 0.7082 0.008 0.358 0.912 0.996 52.55 0.046

DF UA 98 98 0.7388 0.2612 0.5727 0.5626 0.028 0.238 0.991 0.997 55.25 0.283

CW1
most 100 100 0.9889 0.0111 0.982 0.9816 0.009 0.326 0.841 0.995 53.25 235.5
LL 100 100 0.9779 0.0221 0.9721 0.9711 0.014 0.528 0.908 0.989 51.08 243.2

CW2
most 100 100 0.9867 0.0133 0.9777 0.9776 0.024 0.207 0.428 0.998 55.31 5.772
LL 100 100 0.9732 0.0268 0.9659 0.9655 0.041 0.357 0.61 0.995 52.81 7.441

CW0
most 100 100 0.9904 0.0096 0.9838 0.9838 0.574 1.566 0.011 0.962 46.67 355.4
LL 100 100 0.9757 0.0243 0.9695 0.9691 0.695 2.518 0.024 0.914 44.27 356.7

JSMA
most 100 100 0.5366 0.4634 0.2428 0.2112 0.845 3.739 0.018 0.855 43.19 4.894
LL 99 100 0.392 0.6080 0.2206 0.0961 0.901 5.468 0.036 0.767 40.98 9.858

Observation 2.3.2.1: For untargeted attacks, ASR is the same as the misclassi�cation ratio,

but for targeted attacks, ASR is often smaller than the misclassi�cation rate. The predicted
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class of a targeted adversarial example may fall into the set other than the true class and the

attack target.

Observation 2.3.2.2: Weak targeted attacks such as TFGSM and TBIM are less effective in

reaching the attack target when compared to strong targeted attacks such as those in the CW

family. However, these weak targeted attack remains effective in causing misclassi�cation.

Observation 2.3.2.3: Mean con�dence in successful adversarial examples depends on the

attack algorithm. CW attacks tend to have a high ASR and high mean adversarial con�-

dence with relatively small perturbation and perception cost, but �nding such sophisticated

perturbation of CW requires a much higher time cost than other attacks.

Observation 2.3.2.4: The larger the difference of DistAATA and DistACOC (and Dis-

tAATA is always larger than DistACOC) means that in SAE, the next highest probability

from other classes is less likely being the true class.

Observation 2.3.2.5: The distance of DistAATA and DistACOC is smaller in untargeted

attacks than targeted attacks and is smaller in the most-likely attacks than the least-likely

attacks.

Observation 2.3.2.6: We can compute the mean con�dence on the correct class in SAE

by subtracting DistAATA from MeanConf. The con�dence on the true class in SAE is

smaller on the least-likely attacks than most-likely attacks. It also means targeted least-

likely attacks take more effort on decreasing the con�dence of classes other than the attack

target.

Observation 2.3.2.7: SSIM and PSNR show positive correlation. Even though SSIM and

PSNR measure the adversarial image from different perspectives, they both can show some

attacks provide better perception imperceptibility than others.

Observation 2.3.2.8: When the attack is based on a certain norm, the distortion distance

of that norm is smaller because the attack algorithm focuses on the minimal perturbation in

that norm to make the attack successful.
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2.4 Case Study: Instance-level and Model-level Divergence

The characterization of adversarial attacks motivates us to take an in-depth understanding

of the adverse behavior of individual adversarial examples. In this section, we zoom-in two

representative attacks: FGSM and JSMA, and study their attack behavior instance-wisely,

model-wisely, and deep learning framework-wisely.

2.4.1 UntargetedAttackDivergence

We �rst perform FGSM attacks class-wisely and study the effectiveness and divergence of

untargeted adversarial examples. FGSM is designed as the following:

x t
adv = x t � 1

adv + Clipx (�sign (
@J(�! y ; yx )

@xt � 1
adv

)) ; (2.5)

Table 2.5shows a statistical characterization of easy and hard cases in FGSM attacks with

� = 0:3. The diagonal shows the percentage of adversarial examples that fail the attacks.

We consider two types of hardness in terms of different ASRs: attack hardness based on

source (S) classes and destination (D) classes. For the attack hardness on source classes, it

is observed that the ASR of digit 9 is as high as 0.752, and the ASR of digit 6 is as low as

0.221, indicating that0:752� 1009 = 759images of digit 1 and0:771� 1032 = 212images

of digit 6 succeed in source misclassi�cation attack. Within each source class, different

Table 2.5:Untargeted FGSM Attack (� =0.3): each cell represents the fraction of adversarial inputs
misclassi�es source class ini th row to destination class inj th column.

SnD 0 1 2 3 4 5 6 7 8 9 ASR #image
0 0.718 0.000 0.068 0.001 0.008 0.020 0.093 0.009 0.031 0.051 0.282 980
1 0.000 0.465 0.021 0.026 0.065 0.019 0.010 0.145 0.247 0.002 0.535 1135
2 0.018 0.102 0.496 0.104 0.006 0.004 0.009 0.139 0.122 0.001 0.504 1032
3 0.000 0.003 0.015 0.698 0.000 0.119 0.001 0.033 0.089 0.043 0.302 1010
4 0.001 0.014 0.048 0.006 0.296 0.003 0.015 0.142 0.136 0.338 0.704 982
5 0.002 0.007 0.001 0.146 0.000 0.676 0.040 0.004 0.049 0.074 0.324 892
6 0.030 0.006 0.008 0.007 0.018 0.116 0.779 0.002 0.032 0.001 0.221 958
7 0.001 0.059 0.086 0.045 0.019 0.004 0.000 0.653 0.040 0.093 0.347 1028
8 0.017 0.004 0.076 0.160 0.009 0.123 0.017 0.008 0.475 0.109 0.525 974
9 0.005 0.003 0.012 0.014 0.432 0.023 0.001 0.140 0.123 0.248 0.752 1009
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Figure 2.2:Instance-level diversity in untargeted attack.

fractions of itsN images are misclassi�ed into different destination classes, and such distri-

bution is highly skewed for some cases. For source class of digit 9, the highest fraction that

is misclassi�ed into a particular destination class, i.e., digit 4, is 0.574 (436=759 = 0:574),

and the rest of the destination classes have signi�cantly smaller fractions, ranging from

0.001 to 0.140.

We visualize the instance-level divergence inFigure 2.2. The height of different source

class indicates the vulnerability of the source class and the portion of a single color in one

bar represent the statistical likelihood of the attack destination given the attack source class.

From Figure 2.2, we examine the attack hardness with respect to destination (D) classes.

For source class digit 9, the top 3 easy destination classes are target digits 4, 7, and 8 with

fraction of 0.574, 0.186 (0.140/0.752=0.186) and 0.164 (0.123/0.752=0.164) respectively.

Takeaway 2.4.1.1: The destination class of untargeted attacks is not uniformly ran-

dom. Untargeted adversarial examples from the same class may end up in different attack

destination.

To further illustrate the instance-level divergence, we visualize the perturbation as de-

scribed in Equation 2.5 using different input images of digit 1 inFigure 2.3. In one image,

the attack is successful and in another image, the attack fails as the prediction vector indi-

cates that the predicted class for the maliciously crafted example is still digit 1. Meanwhile,
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Figure 2.3:Untargeted instance-level diversity (gradient sign in FGSM).

the perturbation noise for different input images from the same class is also different even

under the same perturbation rule.

Takeaway 2.4.1.2: While both benign inputs can be correctly classi�ed, their adver-

sarial counterparts behave inconsistently from each other. It can either remain correctly

classi�ed or being misclassi�ed into different destination classes.

2.4.2 TargetedAttackDivergence

We then class-wisely study JSMA and use it as an example to investigate the instance-level

divergence of targeted adversarial examples.Table 2.6 provide the attack results. Each

row indicates the attack success rate of different attack targets given the source class. Each

column presents the hardness of each source class achieving a speci�c attack target. For

Table 2.6:ASR of AE in JSMA with all choices of attack targets.

S n T 0 1 2 3 4 5 6 7 8 9 S: avg
0 0.027 0.970 0.039 0.205 0.147 0.049 0.307 0.352 0.170 0.252
1 0.001 0.856 0.838 0.415 0.502 0.030 0.686 0.970 0.510 0.534
2 0.001 0.006 0.285 0.007 0.003 0.009 0.136 0.237 0.004 0.076
3 0.001 0.027 0.483 0.005 0.136 0.003 0.125 0.114 0.110 0.112
4 0.000 0.188 0.633 0.155 0.145 0.013 0.768 0.386 0.173 0.273
5 0.013 0.246 0.077 0.592 0.033 0.037 0.217 0.478 0.105 0.120
6 0.040 0.176 0.815 0.223 0.618 0.382 0.183 0.630 0.116 0.354
7 0.003 0.034 0.636 0.562 0.027 0.129 0.000 0.320 0.208 0.213
8 0.003 0.086 0.858 0.575 0.071 0.317 0.016 0.107 0.015 0.228
9 0.010 0.084 0.613 0.761 0.387 0.003 0.000 0.944 0.825 0.403

T: avg 0.008 0.097 0.660 0.448 0.196 0.196 0.017 0.386 0.479 0.157

30



Figure 2.4:Source Vulnerability. Figure 2.5:Hardness of Target.

Figure 2.6: Illustration of targeted instance-level diversity by visualizing Adversarial Saliency
Map-based Noise Injection in JSMA.

source class digit 1 with 1135 images and attack target digits 0, 2, 6, and 8, the ASR is

0.1%, 85.6%, 3%, and 97% respectively. ASRs for misclassifying digit 1 to target digit 0

or 6, are much lower than the ASRs for the target digits 8 or 2. Also, the effectiveness of

targeted attacks is asymmetrical, i.e., the attack7 ! 9 is much harder with low ASR of

0.208 than the reverse attack9 ! 7 with high ASR of 0.944. InTable 2.6, the last column

and the last row are average ASR for each source class and each target class. These values

show that statistically digits 1, 6, 9 are the most vulnerable source classes while digits 2,

3, 8 are the easiest target classes.Figure 2.4 shows vulnerable and robust source classes,

andFigure 2.5shows hard and easy target classes using the SR sum. Within each SR bar,

different colors indicate different contributions of each digit to build the SR of the attack.

It is easy to see that 1, 9, 6 are the top 3 vulnerable source classes while 2, 8, 3 are the top

3 easy target classes.

To better understand why (1) attack success rate is not 100% given a source class and

a target attack label and (2) the attack success rate of a given source class is quite different

on different attack targets, we visualize the adversarial saliency map inFigure 2.6. Since
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the value of the adversarial saliency map is widely ranged, it is hard to demonstrate its

numerical difference. The visualization shows clearly that the saliency map perturbation is

different (1) across the attack target class for the same input and (2) across input instances

for the same attack target. Figure 2.6 demonstrates that different inputs from the same class

have different adversarial saliency map information and consequently behave differently

under a �xed attack algorithm. We also provideL0 distance measures for each attack target

when the attack is successful. The different saliency map information would contribute to

the divergence of attack effectiveness in terms of perturbation distance.

Figure 2.7:Prelogits over 10 steps (source digit 1, target digit 8).

Additionally, a demonstration of how the added perturbation enhances the prediction

of targeted class while the gap between prelogits for different labels shrinks as the attack

progresses step by step to is provided inFigure 2.7. The prelogit of target class 8 gradually

becomes the largest, succeeding in misclassifying digit 1 to digit 8 at the10th step.

Takeaway 2.4.2.1: Given the attack target, different targeted attack examples from the

same source class would behave inconstantly in terms of both attack success and perturba-

tion distance. Combining withTakeaway 2.4.1.1andTakeaway 2.4.1.2, it is straightfor-

ward to leverage such non-deterministic nature of adversarial examples for defense mech-

anism design.
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2.4.3 Model-levelDivergence

Adversarial example also demonstrates model-level divergence. Here we vary the num-

ber of training epochs and feature maps and evaluate their impact on the effectiveness of

adversarial attacks.

Different Number of Training Epochs. The �rst set of experiments reports the pres-

ence of inconsistent easy and hard attacks under different training epochs.

Vulnerability of Source. Hardness of Target.

Figure 2.8:Impact of training epochs: higher ASR, more vulnerable and lower ASR, harder attack.

We study easy and hard cases using Jacobian-based targeted attack with a DNN model

trained under three different settings of training epochs: 1 epoch, 10 epochs (TensorFlow

default) and 30 epochs.Figure 2.8compares the vulnerability of source class and the attack

hardness of target class. The height of the bar demonstrates the sum of ASRs for each of

the source classes (left �gure) or target classes (right �gure). We highlight two interesting

observations: (1) Statistically, digit 1 is the most vulnerable source class for all settings of

epochs and digit 8 is the most easy attack target for 1 epoch of training. For DNN with 30

epochs of training, digits 1 and 6 are the most vulnerable source classes, and digits 2, 4, and

5 are the most easy targets. Both results indicate different behavior of easy and hard attacks

compared to 10-epoch results, where digits 1 and 9 are the most vulnerable source classes,

and digits 2, 3, and 8 are the most easy targets. (2) The reason why easy and hard attack

cases vary under different training epochs is due to the fact that different training accounts

for different trained network parameters, which describe the learned features. The different
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Figure 2.9:Loss Function-Based Noise at 1 and 30 epochs.

Figure 2.10:Visualization of Loss Function-Based Noise Injection for targeted FGSM attack.

learned feature is re�ected on the gradient of loss function and prediction vectors, and

subsequently impacts the effectiveness of adversarial examples.Figure 2.9 visualizes the

gradient of loss function for DNN training under 1 epoch or 30 epochs for FGSM attack

andFigure 2.10is for 10 epochs, where successful ones marked by their� value. These

empirical evidence shows visible inconsistency across different training epochs regarding

success or failure of attack in ASR.

Different Sizes of Feature MapsWe next study whether different sizes of feature maps

have different impacts on the features learned by the DNN model, as the change of learned

features will be re�ected by the gradients of loss function as well as the adversarial saliency

maps, which will impact the behavior of easy and hard attacks. We reduce and double the

original number of output features to generate feature map of half and double sizes for the

�rst four DNN layers in TensorFlow.Figure 2.11compares three sizes of feature maps:

half, original and double on the vulnerability of source classes and the hardness of target

classes. For half feature map case, digit 1 is the most vulnerable source class, whereas

digits 2 and 3 are the easiest targets. For double feature map case, digit 1 and 9 are the

most vulnerable source classes, whereas digits 2 and 8 are the easiest targets. Again, the

hard and easy attacks vary for three sizes of feature maps.Figure 2.12 visualizes the

34



Vulnerability of Source. Hardness of Target.

Figure 2.11: Impact of varying sizes of feature maps: higher ASR, more vulnerable and lower
ASR, harder attack.

Figure 2.12:Loss function-based noise with different feature maps.

different features learned under half and double feature maps using the gradient of loss

function under targeted FGSM attack. Similar to the impact of different training epochs,

the inconsistency behavior of the adversarial example is observed across different sizes of

feature maps.

2.4.4 AttackDivergenceonDNN Frameworks

We next evaluate the impact of different DNN frameworks on the effectiveness and diver-

gence of adversarial examples.Figure 2.13reports the comparison results for TensorFlow,

Caffe, Theano, and Torch. TensorFlow and Theano are consistently more vulnerable un-

der FGSM, followed by Caffe and Torch. It is also clear that different frameworks lead to

different features learned by their DNN model, which contributes to their different in�u-

ence on the effectiveness of adversarial attacks.Figure 2.14, which visualizes the gradient

of loss function based adversarial perturbation using DNN model trained by Caffe, Theano

and Torch, also exposes some inherent problems in FGSM attack method. The crafting rule
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Figure 2.13:ASR of untargeted FGSM with different frameworks.

Figure 2.14:FGSM noise with different frameworks.

in FGSM treats all pixels equally, which may be inef�cient since the gradients re�ected in

the input data for each pixel are not the same. While the positive and negative signs of the

sign function are useful, assigning the magnitude of sign function to 1 is not effective in

many cases. For example, in Torch, the identical perturbation noise smooths the numerical

difference of the gradient of the loss function on different targets. Thus, the attack does

not make full use of these gradients. This may contribute to the low ASR on untargeted

FGSM attacks in Torch.Figure 2.15shows the ASR of the untargeted FGSM attack on

each source class for only Caffe and Torch. Within each ASR bar, different colors indicate

different contributions of destination classes to building the ASR. It is easy to see that those

vulnerable source classes in Caffe are very different from that in Torch.

Takeaway 2.4.4.1: As adversarial attacks heavily rely on the gradient information pro-

duced by the trained DNN model and such gradient is determined by the parameters in the
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Caffe. Torch.

Figure 2.15:ASR of untargeted FGSM with Caffe and Torch.

DNN function learned during the training process, alternation of the DNN model can be

another way of exploring the divergence of adversarial examples.

2.5 Summary

We have taken a holistic approach to characterize 15 adversarial attacks and study the ef-

fectiveness and divergence of adversarial examples in deep learning systems. We show that

by providing a general formulation and establishing basic principle for adversarial attack

algorithm design, we are able to de�ne statistical measures and categorize successful at-

tacks into easy and hard cases. These developments enhance our ability to analyze both

convergence and divergence of adversarial behavior. We show with four case studies that

different inputs from the same class behave inconsistently under the same attack strategy,

both for untargeted and targeted attacks as well as under different model settings and differ-

ent DNN frameworks. By leveraging the fact that adversarial attacks exhibit multi-level in-

consistency and unpredictability, regardless speci�c attack algorithms and adversarial per-

turbation methods, our statistical characterization with strong empirical evidence provides

a transformative enlightenment on mitigation strategies towards effective countermeasures

against present and future adversarial attacks. The next chapter will demonstrate our miti-

gate strategy design by leveraging such divergence behavior of the adversarial examples.
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CHAPTER 3

CROSS-LAYER ENSEMBLE DEFENSE AGAINST INFERENCE DECEPTION

Deep neural network (DNN) models are known to be vulnerable to maliciously crafted ad-

versarial examples and to out-of-distribution inputs drawn suf�ciently far away from the

training data. How to protect a machine learning model against deception of both types of

destructive inputs remains an open challenge. This chapter presents XEnsemble, a diversity

ensemble veri�cation methodology for enhancing the adversarial robustness of DNN mod-

els against deception caused by either adversarial examples or out-of-distribution inputs.

XEnsemble by design has three unique capabilities. First, XEnsemble builds diverse input

denoising veri�ers by leveraging different data cleaning techniques. Second, XEnsemble

develops a disagreement-diversity ensemble learning methodology for guarding the output

of the prediction model against deception. Third, XEnsemble provides a suite of algo-

rithms to combine input veri�cation and output veri�cation to protect the DNN prediction

models from both adversarial examples and out-of-distribution inputs. Evaluated using

�fteen popular adversarial attacks and two representative out-of-distribution datasets, we

show that XEnsemble achieves a high defense success rate against adversarial examples

and a high detection success rate against out-of-distribution data inputs, and outperforms

existing representative defense methods with respect to robustness and defensibility.

3.1 Introduction

Deep learning has achieved unparalleled success across a variety of machine learning tasks,

e.g., image classi�cation and speech recognition. However, deep neural network (DNN)

models are also known to be vulnerable to deceptive inputs that are either adversarial ex-

amples or out-of-distribution examples. Adversarial examples [2] are malicious inputs

crafted covertly over benign examples to fool deep learning models to misclassify with-
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out being detected by the human, and out-of-distribution examples [7] are query inputs

whose distribution differs from the training distribution. Both problems pose potential

threats to many mission-critical systems and applications that use deep learning as a pri-

mary decision-making component, such as real-time object recognition, self-driving cars

and voice command recognition.

The robustness of a DNN model depends on its capability to survive from the deception

vulnerabilities due to both maliciously crafted adversarial inputs and out-of-distribution in-

puts. Both types of deceptive inputs are attributed to the same problem: the input to the

prediction model has been altered maliciously. Existing defense methods against adver-

sarial examples do not generalize over different attack algorithms [53]. Different defense

methods tend to have different robustness under either different attack algorithms or differ-

ent settings of attack parameters of the same attack algorithm [10]. Meanwhile, existing

out-of-distribution defenses either have a limited defense success rate [54] on the adversar-

ial example or fail miserably [55]. In this chapter, we make two arguments. First, a robust

defense of a privately trained DNN model against deception should be capable of shield-

ing the well-trained prediction model from intentional manipulation with either maliciously

patched inputs or out-of-distribution inputs. Second, a robust defense solution should be in-

dependent of attacks and should generalize well across different attacks, different datasets,

and different DNN algorithms.

Bearing these problems in mind, we develop a diversity ensemble veri�cation method-

ology, called XEnsemble, to maximize the adversarial robustness of DNN models against

deception. The design of XEnsemble leverages two unique properties of deceptive inputs:

(1) if an ensemble consists of only weak models whose prediction accuracy is lower than

the victim target model, which we aim to protect, then we show that such an ensemble

of weak models will be a poor ensemble choice for defending against deceptive inputs.

(2) Not all ensemble teams from well-trained models can be effective against deception.

We show that only those ensembles that have high fault tolerance in terms of disagree-
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ment diversity and respond to negative examples very differently are the ensemble teams

of high robustness. A distinct property of high disagreement-diversity ensembles is that

their member models tend to have very different gradient information. This contrasting

gradient information tends to cause the same adversarial examples to have highly diver-

gent and inconsistent behavior across their member models. Furthermore, this con�icting

gradient information provides a distinctive opportunity for a disagreement diversity ensem-

ble to integrate diverse decision boundaries from its member models to infer the ensemble

decision boundary, which consequently reduces the attack transferability [45] of both ad-

versarial and out-of-distribution inputs.

In summary, XEnsemble by design is capable of auto-verifying any input to the predic-

tion model to minimize the detrimental effects due to malicious and erroneous data inputs.

Consider that adversarial examples are typically generated from their corresponding be-

nign examples, XEnsemble should be capable of auto-repairing the adverse effects caused

by adversarial examples generated by different attack methods, aiming to maximize the re-

pairing rate for adversarial examples and to achieve a high prevention success rate (PSR).

For those adversarial examples that escape from the auto-repairing process, we seek to

auto-detect them and �lter them out. At the same time, since the out-of-distribution inputs

are drawn far away from the class distribution of a trained prediction model and are outliers

to the prediction tasks, the defense should maximize the detection success rate (TSR) for

identifying as many out-of-distribution examples as possible and prune them out.

This chapter makes three novel contributions. First, the proposed XEnsemble approach

is attack-independent. It veri�es the input to the prediction model by using multiple diverse

input data cleansing techniques to denoise primarily the adversarial inputs. Then it veri�es

the output of the attack target model by creating multiple failure-independent model veri-

�ers that have high disagreement-diversity. Second, the proposed XEnsemble approach can

effectively increase the adversarial robustness of the attack target DNN model by maximiz-

ing the number of adversarial inputs that can be auto-repaired and maximizing the number
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of out-of-distribution inputs that can be detected. Third but not the least, our XEnsem-

ble algorithms for auto-veri�cation, auto-repairing, and auto-detection can generalize well

across attack methods since XEnsemble algorithms do not require re-training the DNN

model under protection using existing attack algorithms, and can be easily implemented

on modern neural network architectures and used as a plug-in by the state of the art deep

learning software frameworks. Evaluated using �fteen popular adversarial attacks and two

representative out-of-distribution datasets, we show that XEnsemble approach can effec-

tively strengthen the robustness of a DNN model under protection in terms of high attack

prevention success rate (PSR) for adversarial examples and high attack detection success

rate(TSR) for out-of-distribution input when comparing to existing representative defense

techniques. It is also worth noting that the DNN model under the protection of XEnsemble

can further improve its prediction accuracy in the presence of no attacks.

3.2 Related Work

Existing attack mitigation can be grouped into �ve categories: adversarial training, gradient

masking, input transformation, detection-only adversarial defense, and certi�ed adversarial

robustness.

Adversarial training defense techniques retrain the attack target model by using both

benign training set and adversarial examples generated using known attack algorithms [2,

49] in order to improve the generalization of the target model in the presence of adversarial

attacks. PGD adversarial training with random restart [4] and multi-model-training on

adversarial examples [56] are the two most recent and more advanced adversarial training

algorithms. Adversarial training can be seen as giving the target model a set of �u-shots,

one per attack algorithm, and thus, adversarial training defense can be effective against

known attacks. However, it also suffers from the attack-dependent training and fails to

generalize and against other attacks.
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Gradient masking defense techniques add an additional layer of training to reduce the

sensitivity of a trained model in response to small changes in input data. The main idea

is to obfuscate the gradient information or use a near-zero gradient to off-set or minimize

the impact of gradient information manipulation performed by an adversary. [57] adds a

gradient penalty term in the model training objective, which is a summation of the layer-

wise Frobenius norm of the Jacobian matrix. The gradient penalty makes the target model

less sensitive to small perturbations in input, but notably reduces the accuracy and learning

effectiveness of the target model. Defensive distillation [58] replaces the last layer with a

defensive softmax function and a temperature knot to control the extent of distillation after

training, aiming to use the distilled model to hide gradient information of the target model

from an adversary and reduce the model sensitivity to small changes in input. [59] shows

the vulnerability of defensive distillation against a variant of JSMA with a division trick,

and [60] show the limitations of defensive distillation for the black box attacks due to the

transferability of adversarial examples [45].

Input transformation techniques are employed to the input data before sending a

query input to the prediction model. Two broad categories of input transformation tech-

niques are employed. One is to simply use popular image preprocessing techniques such

as binary �lters and median smoothing �lters such as feature squeezing [51], and another

is to use the DNN autoencoders [61, 57] to leverage the latent patterns to detect adver-

sarial inputs. Input transformation applying careful input manipulation techniques to the

input data before sending it to the target prediction model. Some popular image processing

techniques like binary �lters and median smoothing �lters are employed in [51] to perform

feature squeezing on input data. Other input transformation solutions include PixelDe-

fend [62], information encoding [63] image quilting and total variation minimization [64],

randomness [65] or region sampling [66]. The dimension reduction techniques include the

PCA projection of benign training data with the topk principle axes [67] and the DNN de-

noising autoencoders [61, 68, 57], which learns the latent space representation on training
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data and leverages the latent patterns to detect adversarial inputs.

Detection-only adversarial defensebuilds the adversarial example detector and re-

quires the exploration of input features [69, 70, 71, 72]. Magnet [61], DefenseGAN [68],

Denoising Auto-encoder [57] train a auto-encoder to identify adversarial examples and re-

form them with high prediction accuracy. While performing input transformation, Feature

squeezing [51] also investigates the prediction discrepancy on the original and the pro-

cessed images and perform detection. [73] uses local intrinsic dimensionality in layer-wise

hidden representations of DNNs to study adversarial subspaces.

Certi�ed defense guarantees that for any given input, the classi�er's prediction is con-

stant within some set around the input, often an L2 or L1 ball. Satis�ability Modulo

Theories [74, 75, 76] and mixed integer linear programming [77, 78, 79] are popular tools

used for certi�ed adversarial defense design. Global Lipschitz constant [80, 81], local Lips-

chitz constant [82], and relaxation and duality [83, 84, 85, 86, 87] are also explored to build

certi�cation for the defense. However, these methods either cannot scale beyond moderate-

sized (100,000 activations) networks or scale to solve large machine learning problems like

the ImageNet classi�cation task. Many of these methods are also con�ned to a certain

perturbation norm, leaving adversary the attacking space. Besides, many of the defense

requires a modi�cation of some speci�c network architectures and subsequently involves

retraining of the machine learning model. Thus, certi�ed defense is beyond the scope of

this chapter and can be considered as future work.

Defense on OOD Inputs.The �rst out-of-distribution detection method, proposed by

the work [9], adds small perturbations to the input data by softmax-controlled input prepro-

cessing and is often referred to as the baseline. One way to improve the baseline method is

to combine the input noise injection with output temperature scaling by distillation temper-

ature control [55]. However, both detection methods rely on a proper setting of the input

noise amount parameter and the output temperature parameter, which are dataset-speci�c.

Another proposal utilizes the Mahalanobis distance with respect to the closest class condi-
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Table 3.1:Comparison of adversarial defense strategies.

category of
defense

techniques

concrete
defense

techniques

defense source defense cost defense robustness defense category

explore
feature

explore
model

Reading
training

data

retrain
with AEs

Modify
training

parameters

modify
prediction

input

independent
known
attacks

independent
decision

explore
randomness

detection
-only

defense
-only

defense
+detection

adversarial
training

[2, 49, 4] 6 4 4 4 4 6 6 6 6 6 4 6

gradient
masking

[58, 91] 6 4 4 6 4 6 4 6 6 6 4 6

input
transformation

[64, 65, 62, 63, 66] 4 6 6 6 6 4 4 6 4 6 4 6

building AE
detector

autoencoder
[61, 92, 57]

4 6 4 6 6 6 4 6 4 6 4 6

intermediate
output [73]

4 6 6 6 6 6 6 6 6 4 6 6

prediction
threshold [51]

4 6 6 4 6 4 6 6 6 4 6 6

XEnsemble 4 4 6 6 6 4 4 4 4 6 6 4

tional distribution to �ag both out-of-distribution examples and adversarial perturbed ex-

amples [54]. Other methods include training robust classi�er against out-of-distribution

data [88], GAN-based detection [89] and semantic representation [90].

Limitations of Existing Defenses. We provide an overview on the characterization

of existing defense mechanisms inTable 3.1. The comparison table considers several

concerns: whether the defense explores the input feature or the robustness of the model;

whether the defense requires the modi�cation of the trained classi�er or the transforma-

tion of the input data; where the defense requires knowledge of known attacks; whether

the defense explores independent prediction consistency and randomness; if the defense is

defense-only, detection-only or a combination of both. When enhanced with these existing

defenses, the machine learning model demonstrates some improvement on the robustness

against adversarial example. However, adversarial training and gradient masking often in-

volve extensive costs of machine learning model training. Meanwhile, [60] suggests that it

is essential to include adversarial examples produced by all possible attacks in adversarial

training since the robustness brought by adversarial training is attack-algorithm depen-

dent. Given that deep learning is complex, there are many hidden spots that are not yet

understood. Such blind spots can be utilized as attack surfaces for generating adversarial

examples, making it impossible to exhaust all attack algorithms for adversarial training.

While most input transformation techniques adopt a �xed input processing strategy, some

study [93] indicates that simple input transformation can sometimes be bypassed by adap-

tive adversaries. Even for random ensemble defenses, [94] points out a way to learn the
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random distribution that could attack the ensemble defense model. In addition, many of the

detection-based approaches are defense with interruption which cannot secure the machine

learning model with correct and trusted output. [95] surveys ten recent proposals designed

for adversarial example detection and show that all ten detection methods can be defeated

by constructing new loss functions. In summary, (1) Existing defense methods are sensitive

to certain magic parameters inherent in their design, such as the percentage of adversarial

examples in a batch in adversarial training, the temperature in Defensive Distillation, the

detection threshold trained on benign dataset and adversarial inputs in both input transfor-

mation and denoising auto-encoder detector defense. Such dataset-speci�c and/or attack

algorithm-speci�c control parameters make the defense methods non-adaptive [60]. (2)

Existing detection-only defenses are either limited to either out-of-distribution inputs or

adversarial examples, whereas other defense methods can only defend adversarial exam-

ples but not able to detect OOD input. We argue that a defense system is practical if it is

attack-independent and can generalize over attack algorithms. A robust defense approach

should not depend on �nding the attack-speci�c or dataset-speci�c control knob (threshold)

to distinguish the adversarial inputs from the benign inputs and to detect and �ag those out

of distribution inputs. Accordingly, we propose strategic cross-layer XEnsemble defense

which aims to address the following concerns: low cost, attack independency, multiple

veri�cations, and high dependability.

3.3 Problem Statement

3.3.1 DeceptionInput in DeepLearning

Adversarial Examplesare the input artifacts that are created from benign inputs by adding

adversarial distortions, aiming to cause the target model to misclassify with high con�-

dence [1]. Adversarial example generation process can be formulated as

min jjx � x0jj p s:t:f (x0) = y� ; f (x0) 6= f (x);
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wherey� denotes the target class label for targeted attacks or any label other than the correct

class for untargeted attacks.p is the distance norm, such asL0, L2, andL1 . For a given

adversarial inputxadv of a benign imagex, L0 norm indicates the number of pixels ofx that

are changed inxadv, L2 norm is the Euclidean distance betweenx andxadv, andL1 norm

denotes the maximum change to any pixel of benign inputx in xadv. For targeted attacks,

we consider two targets representing two ends of the attack spectrum: the most-likely attack

class in the prediction vector (yT = arg maxy6= Cx
�! y , most) and the least-likely attack class

(yT = arg min �! y , LL). Cx is the correctly predicted label for benign inputx. We use

�fteen attack algorithms from seven families of attack algorithms to evaluate and compare

the performance of defense approaches, including FGSM [1], BIM [37], PGD [4], CW0,

CW2, CW1 [5], and JSMA [6].Figure 3.1aprovides a visualization of eleven adversarial

perturbation attack to a DenseNet classi�er well-trained on CIFAR-10. Its prediction on the

benign horse input is a horse with 0.983 con�dence. Each adversarial example generated

by one of the 11 attacks causes the target model to misclassify the horse image into either

a bird or an airplane, with some attacks at high con�dence of 1.

(a) Adversarial attacks.

(b) Out-of-distribution attack.

Figure 3.1: Visualization of adversarial attacks and the OOD attack using TinyImageNet to a
CIFAR-10 DenseNet classi�er.
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Out-of-Distribution (OOD) Inputs are the artifacts of abnormal inputs drawn from a

completely different distribution than the domain of the learning task. OOD inputs can be

easily utilized by an adversary to launch malicious attacks because when deploying neural

networks in real-world applications, there is often very little control over the test data distri-

bution [7]. Figure 3.1bshows eleven OOD examples, which are taken from ImageNet and

fed into a CIFAR-10 DNN classi�er. We observe that the cell phone image is misclassi�ed

as an airplane and the apple image is misclassi�ed as a bird because the DNN classi�er is

trained using DenseNet on the CIFAR-10 dataset. However, OODs are considered ill-input

data to this well-trained model, even though the DenseNet CIFAR-10 classi�er has 94.8%

benign test accuracy. The OODs are either completely unrecognizable [8] or totally irrele-

vant to the scope of the given learning task [9]. For conventional computing programs, the

ill-input data is known to cause detrimental effect either during the runtime execution or

to the output of a program. Thus, input and output veri�cation mechanisms are typically

employed at both compile time and runtime to ensure their correctness. In this chapter, we

argue that there should be no exception to the input and output of an executable prediction

model. XEnsemble presents a holistic approach to integrating input and output ensemble

learning based veri�cations for improving the robustness of deep learning against decep-

tion.

3.3.2 ThreatModels

We assume that the defense system is independent of existing attacks and knows nothing

about how the adversary generates adversarial examples. Also, the defense system is inde-

pendent of whether the adversary knows about the target model that he wishes to attack. We

consider the following three types of attack scenarios as the threat models to our defense

system:

(1)Black box attack: the adversary does not know the composition and the parameters

of the defense system.
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(2)White box attack: the adversary knows the parameter and the composition of the

defense system.

(3)Grey box attack: except the parameters (e.g., the exact number of components used

in each defense operation, the ranking scheme), the adversary knows everything about

the defense system, such as the composition, training and test dataset, and other hyper-

parameters.

3.4 Solution Approach

3.4.1 DefenseEffectivenessEvaluationMetrics

We provide the following defense capability metrics to measure and compare each defense

method.

Prevention Success Rate (PSR): The percentage of the adversarial examples that are

repaired and correctly classi�ed by the target model under defense. With the benign test

set, PSR denotes the benign test accuracy.

Detection Success Rate (TSR): The percentage of adversarial examples that could not

be repaired but are correctly �agged as the attack example by the defense system. For the

benign test set, TSR represents the benign false negative rate, i.e., the percentage of the

benign examples being �agged as adversarial (BFP) over the total number of benign test

examples.

Defense Success Rate (DSR): The percentage of adversarial examples that are either

repaired or detected. DSR = PSR + TSR.

False Negative Rate (FP): The percentage of the adversarial examples that can be

correctly classi�ed (repaired) but are �agged as adversarial when all inputs are adversarial

examples. For the benign test set, it represents the percentage of the correctly classi�ed

benign examples being �agged as adversarial.
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3.4.2 DesignObjectivesandArchitectureOverview

During the prediction phase, adversarial examples are sent to the prediction APIs to cause

misclassi�cation. Our past work [10] identi�ed that different DNN models tend to have

different gradient information and thus an adversarial example is often misclassi�ed incon-

sistently across the different models. For untargeted attacks, such adversarial divergence is

re�ected by different attack destination classes of the same input. For targeted attacks, the

same adversarial example often results in different most-likely and least-likely attack target

classes under different prediction models. Although adversarial examples are transferable

from one model to another [45], the transferability across different DNN models is not con-

sistent, and the transferability is relatively more severe for untargeted attacks but less so for

targeted attacks. For the same adversarial example, the probability of being misclassi�ed

by different models to the same wrong class label is not high. Meanwhile, different inputs

from the same class also demonstrate some inconsistency under a single model: differ-

ent destination labels in untargeted attacks and different most-likely and least-likely attack

labels in targeted attacks [10]. For OOD inputs, we observe that the provided wrongly-

predicted label, even under noise with the same distribution and different appearance, is

different due to the exhibited uncertainty [96]. Since both adversarial example and OOD

input cause misclassi�cation and both have a low probability of being misclassi�ed to the

same wrong class, such prediction discrepancy can be utilized to build a robust prediction

model to defend the out-of-distribution input.

Motivated by the characterization of adversarial examples [10], especially the diver-

gence of attack effects across different inputs and across different models, we make a case

that all positive examples are alike; each negative example is negative in its own way and

each adversarial example is destructive in its own way (inspired by Tolstoy [97, 98]). We ar-

gue that a robust defense should meet the following two design objectives simultaneously:

(1) It should provide a uniform defense architecture that can generalize over both attack al-

gorithms and datasets, and be capable of defending against both adversarial examples and
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out-of-distribution examples simultaneously. (2) It should be capable of distinguishing the

adversarial examples that can be repaired from those that cannot, aiming to maximize the

auto-repairing effectiveness. It should also be capable of maximizing the detection rate on

the out-of-distribution examples to reduce or minimize the misclassi�cation rate.

Figure 3.2:The XEnsemble cross-layer strategic teaming defense system architecture.

We propose to develop XEnsemble, an input-output model veri�cation ensemble de-

fense methodology. XEnsemble is by design unique in two aspects. First, it promotes the

composition of disagreement diversity ensembles using high accuracy base models instead

of weak models. Second, it combines input veri�cation with output veri�cation using en-

semble techniques based on both denoising and failure independent redundancy. XEnsem-

ble can protect a well trained DNN model at the prediction phase without re-training the

model using adversarial examples. XEnsemble can be easily added as a plug-in to ex-

isting modern neural network architecture.Figure 3.2 shows an architectural sketch of

the XEnsemble system. It combines diverse input denoising techniques with disagreement

diversity output veri�cation techniques. An inputx submitted to a DNN model under pro-

tection (target model) is �rst processed byk diverse input denoising techniques, denoted by

input df 1; input df 2; : : : ; input df k (k � 3). We require to choose only those techniques

such that both the target model and the ensemble member models have high test accuracy,
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on par with their accuracy performance on the original dataset. Second, for each of thek de-

noising input versions ofx, sayxq, it will be sent to the output-veri�cation ensemble layer,

which will selectn model veri�ers, denote byoutput mg1; output mg2; : : : ; output mgn

(n � 3) for output model veri�cation. XEnsemble will verify, repair and output the

defense-approved prediction outcome of the target model, denoted by ST-def-out(x). The

two ensemble size parametersk andn for input denoising process and output model ver-

i�cation are chosen either randomly or by using speci�c diversity ranking criteria [18].

Consider output model veri�cation, we �rst constructed a pool of base models that have

diverse network structure or backbone algorithm compared to the target model. This base

model pool can be obtained by training new models from scratch or by leveraging the

model zoo of pre-trained models for the same task [51]. Then, we compute the ensemble

diversity score for each combination of ensemble teams of size 2 or larger from the base

model pool. For a base model pool of sizeM =3, 5 or 10, we will have a total of 3, 26,

1013 ensemble teams. In our �rst prototype of XEnsemble, we use the� method [99] to

compute the� value for each team as the prediction disagreement measure. Third, upon

receiving multiple versions of the inputx from the input denoising layer, we select an en-

semble team from the list of top-ranked ensembles by their ensemble diversity scores, we

send each of thek input versions to the chosen diversity ensemble and collect the total of

k � n prediction results. We combine these results by ranking them against a pre-de�ned

con�dence level and output the veri�ed prediction results if the degree of the prediction

agreement is higher than the pre-de�ned con�dence level, and otherwise, we �ag the input

(when the agreement is below the threshold).Algorithm 1 provides a procedural sketch of

the XEnsemble method.

3.4.3 DesignDetail in Decision-Making

XEnsemble do not base on any threshold nor existing attacks. Speci�cally, after perform

multiple independent predictions using different transformation techniques and different
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Algorithm 1 Work�ow of XEnsemble

1: Inputs:
x0: query data,mg0: target prediction model,k: number of input-denoising modules,n: number of
output veri�cation models,T: L 1 ranking con�dence level

2: ensemble preparation
3: selectk input-denoising methodsdf 1; df 2; :::; df k with expertise in processing different kinds of noise.
4: generate a base model pool according to the target model and the prediction task
5: from the base model pool, create a diversity ensemble model pool using� metric or other diversity

metrics.
6: given the diversity ensemble model pool, get topm model ensembles withn models:

f mg1; mg2; ::; :mgn g1;:::;m .
7: ensemble prediction
8: generate multiple denoised version of querry:x1; :::; xk from x0 via different noise reduction techniques

df 1; df 2; :::; df k .
9: feedx0; x1; :::; xk to all models in the selected ensemblesf mg1; mg2; ::; :mgn g1;:::;m and get ensemble

prediction results
10: ranking prediction made byf mg1(x0); ::; :mgn (x0)gi ; :::; f mg1(xk ); ::; :mgn (xk )gi , where i 2

f 1; :::; mg
11: if L 1 distance ranking of the selected ensemble< ranking con�dence levelthen
12: output XEnsemble veri�ed prediction results
13: else
14: �ag the deception input and output a watchout alert.
15: end if

models, we compute a con�dence andL1 distance based ranking. For those decisions

agreed by a majority of different input transformation methods, we average the prediction

vector of each technique as the output. For (near) complete disagreement of decisions made

by different transformation, e.g. less than 2 out of 7 agrees, we will �ag these cases. In both

scenarios, theL1 distance score is not used. For those minority agreement cases(n=2 (or
�

n
2

�
+1) of n transformations.), we conduct a con�dence andL1 distance-driven prediction.

For ease of explanation, we consider two out of three agreement cases in this experiment.

When 2 out of 3 decisions agree on the same label, we consider two cases according to

theL1 distance. Since any alteration of prediction label will result in aL1 distance greater

than 1, theL1 distance of the two agreed terms can either be both close to 2 or close to

0. If the input is an adversarial example and theL1 distance of those agreed predictions is

close to 2, it means that both labels of the transformed inputs change to a new prediction

class consistently. as the carefully selected transformation method makes it highly likely

that the agreement is on the correct prediction, we output the averaged prediction vector
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of the agreed decisions. When theL1 distance of those agreed predictions is close to 0,

the situation can either be one of the transformations makes a mistake or the adversarial

survive the multiple diverse transformations and multiple diverse models while preserving

its label. In this case, we output the prediction vector whichever has the largest prediction

con�dence on the predicted label in all three decisions.

Such a con�dence-driven output strategy is based on the following assumptions. Input

transformation and different models on adversarial example can lead to three outcomes:

an adversarial example being correctly classi�ed, an adversarial example staying its class

and an adversarial example turning into another class(another adversarial class in UA or a

misclassi�cation class in TA). Since the attack goal usually needs to balance between the

attack success rate and human imperceptibly, different attack methods all seek the mini-

mum perturbation that makes the attack happen. Therefore, the adversarial example should

not pass the decision boundary too much (Region-based attack mitigation [66] is based on

this assumption also). Since input transformation is performed uniformly and massively

on the entire image without the goal of raising the con�dence of any label, it should give

high con�dence to the correct class since the adversarial example is processed back to the

correct prediction space and do not bias any other classes (so lower con�dence if classi�ed

on these classes). The design of minority agreement score also requires that the transfor-

mation of a benign input can hardly alter its prediction class and so mainly pass through

the majority agreement case.

We would like to note that the concept of input denoising and the ensemble diversity are

general and applicable to different data modalities, such as image, audio, and text. For ex-

ample, quantization, �ltering, and Gaussian smoothing can be applied to image data; spec-

tral subtraction and Wiener �ltering are effective for audio data. In the rest of the chapter,

we describe in detail our prototype implementation system using the image classi�cation

learning as an example application domain. Hence, the input denoising ensemble methods

and the output veri�cation ensemble methods are tailored accordingly. We consider three
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threat scenarios for XEnsemble system when an adversary attacks victim model (target

model) based on the level of knowledge about the XEnsemble defense system: (1) zero

knowledge (black-box threat model), (2) partial knowledge (grey-box threat model), and

(3) full knowledge (insider adversary) (white box threat model). We �rst show that when

attackers can launch white box attack to the target model but have no prior knowledge of

XEnsemble protection. This is the common scenario that is used in the literature for defense

proposals. We will also discuss the scenario where attackers have partial (grey box threat)

or full knowledge (white box threat) of XEnsemble defense in addition to the target victim

model. We present the input-layer strategic teaming defense in Section 3.5, the output-layer

strategic teaming defense in Section 3.6, and the cross-layer strategic XEnsemble teaming

with randomization in Section 3.7.

3.5 Input-Layer Strategic Teaming Defense

Adversarial attacks manipulate the image input at the pixel level. They make efforts to

introduce purposeful noise with calculated location and amount so that the perturbed input

could fool the classi�er while not being discerned by the people. We introduce input trans-

formation techniques to either clean the perturbation noise or mitigate the adverse effect

of the noise. The former denoises the input by removing the perturbation uniformly. The

latter augments the data with some mapping function. Although these techniques do not

remove the injected noise directly, they take advantage of the inconsistency of the attack

instance and make the perturbation no longer effective. There are plenty of techniques in

image processing and computer vision that are all potentially useful and we only study a

couple of examples: color-depth reduction, image smoothing (median �lter and non-local

means �lter), and rotation.

There are two teaming strategies: detection-only and prevention with detection. Fea-

ture squeezing [51] concerns the former and believe that the predictions for a legitimate

example and its massaged version should be similar while the predictions for adversarial
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Figure 3.3:Illustration of the input-layer strategic teaming defense. Different input transformation
methods could push the adversarial example to different sub-optimums in the decision space.

examples and its massaged counterpart are dramatically different. TheL1 distance of the

prediction vectors between an input and its transformed version is computed and a thresh-

old is established to distinguish the adversarial example and benign input. When there

are multiple input transformation methods, the largestL1 distance whichever has is taken

into consideration. We consider prevention with detection defense. The intuition of the

input-layer strategic teaming defense is illustrated inFigure 3.3. Different input trans-

formation methods could push the adversarial example to different sub-optimums in the

decision space for correct prediction.

3.5.1 Exploiting InputDenoisingDiversity

The main goal of developing input-layer denoising defense methods is to apply data modality-

speci�c input noise reduction techniques to clean the input and send a denoised version of

the input to the target model, aiming to remove adversarial perturbations and make the �rst

attempt to prevent adversarial misclassi�cation. We argue that the input noise reduction

techniques should be chosen to preserve certain veri�able properties, such as the test ac-

curacy of the target model on benign inputs, while capable of removing the adverse effect
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from an adversarial input. Image smoothing and image augmentation are common tech-

niques for image noise reduction [100]. The former includes pixel quantization by color

bit depth reduction, local spatial smoothing, and non-local spatial smoothing. The latter

includes image rotation, image cropping, and rescaling, image quilting and compression.

Four example techniques are brie�y described:

Rotation: As a standard image geometric transformation technique provided in SciPy

library [101], rotation preserves the geometric distance of the image and does not change

the neighborhood information for most of the pixels except for the corner cases. In our

prototype defense, the rotation degree is varied from -12 to 12 with an interval of 3 degree.

Color-depth reduction: It reduces the color depth of 8 bits (28 = 256 values) toi

bits (2i values). Ifi = 1, then the bit quantization will replace the [0,255] space to 1-bit

encoding with 2 values: it takes 0 when the nearby pixel value is smaller than 127 and

takes 1 when pixel values are in the range of [128, 255]. We use quan-i -bit to denote

the quantization of the input image from the original 8-bit encoded color depth toi -bit

(1 � i < 8).

Local spatial smoothing: It uses nearby pixels to smooth each pixel, with Gaussian,

mean or median smoothing [100, 102]. A median �lter runs a sliding window over each

pixel of the image, where the center pixel is replaced by the median value of the neighboring

pixels within the window. The size of the window is a con�gurable parameter, ranging from

1 up to the image size. MedFilter-k � k denotes the median �lter with neighborhood kernel

sizek � k. A square shape window size, e.g.,2 � 2 or 3 � 3, is often used with re�ect

padding.

Non-local spatial smooth (NLM): It smooths over similar pixels by exploring a larger

neighborhood (11� 11search window) instead of just nearby pixels and replaces the center

patch (say size of2 � 2) with the (Gaussian) weighted average of those similar patches in

the search window [103, 104]. NLM-a-b-c denotes non-local means smoothing �lter with

searching window sizea � a, patch sizeb� band Gaussian distribution parameterc. NLM
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Figure 3.4:An illustration of different input transformation techniques. The MNIST example fails
to deliver the correct prediction but the CIFAR-10 example succeeds.

11-2-4 refers to the NLM �lter with11� 11search window,2 � 2 patch size and the �lter

strength of 4.

Unlike adversarial input which injects a small amount of crafted noise to selected pixels

in each benign image, input noise reduction is applied to entire image uniformly (quanti-

zation on every pixel, smoothing every pixel patch by patch, rotation of the entire image).

Although these techniques do not remove the injected noise directly, they utilize the incon-

sistency of the adversarial examples in terms of the location and the amount of noise to

make the perturbation less or no longer effective. Given that all positive examples are alike

under different input noise reduction techniques; each negative example is negative in its

own way and each adversarial example is destructive in its own way. Hence, different in-

put noise reduction techniques tend to have different denoising effect on adversarial inputs.

Strategic teaming of multiple input denoising techniques can provide robust defense by

exploiting denoising diversity in a similar manner as the human immune system �ghts for

viruses by diversi�cation.Figure 3.4shows some examples different input transformation

methods.

Assume that we have a baseline candidate set of sizem (m � k � 1), by selecting

k input denoising techniques out ofm, we obtaink versions for each input example. A

primary criterion for baseline selection is the high test accuracy on benign test set. Another

criterion could be the time cost. For example, the rotation matrix has a simple and fast

57



implementation, especially when compared to those adversarial attacks. It takes 0.19s to

rotate an image in CIFAR-10, compared to 6s for median �lter and 59s for non-local �lter

on the same image. The input-layer strategic teaming ofk denoising techniques is to �nd

those that can effectively complement one another on negative examples. The diversity by

a high degree of disagreement is critical. We also need a strategic vote ranking scheme,

which aggregates the prediction votes from every member of a defense team to produce a

ranked list of the prediction outcomes.

Takeaway Remark 4.5.1.1.Different attacks focus on different noise-injection strate-

gies in terms of both the amount of noise and the location where the noise is injected,

resulting in the divergence of attack effect. In contrast, the input denoising techniques per-

form noise reduction on an image uniformly and are by design to preserve the semantic and

visualization quality of the input image while removing noise. Thus, the input-layer strate-

gic teaming of diverse input denoising techniques has the potential of creating stronger

defense capability by joint-force to remove different kinds of adversarial noise.

To verify our analysis, we conduct experiments for the four types of input denoising

methods on the benign test set of MNIST, CIFAR-10, and ImageNet respectively, as well

as the adversarial examples generated by all 15 attacks. For each dataset, we use the be-

nign test accuracy as a reference to choose the input denoising technique that preserves

the competitive test accuracy on the denoised version of the benign test set.Table 3.2

shows the results. We observe several interesting facts. First, employing an input noise

reduction technique can always improve the robustness of the target model compared to

no defense. However, there is no single input denoising method that is effective across

all 15 attacks: each technique is good at removing some kinds of noise but not the other.

Second, not all noise reduction techniques exhibit consistent performance across different

datasets. For instance, quan-1 bit is effective on MNIST but performs poorly on CIFAR

and ImageNet. Such denoising performance diversity is observed over all 3 datasets across

all 15 attacks. Another interesting observation is that the least-likely attacks are relatively
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Table 3.2:Defense accuracy of different feature denoising techniques for MNIST, CIFAR-10, and
ImageNet.

Attack test set
FGSM BIM TFGSM TBIM DF CW1 CW2 CW0 JSMA

average
UA most LL most LL UA most LL most LL most LL most LL

M
N

IS
T

no defense 0.9943 0.54 0.09 0.143 0.199 0.034 0.199 - 0 0 0 0 0 0 0.04 0.4 0.118
quan-1-bit 0.9933 0.92 0.87 0.88 0.923 0.941 0.982 - 1 1 0.86 0.66 0 0 0.54 0.49 0.719
quan-4-bit 0.9942 0.58 0.09 0.179 0.234 0.028 0.178 - 0 0 0 0 0 0 0.09 0.41 0.128

medFilter-2*2 0.9928 0.61 0.16 0.294 0.368 0.229 0.525 - 0.57 0.55 0.44 0.35 0.29 0.36 0.63 0.56 0.424
medFilter-3*3 0.9895 0.59 0.14 0.126 0.293 0.124 0.438 - 0.21 0.46 0.39 0.53 0.71 0.59 0.82 0.79 0.444
rotation -12 0.986 0.65 0.28 0.337 0.401 0.395 0.645 - 0.7 0.64 0.52 0.53 0.32 0.33 0.75 0.63 0.509
rotation -9 0.9905 0.62 0.19 0.286 0.353 0.297 0.599 - 0.61 0.57 0.42 0.5 0.22 0.23 0.77 0.6 0.448
rotation3 0.9939 0.57 0.11 0.163 0.227 0.083 0.333 - 0.56 0.04 0 0.02 0 0.01 0.47 0.53 0.183
rotation6 0.9928 0.56 0.13 0.207 0.265 0.151 0.438 - 0.14 0.25 0.14 0.21 0.03 0.05 0.66 0.54 0.269

1-bit, med-3*3, rot-12 0.9861 0.79 0.41 0.761 0.859 0.816 0.912 - 0.94 0.97 0.84 0.83 0.36 0.52 0.78 0.81 0.755

C
IF

A
R

-1
0

no defense 0.9484 0.15 0.08 0.114 0.274 0.062 0.536 0 0 0 0 0 0 0 0 0 0.081
quan-1-bit 0.2111 0.18 0.17 0.196 0.204 0.206 0.208 0.17 0.15 0.17 0.17 0.2 0.16 0.14 0.15 0.16 0.176
quan-4-bit 0.9311 0.21 0.23 0.156 0.346 0.316 0.806 0.73 0.43 0.73 0.54 0.82 0.08 0.08 0.3 0.2 0.398

medFilter-2*2 0.8929 0.38 0.56 0.34 0.536 0.568 0.866 0.82 0.73 0.84 0.79 0.84 0.84 0.86 0.89 0.74 0.707
medFilter-3*3 0.7502 0.42 0.63 0.4 0.522 0.616 0.702 0.74 0.69 0.69 0.72 0.73 0.77 0.77 0.75 0.75 0.660
NLM-11-3-2 0.9421 0.2 0.25 0.17 0.404 0.288 0.906 0.58 0.36 0.74 0.38 0.78 0 0.01 0.22 0.12 0.361
NLM-11-3-4 0.9118 0.27 0.46 0.272 0.512 0.52 0.908 0.76 0.57 0.85 0.64 0.9 0.05 0.11 0.46 0.32 0.507
NLM-13-3-2 0.9414 0.19 0.26 0.168 0.4 0.29 0.904 0.6 0.37 0.75 0.38 0.81 0 0.01 0.27 0.12 0.368
NLM-13-3-4 0.9083 0.27 0.45 0.274 0.508 0.536 0.9 0.75 0.59 0.85 0.63 0.87 0.05 0.13 0.47 0.32 0.507
rotation -12 0.8335 0.33 0.52 0.324 0.478 0.526 0.764 0.68 0.61 0.73 0.65 0.76 0.32 0.5 0.47 0.34 0.533
rotation -9 0.8529 0.28 0.5 0.284 0.462 0.48 0.788 0.71 0.64 0.79 0.67 0.8 0.27 0.45 0.49 0.36 0.532
rotation3 0.853 0.27 0.33 0.236 0.384 0.376 0.746 0.57 0.55 0.71 0.58 0.7 0.15 0.4 0.36 0.22 0.439
rotation6 0.8493 0.26 0.41 0.262 0.448 0.425 0.762 0.66 0.57 0.7 0.62 0.72 0.22 0.47 0.4 0.3 0.485

med2*2, rot -12, NLM-13-3-4 0.8927 0.38 0.60 0.378 0.622 0.64 0.862 0.80 0.72 0.89 0.75 0.91 0.36 0.84 0.67 0.76 0.677

Im
ag

eN
et

no defense 0.695 0.01 0 0 0.09 0 0.21 - 0 0.04 0 0.6 0 0 - - 0.079
quan-1-bit 0.24 0.28 0.26 0.31 0.29 0.29 0.3 - 0.27 0.28 0.27 0.29 0.28 0.22 - - 0.278
quan-4-bit 0.695 0.05 0.05 0.04 0.18 0.08 0.83 - 0.31 0.76 0.47 0.82 0.1 0.58 - - 0.356

med�lter-2*2 0.65 0.22 0.28 0.22 0.47 0.37 0.78 - 0.68 0.82 0.74 0.85 0.84 0.85 - - 0.593
med�lter-3*3 0.61 0.33 0.41 0.32 0.5 0.51 0.73 - 0.7 0.8 0.73 0.78 0.79 0.82 - - 0.618
NLM-11-3-2 0.7 0.05 0.09 0.05 0.14 0.1 0.82 - 0.28 0.75 0.43 0.87 0.04 0.25 - - 0.323
NLM-11-3-4 0.66 0.1 0.25 0.11 0.3 0.3 0.83 - 0.59 0.83 0.68 0.84 0.2 0.5 - - 0.461
NLM-13-3-2 0.7 0.06 0.09 0.05 0.15 0.1 0.81 - 0.32 0.75 0.46 0.87 0.04 0.27 - - 0.331
NLM-13-3-4 0.665 0.11 0.26 0.12 0.32 0.31 0.82 - 0.59 0.84 0.68 0.87 0.2 0.51 - - 0.469
rotation -12 0.62 0.41 0.55 0.46 0.55 0.69 0.77 - 0.74 0.74 0.73 0.78 0.68 0.64 - - 0.645
rotation -9 0.635 0.39 0.53 0.41 0.58 0.68 0.8 - 0.77 0.79 0.78 0.8 0.69 0.72 - - 0.662
rotation3 0.68 0.29 0.44 0.26 0.51 0.57 0.88 - 0.71 0.83 0.76 0.82 0.65 0.78 - - 0.625
rotation6 0.68 0.33 0.49 0.34 0.57 0.67 0.82 - 0.78 0.85 0.79 0.83 0.72 0.74 - - 0.661

med-3*3, rot-9, rot 6 0.75 0.53 0.64 0.46 0.82 0.75 0.96 - 0.90 0.92 0.89 0.93 0.87 0.89 - - 0.796

easier to defend than the most-likely attacks. One reason could be that the perturbation

in the least-likely attacks is larger and the denoising techniques may work more effec-

tively. In comparison, removing the carefully injected tiny noise in the most-likely attacks

may become much harder. Finally, strategic input teaming of different types of denoising

techniques, especially those that have competitive benign test accuracy, can provide good

average robustness over the 15 attacks. An intuitive illustration of how diverse input de-

noising methods may complement one another for MNIST, CIFAR-10, ImageNet are given

in Figure 3.5, Figure 3.6andFigure 3.7 respectively. The design of input-layer strategic

teaming algorithms will be presented and illustrated by these examples in the next section.
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Figure 3.5:MNIST input-layer defense under 6 attacks.

Figure 3.6:CIFAR-10 input-layer defense under 6 attacks.

3.5.2 Input-LayerStrategicTeamingMethods

There are multiple ways to team up different input denoising techniques. The base method

is to exclude those are incapable of removing the noise or are destructive on the benign

prediction. More advanced teaming can be technique-driven and accuracy-guided. Since

the teaming defense should not be dependent on any dataset nor the attack algorithm, we

can take one technique from each noise-removal category and team them up. For example,

the local �lter is good at removingL2 andL0 noise and so we could team it up with non-

local �ltering, which is an expert in cleaning theL1 noise. We also rely on the accuracy-

driven diversity for selecting transformation techniques. To be speci�c, we require that
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Figure 3.7:ImageNet input-layer defense under 6 attacks.

different techniques are experts in processing different kinds of noise. Within each expert

group, we select one technique and choose the parameter setting by �ltering the ones with

low accuracy on the benign test set. We also build a ranking system for strategic input

transformation teaming which indicates the con�dence of the decision by aggregating the

teaming vote from every single transformation method. Empirically, we show that three

different techniques are suf�cient in effectively defending adversarial examples. While we

only explore a simple teaming strategy in this chapter, we believe there are other types of

diversity that worth investigation. The pool of candidate input transformation method is

always open. New methods can be added any time and the selected input transformation

teaming combo can be dynamic too.

Our primary design goal is attack independence such that the strategic teaming defense

can generalize over the attacks. The strategic teaming algorithm performs three main tasks.

First, we create the baseline candidate set of input denoising techniques, on which our

teaming algorithms can select and formulate an input-layer defense team. An input noise

reduction technique is quali�ed for this selection if its test/validation accuracy for the de-

noised version is comparable with the test/validation accuracy of the original benign test

set. This demands and ensures that the defense algorithm should only incur negligible be-

nign accuracy loss if any. The second task is to select the team sizek and the team members
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from the baseline pool of sizeN in (3 � k � N in ). The largerN in is, the larger number

of k-size teams that one can compose from the baseline pool. The default setting ofk is 3

in our �rst prototype based on our empirical experience. For image modality, the diversity

of existing image noise reduction techniques is well studied. For example, the four types

of denoising methods mentioned in Section 3.5.1 represent good denoising diversity on

negative examples. We also incorporate the common knowledge in our team formation al-

gorithm to prune out some denoising techniques that may not have consistent performance

across different types of inputs, such as the color-depth reduction with quan-1 bit, which

has low benign test accuracy for complex images or color-rich images (Table 3.2). Letk

diverse input denoisers, denoted byinput df 1; input df 2; : : : ; input df k . The third task is

to execute the input denoising teaming defense at runtime to verify and repair the predic-

tion outcome of the target model and output the defense-approved prediction as the �nal

outcome of the target model. Concretely, for each inputx sent to the target model, we gen-

eratek denoised versions byinput df 1(x); input df 2(x); : : : ; input df k(x). Based on the

denoising team ranking recommendation, one input version will be selected (xq) to send to

the output-layer model teaming defense (see Section 3.6). There are several ways to per-

form denoising team ranking. In our �rst prototype implementation, we choose to use the

L1 distance and the prediction con�dence as two metrics to design our ranking algorithm.

We choose theL1 distance because we only consider those denoising methods that have

high benign test accuracy, thus the predictions for a benign example and its denoised ver-

sion should be alike. Thus, theL1 distance of their prediction vectors should be small and

close to zero. At the same time, the predictions for an adversarial example and its denoised

version are likely to be quite different, and theirL1 distance is relatively larger (higher than

1 and close to 2). Considerk denoised input versions to the target model (TM), we pro-

duce aL1 ranking of allk prediction outcomes. If the top-ranked recommendations have

approximately the sameL1 ranking score, we use the prediction con�dence for each of the

prediction recommendations to break the tie.
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Table 3.3:Input-layer strategic teaming defense on MNIST, CIFAR-10, and ImageNet (bold). The
detection-only defense using our attack-independentL 1 thresholds are included for comparative
analysis.

team formation team strategy
FGSM BIM CW1 CW2 CW0 JSMA

BFP PSR TSR DSR
UA most LL most LL most LL most LL

MNIST (1-bit, 3*3, -12) Conf-L 1 0.79 0.41 0.94 0.97 0.84 0.83 0.36 0.52 0.78 0.81 0.0001 0.632 0.093 0.725
MNIST (1-bit, 3*3, -12) L 1-upper 1.5 0.33 0.76 1 1 0.91 0.96 0.73 0.86 0.45 0.42 0.004 0 0.742 0.742
MNIST (1-bit, 3*3, -12) L 1-lower 0.5 0.48 0.82 1 1 0.95 0.98 0.86 0.96 0.96 0.6 0.028 0 0.861 0.861
MNIST (1-bit, 3*3, -12) Adv-Tr 0.176 0.885 0.894 1 1 0.982 1 0.923 1 1 1 0.03 0 0.973 0.973

MNIST(1-bit, 2*2) Adv-Tr 0.0029 1 0.979 1 1 1 1 0.8 0.938 1 1 0.04 0 0.971 0.971
CIFAR-10 (13-3-4, 2*2, -12) Conf-L 1 0.36 0.60 0.72 0.89 0.75 0.91 0.36 0.84 0.67 0.76 0.0031 0.57 0.116 0.686
CIFAR-10 (13-3-4, 2*2, -12) L 1-upper 1.5 0.23 0.56 0.82 1 0.83 1 0.8 1 0.18 0.54 0.087 0 0.696 0.696
CIFAR-10 (13-3-4, 2*2, -12) L 1-lower 0.5 0.73 0.84 0.97 1 0.98 1 0.97 1 1 1 0.337 0 0.849 0.849
CIFAR-10 (13-3-4, 2*2, -12) Adv-Tr1.684 0.133 0.55 0.642 1 0.83 1 0.73 1 0.041 0.298 0.057 0 0.6 0.6
CIFAR-10 (5-bit, 2*2, 13-3-2) Adv-Tr 1.14 0.2 0.55 0.698 1 0.936 1 0.865 1 0.531 0.887 0.049 0 0.779 0.779

ImageNet (3*3, -9, 6) Conf-L 1 0.75 0.53 0.90 0.92 0.89 0.93 0.87 0.89 - - 0.03 0.727 0.108 0.835
ImageNet (3*3, -9, 6) L 1-upper 1.5 0.55 0.77 0.92 0.96 0.64 0.96 0.94 1 - - 0.1 0 0.843 0.843
ImageNet (3*3, -9, 6) L 1-lower 0.5 0.92 0.93 1 0.99 0.9 0.99 1 1 - - 0.59 0 0.966 0.966
ImageNet (3*3, -9, 6) Adv-Tr 1.693 0.479 0.633 0.778 0.979 0.727 0.976 0.891 1 - - 0.036 0 0.806 0.806

ImageNet (5-bit, 2*2, 11-3-4) Adv-Tr 1.254 0.5 0.429 0.756 1 0.773 1 0.927 1 - - 0.055 0 0.795 0.795

Table 3.3shows the input denoising teaming results on the three datasets. From the �rst

row for each dataset, it shows that our strategic teaming algorithm is attack-independent

with average DSR of 72.5%, 68.6% and 83.5% over attacks for MNIST, CIFAR-10, and

ImageNet respectively. To gain a deeper understanding of the bene�ts and limitations of

our input-layer strategic teaming algorithms, we compare our results with the design of our

attack-independentversion of detection-only defense using the �xedL1 upper bound (say

1:5) or the �xed lower bound (say0:5). Conceptually, either an upper boundL1 threshold

that is above 1 or close to 2, or a lower boundL1 threshold that is lower than 1 or close to

zero, can be used as the detection threshold. We compute theL1 distance between the pre-

diction vector of each denoised version with the prediction vector of its original inputx. If

theL1 distance above the detection-threshold (either upper or lower �xed bound), we �ag

it as adversarial input. For the sake of comparison, we also include the attack-dependent

detection-only method [51], which usesadversarial trainingto set the adversarial detec-

tion thresholds. We use the best combo identi�ed in [51] for comparison. We make two

observations from Table 3.3: (1) Adversarial training on attack examples and each benign

test set can provide high DSR (DSR=TSR in these detection-only cases). The adversarial

threshold of 1.693, 1.684, and 0.176 can achieve high DSR of 80.6%, 0.60% and 0.973%

for ImageNet, CIFAR-10, and MNIST respectively. (2) Using attack-independent �xedL1

upper or lower bound threshold, we can detect adversarial examples with reasonable TSR
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but at the cost of higher BFP.

Limitations of Input-denoising strategic teaming. (1) Recall Figure 3.5, Figure 3.6

and Figure 3.7, all input denoising techniques have consistent prediction performance on

the benign example from the 3 datasets, but their prediction performance shows different

level of divergence and inconsistency on adversarial examples generated by all attacks,

though only 6 out of 15 attacks are included due to the space constraint. (2) We note that

the same 3 denoising techniques that show effectiveness for the image in Figure 3.7 do not

have consistent performance for other input images in the test set of ImageNet. (3) For all

3 datasets, the adversarial training based detection-only methods have high DSR and zero

PSR (attack prevention success rate), compared to using our input-layer strategic teaming

with DSR: 72.5%, 68.6% and 83.5% and PSR: 63.2%, 57%, 72.7% for MNIST, CIFAR-

10, and ImageNet respectively. This shows that although our input-denoising strategic

teaming defense is more robust in terms of preventing the routine operation disruption in

the presence of adversarial examples, there are opportunities to further optimize the defense

robustness, achieving higher DSR. This is one reason that motivates us to develop the

output strategic teaming of multi-model veri�cation and the cross-layer denoising-model

co-defense methodology.

3.6 Output-Layer Strategic Teaming Defense

The main idea of the output-layer strategic teaming defense is to protect the target model

(TM) with the capability to verify and repair the prediction outcome of TM using multiple

model veri�ers and to provide the defense-approved prediction outcome as the �nal out-

put. The output-layer strategic teaming design should be attack-independent and generalize

over the attack algorithms. We exploit the model disagreement diversity to create multi-

ple failure independent models as the baseline candidate set for the output-layer strategic

teaming algorithms to select and formulate the output model veri�cation team. The�rst

task is to select the baseline candidate models based on a number of criteria, such as high
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test accuracy, which should be comparable to that of the target model on benign test set.

Another important criterion is the model diversity on disagreement. Given that most of

the positive examples from the models trained on the same benign training set are alike;

each negative example is negative in its own way, and each adversarial example is de-

structive in its own way. In our �rst prototype, we compute their model diversity in terms

of Kappa (� ) degree of disagreement [99] for each pair of the baseline models. Several

popular diversity metrics, e.g., Q statistic [105], correlation coef�cient, fail/non-fail dis-

agreement measure [106], double-fault measure [107] can also be used for selecting most

disagreement-diverse models from theNout baseline candidate models trained over the

same benign training set. Thesecondtask is to compose a model based output veri�ca-

tion defense team of sizen (3 � n � Nout ) by either random grouping from the baseline

candidate set or by randomly selecting from the Kappa ranked list or by a �xed teaming

algorithm such as the best Kappa combo. Thethird task is to perform the disagreement

based strategic ranking of each team member's veri�cation result based on multiple crite-

ria, e.g., by aggregating the prediction votes from every model of the team, theL1 distance

between the prediction vector from the target model (TM) and the prediction vector from

each model veri�er of the output veri�cation team.

LetN denote the cardinality of the prediction result set,K denote the number of classes,

N ij denote the number of instances in the dataset that are labeled as classi by one model

and as classj by the other model.� metric is de�ned as:

f � =

P K
i =1 N ii

N �
P K

i =1 ( N i �
N � N � i

N )

1 �
P K

i =1 ( N i �
N � N � i

N )
(3.1)

In Equation 3.1,
P K

i =1 N ii

N denotes the agreement percentage, i.e., the percentage of agree-

ment made by the two classi�ersi andj under the same series of queries.
P K

i =1 ( N i �
N � N � i

N )

denotes the chance agreement in which the� is any label in the output space. The� metric

is pair-wise metric. The closer the� metric is to 1, the more agreements are made by the
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two models. The closer the� metric is to 0, the more diverse the two models are in terms

of disagreement.

The baseline candidate models are selected �rst based on their test accuracy. Only

those with competitive benign test accuracy to that of the target model will be added to

the baseline model pool. There are a number of ways to create or acquire multiple variant

baseline models for the same training dataset. We discuss three different ways, one for

each dataset.Table 3.4shows the example models used in our experiments for MNIST,

CIFAR-10, and ImageNet respectively. We then compute the Kappa(� ) for each pair of the

models in the baseline model pool and build the ranked list of candidate Kappa teams by

removing those model combos with high� value.

Table 3.4:Accuracy of multiple models on the benign test set.k denotes the kernel size ande
represents the training epochs.

model MNIST acc CIFAR-10 acc ImageNet acc
TM CNN1 0.994 DenseNet 0.945 MobileNet 0.695

DM 1 CNN1-1
2k 0.986 CNN1 0.78 VGG-16 0.67

DM 2 CNN1-2k 0.995 CNN2 0.746 VGG-19 0.68
DM 3 CNN1-30e 0.988 ResNet-20 0.918 ResNet-50 0.67
DM 4 CNN1-40e 0.988 ResNet-32 0.923 Inception V3 0.735
DM 5 CNN2 0.992 ResNet-44 0.924
DM 6 CNN2-1

2k 0.984 ResNet-56 0.928
DM 7 CNN2-2k 0.982 ResNet-110 0.926
DM 8 CNN2-30e 0.984
DM 9 CNN2-40e 0.986

Table 3.5: Model teaming combos in strategic model teaming under a �xed choice number of
models.

# models MNIST (TM+) CIFAR-10 (TM+) ImageNet (TM+)
3 DM 5,7 DM 2,4 DM 1,3
4 DM 1,5,9 DM 2,4,6 DM 1,3,4
5 DM 1,5,8,9 DM 1,2,4,5 DM 1,2,3,4
6 DM 1,5,6,8,9 DM 1,2,4,5,6
7 DM 1,4,5,6,8,9 DM 1,2,3,4,5,6
8 DM 1,4,5,6,7,8,9 DM 1,2,3,4,5,6,7
9 DM 1,3,4,5,6,7,8,9
10 DM 1,2,3,4,5,6,7,8,9

For the MNIST dataset, we construct 9 variant models with the seven-layer CNN target

model (TM) by using different training epochs [108, 109] and different kernel sizes [110]:
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Table 3.6: Kappa diversity statistic measured on FGSM adversarial examples in MNIST.

model TM DM 1 DM 2 DM 3 DM 4 DM 5 DM 6 DM 7 DM 8 DM 9
TM 1 0.653 0.799 0.719 0.787 0.631 0.642 0.633 0.654 0.633

DM 1 1 0.798 0.83 0.786 0.62 0.785 0.786 0.764 0.73
DM 2 1 0.82 0.843 0.676 0.775 0.776 0.799 0.754
DM 3 1 0.808 0.675 0.785 0.752 0.763 0.741
DM 4 1 0.643 0.775 0.699 0.732 0.722
DM 5 1 0.642 0.619 0.64 0.654
DM 6 1 0.83 0.764 0.785
DM 7 1 0.842 0.819
DM 8 1 0.731
DM 9 1

a seven-layer CNNs with half kernel size (DM 1), a seven-layer CNNs with double kernel

size (DM 2), 2 seven-layer CNNs trained with 30 epochs and 40 epochs (DM 3, DM 4),

a �ve-layer CNNs(DM 5), a �ve-layer CNNs with half kernel size (DM 6) a �ve-layer

CNNs with double kernel size (DM 7), 2 �ve-layer CNNs trained with 30 epochs and 40

epochs (DN 8, DM 9). The accuracy of these 9 baseline models is greater than 0.9824. The

pairwise Kappa degree-disagreement statistics of the 10 models is provided inTable 3.6

andTable 3.5shows the most diverse model combos by� score for MNIST with varying

sizes of model teams.

For CIFAR-10, the target model (TM) is DenseNet. We obtain 7 additional models for

CIFAR-10 as shown in Table 3.4: a seven-layer CNN (DM 1), a �ve-layer CNNs (DM 2),

and a number of Resnet models (Resnet-20, Resnet-32, Resnet-44, Resnet-56, Resnet-110

as DM 3, 4, 5, 6, 7). Most of these well-trained models have their benign test set accu-

racy exceeding 0.9184, except for the seven-layer CNNs and the �ve-layer CNNs. For the

TM and the 7 defense models, we compute the pairwise Kappa� degree-of-disagreement

statistics as listed inTable 3.7and pick the most diverse model combos under a varying

size of model teams, as shown in Table 3.5.

For ImageNet, we utilize 4 pre-trained models: VGG16, VGG-19, Resnet 50, and In-

ception V3 as the defense models (DM 1, 2, 3, 4) in addition to the MobileNet as target

model (TM). Table 3.4 shows that the accuracy of all 4 DMs is greater than 0.67. Table 3.5

shows the model combos with the smallest average� value for varying sizes of teams, based
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Table 3.7:Kappa diversity statistic measured on FGSM adversarial examples in CIFAR-10.

model TM DM 1 DM 2 DM 3 DM 4 DM 5 DM 6 DM 7
TM 1 0.148 0.17 0.204 0.182 0.214 0.217 0.252

DM 1 1 0.677 0.562 0.507 0.507 0.54 0.551
DM 2 1 0.564 0.475 0.496 0.485 0.54
DM 3 1 0.617 0.57 0.594 0.672
DM 4 1 0.64 0.63 0.72
DM 5 1 0.641 0.661
DM 6 1 0.72
DM 7 1

on the pair-wise� degree-of-disagreement metrics for the 5 models as listed inTable 3.8.

While different model structures can be a good way to introduce diverse models, our exper-

iment indicates that models with different structures do not guarantee more diversity than

that brought by different training epochs and kernel sizes. [111] proposes non-maximal

based prediction and inject an adaptive diversity promoting regularizer while training the

models. Other ways include �ne-tuning a pre-trained model with random drop-out, extra

layers, and so forth.

Table 3.8:Kappa diversity statistic measured on FGSM adversarial examples in ImageNet.

model TM DM 1 DM 2 DM 3 DM 4
TM 1 0.088 0.098 0.089 0.069

DM 1 1 0.808 0.758 0.718
DM 2 1 0.738 0.738
DM 3 1 0.738
DM 4 1

Both [110] and [108] points out that the different number of learning epochs would lead

to different local minimums but with approximately equal prediction performance. Simi-

larly, [109] shows that a given deep learning model will have an optimal training epoch to

achieve the best prediction accuracy, we vary the training epochs around the optimal train-

ing epoch to maintain competitive accuracy while producing diversity. As for the sizes of

feature maps, there is no existing study on the optimal sizes on each layer of the network

model and so the number can be considered as a magic number. We vary the sizes of feature

maps to the half and double size of the default model respectively. The feature map size is

critical in prediction and computation overhead. A too small size would only construct a
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Table 3.9:Computation complexity of different level-1 model picking strategy.

method K-means greedy brutal
sum N*k

P N
n=2 (n) 2N � 1 � N

�xed n k n Combn
N

parameter k=1,2,...,N-1 n=2,3,...N n=2,3,...N

rough representation of the input and may lead to low accuracy. In the meantime, too large

feature map sizes will largely increase the computation overhead. Different model struc-

tures can be another way to introduce diverse models. However, our experiment indicates

that different network models do not guarantee more diversity than that brought by differ-

ent training epochs and feature map sizes. While we only inject data-independent diversity,

introducing data-dependent diversity can improve diversity even more. The computation

complexity of constructing model teams of different sizes varies with the teaming selection

strategy. Given a total ofNout baseline models, one can use K-means, greedy strategy, and

brutal force to select a model team of sizen and their computation complexity is listed in

Table 3.9.

TM dog (0.995) ship (0.998) ship (1) deer (0.97) deer (0.905) deer (0.973) deer (0.3)
DM 1 dog (0.999) dog (0.987) dog (0.999) dog (0.999) dog (0.999) dog (0.901) dog (0.834)
DM 2 dog (1) dog (1) dog (1) dog (1) dog (1) dog (1) dog (0.815)
DM 3 dog (0.999) ship (0.782) dog (0.582) dog (0.992) dog (0.997) dog (0.84) frog (0.687)
DM 4 dog (1) dog (0.998) dog (1) dog (1) dog (1) dog (0.999) frog (0.592)
DM 5 dog (1) dog (0.953) dog (1) dog (1) dog (1) deer (0.571) deer (0.827)
DM 6 dog (1) dog (0.679) dog (0.995) dog (1) dog (1) dog (0.999) frog (0.592)
DM 7 dog (0.999) ship (0.897) dog (0.488) dog (0.985) dog (0.981) dog (0.936) ship (0.442)

RandBase3 dog (1) dog (1) dog (1) dog (1) dog (1) dog (1) dog (0.667)
RandBase5 dog (1) dog (0.6) dog (1) dog (1) dog (1) dog (1) frog (0.6)

Best� dog (1) dog (0.714) dog (1) dog (1) dog (1) dog (1) frog (0.429)

Figure 3.8: Prediction class and its con�dence for a CIFAR-10 image with TM, 7 DMs, and
three strategic model teaming methods: randomBase3 (TM, DM 1,2,6), randomBase5 (TM, DM
3,4,5,6,7) and the Best� combo (TM, DM 1,2,3,4,5,6,7).

Figure 3.8 show the random teaming of team size 3 and size 5, and the best� team,

selected from the 7 baseline models for CIFAR-10 in Table 3.4. We also provide the pre-
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diction class and con�dence for each of the 7 individual models (DMs). First, for this

example, we observe that the TM and all 7 DMs have good benign test accuracy with high

con�dence. Second, TM fails on all adversarial attacks, but only some of the DMs fail

under some of the adversarial attacks, and 5 out of the 7 DMs fail against JSMA attack for

this particular image in CIFAR-10, showing the model disagreement diversity can provide

robust defense when a good model teaming strategy is used. Third, although defense mod-

els 3 and 7 have much higher benign accuracy than defense models 1 and 2, they made the

misclassi�cation error under FGSM and JSMA for this example. This makes the defense

performance of the model team of DM 3,4,5,6,7 worse than DM 1,2,4,5,6. Next and more

interestingly, even the Best� team may not outperform some random teaming strategy for

this example in CIFAR-10: the team randomBase3 outperforms both the team random-

Base5 and the Best� team. In fact, we observe empirically that Kappa(� ) diversity score

can effectively prune the worst model teams for veri�cation purpose but the Best� team

usually is not the best team with highest average DSR over all attacks.

Figure 3.9:An illustration of XEnsemble: model veri�cation ensemble defense against adversarial
examples and out-of-distribution attacks.

In another example, we illustrate the output-layer strategic teaming defense against

adversarial examples and out-of-distribution attacks inFigure 3.9. Here Defense Model

(DM) is refered to as the Veri�cation Model (VM) with DM 1-5 corresponding to VM 1-5.

Again, we construct ensemble teams of structure diversity by simply choosing a subset of

size 3 or larger from the base model pool, which we refer to as the random ensemble team.
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We also construct a pool of disagreement diversity ensemble teams, which we refer to as

the Kappa� ensemble. We highlight those examples that are correctly repaired in green by

the random ensemble of a selection of base models and by the Kappa� ranked ensemble

team and highlight those that are detected as deceptive inputs in red, which are either OOD

inputs or adversarial examples that cannot be repaired by the chosen ensemble team. We

observe that the random ensemble is less diverse compared to the Kappa� ranked ensemble

team. For instance, two veri�ers out of the random ensemble of three base models (Random

(VMs 2,4,5) have made misclassi�cation consistently into the same wrong class (VM2 and

VM5), e.g., the adversarial input under CW2 attack is misclassi�ed into cat, and the two

OOD inputs (Frog and cellphone) are misclassi�ed into deer and dog respectively. This

comparison also shows the importance of developing a comprehensive ensemble ranking

algorithm that takes into account not only the prediction outcome but also other factors,

such as the prediction con�dence, theL1 distance of the veri�cation vector to the target

prediction vector.

To compare the robustness of different model teaming defense algorithms, we conduct

a set of experiments using all 15 attacks on MNIST, CIFAR-10, and ImageNet respec-

tively. For the sake of comparison, we also include all individual DMs in addition to three

output-layer strategic teaming options: random model teaming from the baseline model

pool, random� model teaming and the best� model teaming for each dataset.Table 3.10

reports the results. We observe three interesting facts: (1) For all datasets, the DM models

provide better robustness over all 15 attacks compared to the TM (under black-box threat

model). (2) the best� model teaming is most effective over all 15 attacks in terms of average

DSR (prediction accuracy) for all three datasets. Also, the Best� team for ImageNet is the

Kappa team of size 3. (3) The strategic output layer teaming is always bene�cial regard-

less whether it is the random base teaming from the baseline model pool, or the random�

teaming from the pool of� ranked teams, or the Best� team.
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Table 3.10: Prediction Accuracy of the target model(TM) with 15 attacks, the baseline de-
fense model (DM), the random baseline model teaming (RandBase), the random� teaming
(Rand� ) and the Best� teaming for MNIST, CIFAR-10, and ImageNet. The adversarial
examples are generated from the target model.

model
benign

acc
FGSM BIM TFGSM TBIM DF CW1 CW2 CW0 JSMA

average
UA most LL most LL UA most LL most LL most LL most LL

M
N

IS
T

TM 0.994 0.54 0.09 0.143 0.199 0.034 0.199 - 0 0 0 0 0 0 0.04 0.4 0.118
DM 1 0.986 0.69 0.46 0.464 0.49 0.633 0.793 - 0.88 0.87 0.8 0.9 0.75 0.75 0.73 0.75 0.711
DM 2 0.995 0.67 0.42 0.468 0.514 0.629 0.803 - 0.86 0.86 0.82 0.87 0.7 0.71 0.83 0.69 0.703
DM 3 0.988 0.66 0.45 0.405 0.439 0.573 0.746 - 0.78 0.8 0.82 0.88 0.72 0.64 0.81 0.75 0.677
DM 4 0.988 0.7 0.47 0.478 0.517 0.602 0.817 - 0.91 0.85 0.85 0.9 0.74 0.7 0.81 0.77 0.722
DM 5 0.992 0.54 0.26 0.247 0.254 0.406 0.475 - 0.52 0.39 0.71 0.71 0.68 0.67 0.88 0.83 0.541
DM 6 0.984 0.68 0.54 0.432 0.463 0.639 0.759 - 0.85 0.72 0.88 0.88 0.82 0.75 0.93 0.79 0.724
DM 7 0.982 0.63 0.51 0.419 0.424 0.628 0.717 - 0.83 0.73 0.92 0.87 0.86 0.75 0.9 0.8 0.713
DM 8 0.984 0.63 0.52 0.439 0.46 0.661 0.754 - 0.85 0.79 0.93 0.91 0.84 0.78 0.91 0.84 0.737
DM 9 0.986 0.6 0.45 0.379 0.403 0.602 0.692 - 0.84 0.65 0.85 0.87 0.8 0.74 0.94 0.77 0.685

RandBase: DM 2,3,4,5 0.991 0.67 0.4 0.502 0.525 0.585 0.825 - 0.83 0.91 0.85 0.9 0.76 0.71 0.85 0.8 0.723
Rand� : DM 1,5,6,8,9 0.989 0.72 0.5 0.555 0.607 0.672 0.836 - 0.88 0.89 0.91 0.95 0.84 0.86 0.95 0.83 0.786

Best� : DM 1,4,5,6,7,8,9 0.990 0.74 0.49 0.565 0.605 0.667 0.835 - 0.89 0.86 0.93 0.96 0.86 0.81 0.97 0.91 0.793
1-bit ! RandBase 0.989 0.97 0.94 0.933 0.95 0.962 0.984 - 1 0.99 0.96 0.91 0.68 0.57 0.86 0.78 0.892

1-bit ! Rand� 0.987 0.95 0.96 0.931 0.947 0.962 0.975 - 1 0.98 0.98 0.94 0.76 0.80 0.95 0.84 0.927
1-bit ! Best� 0.988 0.98 0.94 0.933 0.943 0.965 0.972 - 1 0.99 0.98 0.96 0.8 0.81 0.95 0.87 0.935
1-bit + Best� 0.990 0.74 0.57 0.581 0.602 0.711 0.848 - 0.92 0.88 0.93 0.93 0.86 0.81 0.97 0.91 0.804

C
IF

A
R

-1
0

TM 0.945 0.15 0.08 0.114 0.274 0.062 0.536 0.02 0 0 0 0 0 0 0 0 0.082
DM 1 0.78 0.77 0.8 0.754 0.758 0.786 0.79 0.83 0.82 0.83 0.83 0.84 0.72 0.71 0.69 0.61 0.769
DM 2 0.746 0.76 0.8 0.73 0.732 0.754 0.762 0.78 0.8 0.79 0.8 0.79 0.73 0.7 0.73 0.57 0.749
DM 3 0.918 0.64 0.77 0.566 0.622 0.744 0.782 0.79 0.79 0.76 0.8 0.83 0.59 0.53 0.6 0.33 0.676
DM 4 0.923 0.6 0.75 0.59 0.61 0.73 0.806 0.76 0.76 0.73 0.8 0.78 0.66 0.56 0.58 0.35 0.671
DM 5 0.924 0.59 0.73 0.6 0.632 0.732 0.8 0.73 0.73 0.75 0.77 0.77 0.56 0.5 0.61 0.35 0.657
DM 6 0.928 0.59 0.7 0.564 0.594 0.718 0.786 0.75 0.77 0.73 0.81 0.74 0.59 0.42 0.56 0.32 0.643
DM 7 0.926 0.62 0.72 0.598 0.646 0.756 0.818 0.8 0.78 0.77 0.82 0.79 0.59 0.49 0.62 0.39 0.681

RandBase: DM 3,4,5,6,7 0.947 0.74 0.87 0.744 0.838 0.856 0.938 0.97 0.93 0.94 0.94 0.94 0.71 0.86 0.93 0.68 0.859
Rand� : DM 1,2,4,5,6 0.963 0.92 0.94 0.858 0.932 0.912 0.936 0.96 0.96 0.94 0.96 0.95 0.92 0.91 0.89 0.85 0.923

Best� : DM 1,2,3,4,5,6,7 0.975 0.88 0.9 0.832 0.91 0.914 0.954 1 1 0.98 0.99 0.97 0.86 0.92 0.93 0.9 0.929
med-2*2! RandBase 0.918 0.85 0.91 0.804 0.874 0.896 0.92 0.95 0.92 0.92 0.92 0.99 0.97 0.98 0.92 0.88 0.914

med-2*2! Rand� 0.925 0.91 0.94 0.872 0.902 0.91 0.922 0.94 0.94 0.96 0.92 0.98 0.94 0.94 0.96 0.91 0.930
med-2*2! Best� 0.945 0.93 0.99 0.888 0.95 0.944 0.962 1 0.97 0.98 0.97 0.99 0.98 1 0.97 0.95 0.965
med-2*2 + Best� 0.967 0.84 0.9 0.776 0.892 0.892 0.96 1 0.99 0.99 0.99 0.98 0.86 0.94 0.91 0.85 0.918

Im
ag

eN
et

TM 0.695 0.01 0 0 0.09 0 0.21 - 0 0.04 0 0.06 0 0 - - 0.034
DM 1 0.67 0.73 0.77 0.73 0.77 0.82 0.82 - 0.81 0.81 0.81 0.82 0.8 0.79 - - 0.79
DM 2 0.68 0.7 0.78 0.72 0.76 0.81 0.85 - 0.83 0.83 0.84 0.84 0.81 0.76 - - 0.794
DM 3 0.67 0.78 0.84 0.8 0.81 0.84 0.84 - 0.85 0.83 0.83 0.84 0.83 0.8 - - 0.824
DM 4 0.735 0.86 0.85 0.87 0.88 0.91 0.93 - 0.92 0.91 0.92 0.9 0.91 0.84 - - 0.892

RandBase: DM 1,2,3 0.770 0.92 0.92 0.92 0.97 0.91 0.93 - 0.92 0.94 0.91 0.93 0.92 0.95 - - 0.928
Rand� : DM 1,2,3,4 0.755 0.83 0.9 0.85 0.87 0.92 0.92 - 0.92 0.91 0.92 0.9 0.89 0.89 - - 0.893
Best� : DM 1,3,4 0.805 0.94 0.93 0.95 0.97 0.97 0.95 - 0.96 0.96 0.95 0.95 0.91 0.97 - - 0.951

rot 6 ! RandBase 0.785 0.93 0.9 0.87 0.94 0.92 0.95 - 0.93 0.94 0.91 0.95 0.89 0.94 - - 0.923
rot 6 ! Rand� 0.745 0.85 0.87 0.83 0.85 0.88 0.87 - 0.87 0.85 0.86 0.88 0.89 0.88 - - 0.865
rot 6 ! Best� 0.825 0.89 0.94 0.87 0.95 0.96 0.96 - 0.96 0.93 0.93 0.96 0.96 0.98 - - 0.941
rot 6 + Best� 0.89 0.89 0.96 0.99 0.92 1 1 - 1 1 0.93 0.96 0.99 0.97 - - 0.97

3.7 XEnesmble: Input-Output Cross-Layer Strategic Teaming

We have presented the input denoising strategic teaming and the output model veri�ca-

tion strategic teaming as independent defense approaches. In this section, we present our

XEnsemble cross-layer strategic teaming defense, which combines the input-layer denois-

ing teaming with the output-layer model veri�cation teaming by maximizing the diversity,

enabling the output-layer multi-model veri�cation defense to complement the input denois-

ing layer defense.

Recall the system architecture in Figure 3.2, there are numerous ways to combine di-
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verse input noise reduction techniques with diverse output model veri�cation techniques.

In our prototype, we choose one denoised version (xq) of the inputx from thek diverse in-

put denoisers:input df 1; input df 2; : : : ; input df k (k � 3), and sendxq to the output-layer

model teaming defense, which will selectn model veri�ers:output mg1; output mg2; : : : ;

output mgn (n � 3) to perform veri�cation, repair the prediction outcome of the target

model and output the defense-approved prediction, denoted by ST-def-out(x). We use the

notationdenoising! model teamingto denote the cross-layer strategic teaming that per-

forms input denoising followed by model veri�cation. For example, med 2*2! Rand�

denotes the denoised version ofx by med 2*2 �ler is sent to both the TM and the multi-

model defense team (DMs) to produce the model veri�cation ranking of the prediction

outcome. Alternatively, we may also choose to send the denoised version (xq) of the input

x only to the target model for prediction, and send the original inputx to the multi-model

veri�cation team. We use the notationdenoising+ model teamingto denote this second

cross-layer denoising-model co-defense teaming strategy. For example, med 2*2+ Rand�

denotes the denoised version ofx by med 2*2 �ler is sent to only the TM and the origi-

nal inputx is sent to the output-layer multi-model veri�cation team (DMs) to produce the

multi-model veri�cation ranking and output the XEnsemble-approved prediction outcome.

We compare four cross-layer strategic teaming defense algorithms as the last four rows

over all 15 attacks on MNIST, CIFAR-10, and ImageNet respectively in Table 3.10. First,

compared to the input-layer denoising strategic teaming in Table 3.2, all the cross-layer de-

fense teaming options outperform the input-layer best teaming defense. Second, the cross-

layer defense teams outperform the output-layer multi-model strategic teaming defense for

MNIST and CIFAR-10. However, for ImageNet, three out of 4 cross-layer teaming al-

gorithms, such as rot6 ! RandBase, rot6 ! Rand� , and rot6 ! Best� , have slightly

lower average prediction accuracy of 0.923, 0.865, and 0.941 respectively, compared to

0.928, 0.893, and 0.951 for RandBase: DM 1,2,3, Rand� DM 1,2,3,4, and best� DM:

1,3,4 respectively. We conjecture that the chosen input denoising method rot6 may not
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complement well with the output-layer multi-model veri�cation teaming. Third and more

interestingly, although none of the cross-layer strategic teaming options is a clear winner

over all 15 attacks on any of the three datasets, each of the cross-layer teaming defense

options is among the top 5 winners in terms of average DSR over all attacks, except rot6

! Rand� .

Table 3.11:Comparing the output-layer Best� model teaming with the cross-layer strategic team-
ing of InputBest (Table 3.2)! Best� (Table 3.10) for MNIST, CIFAR-10, and ImageNet (DSR avg
and DSR std across all 15 attacks).

strategic
teaming

output-layer best� XEnsemble: InputBest! Best�
benign DSR avg avg std benign DSR avg avg std

M
N

IS
T PSR 0.9884 0.727 0.146 0.987 0.917 0.063

TSR 0.0012 0.066 0.035 0.0014 0.018 0.020
FP 0.0001 0.01 0.008 0 0.004 0.005

DSR 0.9896 0.793 0.128 0.9884 0.935 0.047

C
IF

A
R

-1
0 PSR 0.9412 0.821 0.097 0.8884 0.863 0.040

TSR 0.0342 0.107 0.062 0.0562 0.102 0.024
FP 0.0046 0.008 0.007 0.005 0.007 0.006

DSR 0.9754 0.929 0.042 0.9446 0.965 0.022

Im
ag

eN
et PSR 0.67 0.834 0.018 0.71 0.759 0.021

TSR 0.135 0.117 0.020 0.18 0.182 0.016
FP 0.01 0.026 0.013 0.03 0.04 0.006

DSR 0.805 0.951 0.013 0.89 0.941 0.024

Table 3.11only compares the output-layer multi-model Best� teaming with the XEnsem-

ble cross-layer Best� teaming defense for MNIST, CIFAR-10, and ImageNet. We show that

the benign test accuracy and the average and standard deviation of PSR, TSR, FP, DSR,

computed over all 15 attacks. The InputBest refers to Table 3.2 and the Best� refers to

Table 3.10. We could see that strategic teaming with feature denoising and multiple mod-

els works well on MNIST and CIFAR-10 but is not as good on ImageNet. We contribute

the less effectiveness to the fact that the involved feature denoising method may hurt the

prediction accuracy. Even without attack, the average accuracy on benign test set is merely

0.689 for the 5 models. Since rotation with6 degree further lowers the prediction accu-

racy on the benign test set (recall Table 3.2), this may explain why the denoising-model

cross-layer co-design teaming has the average DSR of 94.1% and average PSR of 75.9%,

slightly lower compared to the average DSR of 95.1% and average PSR of 83.4% across all
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Table 3.12:Defense success rate comparison of cross-layer strategic teaming (XEnsemble) with
adversarial training(AdvTrain), defensive distillation(DefDistill) and input transformation ensem-
ble(EnsemTrans).

MNIST FGSM BIM TFGSM TBIM DF CW1 CW2 CW0 JSMA
average

Attack benign acc UA most LL most LL UA most LL most LL most LL most LL
XEnsemble 0.9884 0.98 0.94 0.933 0.943 0.965 0.972 - 1 0.99 0.98 0.96 0.80 0.81 0.95 0.87 0.935
AdvTrain 0.9884 0.91 0.81 0.873 0.86 0.905 0.907 - 0.97 0.88 0.92 0.84 0.67 0.64 0.73 0.69 0.84
DefDistill 0.9784 0.68 0.57 0.417 0.425 0.668 0.752 - 0.91 0.85 0.91 0.84 0.78 0.72 0.85 0.75 0.74
EnsTrans 0.982 0.6 0.22 0.286 0.309 0.329 0.504 - 0.64 0.51 0.37 0.33 0.21 0.21 0.57 0.64 0.447

CIFAR-10 FGSM BIM TFGSM TBIM DF CW1 CW2 CW0 JSMA
average

Attack benign acc UA most LL most LL UA most LL most LL most LL most LL
XEnsemble 0.9446 0.93 0.99 0.888 0.95 0.94 0.962 1 0.97 0.98 0.97 0.99 0.98 1 0.97 0.95 0.965
AdvTrain 0.879 0.64 0.58 0.262 0.442 0.464 0.798 0.75 0.68 0.77 0.75 0.79 0.44 0.48 0.5 0.45 0.586
DefDistill 0.9118 0.6 0.65 0.616 0.684 0.77 0.904 0.88 0.79 0.88 0.86 0.9 0.6 0.69 0.7 0.47 0.733
EnsTrans 0.8014 0.23 0.4 0.234 0.37 0.406 0.668 0.6 0.56 0.61 0.57 0.61 0.19 0.34 0.45 0.41 0.443

ImageNet FGSM BIM TFGSM TBIM DF CW1 CW2 CW0 JSMA
average

Attack benign acc UA most LL most LL UA most LL most LL most LL most LL
Denoising Teaming 0.75 0.53 0.64 0.46 0.82 0.75 0.96 - 0.90 0.92 0.89 0.93 0.87 0.89 - - 0.797

Model Teaming 0.805 0.94 0.93 0.95 0.97 0.97 0.95 - 0.96 0.96 0.95 0.95 0.91 0.97 - - 0.951
XEnsemble 0.825 0.89 0.94 0.87 0.95 0.96 0.96 - 0.96 0.93 0.93 0.96 0.96 0.98 - - 0.941

EnsemInputTrans 0.715 0.41 0.6 0.39 0.63 0.74 0.9 - 0.8 0.91 0.82 0.92 0.76 0.86 - - 0.728

attacks for the Best� output-layer model teaming. Finally, we would like to make note that

the XEnsemble cross-layer strategic teaming and the output-layer multi-model veri�cation

teaming both offer higher benign test accuracy compared to the benign test accuracy on

any baseline model for ImageNet. We contribute this to the relatively lower benign test

accuracy of 69.5% for the ImageNet target model (see Table 3.10).

3.8 Comparison, Limitation and Optimization

3.8.1 Comparisonwith ExistingDefenseApproaches

We �rst conduct the experiments to compare our strategic teaming approach with the

representative defense methods in the three broad categories: Adversarial Training (Ad-

vTrain) [2], Defensive Distillation (DefDistill) [58] and Input Transformation Ensemble

(EnsTrans) [65].Table 3.12shows the results. For adversarial training, we use the ad-

versarial training examples generated from FGSM with random� from [0; 0:3] for MNIST

and from[0; 0:0156]for CIFAR-10. For defensive distillation, the temperature is set to 50

for both MNIST and CIFAR-10. The input transformation ensemble for all three datasets

computes multiple randomly cropped-and-padded input image. For MNIST and CIFAR-

10, the ensemble size is 10 while the crop size is 24 for MNIST and 28 for CIFAR-10.
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Since our server fails to train ImageNet and we could not �nd the adversarial training or

defensive distillation defense results on ImageNet, we only compare the strategic teaming

defense with Input Transformation Ensemble for the ImageNet dataset. Similar to [64], the

ensemble size for ImageNet is 30 and the crop size is 196.

From Table 3.12, we make two interesting observations. First, our XEnsemble cross-

layer strategic teaming approach consistently outperforms the existing defense approaches

over all 15 attacks on all three datasets. Second, for MNIST, XEnsemble achieves 93.5%

average DSR compared to 84% average DSR by the adversarial training, the best among

the existing 3 categories. For CIFAR-10, XEnsemble achieves 96.5% average DSR com-

pared to 73.3% average DSR by the defensive distillation, the best among the existing

3 defense categories. For ImageNet, our model-layer strategic teaming achieves 95.1%

average DSR, our XEnsemble cross-layer strategic teaming achieves 94.1%, and our input-

denoising strategic teaming alone achieves 79.7% average DSR, compared to 72.8% aver-

age DSR by the ensemble input transformation. This further demonstrates the robustness

of our diversity-enhanced XEnsemble strategic teaming defense methodology against ad-

versarial examples.

3.8.2 Effectof Transferability

The transferability of adversarial examples is widely reported in literature [45]. An im-

mediate question one would ask is how the strategic teaming of multiple model veri�ers

will cope with the transferability of adversarial examples. We conduct the attack transfer-

ability experiments on all three datasets under both black-box attack scenarios and grey-

box/white-box attack scenarios. For CIFAR-10, we measured the transferability of adver-

sarial examples from the target model (TM) on all 7 defense models and one output-layer

strategic teaming with the Best� (DM 1,2,3,4,5,6,7) (recall Table 3.10). The results are

shown inTable 3.13.

We observe three interesting facts. (1) The untargeted attack (by FGSM or BIM) is not
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Table 3.13:Transferability of adversarial example from the target model on 7 CIFAR-10 defense
models.

attacknmodel TM DM 1 DM 2 DM 3 DM 4 DM 5 DM 6 DM 7 Best�
FGSM

UA
1 0.224 0.235 0.376 0.436 0.459 0.447 0.422 0.12

BIM 1 0.196 0.207 0.228 0.228 0.261 0.293 0.272 0.1

TFGSM
most 1 0.098 0.104 0.165 0.152 0.154 0.194 0.202 0.072
LL 1 0 0 0 0.057 0.038 0.075 0.057 0

TBIM
most 1 0.05 0.083 0.141 0.185 0.159 0.176 0.153 0.068
LL 1 0 0 0 0.003 0.006 0.006 0.003 0

DF UA 1 0.163 0.224 0.214 0.245 0.276 0.245 0.184 0

CW1
most 1 0.06 0.06 0.1 0.13 0.15 0.11 0.11 0
LL 1 0 0.01 0.02 0.01 0.02 0.03 0.01 0

CW2
most 1 0.05 0.06 0.1 0.1 0.11 0.1 0.1 0
LL 1 0 0.01 0.01 0.01 0.02 0.03 0 0

CW0
most 1 0.11 0.09 0.3 0.23 0.23 0.24 0.25 0.09
LL 1 0 0 0.08 0.12 0.06 0.1 0.09 0

JSMA
most 1 0.09 0.06 0.13 0.01 0.09 0.1 0.1 0
LL 1 0 0 0.03 0.05 0.05 0.03 0.02 0

model average 1 0.069 0.076 0.126 0.131 0.139 0.145 0.132 0.03

effectively mitigated if we only use one defense model due to transferability. (2) For all

targeted attacks, one additional DM model can reasonably reduce the transferability. Also,

the transferability to the Best� teaming becomes very small and mostly negligible. These

observations are to some extent consistent with the result in [45], which shows the exis-

tence of many weak transferability scenarios across classi�er types. It also points out that

the transferability from the same classi�er type (neural network, logic regression, SVM,

decision tree) is not always strong. For example, the attack transferability of a decision tree

to another decision tree is merely 19%. The attack transferability from a neural network

model to a k-Nearest neighbors classi�er is as low as 8.35%. Strategic teaming defenses

are built upon such weak spots of attack transferability.

we further evaluate the transferability of the cross-model ensemble attacks on CIFAR-

10 under grey box scenario inTable 3.14. The attack is performed on four defense models,

DM 1,2,4,5, assuming the grey box attack in which adversary knows these four models out

of the 7 baseline models in our output-layer strategic teaming defense system. We show

that (1) the transferability results in 100% ASR and zero DSR on DM 1, 2, 4, 5 respectively;

(2) The transferability is weakened when we use some models that are not known to the
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grey-box adversary, such as DM 3,6,7, or when we randomly choose 4 out of 7 baseline

models to form a model-layer defense team (grey-rand4).

Table 3.14: Transferability of adversarial example from cross-model ensemble attacks on DM
1,2,4,5 (grey-box) on CIFAR-10, measured in ASR.

attacknmodel TM DM 1 DM 2 DM 4 DM 5 DM 3 DM 6 DM 7 grey-rand4

CW1
most 1 1 1 1 1 0.29 0.31 0.28 0.71
LL 1 1 1 1 1 0.15 0.13 0.19 0.45

CW2
most 1 1 1 1 1 0.32 0.26 0.33 0.68
LL 1 1 1 1 1 0.16 0.19 0.13 0.34

CW0
most 1 1 1 1 1 0.67 0.64 0.71 0.91
LL 1 1 1 1 1 0.22 0.25 0.21 0.4

3.8.3 Limitation andOptimizationfor Defensibility

We have demonstrated that XEnsemble is effective against adversarial examples under the

black-box defense threat model in which the adversary has no knowledge of the composi-

tion and the parameters of the defense system (recall Section 3.3.2). However, as reported

in the literature, all existing defenses fail to generalize over advanced threat models [53],

and they are completely broken under the white box threat model in which the attacker

knows everything about the target system (both the target model TM, and the composition

of the defense) [93]. Thus, the proposed XEnsemble cross-layer strategic teaming defense

has its limitation: it may be broken by the cross-model ensemble attacks when a partial

knowledge (grey-box) or the full knowledge (white-box) of the defense system is exposed

to the adversary, such as insider snooping. For example, synthesized robust adversarial

example [112] and ensemble targeted adversarial example [44] take gradient information

from multiple models to perform the cross-model ensemble attack [113, 114, 115, 116],

aiming to create transferable adversarial perturbations across models.

One way to enhance the robustness of our XEnsemble approach against the grey box

attacks is to harden the strategic teaming with dynamic randomization. For example, in-

stead of selecting a �xed strategic teaming defense algorithm, we simply select a different

strategic teaming defense method each time when an input is submitted to the target model.
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For example, we already compute the Kappa diversity score for every pair of the baseline

candidate models, thus, we can create a defense teaming pool that contains all the Kappa

teams that have low Kappa scores. Our strategic teaming defense algorithm could ran-

domly select a defense team from the top-ranked list of Kappa teams to protect the target

model (TM) each time when it performs the prediction. Such randomization is employed

each time when the target classi�er is invoked to serve a prediction query. Several random-

ization techniques, such as random, power of two or generalized power of choice, can be

employed to implement the randomized algorithms at runtime.

Experiment Setup. For grey-box attacks, we consider two kinds of the adversaries:

(1) the attacker knows some of the models in the entire pool of candidate models but the

strategic teaming combo is �xed (grey-�x ); and (2) the attacker knows some of the models

in the entire candidate models but the strategic teaming combo is randomly selected for

every query (grey-rand). Similarly, we consider two kinds of white-box adversaries: (1)

the attacker knows all the models in the defense system and the strategic defense team is

�xed (white-�x ); and (2) the attacker knows all of the baseline models but the strategic

defense teaming is randomly selected for every query (white-rand).

We conduct the ensemble CW attack on CIFAR-10 using the target model (TM) trained

by DenseNet (0.945) and the 7 defense models listed in Table 3.4 CIFAR-10 column. For

the grey box scenarios, we assume that the adversary knows either 2 out of 7 models (e.g.,

DM 1, 2) or 4 out of 7 models (e.g., DM 1,2,4,5). Grey-rand2 is to choose a team of size

4 with DM 1, 2 plus other two models randomly from the 7 baseline models. Grey-rand4

is to randomly choose a team of 4 models from the 7 baseline models for each query. For

the white-box scenarios, we assume that all 7 DMs are known to the adversary. Under

white-�x or grey-�x scenarios, we use DM 1,2,4,5 to defend TM, and under white-rand

or grey rand scenarios, we use 4 models out of 7 DMs to defend TM. Note that there are

Comb4
7 = 35 possible model teams for team size of 4 (similarly, 21 model teams when

choosing 5 models.
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Table 3.15:Defense success rate under cross-model ensemble CW attack on CIFAR-10.

ensemble
attack

CW1 CW2 CW0 avg
DSR

exposed
modelmost LL most LL most LL

TM 0 0 0 0 0 0 0 TM
DM 1 0 0 0 0 0 0 0 DM 1
DM 2 0 0 0 0 0 0 0 DM 2
DM 4 0 0 0 0 0 0 0 DM 4
DM 5 0 0 0 0 0 0 0 DM 5

black-box 1 0.98 0.99 0.97 0.92 0.91 0.962 TM
grey-rand2 0.77 0.85 0.88 0.94 0.74 0.87 0.842 TM, DM 1,2
grey-rand4 0.66 0.74 0.75 0.82 0.63 0.71 0.718 TM, DM 1,2,4,5

grey-�x 0.49 0.58 0.66 0.78 0.47 0.65 0.605 TM, DM 1,2
white-rand 0 0 0 0 0 0 0

TM, DM 1-7
white-�x 0 0 0 0 0 0 0

DistPerturb 0.922 1.189 0.725 0.972 1.614 2.046 -
DistPercept 21.76 33.78 9.81 18.12 12.58 23.77 -

Time(s) 350.4 362.5 12.43 17.52 402.8 445.3 -

Table 3.15shows the results, measured by the defense success rate (DSR) on each

defense model or defense teaming option. It also includes the attack costs for the white-

box scenario in terms of perturbation distance, perception distance and time cost.

Empirical Analysis. (1) The robustness of our XEnsemble cross-layer strategic team-

ing defense approach deteriorates as the adversary increases his knowledge of the compo-

sition and the parameters of the defense system from 2 models, to 4 models to all 7 models.

Our strategic model teaming defense achieves the robustness in terms of average DSR of

84.2% for grey-rand2 scenario, 71.8% for grey-rand4, compared to 60.5% for grey-�x. (2)

Our approach fails completely with 0% DSR for white-box scenarios (both white-�x and

white-rand). However, we see that the cross-model ensemble attack shows the increased

perturbation distance, increased perception distance and signi�cantly increased time cost.

Takeaway Remark 4.8.3.1From Table 3.15, we conjecture that (1) extending the size

of the baseline candidate set for output-layer strategic model teaming is an important op-

timization since it can signi�cantly increase the cost for adversaries under grey-box or

white-box scenarios; (2) by incrementally adding new models of high test accuracy to ex-

pand the baseline candidate model pool over time, we can substantially boost the robustness

of our output-layer strategic teaming defense against grey-box and white-box attacks, turn-
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ing the white-box attack into the grey-box attack; and (3) by introducing randomization to

the input noise reduction teaming layer, and the XEnsemble cross-layer strategic teaming,

instead of limiting to only at the output model teaming, we will have the opportunity to

further strengthen the robustness and survivability of our defense approach.

3.8.4 Effectivenessof DetectingOODInputs

To better measure the detection performance of XEnsemble on OOD inputs, we also use

the following common metrics to evaluate the effectiveness of model veri�cation ensemble

defense for detecting out-of-distribution examples in addition to TSR.

Detection error (DError) measures the error made both on out-of-distribution and

in-distribution data. It is computed by� (1-TPR)+(1-� )FPR. TPR is computed by TP /

(TP+FN), where TP denotes the portion of correctly detected out-of-distribution examples

and FN denotes the portion of OOD inputs that are considered as in-distribution data. FPR

is computed by FP/(FP+TN), where FP is the proportion of in-distribution inputs that are

identi�ed as out-of-distribution inputs and TN is the proportion of in-distribution data that

are identi�ed correctly. We set� = 0:5.

AUROC is a threshold-independent metric that measures the tradeoff between (1-FPR)

and TPR. The range of AUROC is [0,1]. It can be interpreted as the probability that a

positive example is assigned a higher detection score than a negative example. The better

the detection performance is, the larger the AUROC will be.

We perform the out-of-distribution input detection experiment on both CIFAR-10 and

CIFAR-100. We use the DenseNet CIFAR-100 model with 76.65% benign accuracy as the

target model and create the ensemble pool for veri�cation ensembles in a similar manner

as those in the previous set of experiments on CIFAR-10 and ImageNet. The CIFAR-100

model pool consists of a number of Wide-ResNet models: WRN-28-10 with 80.75% benign

accuracy, WRN-28-10-dropout with 81.15% accuracy, WRN-40-4 with 79.27% accuracy,

and WRN-40-10 with 81.7% accuracy. The �rst parameter is the model depth and the
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second parameter is the widen factor. For both CIFAR-10 and CIFAR-100, We conduct

the OOD detection experiment by feeding the entire TinyImageNet data and LSUN data,

each 10,000 images, to a DenseNet classi�er trained for CIFAR-10 and CIFAR-100. For

both TinyImageNet and LSUN, we down-sample the data to size 32*32 to �t the prediction

classi�er. Similar to the adversarial example, we set the ranking con�dence level to 0.5,

meaning that we will �ag and reject the input as long as more than half of the model cannot

agree on their prediction.

We evaluate the effectiveness of XEnsemble against out-of-distribution inputs by com-

paring it with four existing representative approaches: (1) the baseline OOD detection [9],

(2) the ODIN for OOD image detection [55], (3) the Mahalanobis-distance based OOD de-

tection [54] and (4) the Leave-out classi�er ensemble based OOD detection [117]. To illus-

trate the in�uence of hyperparameters in ODIN, we include the measurement of using three

different choices of ODIN parameters. Note that XEnsemble defense is independent of both

adversarial attacks and out-of-distribution examples. Thus, unlike existing OOD defenses

that rely on setting certain detection thresholds based on the out-of-distribution examples,

XEnsemble veri�cation ensemble approach can achieve a high detection success rate inde-

pendent of any OOD-data speci�c threshold, or the noise level and temperature scaling in

ODIN. Thus, unlike the baseline OOD detector, ODIN, and Mahalanobis-distance based

detector, there is noFPR at 0.95 TPRmeasurement for Xensemble.FPR at 0.95 TPR

is the probability that a negative (out-of-distribution) example is misclassi�ed as positive

(in-distribution) when the true positive rate (TPR) is higher than 95%. We compare the

DSR of our method in detecting OOD input and compare it with the detection accuracy of

other methods when their TPR is 0.95.

Given the target model, since there is no correct prediction for the out-of-distribution

examples, the goal of our model veri�cation ensemble defense is to achieve a high defense

success rate (DSR) by maximizing the detection success rate (TSR).Table 3.16shows the

results. The XEnsemble model veri�cation ensemble defense is able to effectively improve
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Table 3.16: DSR, Detection error and AUROC Comparison of XEnsemble with representative
out-of-distribution data detection techniques. For methods that are not XEnsemble, the DSR is
measured by (1-FPR at 0.95 TPR).

method setting
CIFAR-10 CIFAR-100

TinyImageNet LSUN TinyImageNet LSUN
DSR DError AUROC DSR DError AUROC DSR DError AUROC DSR DError AUROC

baseline [9] 0.82 0.225 0.941 0.854 0.098 0.954 0.27 0.39 0.71 0.258 0.396 0.707

ODIN
[55]

T=1000, N=0.0014 0.938 0.056 0.985 0.962 0.055 0.992 0.574 0.238 0.88 0.576 0.237 0.885
T=1, N=0.0007 0.876 0.087 0.969 0.906 0.073 0.973 0.546 0.252 0.863 0.548 0.251 0.864
T=1000, N=0.01 0.542 0.254 0.884 0.716 0.267 0.926 0.246 0.402 0.705 0.22 0.415 0.694

Mahalanobis [54] 0.95 0.05 0.988 0.976 0.047 0.993 0.894 0.078 0.974 0.928 0.061 0.98
Leave-out [117] 0.974 0.038 0.993 0.996 0.037 0.998 0.85 0.1 0.963 0.874 0.088 0.97

FS
Defense
with only
detection

0.8016 0.1192 0.9226 0.7735 0.1358 0.9012 0.8534 0.0948 0.9693 0.8435 0.0962 0.9573
MagNet 0.9276 0.0547 0.9776 0.9678 0.0326 0.9835 0.4535 0.2952 0.8549 0.4217 0.3067 0.8326

NIC 0.9053 0.0694 0.9742 0.9212 0.0579 0.9726 0.8012 0.1174 0.9331 0.7992 0.1147 0.958
LID 0.8772 0.0774 0.9683 0.9487 0.0402 0.9792 0.7688 0.1331 0.9385 0.7876 0.1281 0.9484

XEnsemble-rand
our method

0.996 0.002 0.999 0.986 0.007 0.999 0.998 0.001 � 1 0.99 0.005 � 1
XEnsemble-� 0.998 0.001 � 1 0.992 0.004 � 1 0.998 0.001 � 1 0.992 0.004 � 1

XEnsemble-best 0.998 0.001 � 1 0.996 0.002 � 1 � 1 � 0 � 1 0.996 0.002 � 1

the detection performance for out-of-distribution examples and has superior defense per-

formance against OOD input in all three evaluation metrics. Speci�cally, the detection

success rate for the XEnsemble defense on CIFAR-100 is better than that on CIFAR-10.

This is partly attributed to the richer choice of prediction classes in CIFAR-100 such that

the wrongly predicted class for each OOD example is scattered more in the prediction label

space for CIFAR-100 classi�ers.

3.9 Summary

We have presented XEnsemble, an input veri�cation and output veri�cation ensemble de-

fense methodology with three novel features. First, XEnsemble is capable of defending

a DNN model under protection by utilizing both model-structure diversity and model-

disagreement diversity. Second, XEnsemble improves the robustness of the target DNN

model by providing auto-repairing and auto-detection capability in the presence of adver-

sarial examples and out-of-distribution examples. Finally, the proposed XEnsemble de-

fense is attack independent. It does not require re-training the target DNN model and can

generalize over attack algorithms as well as different out-of-distribution datasets. Evaluated

over eleven attack algorithms and two out-of-distribution datasets, we show that XEnsem-

ble can achieve a high defense success rate on both adversarial and OOD inputs.

Our research continues along two directions: (1) We plan to introduce randomization in
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both input denoising ensemble layer and output model veri�cation layer to add additional

robustness to the XEnsemble framework against insider attacks under grey box and white

box threat models to defense systems. (2) We plan to extend the XEnsemble approach to

other modalities, such as video, audio, and text against adversarial attacks, such as [17].
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CHAPTER 4

MODEL THEFT RESILIENT MODEL TRAINING

We have talked about the adversarial deception and its mitigation strategy at model infer-

ence, and now we move to the model theft threat. By stealing and exploiting the model

parameters, the goal is to steal the sensitive information about the training data. Such vul-

nerability of the deep learning model exists at the model inference phase on model weight

and/or intermediate (or �nal) layer results in the form of membership inference attack [118,

119, 120] and attribute inference [121, 122, 123], as well as in the model training phase by

intercepting the gradient information for private information inference [11, 17].

In this chapter, we consider the information inference from the gradient and its preven-

tion during centralized model training, where gradient leakage problem appears once the

GPU unit is compromised by the insider. Gradient leakage attacks are considered one of the

wickedest privacy threats in deep learning as attackers covertly spy gradient updates dur-

ing iterative training without compromising model training quality, and yet secretly recon-

struct sensitive training data using leaked gradients with high attack success rate. Although

deep learning with differential privacy is a defacto standard for publishing deep learning

models with differential privacy guarantee, we show that differentially private algorithms

with �xed privacy parameters are vulnerable against gradient leakage attacks. This chapter

investigates alternative approaches to gradient leakage resilient deep learning with differ-

ential privacy (DP).First, we analyze existing implementation of deep learning with dif-

ferential privacy, which use �xed noise variance to injects constant noise to the gradients

in all layers using �xed privacy parameters. Despite the differential privacy guarantee pro-

vided, the method suffers from low accuracy and is vulnerable to gradient leakage attacks.

Second, we present a gradient leakage resilient deep learning approach with differential

privacy guarantee by using dynamic privacy parameters. Unlike �xed-parameter strategies
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that result in constant noise variance, different dynamic parameter strategies present alter-

native techniques to introduce adaptive noise variance and adaptive noise injection which

are closely aligned to the trend of gradient updates during differentially private model train-

ing. Finally, we describe four complementary metrics to evaluate and compare alternative

approaches. Extensive experiments on six benchmark datasets show that differentially pri-

vate deep learning with dynamic privacy parameters outperforms the deep learning using

�xed differential privacy parameters, and existing adaptive clipping approaches in all as-

pects: compelling accuracy performance, strong differential privacy guarantee, and high

attack resilience.

4.1 Introduction

Deep neural networks (DNNs) have demonstrated superior capability of learning complex

tasks with high prediction accuracy. With the premium environment for model training

using rich data that companies are collecting about their users, two questions remain an

overwhelming challenge: (i) how can a model be trained on private collections of sensitive

data so that it can be deployed safely, minimizing disclosure of sensitive training data? and

(ii) can a DNN model trained with differential privacy be trusted for its outputs against

privacy intrusion?

Privacy Risks in Deep Learning. Deep learning is vulnerable to many privacy at-

tacks at both training phase and prediction phase, by exploiting its large capacity from

the large number of model parameters suf�cient for encoding the details of the individual

data. Gradient leakage attacks are the dominating privacy threats during training phase

[11, 14, 16, 13, 17, 12, 124, 125, 126, 127], assuming training data is encrypted in storage

and transportation. The attacker, without any prior knowledge about the learning model,

can breach secrecy and con�dentiality of the training data from the intermediate gradi-

ents. There are also privacy threats in prediction phase, e.g., model inversion [122, 128],

attribute inference [121, 129], membership inference [118, 120, 130, 131, 132] and GAN-
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based reconstruction attack [133, 15]. These privacy concerns aggravate with the broad

deployment of deep learning applications and deep learning as a service. Although recent

studies on gradient leakage attacks were in the context of federated learning [11, 14, 13,

17], the attacks are high-risk threats for both centralized cloud and edge clients because the

same spying process and unauthorized read can be silently employed during model training

without being noticed, and the same reconstruction algorithms can be utilized to disclose

private training data from the leaked gradients. This chapter presents risk assessment of

gradient leakage attacks and presents a gradient leakage resilient deep learning approach

by extending conventional deep learning with differential privacy algorithms with dynamic

privacy parameter optimizations.

Deep Learning with Differential Privacy. Differentially private deep learning is the

de facto standard for publishing DNN models with provable privacy guarantee [134]: It

is extremely hard to characterize the difference in output between any two models trained

using two neighboring inputs differing by at most one element. In other words, by sim-

ply observing the output of a DNN model trained using the differentially private learning

algorithm, one cannot tell if a single example is used in the training. [135] is the �rst to im-

plement differentially private deep learning with moments accountant method for a much

tighter privacy accounting under random sampling. To regulate the maximum in�uence

of the model under the two neighboring inputs, conventional approaches [135, 22, 136,

137, 138] implement differentially private deep learning by �rst clipping the gradients and

then applying differential privacy-controlled noise to perturb the gradients before employ-

ing the stochastic gradient descent (SGD) algorithm, ensuring that each gradient descent

step is differentially private. Based on composition properties of differential privacy algo-

rithms [134], the �nal model produced upon completion of the total training steps provides

a certain level of differential privacy.

Inherent Limitations of Baseline. Inspired by the pioneer work [135], many propos-
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als in the literature [22, 137, 23] and open source community12 employ the �xed privacy

parameter strategy to decide clipping method, de�ne the sensitivity of gradient updates and

noise scale, which results in constant noise injection throughout every step of the entire

training process. Although such a rigid setting of privacy parameters has shown reason-

able accuracy while providing a certain level of differential privacy guarantee, they suffer

some inherent limitations. First, �xed privacy parameters induce constant differential pri-

vacy noise throughout the training, which deems unnecessary especially at the later stage

of training, and leads to low accuracy utility. Second, even with differential privacy guar-

antee, such algorithms require careful privacy parameter selection as otherwise remaining

vulnerable against gradient leakage induced privacy violation, breaking the intended pri-

vacy protection. Although some development aim to improve the accuracy of differentially

private deep learning by optimizing the noise [135, 139, 140, 136, 141, 142, 143], all these

methods are not designated to defend against the gradient leakage attacks.

Scope and Contributions.In this chapter, we investigate alternative approaches to dif-

ferentially private deep learning, aiming for strong privacy, high accuracy performance as

well as high resilience against gradient leakage attacks. This chapter makes three original

contributions. First, we analyze existing implementation of deep learning with differen-

tial privacy which injects differential privacy controlled noise to perturb the gradients in

all layers using �xed privacy parameters. We show that despite the differential privacy

guarantee provided, the deep learning model suffers from low accuracy utility and can be

vulnerable to gradient leakage attacks. This motivates us to analyze the inherent limitations

of using �xed-parameter strategies in deep learning with differential privacy.Second, we

propose a differentially private deep learning approach with adaptive differential privacy

parameters to address the inherent limitations of conventional deep learning algorithms

with �xed differential privacy parameters. We propose three adaptive differential privacy

1https://github.com/tensor�ow/privacy/blob/master/tensor�owprivacy/privacy/kerasmodels/
dp kerasmodel.py

2https://github.com/pytorch/opacus/blob/master/opacus/privacyengine.py
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parameter optimizations to allow dynamic differential privacy controlled noise variance

such that more noise is injected in early rounds and smaller noise is used to perturb the

gradients in the later rounds, including dynamic gradient clipping method, dynamic sen-

sitivity and dynamic noise scale. We show that our approach with dynamic differential

privacy parameters can achieve high resilience against gradient leakage attacks, compet-

itive accuracy performance, better differential privacy guarantee. Unlike �xed-parameter

strategies that result in constant noise variance, differentially private deep learning with

adaptive differential privacy parameters can align noise injection to the trend of gradient

updates during differentially private model training.Third, we present four complementary

metrics for evaluation and comparative analysis of alternative approaches to differentially

private deep learning: (i) comparing accuracy (utility) performance under the same privacy

budget, (ii) comparing privacy cost and the level of privacy protection under the same target

model accuracy, and (iii) comparing resilience against gradient leakage attacks. Extensive

experiments are conducted on six benchmark datasets with �ve privacy accounting meth-

ods. The results show that deep learning with dynamic differential privacy optimization on

sensitivity and noise scale outperforms both the baseline and other alternative approaches

with dynamic parameter optimizations, offering compelling accuracy performance, strong

differential privacy guarantee, and high attack resilience.

4.2 Gradient Leakage Threat Model

Gradient leakage attacks are most relevant privacy threats in the context of deep learning,

in which a curious or malicious insider may conduct unauthorized read on the gradients

and reconstruct private training data based on the gradients obtained through spying over

the layer-wise gradients utilized by per-step SGD in each iteration of the training. Such

insider threats do not directly compromise the accuracy of the trained model and thus are

much harder to detect and mitigate through reactive defense methods. We argue that effec-

tive approaches to deep learning with differential privacy can build one of the best defense
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Figure 4.1:Attack schema.

methods against such threats. Our threat model makes the following assumptions about

the insider adversary: (1) the insider adversary cannot gain access to the encrypted training

data prior to training; (2) the insider adversary has no intention of compromise the training

procedure or the quality of the trained model; and (3) the insider adversary may gain ac-

cess to the intermediate model training parameters that are often saved as checkpoint data

to allow the resume of iterative training from a given step. Unlike white-box adversarial ex-

ample attacks [1, 6, 5, 21], gradient leakage attacks do not need any prior knowledge of the

DNN training algorithm and simply use independent reconstruction algorithms on leaked

gradients to infer and disclose the private training data [17] while keeping the integrity of

the training.

With parallel processing of the data, the module is replicated on each device in the

forward pass and each replica handles a portion of the input. During the backward pass,

gradients from each replica are summed into the original module.Figure 4.1gives a sketch

of the gradient leakage attack algorithm under the multi-GPU setting, which con�gures

and executes the reconstruction attack in �ve steps: (1) It con�gures the initialization seed

(x0
rec(t)), a dummy data of the same resolution (or attribute structure for text) as the training

data. [17] showed some signi�cant impact of different initialization seeds on the attack

success rate and attack cost (# attack iterations to succeed). (2) The dummy attack seed
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Figure 4.2:Attack visualization.

is fed into the current copy of the model. (3) The gradient of the dummy attack seed is

obtained by backpropagation. (4) The gradient loss is computed using a vector distance loss

function, e.g.,L2, between the gradient of the attack seed and the actual gradient from the

training. The choice of this reconstruction loss function is another tunable attack parameter.

(5) The dummy attack seed is modi�ed by the attack reconstruction learning algorithm. It

aims to minimize the vector distance loss by a loss optimizer such that the gradients of the

reconstructed seedx �
rec(t) at roundi will be closer to the actual gradient updates stolen

upon the completion of computing the gradients of one input in the batch or of the entire

batch. For batch gradient, [11] and [13] maliciously introduce separate weights for each

batch example, making it possible for a recovery of a batch of data:x � +1
rec (t) i mod B  

x �
rec(t) i mod B � r x �

rec (t ) i mod B D whereB is the batch size andi is index of data in the batch.

This attack reconstruction learning iterates until it reaches the attack termination condition

(T), typically de�ned by the# attack iterations, e.g.,T = 300 (also a con�gurable attack

parameter). If the reconstruction loss is smaller than the speci�ed distance threshold then

the reconstruction attack is successful.Figure 4.2 provides a visualization by examples

from four datasets at different attack iterations. The details of these datasets are given in

Section 4.6. All the experiments on gradient leakages in this chapter use the patterned
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random seed initialization3, with aL2 based loss function and L-BFGS optimizer, for high

attack success rate (ASR) and fast attack convergence.

4.3 Baseline Solution with Differential Privacy

In this section, we �rst review the differential privacy concept.Then we present the baseline

deep learning with differential privacy approach that utilizes �xed privacy parameters and

point out the inherent problem of �xed privacy parameters in terms of accuracy utility loss

and gradient leakage vulnerability.

4.3.1 Preliminary

De�nition 1. Differential privacy [134]: Let D be the domain of possible input data and

R be the range of all possible output. A randomized mechanismM : D ! R satis�es

(�; � )-differential privacy if for any two input setsA � D andA0 � D , differing with only

one entry:jjA � A0jj 0 = 1, Equation 4.1 holds with0 � � < 1 and� > 0.

Pr(M (A) 2 R ) � e� Pr(M (A0) 2 R ) + �: (4.1)

This de�nition states that given� , a smaller� would indicate a smaller difference be-

tween the output ofM (A) and the output ofM (A0). By Lemma 3.17 of [134],(�; � )-

differential privacy ensures that for any adjacentA; A 0, the absolute value of the privacy

loss will be bounded by� with probability of at least1� � . When0 � � < 1, this de�nition

implies that it is most likely that the observed output forA0will be similar to the output for

its neighboring inputA, whereas when� = 0, it indicates that the output observed underA0

is highly likely to be observed underA. Since� is the upper bound probability ofM (A)

for breaking� -differential privacy, a smaller� is desired. Following the literature [135,

3https://github.com/git-disl/ESORICS20-CPL
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137, 143, 136],� is set to1e � 5 in our experiments such that� -differential privacy would

hold with probability of at least 0.9999.

De�nition 2. Sensitivity [144]: Let D be the domain of possible input data andR be the

domain of all possible output. The sensitivity of a functionf : D ! R is the maximum

amount that the function value varies when a single entry of the input is changed.

S = maxA;A 0�D ;jj A � A 0jj 0=1 jj f (A) � f (A0)jj p: (4.2)

De�nition 2 implies that to produce a randomized differentially private algorithmM (f ) by

injecting noise that follows some randomization distribution while preserving the utility of

f , we need to bound the noise by the maximum change de�ned as the sensitivity of func-

tion f with neighboring inputs. In this chapter, we consider Gaussian mechanism as our

randomization noise distribution, which adds Gaussian noise calibrated to the sensitivity

of the functionf in l2 norm. Hence, we de�neS by l2 sensitivity under Gaussian noise

injection.

Theorem 1. Gaussian mechanism [134]: Let D be the domain of possible input data and

R be the range of all possible output. With privacy parameter� , applying Gaussian noise

N (0; &2) calibrated to a real valued function:f : D ! R with noise variance&2 such that

M (A) = f (A) + N (0; &2) is (�; � )-differentially private if&2 > 2 log(1:25=� )�S2

� 2 .

This theorem indicates that for a constantc, whenc2 > 2 log(1:25=� ), we have Gaussian

mechanismM (A) = f (A) + N (0; &2), and if & � cS=�, then
�
�
� log e( � 1=2&2 �x 2 )

e( � 1=2&2 � ( x + a) 2 )

�
�
� � "

holds with probability at least1 � � , wherex is the random variable utilizing the Gaussian

distribution noise with Gaussian density function1
&
p

2�
e� x 2

2&2 . Hence, it is straightforward

to get the following lemma:

Lemma 1. Let noise variance&2 in Gaussian mechanism be� 2S2 where� is the noise

scale andS is thel2 sensitivity. We have the noise scale� satisfying� 2 > 2 log(1:25=� )
� 2 :
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According to this Lemma, noise scale� and privacy loss� have an inverse correlation

given a �xed � , i.e., a large noise scale indicates a small� , and conversely, a small noise

scale implies the spending of a large privacy budget� .

Based on the composition theory [134], post processing theory [134], and privacy am-

pli�cation [145] in differential privacy, the privacy budget spending can be tracked through-

out the iterations of DNN training. There are four representative privacy accounting meth-

ods: moments accountant (MA) [135], zCDP [137], advanced composition (AdvC) [146]

and optimal composition (Optc) [147]. Detailed discussions see [148].

4.3.2 Baselinewith FixedParameters

The goal of deep learning with differential privacy is to train a(�; � )-differentially private

model overT iterations. By composition theorem, we need to ensure that the per-step SGD,

denoted byf t , is (� t ; � t )-differentially private (1 � t � T) with � =
P T

t � t and� =
P T

t � t .

Hence, for each iterationt, we inject differential privacy controlled noise to the gradients

before performing per-step SGD. Given a DNN ofM layers, the baseline implementation

for ensuring thatf t is (� t ; � t )-differentially private injects noise to all layers of the model

during each training iteration.

Fixed privacy parameters. Most of existing approaches to deep learning with dif-

ferential privacy [135, 137, 143, 149], including Tensor�ow privacy module and Pytorch

Opacus privacy module, all employ �xed privacy parameter strategies, such as the constant

clipping method with pre-de�ned clipping bound (e.g.,C = 4), the �xed pre-de�ned noise

scale (e.g.,� = 6), and the �xed sensitivityS de�ned using the constant clipping bound

C. As a result, in addition to distributing the privacy budget� uniformly across the total

T training iterations, the noise variance is �xed during the training, resulting in injecting

constant noise to the gradients in each training iteration.

Constant clipping method with �xed clipping bound. Given a training examplei ,

let r W(t) im denote the layer-wise per-example gradient vector for themth layer (1 �
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Algorithm 2 CLIP (C, r Wi )
Input: Per-example gradientr Wi with M layers, clipping boundC.

1 for layerm in f 1; :::M g do
// computel2 norm for layer m of samplei .

l2im = jjr Wim jj2

// clip per-example gradients by coordinate for layerm of samplei .
r Wim  r Wim � minf 1; C

l 2im
g

2 end
3 Output: the clipped per-example gradients for samplei : r Wi  f r Wim g; m = 1 ; : : : ; M .

m � M ). The clipping method is used prior to noise injection to address the problem of

gradient explosion [150]. With a constant clipping method using a �xed clipping bound

C, the layer-wise per-example gradient vectorr W(t) im is preserved if itsl2 norm satis�es

jjr W(t) im jj 2 � C. Otherwise,jjr W(t) im jj 2 > C holds, and the gradient vectorr W(t) im

needs to be brought down so that itsl2 norm is capped byC. This is done by multiplying

every coordinate of the gradients with a scaling factor:C=jjr W(t) im jj 2. Such per-example

gradient clipping will be performed on allM layers for each examplei in the batchB of

the given iteration. Letr W(t) im denote the clipped per-example gradient for layerm of

training examplei at iterationt (m 2 f 1; 2; :::M g). The clipped per-example gradients are

then gathered for batch averaging:r W(t) = 1
B

P B
i r W(t) i . Algorithm 2 present pseudo

code for baseline clipping function using the constant clipping method initialized with a

preset clipping boundC [135].

Noise injection with �xed sensitivity S and �xed � . Next, the(� t ; � t )-differential

privacy controlled Gaussian noiseN (0; � 2S2) is injected to each layer of the batch gra-

dients: er W(t) = r W(t) + N (0; � 2S2). The per-step SGD functionf t performs the

gradient descent at iterationt using the Gaussian noise perturbed gradientser W(t), such

thatW(t+1) = W(t) � � er W(t). This process of sampling, computing gradients, clipping,

and noise injection repeats until reaching theT total iterations.

Limitation with using Fixed Privacy Parameters. First, using a �xed clipping

bound to de�ne the sensitivity of gradient changes for all iterations can be problematic,

especially for the later iterations of training. This is because thel2 norm of the layer-wise
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Figure 4.3: Illustration of gradient leakage attack resiliency for DP-baseline with different �xed
privacy parameter settings.

per-example gradient vectorr W(t) im satis�es jjr W(t) im jj 2 � C in most cases as the

training approaching the end. Second, with �xed sensitivityS de�ned by the �xed clipping

boundC, the constant noise computed based onS and �xed � can be much larger than

C for � > 1. Third, injecting such large constant noise to gradients in each iteration of

the training may have a detrimental effect on the accuracy performance and slow down

the convergence of training and sadly it does not gain any additional privacy protection,

because the accumulated privacy spending� is only inversely correlated with� .

Furthermore, algorithms with �xed privacy parameters may be more vulnerable to gra-

dient leakage attacks. Any inappropriate setting of �xed privacy parameters will bring in

vulnerability to gradient leakage attacks.Figure 4.3provides four visual examples on four

datasets: MNIST, Fashion-MNIST, LFW, and CIFAR10 under three scenarios: non-private,

DP-baseline with �xed parameter setting of clipping boundC = S = 1 and noise scale

� = 1 as in [151, 23] and DP-baseline with clipping boundC = S = 4 and noise scale

� = 6 as in [135, 137]. It is observed that an adequate amount of noise is necessary to

mask the gradients from malicious or curious inference attackers using the reconstruction

learning on the leaked gradients.
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Given that gradients at early training iterations tend to leak more information than gra-

dients in the later stage of the training [17], an obvious approach is to design a differential

privacy algorithm that can inject larger noise at the early stage of training and resort to

smaller noise injection as the training is close to the end. Given that the noise variance&

is the product of sensitivityS and noise scale� , several possible strategies can be promis-

ing, such as having the sensitivity calibrated to thel2-norm of the gradients, or having a

smoothly decaying noise scale such that the noise variance follows the trend of gradient

updates across theT training iterations.

4.4 Dynamic Privacy Parameters

A detrimental limitation of using �xed privacy parameter strategies for deciding the clip-

ping method and for de�ning sensitivity and noise scale is the result of constant noise

variance and constant noise injection in each iteration of deep learning, which is a root

cause for poor resilience against gradient leakage attacks. In this section, we address such

inherent limitations by developing dynamic parameter strategies for determining and con-

�guring these privacy parameters in a training progress-aware manner. This brings out a

signi�cant advantage: smaller noise variance will be used to inject noise at the later stage of

the training, improving the convergence speed of training with high accuracy performance;

and at the same time larger noise variance will be used to inject a larger amount of noise at

the early stage of the training, leading to higher resilience against gradient leakage attacks.

Given that the noise variance& is the product of sensitivityS and noise scale� (recall

Lemma 1, several possible dynamic strategies are promising, such as having the sensitivity

calibrated to thel2-norm of the gradients or having a smoothly decaying noise scale such

that the noise variance follows the trend of gradient updates across theT training iterations.
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4.4.1 DynamicSensitivity

We describe three different strategies for implementing dynamic sensitivity, aiming to de-

rive declining noise variance as the training progresses in iterations:l2-norm based sensi-

tivity, denoted by DP-dynS[l2-max], dynamic decaying clipping method, denoted by DP-

dynS[Cdecay], and the combination of both, denoted by DP-dynS.

DP-dynS[l2-max]. Given that the clipping with a �xed boundC is performed on the

l2-norm of the layer-wise gradients of per-example in a batch, one way to accommodate the

noise variance calibrated to thel2 norm of the gradient is to use the maxl2 norm measured

on per-example gradients in a batchB as the sensitivity of the training functionf t for

iterationt (recall De�nition 2). Consider two scenarios: (1) When any of the per-example

gradients in a batch is larger than the clipping boundC, the sensitivity is set toC, and

however, (2) whenl2 norm of all per-example gradients in a batch is smaller than the pre-

de�ned clipping boundC, the clipping boundC is unfortunately a loose estimation of the

true sensitivity of functionf t at iterationt. If we instead de�ne the sensitivity off t by the

maxl2 norm among these per-example gradients in the batch, we will correct the problems

in the above scenario (2). In summary, thel2-max sensitivity will take the smallest of the

max l2 norm and the clipping boundC. Given that thel2-norm of the gradients closely

follows the trend of gradient changes as the training progresses in iterations, our dynamic

l2 sensitivity approach will have adaptive sensitivityS, and hence adaptive noise variance

when a �xed� is used, and consequently inject larger noise at the early stage of training

and smaller differential privacy noise at the later stage of training.

Note that unlike mean estimation [152, 153], knowing thel2 norm-based sensitivity

of the multi-dimension gradient vector on per-example gradients in deep learning training

cannot help disclosing the gradient value at each coordinate. Meanwhile, thel2-max norm

actually tracks the sensitivity of the training function at each iteration. Yet composition

theorem only requires the individual training function component to be differentially pri-

vate, with each training function component taking care of its own sensitivity. This makes
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thel2-max sensitivity a possible choice for sensitivity optimization.

DP-dynS[Cdecay]. The second dynamic sensitivity strategy is to use dynamic decaying

clipping. Given that clipping is used to regulate the largest change of gradients during the

training, as the training progresses, the maximum changes of the gradients decrease, and

gradually approach zero when the training starts to converge. Hence, one may use dynamic

decaying clipping method to estimate the maximum changes of the gradients and de�ne the

dynamic sensitivity accordingly. Motivated by the dynamic learning rate [154], we propose

a set of decaying policiesDECAYC (C0; 
; t ) for implementing the decay-clipping based

dynamic sensitivity with
 1; 
 2; 
 3, and
 4 being the control parameters for the decaying

rate.

Linear decay: The clipping decays in a linear trend, de�ned asCt = C0(1 � 
 1t) where


 1 > 0 is the smooth controlling term for clipping at iterationt.

Exponential decay: The clipping decays in an exponential trend de�ned by an expo-

nential function:Ct = C0e� 
 2 t where
 2 is the control term for exponential trending.

Cyclic decay: The clipping decay follows a decaying triangular cyclic policy originated

from the cyclic learning rate [155]. With step sizeV, Ct = C �
0(1 � 
 3t) for odd V and

Ct = C �
0(1+ 
 3t) for evenV. C �

0 itself decays every cyclic triangle:C �
0 = C0(1� 2� 
 4V).

DP-dynS.The third dynamic sensitivity strategy is to combinel2-max sensitivity and

clipping decay sensitivityCdecay such that we can take the advantage of the best side of

both worlds. Concretely, althoughl2-max sensitivity is a tighter estimation of the maxi-

mum changes in gradients, it may still bene�t from additional improvements in some situ-

ations, in which thel2-max sensitivity happens to be de�ned by the clipping boundC. In

such situations, by integrating the decay clipping sensitivity with thel2-max sensitivity, the

decaying clippingC will be used instead of the initial large clipping bound. By Lemma 1,

both the decay clipping-based dynamic sensitivity andl2-max sensitivity do not have a di-

rect impact on the differential privacy guarantee. However, with an accuracy target, the

model with combined sensitivity optimizations may reach the accuracy and terminate the
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training earlier, resulting in smaller accumulated privacy spending.

4.4.2 DynamicSensitivitywith Dynamic�

Dynamic noise scale with a decaying policy is an alternative approach to supporting dy-

namic Gaussian noise variance over the number ofT training iterations, denoted by DP-

dyn� . Recall that the per-example gradients in early iterations are more informative and

thus more vulnerable against gradient leakage attacks. With a dynamic decaying noise

scale, we can ensure a larger noise scale and thus larger noise variance in the early stage of

training and smoothly decay the scale� as training progresses, such that the per-example

gradients are perturbed with larger noise in early iterations and relatively less exploitable

by the attacker, even when a �xed sensitivity de�ned by the �xed clipping boundC is used.

In our prototype implementation, we implement the dynamic decaying noise scale policies

with a starting noise scale� 0, by employing the same set of three decay policies, denoted

by DECAY � (� 0; 
; t ), used in designing our decay-clipping dynamic sensitivity.

When combining dynamic� with dynamic sensitivity based on bothl2-max and decay

clipping, denoted by DP-dyn[S,� ], we expect the best dynamic parameter optimization for

differentially private deep learning.Algorithm 3 provides a sketch of the pseudo-code

of DP-dyn[S,� ], which modi�es DP-baseline by adding dynamic decay clipping (line 3),

dynamic decay noise scale (line 4), and combining with dynamicl2-max sensitivity (line

11) for each iteration of the training.Table 4.1provides a summary of comparison for the

�ve different dynamic privacy parameter optimizations and the DP-baseline with respect

to the three privacy parameters: clippingC, sensitivityS and noise scale� . Figure 4.4

measures the noise variance& = S� on MNIST with three different settings: (i) �xed

S = C = 4 and �xed � = 6 (DP-baseline), (ii)l2-max sensitivity and �xed� (DP-

dynS) and (iii) DP-dyn[S, � ] with l2-max sensitivity and decaying noise scale starting

from � 0 = 15. Compared to the baseline approach with �xed privacy parameters and our

methods with dynamicl2-max or dynamic clipping, the method of DP-dyn[S, � ] with both
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Algorithm 3 DP-dyn[S,� ]
Input: input dataD , batch sizeB , learning rate� , maximum iterationT, decaying trend
 C and
 � , loss

function: L
4 initialization: modelW (0), noise scale� 0, clipping boundC0.

for iteration t in f 0; 1; 2: : : ; T � 1g do
// batch processing, sampled overD , start f t .

// determine the clipping bound for iteration t.
Ct = DECAY C (C0; 
 C ; t)
� t = DECAY � (� 0; 
 � ; t)
for instancei in f 1; :::B g do

// obtain the per-example gradients for samplei at iteration t.
r W (t) i  1

B rL (W (t); i )
// obtain the clipped per-example gradients for samplei at iteration t.
r W (t) i  CLIP (Ct ; r W (t) i ; � )

end
5 // compute batch gradients onM layers for iteration t:

r W (t)  1
B

P B
i =1 r W (t) i

// compute the max ofl2 norm over M layers on the batch gradient for iteration t, assign the
sensitivity S.
S  maxi jj r W (t) i jj2

// compute sanitized batch gradients.
er W (t)  r W (t) + N (0; � 2

t S2))
// gradient descent.
W (t + 1)  W (t) � � er W (t)
// end f t , and start next iteration until reaching T.

6 end
7 Output: trained differential private modelW (T)

Table 4.1:Comparison of privacy parameters in DP-baseline and the �ve dynamic privacy param-
eter approaches.

baseline dynS[Cdecay] dynS[l2-max] dynS dyn� dyn[S,� ]
Ct C0 decay C0 decay C0 decay
S Ct Ct l2-max l2-max Ct l2-max
� t � 0 � 0 � 0 � 0 decay decay

dynamic sensitivity S and dynamic noise scale� offers more resilience and better accuracy

because it can add larger noise in the early stage of training and small noise as the training

progresses towards convergence.

4.5 Privacy Analysis Metrics

For differential privacy algorithms with �xed-parameter strategies, such as �xed clipping

C = 4, �xed noise scale� = 6 and �xed sensitivityS = C, no matter which one of

the �ve privacy accounting methods outlined in Section 4.3.1 we choose to use, the total
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Figure 4.4:Noise variance&of MNIST training under DP-baseline, DP-dynS and DP-dyn[S,� ].

privacy spending� will be the same, given the sampling rate and� = 1e � 5. Hence,

the evaluation will focus on measuring and comparing the accuracy performance of the

model trained by using these differentially private algorithms. However, for differentially

private algorithms with dynamic privacy parameter strategies, additional metrics should

be considered. In this section, we describe four complementary metrics to evaluate and

compare the effectiveness of alternative approaches to different differentially private deep

learning: (1) model accuracy, (2) differential privacy, (3) resilience against gradient leakage

attacks.

Accuracy with a target privacy budget. This metric is designed for performing util-

ity analysis with respect to model accuracy under the same differential privacy spending

(budget). When the privacy budget� is given and �xed for comparing different algorithms,

according to the privacy accounting methods outlined in Section 4.3.1, the following pa-

rameters are �xed: the total iterations (T), the sampling rateq, the privacy parameter� . By

Lemma 1, the lower bound of noise scale� are also �xed and the de�nition of sensitivityS

will directly impact on how the noise variance&is de�ned. This motivates us to advocate

this metric as one of the four principled criteria to compare the baseline differential privacy

algorithm that use �xed privacy parameter strategies (see Section 4.3.2) with the alternative

differential privacy algorithms that use different dynamic privacy parameter strategies (see
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Section 4.4). Following a similar setting, one may conduct privacy analysis to compare

alternative differential privacy algorithms under a �xed privacy budget� and a pre-de�ned

total training iteration (T) on different datasets. This allows us to measure the level of

differential privacy spending using all �ve representative privacy accounting methods (re-

call Section 4.3.1), and to gain a deeper understanding of the difference among different

accounting methods in tracking privacy spending over the sameT iterations of training on

the same training set. The differential privacy algorithm with the highest accuracy perfor-

mance will be the winner in this analysis.

Next, we introduce two additional privacy analysis metrics: (i) privacy with a target

accuracy and a �xed noise scale� and (ii) privacy with a target accuracy and a �xed noise

variance&. They are designed speci�cally to evaluate and compare alternative differential

privacy algorithms that use dynamic parameter strategies with baseline DP-algorithms that

use �xed-parameter strategies. Both metrics are designed for conducting privacy analysis

under the same utility goal de�ned by the target accuracy. A proper target accuracy should

be chosen such that it can be achieved by every alternative algorithm being compared dur-

ing privacy analysis. Given a �xed target model accuracy, with a �xed sampling rateq and

�xed � = 1e� 5, some algorithms may terminate the training before reaching its pre-de�ned

total iterationsT. This may result in spending less privacy budget� , regardless of which

one of the �ve accounting methods is used to track the accumulative privacy spending for

privacy analysis.

Privacy with a target accuracy and a �xed � . By Lemma 1, noise scale� de�nes

the lower bound of the accumulative privacy spending� over the training iterations used

to achieve the given target accuracy. Hence, those differential privacy algorithms that can

achieve the target model accuracy before reaching the pre-de�nedT iterations will termi-

nate the training earlier, which may result in smaller accumulated privacy spending. Based

on Gaussian Mechanism, when a differential privacy algorithm uses a dynamic sensitiv-

ity S with a �xed noise scale� , it will result in a dynamically changing noise variance&,
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following the trend of dynamic sensitivity. In this case, even the �xed� will lead to the

same privacy spending� under the sameT iterations, the dynamic sensitivity optimized

differentially private training may achieve the target accuracy and terminate earlier. This

will result in smaller accumulated privacy spending. However, for differential privacy al-

gorithms with �xed privacy parameters, e.g., a �xed noise scale� is combined with a �xed

sensitivityS, then a constant noise variance&will be used in each iteration of the training,

which may result in excessive noise in the later stage of the training, degrading the utility

without any gain on privacy.

Privacy with a target accuracy and a �xed &. This metric allows us to conduct pri-

vacy analysis from a very different perspective. Based on Theorem 1 and Lemma 1, the

Gaussian noise variance is de�ned as the multiplication of sensitivityS and noise scale

� . With a �xed noise variance&, all differential privacy algorithms will inject the same

amount of noise in each of the totalT training iterations, regardless of whether they are us-

ing �xed-parameter strategies or dynamic parameter strategies. However, the accumulated

privacy spending for differential privacy algorithms with dynamic parameter strategies will

be smaller compared to the accumulative privacy cost for differential privacy algorithms

with �xed-parameter strategies. Concretely, for differential privacy algorithms with dy-

namic sensitivity, under a �xed noise variance&, the noise scale� can no longer be �xed,

and it is determined in a reverse trend of the dynamic sensitivityS. As the training pro-

gresses, the dynamic sensitivity tends to align closely with the declining trend of gradient

updates, and we will have to use a large noise scale to keep noise variance constant. As

a result, differential privacy algorithms with dynamic sensitivity tend to result in smaller

privacy spending (� ) compared to the differential privacy algorithms with �xed parameters.

Resilience against Gradient Leakage Attacks.This metric is designed to measure

and compare alternative differential privacy algorithms with respect to attack resilience,

which can be de�ned using both (i) adverse effect of the attack, measured by the accuracy

performance under attack, and (ii) attack cost in terms of the time spent to perform recon-
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Table 4.2:Benchmark datasets and parameters.

# train # test # features # class # iter. batch size acc.
MNIST 60000 10000 28*28 10 10000 600 0.989

Fashion-MNIST 60000 10000 28*28 10 10000 600 0.875
CIFAR10 50000 10000 32*32*3 10 10000 500 0.687

LFW 2267 756 32*32*3 62 6000 22 0.766
Purchase-10 10000 2000 600 10 5000 100 0.825
Purchase-50 10000 2000 600 50 5000 100 0.667

struction inference on the leaked gradients and whether the inference results in a successful

disclosure of a private training example. A differential privacy algorithm is considered

highly resilient in the effectiveness evaluation, if under the same privacy spending, this

algorithm outperforms other alternatives with the highest attack resilience.

4.6 Experimental Evaluation

We evaluate alternative approaches to deep learning with differential privacy using six

benchmark datasets.Table 4.2 list the six datasets with training set, test set, #features,

#classes, total training iterationsT, batch sizeB, and non-private accuracy.MNIST is a

grey-scale hand-written digit image dataset.Fashion-MNIST is an image dataset associ-

ated with a label from 10 clothing classes such as T-shirt, Trouser, and Pullover.CIFAR10

is a dataset of color images of objects.LFW is a dataset, originated from 13233 images of

5749 classes, by resizing the original image size of250� 250to 32� 32and extracting the

'interesting' region. Since most of the classes have a very limited number of data points,

we consider 3023 images from 62 classes that have more than 20 images per class. A 4:1

train-test ratio is applied.Purchaseis a dataset adopted from Kaggle challenge of “acquire

valued shopper”, with shopping histories for several thousand individuals. We consider a

simpli�ed version with 197,325 records, each with 600 binary features converted from the

non-numerical raw data. Similar to [118], we cluster the data record into 10 and 50 classes

for classi�cation. A 4:1 ratio is used for training and test data split. For the four image

datasets, a deep convolutional neural network with two convolutional layers and one fully

connected layer is used. For the two attribute datasets, a fully connected model with two
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Table 4.3: Comparing gradient leakage resilience of non-private training with DP-baseline and
DP-dyn[S,� ]. The maximum attack iteration is set to 300.

mnist Fashion-MNIST cifar10 LFW

non-private
attack iter 11.5 12.4 28.3 25

ASR 1 1 0.973 1
MSE 1.50E-05 2.59E-05 2.20E-04 2.20E-04

DP-baseline
attack iter 13.4 14.1 30.5 26.3

ASR 0.23 0.25 0.16 0.13
MSE 0.547 0.588 0.401 0.352

Quantileclip [156]
attack iter 12.9 14.3 30.5 27.1

ASR 0.64 0.67 0.47 0.49
MSE 0.097 0.121 0.203 0.229

Adaclip [157]
attack iter 12.6 14.1 29.9 26.4

ASR 0.72 0.76 0.58 0.61
MSE 0.033 0.041 0.129 0.144

DP-dyn[S,� ]
attack iter 300 300 300 300

ASR 0 0 0 0
MSE 0.886 0.904 0.912 0.897

hidden layers is applied.

4.6.1 ResilienceagainstGradientLeakages

The �rst set of experiments measures and compares the resilience of alternative differential

privacy algorithms with �xed-parameter strategies, existing adaptive clipping approaches,

and dynamic parameter strategies against gradient leakage attacks. The following three

attack metrics are used to evaluate the adverse effect and cost of gradient leakage attacks,

which in turn can be used to measure the resilience of different differential privacy ap-

proaches in the presence of attacks. They are attack success rate (ASR), #attack iterations

(attack iter) to succeed the inference with 300 as the default, and attack reconstruction dis-

tance in MSE (mean square error). The successful attack reconstruction is de�ned by MSE

smaller than 0.70. We report the attack iterations and attack reconstruction distance only

for those successful attack examples. For attacks with complete failure, we record their

reconstruction distance at the pre-de�ned maximum reconstruction/inference iterations of

300. Table 4.3reports the attack results under non-private models, the DP-baseline, DP-

dyn[S,� ], and two representative adaptive clipping methods: quantile-based clipping [156],

Adaclip [157] and for the four image datasets. AdaClip performs the clipping bound es-
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Figure 4.5:Gradient leakage attack evaluation. Dynamic privacy parameters can help improving
the robustness.

timation based on the coordinates and adaptively add different noise levels to different di-

mensions of the gradients, whereas the quantile clipping estimates the clipping bound using

the quantile of the unclipped gradient norm. The default setting ofC = 4, � = 6 is used for

DP-baseline algorithms (�xed parameters) and also used as the initial value for quantile-

based clipping [156] and DP-dyn[S,� ]. The attack is performed on the gradients from the

�rst training iteration as gradients at early training iterations tend to leak more information

than gradients in the later stage of the training [17].Figure 4.5illustrates the reconstruction

results. We make three observations: (1) For all four datasets, the gradients in non-private

models are vulnerable to the gradient leakage attack. (2) The quantile-based clipping [156]

and Adaclip [157] method can slightly improve the resilience against the gradient leak-

age attack compared to non-private training. The two adaptive clipping approaches focus
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mainly on reducing the noise variance rather than gradient attack resilience. Therefore, the

DP-baseline, with large and constant noise, is more effective with high resilience against

the gradient leakage threats. (3) Compared to both DP-baseline and existing adaptive clip-

ping approaches, DP-dyn[S,� ] offers the highest resilience against gradient leakage attacks.

This is because DP-dyn[S,� ] adds larger noise at the early iterations of the training thanks

to the combined effect of dynamic sensitivity and dynamic noise scale, which effectively

creates dif�culty for the gradient leakage attack to succeed. The high attack reconstruc-

tion distance in Table 4.3 shows strong attack resilience against gradient leakage threats.

The visualization in Figure 4.5 also provides an intuitive illustration of this effect. For the

two existing approaches, the adaptive clipping brings down the differential privacy noise

compared to DP-baseline and thus shows less improvement on the resilience of differen-

tially private training against gradient leakage attacks, compared to DP-baseline. However,

differential privacy noise injection combined with dynamic sensitivity and dynamic noise

scale will offer the best defense against gradient leakage threats.

In the rest of the experiments, we provide empirical results and analysis to further il-

lustrate the bene�ts of the proposed gradient leakage resilient deep learning with dynamic

differential privacy parameter optimizations. We �rst demonstrate how the proposed DP-

dyn[S,� ] achieves higher accuracy compared to the DP-baseline at the same (�; � ) differen-

tial privacy level. Then we show how DP-dyn[S,� ] obtains a stronger differential privacy

guarantee in terms of smaller� spending at a target accuracy. Finally, we show that in

addition to high resilience against gradient leakage, the proposed dynamic privacy param-

eter optimizations have an acceptable time cost compared to the conventional differentially

private deep learning baseline. Furthermore, our approach consistently offers high test ac-

curacy on all benchmark datasets, compared to both the conventional differentially private

deep learning baseline and existing adaptive clipping proposals.
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Table 4.4: Effectiveness of dynamic sensitivity optimizations in model accuracy improvement.
� = 6 andT is given in Table 4.2.

C=1 C=2 C=4 C=8 C=16 C=32

M
N

IS
T

non-private 0.9892
DP-baseline 0.9450 0.963 0.960 0.945 0.915 0.881

DP-dynS[Cdecay] 0.948 0.966 0.964 0.951 0.931 0.919
DP-dynS[l2-max] 0.959 0.975 0.977 0.983 0.975 0.976

DP-dynS 0.955 0.975 0.978 0.980 0.978 0.977
F

as
hi

on
-M

N
IS

T non-private 0.875
DP-baseline 0.825 0.832 0.833 0.831 0.812 0.765

DP-dynS[Cdecay] 0.824 0.834 0.839 0.837 0.829 0.822
DP-dynS[l2-max] 0.830 0.840 0.845 0.844 0.840 0.840

DP-dynS 0.829 0.841 0.848 0.845 0.840 0.840

C
IF

A
R

10

non-private 0.687
DP-baseline 0.576 0.595 0.608 0.588 0.538 0.397

DP-dynS[Cdecay] 0.575 0.596 0.610 0.592 0.564 0.507
DP-dynS[l2-max] 0.583 0.603 0.616 0.609 0.591 0.592

DP-dynS 0.582 0.604 0.621 0.612 0.595 0.595

LF
W

non-private 0.766
DP-baseline 0.704 0.709 0.692 0.647 0.595 0.406

DP-dynS[Cdecay] 0.692 0.714 0.703 0.675 0.643 0.606
DP-dynS[l2-max] 0.715 0.722 0.738 0.71 0.683 0.645

DP-dynS 0.711 0.725 0.749 0.716 0.685 0.662

P
ur

ch
as

e-
10 non-private 0.825

DP-baseline 0.731 0.734 0.744 0.739 0.716 0.683
DP-dynS[Cdecay] 0.727 0.738 0.749 0.744 0.729 0.721
DP-dynS[l2-max] 0.751 0.766 0.769 0.763 0.759 0.761

DP-dynS 0.752 0.768 0.773 0.77 0.765 0.766

P
ur

ch
as

e-
50 non-private 0.667

DP-baseline 0.549 0.561 0.571 0.574 0.556 0.503
DP-dynS[Cdecay] 0.545 0.569 0.577 0.581 0.579 0.562
DP-dynS[l2-max] 0.571 0.573 0.591 0.595 0.587 0.58

DP-dynS 0.573 0.577 0.596 0.604 0.591 0.593

4.6.2 DynamicSensitivity:AccuracyAnalysis

This set of experiments compares the DP-baseline with three dynamic sensitivity methods

on six datasets: DP-dynS[l2-max], DP-dynS[Cdecay], and DP-dynS, which denotes the dy-

namic sensitivity de�ned by combiningl2-max sensitivity with dynamic clipping. Given

that both DP-baseline and DP-dynS[l2-max] use a constant clipping method with �xed pre-

de�ned clipping bound, for a fair comparison, we vary the setting of clipping bound from

1 to 32 by the interval of the power of 2 and set� = 6. Table 4.4reports the results. We

make three observations.First, DP-dynS[l2-max] consistently outperforms DP-baseline

under all settings of clipping bounds on all six datasets. This is because by Lemma 1,

109



DP-baseline uses constant noise variance, and injects constant noise in each iteration of the

training, regardless of the decreasing trend of gradients in the later stage of the training.

Also, DP-baseline is highly sensitive to the settings of clipping bound for all six datasets.

It results in lower accuracy when the clipping bound is set too large (e.g. C=16, 32) or

too small bound (e.g. C=1). In contrast, DP-dynS[l2-max] uses dynamicl2-max sensitiv-

ity, which changes from iteration to iteration and closely aligns with the declining trend of

gradients throughout the training.Second, DP-dynS[l2-max] consistently outperforms DP-

dynS[Cdecay], showing that noise variance&de�ned by l2-max sensitivity and noise scale

� offers tighter alignment than dynamic sensitivity de�ned by decaying clipping bound

Cdecay. A simple policy of linearly decaying from the initial clipping boundC to C=2 is

used in this experiment.Third, DP-dynS takes the best from bothl2-max sensitivity and

dynamic clipping and consistently outperforms all other alternative approaches on all six

datasets. Based on our empirical observations, it is hard to provide a scalable and stable

performance for deep learning with differential privacy property when using dynamic clip-

ping to approximate the sensitivity S for two reasons. (1) Even with dynamic decaying

clipping like the DP-dynS[Cdecay] or AdaClip or Quantile Clip (see Table 4.11), the dy-

namic clipping relies on the initial setting of the clipping upper bound and the minimum

clipping bound as the training progresses toward convergence to ensure the approximation

of the sensitivity is correct. Such max and min clipping bound is to some extent dataset and

training task dependent, as shown in Table 4.4. In comparison, our proposed DP-dynS[l2-

max] is a scalable and much stable dynamic differential privacy parameter optimization in

terms of attack resilience, accuracy, convergence, and privacy spending.

4.6.3 DynamicSensitivity:PrivacyAnalysis

Privacy under �ve accounting methods. The �rst set of experiments for privacy anal-

ysis is designed to measure privacy spending using �ve privacy accounting methods for

DP-baseline and three alternative optimizations of dynamic sensitivity: DP-dynS[l2-max],
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Table 4.5:Measure and compare privacy spending� using the �ve different privacy composition
methods for DP-baseline, DP-dynS[l2-max], DP-dynS[Cdecay] and DP-dynS, with clipping bound
C = 4 , noise scale� = 6 , and� = 1e � 5.

Privacy spending (� )
acc

BaseC AdvC OptC zCDP MA

M
N

IS
T DP-baseline 123.354 7.450 6.740 1.159 0.823 0.960

DP-dynS[Cdecay] 123.354 7.450 6.740 1.159 0.823 0.964
DP-dynS[l2-max] 123.354 7.450 6.740 1.159 0.823 0.977

DP-dynS 123.354 7.450 6.740 1.159 0.823 0.978

F
as

hi
on

-M
N

IS
T DP-baseline 123.354 7.450 6.740 1.159 0.823 0.833

DP-dynS[Cdecay] 123.354 7.450 6.740 1.159 0.823 0.839
DP-dynS[l2-max] 123.354 7.450 6.740 1.159 0.823 0.845

DP-dynS 123.354 7.450 6.740 1.159 0.823 0.848

C
IF

A
R

10 DP-baseline 123.354 7.450 6.740 1.159 0.823 0.608
DP-dynS[Cdecay] 123.354 7.450 6.740 1.159 0.823 0.610
DP-dynS[l2-max] 123.354 7.450 6.740 1.159 0.823 0.616

DP-dynS 123.354 7.450 6.740 1.159 0.823 0.621

LF
W

DP-baseline 74.024 5.503 5.037 0.893 0.636 0.692
DP-dynS[Cdecay] 74.024 5.503 5.037 0.893 0.636 0.703
DP-dynS[l2-max] 74.024 5.503 5.037 0.893 0.636 0.738

DP-dynS 74.024 5.503 5.037 0.893 0.636 0.749

pu
rc

ha
se

-1
0 DP-baseline 61.689 4.952 4.546 0.814 0.580 0.744

DP-dynS[Cdecay] 61.689 4.952 4.546 0.814 0.580 0.749
DP-dynS[l2-max] 61.689 4.952 4.546 0.814 0.580 0.769

DP-dynS 61.689 4.952 4.546 0.814 0.580 0.773

pu
rc

ha
se

-5
0 DP-baseline 61.689 4.952 4.546 0.814 0.580 0.571

DP-dynS[Cdecay] 61.689 4.952 4.546 0.814 0.580 0.577
DP-dynS[l2-max] 61.689 4.952 4.546 0.814 0.580 0.591

DP-dynS 61.689 4.952 4.546 0.814 0.580 0.596
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DP-dynS[Cdecay] and DP-dynS.Table 4.5reports the results. We make two observations.

First, all �ve accounting methods show consistent performance for all four differential

privacy algorithms on the six benchmark datasets, with Moment Accountant as the most

ef�cient tracking of privacy spending followed by zCDP. Second, DP-dynS consistently

outperforms both DP-baseline and the other two dynamic sensitivity algorithms with high

accuracy performance, showing that the combo ofl2 sensitivity with decay clipping method

Cdecay is more effective in enabling the sensitivityS to be aligned with the trend of gradient

updates during the training.

Privacy under a target accuracy and a �xed� . In this second set of experiments, we

analyze and compare DP-baseline with three alternative dynamic sensitivity optimizations

in terms of their privacy spending under a target accuracy and a �xed noise scale� . We

use the accuracy achieved by DP-baseline atT iterations as the target accuracy for each

of the six datasets (recall Table 4.2).Table 4.6reports the results. DP-dynS is the winner

consistently across all six datasets because it is the �rst to achieve the target accuracy with

the smallest privacy spending and hence it is the �rst to terminate the training. Concretely,

it takes 5137, 5532, 6336, 3645, 3690, and 3995 iterations for DP-dynS to achieve the

target accuracy for MNIST, Fashion-MNIST, CIFAR10, LFW, Purchase-10, and Purchase-

50 respectively. As a result, its accumulated privacy spending is much less than the other

three approaches.

Privacy under a target accuracy and a �xed &. The third set of experiments for

privacy analysis measures the privacy spending under a target accuracy and a �xed noise

variance&. We compare DP-baseline and the three alternative differential privacy algo-

rithms with three different dynamic sensitivity strategies DP-dynS[l2], DP-dynS[Cdecay],

and DP-dynS on MNIST and CIFAR10. The accuracy of DP-baseline is used as the target

accuracy for both MNIST and CIFAR10. We set� = 6, C = 4 andC = 8 and conduct the

experiments with two �xed noise variance settings:&= 24 with C = 4 and&= 48 with

C = 8. Based on Theorem 1 and Lemma 1, when the noise variance&is �xed, with dy-
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Table 4.6:Measure and compare differential privacy spending� under the target accuracy and �xed
noise scale� = 6 for DP-baseline, DP-dynS[l2-max], DP-dynS[Cdecay] and DP-dynS. Clipping
boundC = 4 , � = 1e� 5. The target accuracy is set to the accuracy of DP-baseline of each dataset.

Privacy spending (� )
iter

BaseC AdvC OptC zCDP MA

MNIST
(0.960)

DP-baseline 123.354 7.450 6.740 1.159 0.823 10000
DP-dynS[Cdecay] 98.646 6.518 5.930 1.034 0.735 7996
DP-dynS[l2-max] 66.858 5.188 4.756 0.848 0.604 5419

DP-dynS 63.379 5.029 4.615 0.825 0.588 5137

Fashion-MNIST
(0.833)

DP-baseline 123.354 7.450 6.740 1.159 0.823 10000
DP-dynS[Cdecay] 100.200 6.578 5.983 1.042 0.741 8124
DP-dynS[l2-max] 71.878 5.411 4.955 0.880 0.626 5826

DP-dynS 68.251 5.250 4.812 0.857 0.610 5532

CIFAR10
(0.608)

DP-baseline 123.354 7.450 6.740 1.159 0.823 10000
DP-dynS[Cdecay] 109.044 6.919 6.280 1.088 0.773 8841
DP-dynS[l2-max] 80.809 5.794 5.294 0.934 0.664 6550

DP-dynS 78.169 5.682 5.195 0.918 0.653 6336

LFW
(0.692)

DP-baseline 74.024 5.503 5.037 0.893 0.636 6000
DP-dynS[Cdecay] 62.417 4.985 4.576 0.819 0.583 5059
DP-dynS[l2-max] 47.331 4.254 3.919 0.711 0.508 3836

DP-dynS 44.975 4.132 3.809 0.693 0.495 3645

purchase-10
(0.744)

DP-baseline 61.689 4.952 4.546 0.814 0.580 5000
DP-dynS[Cdecay] 58.926 4.822 4.430 0.795 0.567 4776
DP-dynS[l2-max] 46.615 4.217 3.886 0.706 0.504 3778

DP-dynS 45.530 4.161 3.835 0.697 0.498 3690

purchase-50
(0.571)

DP-baseline 61.689 4.952 4.546 0.814 0.580 5000
DP-dynS[Cdecay] 59.308 4.840 4.446 0.798 0.568 4807
DP-dynS[l2-max] 50.871 4.433 4.080 0.738 0.526 4123

DP-dynS 49.292 4.354 4.009 0.726 0.518 3995

namic sensitivityS, the noise scale� will follow the trend ofS in a reverse trend: asS con-

tinues to decline with the training progresses in# iterations, the noise scale� will increase

to keep the noise scale� constant. As a result, larger sensitivityS in the early stage of the

training will lead to a smaller noise scale and larger privacy spending to protect informative

gradients. As the training is approaching the end, the sensitivityS will become smaller, re-

sulting in larger� and smaller privacy spending.Table 4.7shows the results. Consider

the �rst four scenarios, in which the target accuracy is set to the accuracy of DP-baseline

for each dataset. We make three observations: (1) DP-dynS consistently outperforms the

other three alternatives for the two noise variance settings on both datasets when given a

target accuracy and a �xed noise variance&. (2) DP-dynS[l2-max] consistently ranked as

the second winner with signi�cantly smaller privacy spending than DP-dynS[Cdecay] for all
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Table 4.7: Measure and compare differential privacy spending� under a target accuracy and a
�xed noise variance&for DP-baseline, DP-dynS[l2-max], DP-dynS[Cdecay] and DP-dynS. Clipping
boundC = 4 or C = 8 , �xed noise scale� = 6 and� = 1e � 5. The target accuracy is set to
the accuracy of DP-baseline for both MNIST and CIFAR10 in the �rst four scenarios. For the last
scenario, the target accuracy is set to the accuracy of DP-dynS[l2-max] (0.9773) for MNIST with
C = 4 .

BaseC AdvC OptC zCDP MA acc

MNIST
(C=4)

DP-baseline 123.354 7.450 6.740 1.159 0.823 0.9596
DP-dynS[Cdecay] 105.173 5.889 5.736 1.119 0.806 0.9596
DP-dynS[l2-max] 34.412 1.866 1.787 0.436 0.314 0.9596

DP-dynS 32.529 1.783 1.694 0.412 0.307 0.9596

MNIST
(C=8)

DP-baseline 123.354 7.450 6.740 1.159 0.823 0.945
DP-dynS[Cdecay] 114.531 6.552 6.341 0.994 0.675 0.945
DP-dynS[l2-max] 28.828 1.589 1.511 0.378 0.283 0.945

DP-dynS 28.015 1.426 1.412 0.366 0.269 0.945

CIFAR10
(C=4)

DP-baseline 123.354 7.450 6.740 1.159 0.823 0.608
DP-dynS[Cdecay] 120.119 7.006 6.662 1.153 0.812 0.608
DP-dynS[l2-max] 116.717 6.292 6.330 1.114 0.790 0.608

DP-dynS 113.458 5.557 5.536 1.044 0.763 0.608

CIFAR10
(C=8)

DP-baseline 123.354 7.450 6.740 1.159 0.823 0.588
DP-dynS[Cdecay] 116.304 6.316 6.405 1.137 0.792 0.588
DP-dynS[l2-max] 109.405 5.865 5.886 1.063 0.754 0.588

DP-dynS 105.256 5.849 5.834 1.022 0.748 0.588

MNIST
(C=4)

DP-baseline 523.375 232.117 258.635 4.109 21.174 0.9773
DP-dynS[Cdecay] 155.677 8.575 9.037 1.370 0.944 0.9773
DP-dynS[l2-max] 123.354 7.450 6.740 1.159 0.823 0.9773

DP-dynS 117.266 7.036 6.687 1.149 0.806 0.9773

four scenarios under all �ve privacy accounting methods. This further demonstrates that

using adaptive clipping with decay function is still a loose estimation compared to using

thel2-max sensitivity for differentially private deep learning. Hence, DP-dynS[Cdecay] con-

sumes more privacy budget under both �xed noise variances for both datasets, compared

to DP-dynS[l2-max] and DP-dynS. (3) When comparing the privacy spending on the same

dataset with two different �xed noise variances, or when comparing two different datasets

on the same �xed noise variance, it is interesting to note that DP-baseline has the same pri-

vacy spending under both variance settings on both MNIST and CIFAR10. This is because

the privacy spending� is anti-correlated to noise scale� (recall Lemma 1) and not sensi-

tive to the different settings of clipping bound for the constant clipping method. However,

for differential privacy algorithms with dynamic sensitivity, the privacy spending is also

training data dependent. For each of the two �xed noise variances, both with� = 6, all
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three dynamic sensitivity algorithms on CIFAR10 will incur higher privacy spending while

their respective privacy spending on MNIST will be smaller. This con�rms the common

knowledge that the gradient update trend during training is model-dependent and dataset-

dependent.

The last scenario is included for privacy analysis under two different target accuracy.

For MNIST with C = 4, we set the target accuracy to the accuracy of DP-dynS[l2-max]

(0.9773) instead of 0.9596 from DP-baseline. We make two interesting observations. (1)

DP-dynS remains the winner with strong privacy guarantee at the smallest privacy spending

� , followed by DP-dynS[Cdecay]. (2) To achieve the target accuracy of 0.9773, DP-baseline

has to enforce a smaller� to maintain the �xed&, resulting in much higher spending of

privacy budget according to all �ve privacy accounting methods. For MA, DP-baseline

results in� = 21:174for target accuracy of 0.9773 compared to� = 0:823for the target

accuracy of 0.9596 obtained atT = 10000. For zCDP and base composition, DP-baseline

spent4� of the privacy budget for achieving the target accuracy of 0.9773, compared to

the privacy spent for achieving the target accuracy of 0.9596 atT = 10000.

4.6.4 DynamicNoiseScaleOptimization

In this section, we evaluate the effectiveness of incorporating dynamic noise scale into

DP-baseline and the three alternative dynamic sensitivity optimized differential privacy

algorithms.

Accuracy analysis under a target privacy budget� . The �rst set of experiments eval-

uate and compare these eight alternative differential privacy algorithms on MNIST under

a given target privacy budget� such that each algorithm will terminate when its target pri-

vacy budget is exhausted. Unless otherwise stated,� = 1e � 5, C = 4 andT = 10000for

MNIST. Table 4.8reports the results. We make three observations. (1) For DP-baseline and

the three dynamic sensitivity algorithms under �xed� = 6, we measure and compare their

accuracy since they have the same privacy spending as shown in Table 4.5 when reachingT

115



Table 4.8:Accuracy analysis for eight alternative differential privacy algorithms on MNIST under
three different dynamic noise scale policies (C = 4 , � = 1e � 5). The target� is from Table 4.5,
� = 6 for differential privacy algorithms with �xed� and� = 6 is also used as the initial� value
for dynamic� algorithms under each of the three decaying policies.

BaseC AdvC OptC zCDP MA
123.354 7.450 6.740 1.159 0.823

�x �

DP-baseline 0.9596
DP-dynS[Cdecay] 0.9639
DP-dynS[l2-max] 0.9773

DP-dynS 0.9778
iteration 10000

adaptive�
(linear)

DP-dyn� 0.962 0.9614 0.9608 0.9618 0.9614
DP-dyn[S[Cdecay],� ] 0.9673 0.965 0.9641 0.9653 0.9649
DP-dyn[S[l2-max],� ] 0.9788 0.978 0.9775 0.9781 0.9778

DP-dyn[S,� ] 0.9791 0.9783 0.9779 0.9783 0.9782
Iteration 9646 9481 8908 9494 9450

adaptive�
(exponential)

DP-dyn� 0.9616 0.9604 0.9597 0.9608 0.9603
DP-dyn[S[Cdecay],� ] 0.9681 0.9652 0.9647 0.9665 0.9665
DP-dyn[S[l2-max],� ] 0.979 0.9775 0.9775 0.9786 0.9781

DP-dyn[S,� ] 0.9803 0.9781 0.9781 0.9789 0.9787
iteration 9678 9311 8955 9553 9501

adaptive�
(cyclic)

DP-dyn� 0.9601 0.9599 0.9596 0.9599 0.9599
DP-dyn[S[Cdecay],� ] 0.9652 0.9644 0.9641 0.9648 0.9645
DP-dyn[S[l2-max],� ] 0.9784 0.9779 0.9776 0.9781 0.9779

DP-dyn[S,� ] 0.9787 0.9781 0.9779 0.9785 0.9784
iteration 8019 7724 7251 7993 7876

iterations. DP-dynS and DP-dynS[l2-max] are clear winners with DP-dynS slightly higher

in accuracy. (2) By Lemma 1, the decaying noise scale will lead to increased per-iteration

� spending for early iterations in the training. As a result, the training is terminated early

when the accumulated privacy loss reaches the target privacy budget under each accounting

method. Different privacy composition methods accumulate heterogeneous privacy spend-

ing differently and result in different ending iterations. (3) By integrating dynamic noise

scale optimization, one can further improve accuracy performance under all three noise

scale decay policies compared to their corresponding algorithms under the �xed� . DP-

dyn[S,� ] is consistently the best performing algorithm under all three� decaying policies.

Although DP-dyn� with only dynamic noise scale slightly outperforms DP-baseline under

the three decaying� policies, dynamic sensitivity approaches consistently outperform DP-

dyn� in accuracy performance, showing the critical role of sensitivity in achieving high
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Table 4.9: Comparing privacy spending� for the best dynamic parameter combo DP-dyn[S,� ]
with DP-baseline and three dynamic sensitivity optimizations under �xed noise scale. The target
accuracy is set to 0.9596, the accuracy of DP-baseline on MNIST withC = 4 , � = 6 , � = 1e � 5.

BaseC AdvC OptC zCDP MA iter

�x �

DP-baseline 123.354 7.450 6.740 1.159 0.823 10000
DP-dynS[Cdecay] 98.646 6.518 5.930 1.034 0.735 7996
DP-dynS[l2-max] 66.858 5.188 4.756 0.848 0.604 5419

DP-dynS 63.379 5.029 4.615 0.825 0.588 5137
linear

DP-dyn[S,� ]
51.365 4.538 4.501 0.561 0.459 5532

exponential 48.027 4.017 3.962 0.537 0.453 5541
cyclic 56.776 4.703 4.667 0.683 0.572 5493

training utility of differential privacy algorithms. (4) Empirically, noise scale decay with

the exponential trend has the best accuracy performance.

Privacy analysis under a target accuracy.In the next set of experiments, we measure

and compare the accumulated privacy spending under a given target accuracy to evaluate

the effectiveness of the best dynamic parameter optimization DP-dyn[S,� ] by comparing

it with DP-baseline and three alternative dynamic sensitivity algorithms with �xed� for

MNIST: DP-dynS[l2-max], DP-dynS[Cdecay], DP-dynS and DP-dyn[S,� ]. The target ac-

curacy is set to 0.9596, the accuracy of DP-baseline as provided in Table 4.5 withC = 4

and� = 6. Table 4.9 reports the results. We make two observations: (1) DP-dyn[S,� ]

with exponential� decay provides the best differential privacy guarantee at the smallest

privacy spending� under all �ve privacy accounting methods. (2) Both DP-dynS and DP-

dynS[l2-max] terminate slightly earlier than DP-dyn[S,� ] under the same target accuracy.

This is likely because the large early noise in the dynamic noise scale algorithm may have

some marginal effect on the convergence, leading to taking a few iterations more than the

DP-dynS in reaching the target accuracy. However, DP-dyn[S,� ] spent the smallest privacy

budget to achieve the target accuracy even with a slightly longer training time. This also

shows that early termination does not always guarantee smaller privacy spending. The dy-

namic sensitivity and dynamic noise scale ultimately control the right amount of noise to

be added for achieving the best privacy under a target accuracy.
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Table 4.10:Per-iteration time cost in seconds.

MNIST Fashion-MNIST CIFAR10 LFW Purchase
non-private 0.138 0.144 0.504 0.069 0.024
DP-baseline 1.63 1.68 1.8 0.149 0.125

DP-dynS[Cdecay] 1.70 1.72 1.83 0.152 0.131
DP-dynS[l2-max] 1.71 1.72 1.83 0.153 0.131

DP-dynS 1.72 1.74 1.84 0.155 0.132
DP-dyn[S,� ] 1.72 1.74 1.85 0.155 0.132

4.6.5 TimeCostEvaluation

This set of experiments compare the time cost for the non-private algorithm and �ve alter-

native approaches to differentially private deep learning using all six benchmark datasets.

Table 4.10report the per-iteration time cost measurement in seconds. We make three ob-

servations: (1) Incorporating dynamic parameters of sensitivity and noise scale incurs neg-

ligible additional cost. This is because all differentially private deep learning algorithms

will always need to compute thel2 norm of the gradients in order to perform clipping. The

difference between differential privacy algorithms and non-private model indicates the cost

of computingl2 norm of the gradients per iteration. (2) The relative cost is smaller when

the model is simpler with a smaller number of parameters. For example, the two attribute

datasets have a lower time cost than the four image datasets. (3) In addition to model com-

plexity, batch size may also impact this additional time cost. The relative cost is smaller

when the batch size is smaller. For example, LFW has a much smaller batch size than the

other three image datasets and is relatively faster to run one iteration.

4.6.6 Comparisonwith ExistingDynamicClipping

We have shown in Section 4.6.1 that our proposed approach for gradient leakage resilient

deep learning with dynamic parameter optimizations offers the strongest resilience against

gradient leakage attacks to training data privacy by comparing with both the state of the

art DP baseline for deep learning and the two representative adaptive clipping enhance-

ments [157, 156]. In this set of experiments, we provide the accuracy performance com-
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Table 4.11:Comparing DP-dyn[S,� ] with adaptive clipping in terms of accuracy performance and
time cost, withC = 4 and� = 6 .

MNIST Fashion-MNIST CIFAR-10 LFW

DP-baseline
accuracy 0.960 0.833 0.608 0.692

cost (s/iter) 1.63 1.68 1.8 0.149

Quantileclip [156]
accuracy 0.971 0.846 0.614 0.733

cost (s/iter) 2.66 2.75 2.92 0.304

Adaclip [157]
accuracy 0.969 0.843 0.611 0.725

cost (s/iter) 1.81 1.84 1.94 0.185

DP-dyn[S,� ]
accuracy 0.978 0.848 0.621 0.749

cost (s/iter) 1.72 1.74 1.85 0.155

parison to show that our dynamic parameter optimization on both noise scale and sensitivity

outperforms both the baseline DP approach [135] and the two adaptive clipping proposals.

Table 4.11compares DP-dyn[S,� ] with the two approaches in terms of accuracy perfor-

mance and time cost. We consider the accuracy for the four image datasets and measure

the time cost by sec/iteration. We make two observations: (1) The proposed dynamic op-

timization on both sensitivityS and noise-scale� consistently outperforms both baseline

DP and the two existing proposals to improve the baseline DP with AdaClip or Quantile

clipping with larger accuracy performance enhancements. (2) Comparing to the baseline

DP [135], the proposed dynamic parameter optimization approach incurs the smallest time

cost compared to AdaClip and Quantile clipping while offering the highest accuracy im-

provement in comparison.

4.7 Related Work

We have given an overview of related work in privacy threats and deep learning with dif-

ferential privacy in Section 4.1. In this section, we focus on the most relevant literature.

The �rst proposal for deep learning with differential privacy [135] has been deployed in

google TensorFlow. However, one known problem for deep learning with differential pri-

vacy is the degradation of model accuracy compared to the non-DP trained model. Several

recent efforts have been put forward for improving the accuracy of the approach proposed

in [135]. The most relevant efforts to this chapter include the recent zCDP proposal with

119



dynamic privacy budget allocation [137] instead of uniformed privacy budget allocation

in [135], and the adaptive clipping proposals represented by AdaClip [157] and Quantile

Clipping [156]. The main contribution of Yu et.al [137] is the new privacy accounting

method zCDP that can compute the privacy spending when the differentially private train-

ing is using an approximate differential privacy under CDP with parameter� to control

dynamic privacy budget instead of� privacy budget as in [135]. In addition, [137] also

proposed a dynamic privacy budget allocation solution to improve [135] which uses �xed

privacy budget in every iteration of the DNN training, aiming to improving the accuracy of

trained DNN model with differential privacy. [137] did not consider gradient leakage at-

tack and resilience, and also uses the �xed clipping as the approximation to sensitivity in the

same way as [135]. AdaClip performs the clipping bound estimation based on the coordi-

nates of the gradient norm and adaptively add different noise levels to different dimensions

of the gradients. Quantile clipping is an alternative approach to AdaClip. It estimates the

clipping bound during the training iterations using the quantile of the unclipped gradient

norm instead of estimation of clipping bound based on the coordinates of the gradient norm

in AdaClip. Both approaches are costly to compute dynamic clipping bounds since both

needs to compute the clipping estimation on all M layers of a DNN for every example. Also

both use the dynamic clipping bound to approximate the sensitivity while maintaining the

�xed noise scale throughout the iterations of training to ensure that a suf�cient amount of

differential privacy noise is added according to the differential privacy theory. Both are

designed to improve accuracy of DNN training with differential privacy but fail to be re-

silient against gradient leakages. In comparison, our approach is by design both gradient

leakage resilient and improving model accuracy thanks to injecting dynamic controlled dif-

ferential privacy noise. Our dynamic differential privacy parameter optimization approach

DP-dyn[l2-max] incorporates dynamic sensitivity and dynamic noise scale to support de-

caying noise variance, such that as learning progresses in iterations, we inject less amount

of differential privacy controlled noises to the gradients instead of constant noise amount as
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done in [135]. As a result, our dynamicl2-max sensitivity provide a tighter differential pri-

vacy controlled noise bound than the �xed Gaussian noise variance in used in conventional

approaches.

4.8 Summary

We have presented a suite of algorithms with dynamic privacy parameters for gradient leak-

age resilient deep learning with differential privacy. We �rst analyze some limitations of

existing algorithms using �xed-parameter strategies that inject constant differential privacy

noise to all layers during each training iteration. We then presented a suite of differential

privacy algorithms with dynamic parameter optimizations, including dynamic sensitivity

mechanisms, dynamic noise scale mechanisms, and different combinations of dynamic pa-

rameter strategies. Extensive experiments on six benchmark datasets demonstrate that the

proposed differentially private deep learning with dynamic hybrid sensitivity and dynamic

decaying noise scale can outperform existing state-of-the-art approaches and other dynamic

parameter alternatives with competitive accuracy performance, strong differential privacy

guarantee, high resilience against gradient privacy leakage.

After a thorough study on the centralized setting for gradient leakage attack prevention,

in the next a few chapters, we will work on characterizing the gradient leakage attack

in federated learning and designing gradient leakage resilient and utility aware federated

learning with adaptive differential privacy parameter enhancement.
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CHAPTER 5

CLIENT PRIVACY LEAKAGE IN FEDERATED LEARNING

Federated learning (FL) is an emerging distributed machine learning framework for collab-

orative model training with a network of clients (edge devices). Federated learning offers

default client privacy by allowing clients to keep their sensitive data on local devices and

to only share local training parameter updates with the federated server. However, recent

studies have shown that even sharing local parameter updates from a client to the federated

server may be susceptible to gradient leakage attacks and intrude the client privacy regard-

ing its training data. In this chapter, we present a principled framework for evaluating and

comparing different forms of client privacy leakage attacks. We �rst provide formal and ex-

perimental analysis to show how adversaries can reconstruct the private local training data

by simply analyzing the shared parameter update from local training (e.g., local gradient

or weight update vector). We then analyze how different hyperparameter con�gurations in

federated learning and different settings of the attack algorithm may impact on both attack

effectiveness and attack cost. Our framework also measures, evaluates, and analyzes the

effectiveness of client privacy leakage attacks under different gradient compression ratios

when using communication ef�cient federated learning protocols. Our experiments also

include some preliminary mitigation strategies to highlight the importance of providing a

systematic attack evaluation framework towards an in-depth understanding of the various

forms of client privacy leakage threats in federated learning and developing theoretical

foundations for attack mitigation.

5.1 Introduction

Federated learning enables the training of a high-quality ML model in a decentralized man-

ner over a network of devices with unreliable and intermittent network connections [158,
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159, 160, 161, 162, 163]. In contrast to the scenario of prediction on edge devices, in which

an ML model is �rst trained in a highly controlled Cloud environment and then downloaded

to mobile devices for performing predictions, federated learning brings model training to

the devices while supporting continuous learning on device. A unique feature of federated

learning is to decouple the ability of conducting machine learning from the need of storing

all training data in a centralized location [164].

Although federated learning by design provides the default privacy of allowing thou-

sands of clients (e.g., mobile devices) to keep their original data on their own devices, while

jointly learn a model by sharing only local training parameters with the server. Several re-

cent research efforts have shown that the default privacy in federated learning is insuf�cient

for protecting the underlaying training data from privacy leakage attacks by gradient-based

reconstruction [13, 11, 14]. By intercepting the local gradient update shared by a client to

the federated learning server before performing federated averaging [165, 166, 164], the

adversary can reconstruct the local training data with high reconstruction accuracy, and

hence intrudes the client privacy and deceives the federated learning system by sneaking

into client con�dential training data illegally and silently, making the federated learning

system vulnerable to client privacy leakage attacks.

In this chapter, we present a principled framework for evaluating and comparing dif-

ferent forms of client privacy leakage attacks. Through attack characterization, we present

an in-depth understanding of different attack mechanisms and attack surfaces that an ad-

versary may leverage to reconstruct the private local training data by simply analyzing the

shared parameter updates (e.g., local gradient or weight update vector). Through introduc-

ing multi-dimensional evaluation metrics and developing evaluation testbed, we provide a

measurement study and quantitative and qualitative analysis on how different con�gura-

tions of federated learning and different settings of the attack algorithm may impact the

success rate and the cost of the client privacy leakage attacks. Inspired by the attack effect

analysis, we present some mitigation strategies with preliminary results to highlight the
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importance of providing a systematic evaluation framework for comprehensive analysis of

the client privacy leakage threats and effective mitigation methods in federated learning.

5.2 Related Work

Privacy in federated learning has been studied in two contexts: training-phase privacy at-

tacks and prediction-phase privacy attacks. Gradient leakage attacks, formulated in CPL

of different forms, or those in literature [13, 11, 14], are one type of privacy exploits in

the training phase. In addition, Aono et al [16, 167] proposed a privacy attack, which

partially recovers private data based on the proportionality between the training data and

the gradient updates in multi-layer perceptron models. However, their attack is not suit-

able for convolutional neural networks because the size of the features is far larger than

the size of convolution weights. Hitaj et al [133] poisoned the shared model by intro-

ducing mislabeled samples into the training. In comparison, gradient leakage attacks are

more aggressive since client privacy leakage attacks make no assumption on direct access

to the training data as those in training poisoning attacks and yet can compromise the pri-

vate training data by reconstruction attack based on only the local parameter updates to be

shared with the federated server.

Privacy exploits at the prediction phase include model inversion, membership infer-

ence, and GAN-based reconstruction attack [133, 15]. Fredrikson et al [122] proposed the

model inversion attack to exploit con�dence values revealed along with predictions. Ganju

et al [129] infers the global properties of the training data from a trained white-box fully

connected neural network. Membership attacks [118, 121, 168] exploit the statistical dif-

ferences between the model prediction on its training set and the prediction on unseen data

to infer the membership of training data with high con�dence.

124



5.3 Problem Formulation

5.3.1 Federatedlearning

In federated learning, the machine learning task is decoupled from the centralized server

to a set ofN client nodes. Given the unstable client availability [169], for each round of

federated learning, only a small subset ofK t < clients out of allN participants will be

chosen to participate in the joint learning.

Local Training at a Client : Upon noti�cation of being selected at roundt, a client will

download the global statew(t) from the server, perform a local training computation on its

local dataset and the global state, i.e.,wk(t + 1) = wk(t) � � r wk(t), wherewk(t) is the

local model parameter update at roundt andr w is the gradient of the trainable network

parameters. Clients can decide its training batch sizeB t and the number of local iterations

before sharing.

Update Aggregation at FL Server: Upon receiving the local updates from allK t

clients, the server incorporates these updates and update its global state, and initiates the

next round of federated learning. Given that local updates can be in the form of either

gradient or model weight update, thus two update aggregation implementations are the

most representative:

Distributed SGD. At each round, each of theK t clients trains the local model with

the local data and uploads the local gradients to the federated learning server. The server

iteratively aggregates the local gradients from allK t clients into the global model, and

check if the convergence condition of federated learning task is met and if not, it starts the

next iteration round [170, 171, 160, 172].

w(t + 1) = w(t) � �
X K t

k=1

nt

n
r wk(t);

where� is the global learning rate andn t
n is the weight of clientk. Here we adopt the
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same notation as in reference [159] so thatnk is the number of data points at clientk andn

indicates the amount of total data from all participating clients at roundt.

Federated averaging.At each round, each of theK t clients uploads the local train-

ing parameter update to the federated learning server and the server iteratively performs a

weighted average of the received weight parameters to update the global model, and starts

the next iteration roundt + 1 unless it reaches the convergence [173, 159].

w(t + 1) =
X K t

k=1

nt

n
wk(t + 1) :

Let � wk(t) denote the difference between the model parameter update before the iteration

of training and the model parameter update after the training for clientk. Below is a variant

of this method [23]:

w(t + 1) = w(t) +
X K t

k=1

nt

n
� wk(t):

Ef�ciency of FL Communication Protocol. The baseline communication protocol is

used in many early federated learning implementations: the client sends a full vector of

local training parameter update back to the federated learning server in each round. For

federated training of large models on complex data, this step is known to be the bottleneck

of Federated Learning. The communication ef�cient federated learning protocols have

been proposed [159, 161], which improves communication-ef�ciency of parameter update

sharing by employing high precision vector compression mechanisms, such as structured

updates and sketched updates. The former directly learns an update from a pre-speci�ed

structure, such as a low-rank matrix and random masks. The latter compresses the learned

full vector of model parameter update to ensure a high compression ratio with a low-value

loss before sending it to the server.

Our framework will study the impact of different con�gurations of federated learn-

ing hyperparameters on the success rate and cost of privacy leakage attacks. For in-

stance, we will show that both baseline protocol and communication ef�cient protocol (e.g.,
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sketched updates) are vulnerable to client gradient leakage attacks (see Section 5.4.2 and

Section 5.6.2).

5.3.2 ThreatModel

In a federated learning system, clients are the most vulnerable attack surface for the client

privacy leakage (CPL) attack because the client is the one sending its local training param-

eter update to the federated learning server. We assume that clients can be compromised

in a limited manner: an adversary cannot gain access to the private training data but may

intercept the local parameter update to be sent to the federated learning server and be able

to access and run the saved local model executable (checkpoint data) on the compromised

client to launch white-box gradient leakage attack.

On the other hand, we assume that the federated server is honest but curious. Namely,

the federated learning server will honestly perform the aggregation of local parameter up-

dates and manage the iteration rounds for jointly learning. However, the federated learning

server may be curious and may analyze the periodic updates from certain clients to per-

form client privacy leakage attacks and gain access to the private training data of the victim

clients. Given that the gradient-based aggregation and model weight-based aggregation

are mathematically equivalent, one can obtain the local model parameter difference from

the local gradient and the local training learning rate. In this chapter, gradient-based ag-

gregation is used without loss of generality. It is worth noting that even if the network

connection between client and server is secure, the client privacy leakage attack can hap-

pen on a compromised client before the local parameter update is prepared for upload to

the server.

Finally, distributed training can happen in either federated scenario with a central server [174]

or a decentralized scenario where clients are connected via a peer to peer network [175].

In the decentralized setting, a client node will �rst perform the local computation to up-

date its local model parameter and then sends the updated gradients to its neighbor nodes.
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The client privacy leakage attack can happen in both scenarios on the compromised client

nodes. The federated scenario is assumed in this chapter.

5.3.3 TheClientPrivacyLeakage(CPL) Attack: An Overview

The client privacy leakage attack is a gradient-based feature reconstruction attack, in which

the attacker can design a gradient-based reconstruction learning algorithm that will take the

gradient update at roundt, sayr wk(t), to be shared by the client, to reconstruct the private

data used in the local training computation. For federated learning on images or video clips,

the reconstruction algorithm will start by using a dummy image of the same resolution as

its attack initialization seed, and run a test of this attack seed on the intermediate local

model, to compute a gradient loss using a vector distance loss function between the gradient

of this attack seed and the actual gradient from the client local training. The goal of this

reconstruction attack is to iteratively add crafted small noises to the attack seed such that the

generated gradient from this reconstructed attack seed will approximate the actual gradient

computed on the local training data. The reconstruction attack terminates when the gradient

of the attack seed reconstructed from the dummy initial data converges to the gradient of

the training data. When the gradient-based reconstruction loss function is minimized, the

reconstructed attack data will also converge to the training data with high reconstruction

con�dence.Algorithm 4 gives a sketch of the client privacy leakage attack method.

In Algorithm 4, line 4-6 convert the weight update to gradient when the weight update

is shared between the federated learning server and the client. The learning rate� k for

local training is assumed to be identical across all clients in our prototype system. Line 8

invokes the dummy attack seed initialization, which will be elaborated in Section 5.4.1.

Line 9 is to get the label from the actual gradient shared from the local training. Since the

local training update towards the ground-truth label of the training input data should be the

most aggressive compared to other labels, the sign of gradient for the ground-truth label of

the private training data will be different than other classes and its absolute value is usu-
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Algorithm 4 Gradient-based Reconstruction Attack
1: Inputs:

f (x; w(t)) : Differentiable learning model,r wk(t): gradients produced by the local
training on private training data(x; y) at clientk, w(t), w(t + 1) : model parameters
before and after the current local training on(x; y), � k learning rate of local training
Attack con�gurations : INIT (x:type): attack initialization method,T: attack termi-
nation condition,� 0: attack optimization method,� : regularizer ratio.

2: Output: reconstructed training data(xrec; yrec)
3: Attack procedure
4: if wk(t + 1) : then
5: � wk(t)  wk(t + 1) � w(t)
6: r wk(t)  � wk (t )

� k

7: end if
8: x0

rec  INIT(x:type)
9: yrec  arg mini (r i wk(t))

10: for � in T do
11: r w�

att (t)  @loss(f (x �
rec ;w(t )) ;yrec )
@w(t)

12: D �  jjr w�
att (t) � r wk(t)jj 2 + � jj f (x �

rec; w(t)) � yrec jj 2

13: x � +1
rec  x �

rec � � 0 @D�

@x�rec
14: end for

ally the largest. Line 10-14 presents the iterative reconstruction process that produces the

reconstructed private training data based on the client gradient update. If the reconstruc-

tion algorithm converges, then the client privacy leakage attack is successful, and else the

CPL attack is failed. Line 12-13 show that when theL2 distance between the gradients of

the attack reconstructed data and the actual gradient from the private training data is min-

imized, the reconstructed attack data from the dummy seed converges to the private local

training data, leading to the client privacy leakage. In line 12, a label-based regularizer is

utilized to improve the stability of the attack optimization. An alternative way to recon-

struct the label of the private training data is to initialize a dummy label and feed it into

the iterative approximation algorithm for attack optimization [11], in a similar way as the

content reconstruction optimization.Figure 5.1 provides a visualization of four illustra-

tive example attacks over four datasets: LFW [176], CIFAR100 [177], MNIST [178], and

CIFAR10 [177].

We make two interesting observations from Algorithm 4.First, multiple factors in the
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Figure 5.1:Example illustration of the Client Privacy Leakage attack.

attack method could impact the attack success rate (ASR) of the client privacy leakage at-

tack, such as the dummy attack seed data initialization method (line 8), the attack iteration

termination condition (T), the selection of the gradient loss (distance) function (line 12),

the attack optimization method (line 13).Second, the con�guration of some hyperparam-

eters in federated learning may also impact the effectiveness and cost of the CPL attack,

including batch size, training data resolution, choice of activation function, and whether the

gradient update is uploaded to the federated learning server using baseline communication

protocol or a communication ef�cient method. In the next section, we present the design

of our evaluation framework to further characterize the client privacy leakage attack of dif-

ferent forms and introduce cost-effect metrics to measure and analyze the adverse effect

and cost of CPL attacks. By utilizing this framework, we provide a comprehensive study

on how different attack parameter con�gurations and federated learning hyperparameter

con�gurations may impact the effectiveness of the client privacy leakage attacks.

5.4 Characterizing Gradient Leakage Attacks

5.4.1 Impactof AttackParameterCon�gurations

Attack Initialization: We �rst study how different methods for generating the dummy at-

tack seed data may in�uence the effectiveness of a CPL attack in terms of reconstruction

130



quality or con�dence as well as reconstruction time and convergence rate. A straightfor-

ward dummy data initialization method is to use a random distribution in the shape of

dummy data type and we call this baseline the random initialization (CPL-random). Al-

though random initialization is also used in [11, 14, 13], this is, to the best of our knowl-

edge, the �rst study on variations of attack initiation methods. To understand the role of

random seed in the CPL attack, it is important to understand the difference of the attack

reconstruction learning from the normal deep neural network (DNN) training. In a DNN

training, it takes as the training input both the �xed data-label pairs and the initialization of

the learnable model parameters, and iteratively learn the model parameters until the train-

ing converges, which minimizes the loss with respect to the ground truth labels. In contrast,

the CPL attack performs reconstruction attack by taking a dummy attack seed input data, a

�xed set of model parameters, such as the actual gradient updates of a client local training,

and the gradient derived label as the reconstructed labelyrec, its attack algorithm will itera-

tively reconstruct the local training data used to generate the gradient,r wk(t), by updating

the dummy synthesized seed data, following the attack iteration termination conditionT,

denoted byf x0
rec; x1

rec; :::xs
Tg 2 Rd, such that the loss between the gradient of the recon-

structed datax i
rec and the actual gradientr wk(t) is minimized. Herex0

rec denotes the initial

dummy seed.

Theorem 2. (CPL Attack Convergence Theorem) Let x �
rec be the optimal synthesized

data for f (x) and attack iterationt 2 f 0; 1; 2; :::Tg. Given the convexity and Lipschitz-

smoothness assumption, the convergence of the gradient-based reconstruction attack is

guaranteed with:

f (xT
rec) � f (x �

rec) �
2L jjx0

rec � x �
rec jj 2

T
: (5.1)

Proof.
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Assumption 1. (Convexity) we sayf (x) is convex if

f (�x + (1 � � )x0) � �f (x) + (1 � � )f (x0); (5.2)

wherex; x0are data point inRd, and� 2 [0; 1].

Lemma 2. If a convexf (x) is differentiable, we have:

f (x0) � f (x) � hr f (x); x0 � xi : (5.3)

Proof. Equation 5.2 can be rewritten as:

f (x0+ � (x � x0)) � f (x0)
�

� f (x) � f (y):

When� ! 0, we complete the proof.

Assumption 2. (Lipschitz Smoothness) With Lipschitz continuous on the differentiable

functionf (x), we have:

jjr f (x) � r f (x0) � L jjx � x0jj ; (5.4)

whereL is called Lipschitz constant.

Lemma 3. If f (x) is Lipschitz-smooth, we have:

f (x t+1 ) � f (x t ) � �
1

2L
jjr f (xT )jj 2

2 (5.5)

Proof. Using the Taylor expansion off (x) and the uniform bound over Hessian matrix, we

have

f (x0) � f (x) + hr f (x); x0 � xi +
L
2

jjx0 � xjj 2
2: (5.6)
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By insertingx0 = x � 1
L r f (x) into Equation 5.4 and Equation 5.6, we have:

f (x �
1
L

r f (x)) � f (x) � �
1
L

hr f (x); r f (x)i +
L
2

jj
1
L

r f (x)jj 2
2

= �
1

2L
jjr f (x)jj 2

2

Lemma 4. (Co-coercivity)A convex and Lipschitz-smoothf (x) satis�es:

hr f (x0) � r f (x); x0 � xi �
1
L

jjr f (x0) � r f (x)jj (5.7)

Proof. Due to Equation 5.4,

hr f (x0) � r f (x); x0 � xi � hr f (x0) � r f (x);
1
L

(r f (x0) � r f (x)) i

=
1
L

jjr f (x0) � r f (x)jj

Then we can proof the attack convergence theorem:f (xT ) � f (x � ) � 2L jj x0 � x � jj 2

T :

Proof. Let f (x) be convex and Lipschitz-smooth. It follow that

jjx t+1 � x � jj 2
2 = jjx t � x � �

1
L

r f (x t )jj 2
2

= jjx t � x � jj 2
2 � 2

1
L

hx t � x � ; r f (x t )i +
1

L2
jjr f (x t )jj 2

2

� jj x t � x � jj 2
2 �

1
L2

jjr f (x t )jj 2
2 (5.8)

Equation 5.8 holds due to Equation 5.7 in Lemma 4. Recall Equation 5.5 in Lemma 3,

we have:

f (x t+1 ) � f (x � ) � f (x t ) � f (x � ) �
1

2L
jjr f (x t )jj 2

2: (5.9)
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By applying convexity,

f (x t ) � f (x � ) � hr f (x t ); xt � x � i

� jjr f (x t )jj 2jj x t � x � jj

� jjr f (x t )jj 2jj x1 � x � jj : (5.10)

Then we insert Equation 5.10 into Equation 5.9:

f (x t+1 ) � f (x � ) � f (x t ) � f (x � ) �
1

2L
1

jjx1 � x � jj 2
(f (x t ) � f (x � ))2

)
1

f (x t ) � f (x � )
�

1
f (x t+1 ) � f (x � )

� �
f (x t ) � f (x � )

f (x t+1 ) � f (x � )
(5.11)

)
1

f (x t ) � f (x � )
�

1
f (x t+1 ) � f (x � )

� � (5.12)

) � �
1

f (x t+1 ) � f (x � )
�

1
f (x t ) � f (x � )

; (5.13)

where � = 1
2L

1
jj x1 � x � jj 2 . Equation 5.11 is done by divide both side with(f (x t+1 ) �

f (x � ))( f (x t ) � f (x � )) and Equation 5.12 utilizesf (x t+1 ) � f (x � ) � f (x t ) � f (x � ). Then,

following by induction overt = 0; 1; 2; ::T � 1 and telescopic cancellation, we have

T � �
1

f (xT ) � f (x � )
�

1
f (x0) � f (x � )

�
1

f (xT ) � f (x � )
:

T � �
1

f (xT ) � f (x � )
�

1
f (x0) � f (x � )

�
1

f (xT ) � f (x � )
(5.14)

)
T
2L

1
jjx1 � x � jj 2

�
1

f (xT ) � f (x � )
(5.15)

) f (xT ) � f (x � ) �
2L jjx0 � x � jj 2

T
: (5.16)

Thus complete the proof.
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The above CPL Attack Convergence theorem is derived from the well-established Con-

vergence Theorem of Gradient Descent [179]. Note that the convexity assumption is gen-

erally true since thed-dimension trainable synthesized data can be seen as a one-hidden-

layer network with no activation function. The �xed model parameters are considered as

the input with optimization of the least square estimation problem as stated in Line 12 of

Algorithm 4.

According to the CPL Attack Convergence Theorem, the convergence of the CPL at-

tack is closely related to the initialization of the dummy datax0
rec. This motivates us to

investigate different ways to generate dummy attack seed data. Concretely, we argue that

different random seeds may have different impacts on both reconstruction learning ef�-

ciency (con�dence) and reconstruction learning convergence (time or the number of itera-

tion steps). Furthermore, using geometrical initialization as those introduced in [180] not

only can speed up the convergence but also ensure attack stability. Consider a single layer

of the neural network:g(x) = � (wx + b), a geometrical initialization considers the form

g(x) = � (w� (x � b� ) instead of directly initialingw andbwith random distribution. For ex-

ample, according to [181], the following partial derivative of the geometrical initialization.

@g
@w�

= � 0(w� (x � b� ))( x � b� ); (5.17)

is more independent from translation of the input space than@g
@w = � 0(wx + b)x; and is

therefore more stable.

Figure 5.2provides a visualization of �ve different initialization methods and their im-

pact on the CPL attack in terms of reconstruction quality and convergence (#iterations). In

addition to CPL-random, CPL-patterned is a method that uses patterned random initializa-

tion. We initialize a small portion of the dummy data with a random seed and duplicate

it to the entire feature space. An example of the portion can be 1/4 of the feature space.

CPL-dark/light is to use a dark (or light) seed of the input type (size), whereas CPL-R.G.B.

is to use red or green or blue solid color seed of the input type (size). CPL-optimal refers
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Figure 5.2:Visualization of different initialization.

to the theoretical optimal initialization method, which uses an example from the same class

as the private training data that the CPL attack aims to reconstruct. We observe from Fig-

ure 5.2 that CPL-patterned, CPL-R.G.B., and CPL-dark/light can outperform CPL-random

with faster attack convergence and more effective reconstruction con�dence. We also in-

clude CPL-optimal to show that different CPL initializations can effectively approximate

the theoretical optimal initialization in terms of reconstruction effectiveness.

Figure 5.3 shows that the CPL attacks are highly sensitive to the choice of random

seeds. We conduct this set of experiments on LFW and CIFAR100 and both con�rm con-

sistently our observations: different random seeds lead to diverse convergence processes

with different reconstruction quality and con�dence. From Figure 5.3, we observe that

even with the same random seed, attack with patterned initialization is much more ef�cient

and stable than the CPL-random. Moreover, there are situations where the private label of

the client training data is successfully reconstructed but the private content reconstruction

fails (see the last row for both LFW and CIFAR100).

Attack Termination Condition: The effectiveness of a CPL attack is also sensitive to

the setting of the attack termination condition. Recall Section 5.3.3 and Algorithm 4, there

are two decision factors for termination. One is the maximum attack iteration and the other
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(a) LFW. (b) CIFAR100.

Figure 5.3:Effect of different random seed.

is theL2-distance threshold of the gradient loss, i.e., the difference between the gradient

from the reconstructed data and the actual gradient from the local training using the private

local data.

Consider the con�guration of the maximum number of attack iterations,Table 5.1com-

pares the six different settings of attack iteration termination condition. It shows that when

it is too small, such as 10 or 20, no matter how to optimize the attack initialization method,

the CPL attack will fail for all or most of the datasets. However, when it is set to suf�-

ciently larger, say 100 or 300, choosing a good attack initialization method matters more

signi�cantly. For example, CPL-patterned can get an attack success rate higher than the

CPL-random for all three datasets. Also, CPL-random shows unstable attack performance:

For LFW, it has slightly higher ASR when choosing the termination of 300 over that of

100 iterations. However, for CIFAR10 and CIFAR100, it has signi�cantly higher ASR

when choosing the termination of 300 iterations over that of 100. This set of experiments

also shows the good con�guration of the total number of termination iterations can be a

challenging problem.
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Table 5.1:Effect of termination condition.

maximum attack iteration 10 20 30 50 100 300

LFW
CPL-patterned 0 0.34 0.98 1 1 1

CPL-random 0 0 0 0.562 0.823 0.857

CIFAR10
CPL-patterned 0 0.47 0.93 0.973 0.973 0.973

CPL-random 0 0 0 0 0.356 0.754

CIFAR100
CPL-patterned 0 0 0.12 0.85 0.981 0.981

CPL-random 0 0 0 0 0.23 0.85 Figure 5.4:Effect of attack optimization.

The second factor used for setting the attack termination condition is theL2-distance

threshold of the gradient difference between the reconstructed data and the private local

data. This factor is dataset-dependent, and our experiments with the four benchmark

datasets show that aL2-distance threshold, such as 0.0001, is a good option in terms of

generalization.

Gradient Loss (Distance) Function: In the CPL attack Algorithm 4, we useL2 dis-

tance function as the gradient loss function. There are other alternative vector distance

functions, such cosine similarity, entropy, and so forth, can be applied. [182] has studied

the impact of different distance functions on training ef�ciency. It shows that using some

loss functions might lead to slower training, while others can be more robust to noise in the

training set labeling and also slightly more robust to noise in the input space.

Attack optimization: Optimization methods, such as Stochastic Gradient descent [183],

Momentum [184], Adam [185], and Adagrad [186] can be used to iteratively update the

dummy data during the reconstruction of a CPL attack. While the �rst-order optimization

techniques are easy to compute and less time consuming, the second-order techniques are

better in escaping the slow convergence paths around the saddle points [187].Figure 5.4

shows a comparison of L-BFGS [188] and Adam and their effects on the CPL-patterned

attack for LFW dataset. It shows that choosing an appropriate optimizer can signi�cantly

improve attack effectiveness. In the rest of the chapter, L-BFGS is used in our experiments.
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